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Abstract

With the technological advance in speech synthesis methods, it has become apparent that
attackers can abuse this technology to launch fake speech attacks in a number of ways: fak-
ing the voice of a supervisor to order an employer to make money transfers, spreading fake
news and propaganda or spoofing automatic speaker verification (ASV) systems. Thus, it
has become important to detect whether speech is genuine or artificially created. A small
scale study contained in this thesis indicates that humans do not solve this problem trivially
and therefore will need the help of automatic counter measure (CM) systems. The most
successful automatic approaches use neural networks to solve the problem. In our work, we
analyzed the decision making process of neural CM systems and used that insight to improve
the performance of the best network we observed. Our work was done on the ASVspoof
2019 dataset as it was the only popular fake speech dataset in use when we started our work.
First, we showed that using spectrogram images as input is a legitimate way to solve the task
of fake speech detection. This allowed us to use image classification models and the post
hoc analysis method Score-CAM. Among the multiple image classification models we tested,
EfficientNet-B3 achieved the best scores. Our post hoc analysis for the EfficientNet revealed
that it uses background noise and features in the lower frequencies to distinguish between real
and fake speech samples. We used that insight in two follow-up experiments to improve the
models performance by 28.7% and 30.25% respectively. The model from the second follow
up experiment is the fifth best non-ensemble model for the ASVspoof 2019 LA dataset up
to date. This highlights the importance of understanding what neural networks are actually
doing since it can be used to optimize their performance significantly.
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Zusammenfassung

Mit dem technologischen Fortschritt im Bereich der Sprachsynthese wurde offensichtlich,
dass Angreifer diese Technologie auf verschiedenste Weise missbrauchen können. Mögliche
Beispiele dafür sind Imitation der Stimme des Vorgesetzten, um Transaktionen anzuordnen,
die Erzeugung von Fake News und Propaganda, oder Angriffe um Spracherkennungssysteme
auszutricksen. Aus diesem Grund ist es wichtig erkennen zu können, ob Sprache echt oder
künstlich erzeugt wurde. Als Teil dieser Masterarbeit haben wir in einer kleinen Studie fest-
gestellt, dass Menschen dieses Problem nicht trivial lösen und desshalb die Hilfe von automatis-
chen Erkennungssystemen benötigen. Die erfolgreichsten automatischen Erkennungssysteme
nutzen neuronale Netze, um das Problem zu lösen. In unserer Arbeit haben wir uns dazu
entschieden, den Entscheidungsprozess von neuronalen Erkennungssystem zu analysieren, und
konnten die Erkenntnisse nutzen, um das beste betrachtete System zu verbessern. Wir haben
unsere Experimente auf dem ASVspoof 2019 Datensatz durchgeführt, da es der populärste
Datensatz zu Beginn unserer Arbeit war. Als erstes konnten wir zeigen, dass es ohne Verlust
von Erkennungsleistung möglich ist, Spektrogrammkoeffizienten durch Spektrogrammbilder
als Eingabe zu ersetzen, um das Problem der Erkennung von künstlicher Sprache zu lösen.
Dadurch konnten wir Bildklassifizierungsnetzwerke und die Post-hoc-Analyse Methode Score-
CAM nutzen. Beim Vergleichen mehrerer Bildklassifizierungsnetzwerke hat sich EfficientNet-
B3 als das beste Model herausgestellt. Unsere Post-hoc-Analyse des EfficientNet brachte
zu Tage, dass sowohl Hintergrundgeräusche als auch Features in den niedrigen Frequenzen
relevant für die Unterscheidung zwischen echter und künstlicher Sprache sind. Diese Erkent-
niss konnten wir in zwei Follow-Up-Experimenten nutzen, um die Fehlerrate des EfficientNet
um 28.7% und um 30.25% zu senken. Damit haben wir das momentan fünftbeste Model
für den ASVspoof-2019-Datensatz trainiert, welches kein Ensemble aus mehreren Netzwerken
ist.
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1 Introduction

Disinformation campaigns and propaganda have long been a tool for various agents to
achieve a variety of goals - from increasing draft yields in war to public relations in businesses
today (1). However, with recent technological advancements spreading misinformation has
become easier than ever before. This is not only for state, media or company agents but
especially the distribution capabilities of the individual has skyrocketed with access to the
internet and social media (2). At the same time, trust in media is eroding (3).

It is in this climate that deepfake technology started making public headlines. It allows
actors to manipulate videos in various ways. Editing the face of a person into a video and
onto the body of another person is the most commonly known example, but changing lip
movements in a video to fit an alternate audio track and more is possible (4). Moreover,
this technology is comparatively easy to use, even for agents with low resources and a
limited technological skill set, while potentially being devastating in effect. From editing the
faces of actresses into pornographic material to targeted political propaganda (2), its
potential for harm should not be underestimated.

The research community started almost immediately developing a variety of sophisticated
algorithms to detect fake videos (4) and a number of competitions as well as new large data
sets drive the development of countermeasures ever forward (5) (6). The most commonly
used algorithms are working with frames as input and classify videos into one of two classes,
either real or fake (5) (7) (8). While this has been proven to be highly effective (5), these
algorithms ignore potential temporal and audio information.

With attacks getting ever more sophisticated, additional information should not be ignored.
In 2017 Suwajanakorn et al. famously managed to animate the face of Obama to a given
speech input (9). Later in the same year Kumar et al. developed Obamanet. A neural model
that synthesizes Obamas voice from text input and animates his face accordingly (10). This
means that malicious actors could potentially let any person say anything. Therefore,
recognizing fake audio tracks, is important for the field of fake media detection.

However, Fake audio creation is not only a problem in the context of deepfake videos. In
2019 the Wallstreet Journal reported a case where an employee got a call from an imposter
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sounding like his CEO. The imposter used a voice changing algorithm to order the employee
to make a quarter million pound transfer (11). While this was the first reported attack of its
kind, it probably will not be the last. This attack shows that humans and potentially all
applications relying on authentication through speaker verification are at risk of being
spoofed by fake audio attacks that start to sound more and more genuine.

To better understand how susceptible humans are to fake speech attacks, we performed a
small scale study, where ten participants had to predict whether a speech sample was either
coming from a real person or was artificially created. Our study indicates that human
recognition performance is surprisingly high, but it is lacking behind automatic detection
methods.

A benchmark for the automatic detection of fake audio is the biannually held ASVspoof. In
2019 the last iteration of the ASVspoof challenge published a data set of fake audio attacks
and benchmarked newly developed detection methods (12) (13). The top performing models
outperformed the human participants who took part in our study.

However, it is not clearly understood which parts of an audio track exactly are responsible
for the automatic detection of fake audio samples. Voice activation detection (VAD) seems
to be rarely used since it does not improve the performance (14) and a closer study of the
probability mass function of speech (14) raises the question if it even is the speech parts in
the audio track that are main indicators for whether an audio clip is a spoof or genuine.

The literature trying to explain how neural models detect synthetic speech is sparse.
However, we could identify three general hypotheses for which parts of an audio sample
could be the most helpful when detecting fake speech. First and most obvious, we believe
that the lower frequencies most important for intelligible human speech could be where the
most important features are located. Second, Reimao’s master thesis suggests that the
higher frequencies that faking methods might neglect and where background noise is more
audible might give away spoofed audio samples (15). Third, Itshak Lapidot and
Jean-Francois Bonastre published a paper indicating that it might be the nonspeech parts
that are the most helpful to detect fake speech attacks (14).

Not knowing which hypothesis is true and solely relying on blackbox models that work well is
disadvantageous for a number of reasons. For one, while end-to-end learning has become
one of the most viable solutions, understanding which parts of speech are most beneficial for
discriminating between genuine and spoofed speech can aid in building even better
architectures and engineering better features. Additionally, understanding and being able to
explain the learning and decision processes of neural networks is the basic foundation
required for users to build trust in these systems (16) (17) and is thus a requirement for
widespread adoption.
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Consequently, the main goal of this work is trying to identify where networks find important
features in an audio sample for classifying them as either real or fake. Furthermore, we want
to use the insight gained to improve the networks performance and hope to show that it is
worthwhile to analyze and understand neural networks instead of using them as effective
black boxes.

The first part of this thesis will give a quick overview of the related work in the area of fake
speech detection for context and further reading. Afterwards, we will go over the necessary
theoretical background to ensure that the reader knows the essentials to understand the
experimental chapter.

The experimental chapter starts with the experiment mentioned above in which human
participants have to detect fake speech samples. For our main work, we retrained a ResNet
from an ASVspoof 2019 Challenge participant to detect whether an audio sample contains
real or fake speech and showed that the classification problem can be turned into an image
classification problem via spectrograms. This was a necessary first step to ensure we could
use Grad-CAM (18) and Score-CAM (19) for our post hoc analysis since both methods
ideally get easy to interpret images as input.

Next, we trained and compared multiple image classification networks. Unsurprisingly, the
EfficientNet-B3 (20) belonging to the current family of state-of-the-art networks in image
classification performed the best out of the ones observed.

When analyzing the different networks, we could observe that all of them learned different
strategies for detecting fake speech samples. We chose the best performing network, arguing
that it had learned the best strategy and was thus the best candidate for analysis.

Our analysis gave us two key insights, which we could use to improve the detection
performance by up to 30.25%.
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2 Related Work

Fake voice detection is still a relatively small field when compared with deepfake video
detection. At the time of starting this work, the only datasets focused on detecting
synthesized speech are the Fake or Real (FoR) dataset created in 2019 by Ricardo Reimao as
part of his master thesis (15) and the datasets of the ASVspoof challenges. While the FoR
dataset has been published in the meantime (21), researchers primarily work on the
ASVspoof datasets to develop counter measure (CM) systems.

In 2015 ASVspoof published a dataset consisting of logical access (LA) attacks (22) – that
is, attacks with fake speech synthesized by a computer. The 2017 iteration came with a
dataset consisting of physical access (PA) attacks (23). In contrast to LA attacks, these
attacks are real world recordings of a person, for example, with a hidden microphone. These
kind of attacks are not relevant for our work focusing on artificially created speech. In 2019
one dataset for each kind of attack was published by the ASVspoof challenge (13). Only
with the current iteration that came too late for this work did they introduce a dataset for
audio deepfake i.e. fake speech detection without the context of an automatic speaker
verification (ASV) system (24).

The audio data from the ASVspoof challenges is provided as .flac files and is often
transformed into a more suitable representation for machine learning models. The most
common features used in state-of-the-art detection methods in the LA scenario are based on
the constant Q transform (CQT) that has logarithmically scaled frequency bins in contrast
to the short-time Fourier transform’s (STFT) linear scaled frequency bins (12) (25) (26).
However, mel-frequency cepstral coefficients (MFCC), linear-frequency cepstral coefficients
(LFCC) and spectrogram coefficients are still used in some approaches (27)(28).

Chintha et al. also very succesfully trained an end-to-end model that extracts features from
the raw audio files (29). Wu et al., on the other hand, chose to represent the audio as a log
power spectrum (LPS) and then feed it into a transformer. The so called genuinization
transformer is intended to maximize the distance between real speech and fake speech
distributions, so that the following light convolutional neural network (LCNN) has an easier
time classifying the samples (30). This goes into a very similar direction as Zhang et al. who
used one class learning to train the best single model at the moment, achieving an equal
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error rate (EER) of 2.19% (28). We connect to this host of research by analyzing where the
different statistical properties of real and fake speech samples are coming from.

Architecture-wise, CNN variants dominate the field, from convolutional recurrent neural
networks (CRNN) (29) over residual neural networks (ResNet) (27) to the very successful
light convolutional neural networks (LCNN) (12) (31). Beside these models one can find
Gaussian mixture models (GMMs), deep neural networks (DNNs) and even support vector
machines (SVMs) (25) (32). Models are often trained in ensembles, with every member of
the ensemble being trained on different features (25) (32) (27). The best non-ensemble
model was published by Zhang et al. and is an adapted ResNet, where the pooling layer is
replaced with attentive temporal pooling (28).

We also weren’t the first ones to use image classification models to detect fake speech
samples. Reimao compared a number of different models from computer vision on his FoR
dataset (15). He also used models pretrained on ImageNet, but froze everything but a few
of the last layers. In comparison, we trained the entire network arguing that slight
adjustments to early layers might be beneficial for the domain transfer. With
EfficientNet-B3 we also used a newer model compared to Reimao.

While all these models perform admirably, there has been little research in regards to how
the models make their decisions. The genuinization transformer and one class learning
approaches tell us that the distributions of real speech and fake speech samples are different,
but what parts or features exactly is only observed on a surface level (30) (28). Lapidot and
Bonastre observed by chance that the amplitude distributions for fake and real speech
mainly differs in the nonspeech parts (14) while Reimao used class activation mapping
(CAM) on spectrogram images to observe that networks detected features for spoofed
speech mainly in the higher frequencies (15). He hypothesized this to be the fault of
background and recording noise more noticeable in those areas.

We used the more recent Grad-CAM (18) and Score-CAM (19) algorithms to perform a more
thorough analysis. While there are many pos hoc analysis methods in the realm of image
classification, only a few of them pass reasonable sanity checks, Grad-CAM and Score-CAM
among them (33) (19). Grad-CAM was also previously used on spectrogram images to
classify which bird a recorded birdsong belongs to (34) or to locate radio events (35).

There are two semi-recent studies researching human capabilities when it comes to detecting
artificially created speech. In 2015 Wester et al. compared human detection performance on
8kHz and 16kHz samples with the performance of automatic spoofing detection algorithms,
showing that automatic methods were already slightly better six years ago and that a lower
sampling rate leads to a drop in performance.

A more recent study was done by Reimao in his master thesis in 2019 (15). They randomly
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selected 10 real and 10 artificially created voice samples from their FoR dataset. The fake
samples consisted of one sample from each of the 10 faking methods used in creating the
dataset. 29 participants were asked to categorize them as fake or real, leading to 580
decisions. They observed an average accuracy of 65.7% ranging from 40% to 100% for
different faking methods.

In comparison to that, we tested our participants with samples from the ASVspoof 2019 LA
dataset. We used more than six times the amount of samples than Reimao did and gathered
more than twice the amount of decisions overall. However, due to current conditions we
could only test ten different participants.
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3 Theoretical Background

This chapter is intended to give an overview of the theoretical background needed to
understand the following experiments of the thesis. First, we explain the makeup of the
ASVspoof 2019 LA dataset and then look at spectrograms as the audio representation of
our choice. Afterwards, we will use the universal approximation theorem to clarify the reason
for the success of neural models before we go over neural network architectures and
performance measures used in this work. Lastly, we will explain the post hoc analysis
methods we used. For a more in-depth understanding of the different topics, we advise to
read the cited literature.

3.1 ASVspoof 2019 LA Dataset

The LA subset of the ASVspoof 2019 database is based on the Voice Cloning Toolkit Corpus
with speech samples from 61 female and 41 male speakers, downsampled to 16kHz at 16
bits-per-sample (13). Since this dataset is part of an ASV challenge, it contains bona fide
speech samples from target and non-target speakers as well as spoofed samples trying to
imitate a target speaker. The dataset is already split into training, development and
evaluation set. All three partitions are speaker disjoint (13). Additionally, the fake speech
creation methods for the evaluation set is disjoint from the ones for the training and
development set.(13)

3.1.1 Artificial Voice Creation Methods

To create the LA training and development set, four Text-to-Speech (TTS) and two voice
conversion (VC) methods were used (13) (methods A01 - A06 in table 3.1). To estimate the
generalization power of artificial voice detection systems, seven TTS and six VC algorithms
distinct from those in the training and development set were used for the evaluation set
(methods A07-A019 in table 3.1).

A pipeline to create artificial voice samples of a target from text can be seen in Figure 3.1.
The input processor first extracts linguistic features from the text. This could, for example,
be an utterance structure, containing information about phonemes and pitch-accent labels
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Table 3.1: This table shows the 17 different fake voice creation methods found in the ASVspoof
2019 LA dataset. For every method, the fake voice creation pipeline can be read from left to
right, stating the tools used for the different modules (compare to fig. 3.1). Table from (13).

(13). The next module predicts the duration of phonemes. The linguistic features and
duration prediction are then forwarded to the acoustic model to create acoustic features of
the target speaker, like the fundamental frequency (F0) and MFCC features (13). The
acoustic model can consist of two sub modules, the first for converting the input into
acoustic features and the second to turn the acoustic features into those corresponding to
the target. Finally, a waveform generator like Wavenet is used to create the artificial voice
sample. In case of VC algorithms, the duration prediction is unnecessary, and the duration
prediction module can be ignored.

There are a number of variations, and some tools might merge multiple modules into one.
This variety in fake creation methods shows how important it is to evaluate how well a CM
system can generalize to yet unseen fake creation methods. For this reason, the fake
creation methods in the test set are entirely distinct from those in the training and
development set.

Figure 3.1: This figure shows the different modules that can be present in a fake audio
creation pipeline. Tools like CART might cover the functionality of multiple modules. For
speech input, the duration prediction is unnecessary, but otherwise, the general pipeline stays
the same.
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3.2 Spectrograms

In comparison to image data, there is a wide variety of possible representations to choose
from for audio data. A speech signal, in its most intuitive form, is a signal in the
amplitude-time space. However, since we decided to use Grad-CAM and Score-CAM to
analyze the decision of fake speech detection models, we prefer interpretable images as
input. Spectrograms are greyscale images depicting frequency, time and intensity of a signal
(36).

The link between a signal in time and in frequency space is the Fourier transform (37).
However, there are two problems. One, for the Fourier transform to be calculated, one needs
to be able to integrate over the speech signal. This is not possible without further
manipulation, since a speech signal is neither infinite nor known at all times (37). Two, the
result of a Fourier transform is a decomposition of the signal into individual frequencies and
their amplitudes called a spectrum. The problem arising from this transformation is the loss
of the time dimension crucial for speech analysis.

The method to resolve both problems is to multiply the speech signal with a windowing
function, so that the result is Fourier transformable (37). The windowing function allows for
the calculation of the Fourier transform for small windows of the speech signal, basically
creating slices. These slices are measures of frequency and power at a discrete point in time
- the point where the windowing function is non-zero.

The windowing function is moved across the speech signal in a convolution operation. The
mathematical process behind this is called the Short-time Fourier transform (STFT) (38).
To get the final spectrogram representation, the STFT’s magnitude is squared. The result
will be an image of these slices with frequency and time along the axis and power
represented as the grey value. When calculating spectrograms with a computer, one usually
uses the Fast Fourier transform (FFT) (39) (36).

A disadvantage of this audio representation is the frequency-time resolution conundrum,
resulting from the size of the time window in the windowing function (36). With a decrease
of the size of the window, the time resolution increases, yet the frequency resolution
decreases. When the window size is increased, it is the other way around. With a higher
time resolution comes the ability to track rapid changes; with a higher frequency resolution
comes the ability to better track the individual harmonics (36). The first is called a broad
band spectrogram, and the second a narrow band spectrogram. An example of a more
narrow band spectrogram can be seen in Figure 3.2.

The frequency axis of spectrograms calculated with the FFT is linearly scaled. The second
type of spectrograms we use in this work is called mel-frequency spectrograms or simply mel
spectrograms due to the frequency axis being scaled with the mel scale (40).
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Figure 3.2: This figure shows two spectrograms created from the ASVspoof 2019 LA develop-
ment set with SoX (41). On the left side, one can see the bona fide audio clip LA_D_1047731.
On the right, the spectrogram of the spoof audio clip LA_D_2630883, created by method
A04.

The mel scale is based on the human auditory system. Humans are better at differentiating
between frequencies on the lower end of the spectrum compared to the higher end. This
means a difference between 100Hz and 200Hz is a lot more noticeable than the difference
between 2000Hz and 2100Hz (40). Therefore, mel scale scales the frequency based on
human perception, so that equally distant sounding pitches are equally distant on the mel
scale. Using the mel scale has the advantage of emphasizing lower frequencies most
important for understanding speech and de-emphasizing higher frequencies, where fricatives
and noise dominate (38).

3.3 Neural Networks for Fake Audio Detection

As seen in Chapter 2, the top performing models for fake voice detection consist entirely of
neural networks. To understand the prevalence and success of neural networks, we will give a
short overview of the universal approximation theorem before diving into the networks we
used for our experiments and a bit of the theory behind them.

3.3.1 Universal Approximation Theorem

The universial approximation theorem states that a neural network can approximate any
continous function H arbitrarily close given at least one hidden layer and enough hidden
neurons (42). This was first proven for feedforward networks with a sigmoid activation
function for the hidden layer but has since been generalized to all non-polynomial activation
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functions as well as the currently popular rectified linear unit (ReLU) function (43) (44).
This proof was further repeated for RNN as well as CNN architectures (44) (45).

Many scientific problems can be formulated as a function and thus can be approximated by
neural networks. The function itself does not even need to be known, it is enough that a
function exists and the network can learn it. A prerequisite is that the function has to be
continuous. In reality, this poses less of a problem than one might expect since
non-continuous functions can often be fairly well approximated by a continuous
function.

While this property can explain the versatility and power of neural networks, there still is a
problem. The theorem gives no indication of how many neurons are required or what the
parameters need to be for the network to minimize the distance between the function H and
the network’s approximation Ĥ . Instead, gradient descent based on a loss function is still
standard practice to optimize network parameters and the hyper parameters such as the
number of neurons and architecture have to be engineered.

Nevertheless, this shows the high potential of neural networks and helps to explain their
success in many fields, fake voice detection included.

3.3.2 Convolutional Neural Networks

CNNs are characterized by their ability to learn position-independent feature detectors via
convolutional kernels. This made them successful in a number of different research fields like
speech recognition, document reading, face recognition, image classification, modulation
classification and, of course, fake voice detection (46)(47)(48)(49).

We will go over the different layer types in a basic CNN and then look at the popular CNN
architectures VGG-16 and VVG-19 (50) we used in our experiments. Both are traditional
CNNs, consisting only of convolutional, max pooling and fully connected layers.

Convolutional Layers

Convolutional Layers are the name givers for convolutional neural networks. They are
designed to work with matrices as input, ranging from 1D signals over 2D images and 3D
videos or volumetric images and feature maps of previous layers to even higher dimensions
(46). As can be seen in Figure 3.3, a convolution kernel is moved with a certain stepsize
called the stride over the input. At every step, the convolution kernel weights and sums up
the input values and passes them through a non-linearity like a sigmoid or ReLU (51)
activation function, thus creating a feature map in the next layer (46). There can be
multiple different kernels going over the input, each one creating its own feature map,
leading to a volume of feature maps.
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The size of the convolutional kernel is usually fixed, but the weights of the kernel are learned
during training. This means that in the process of training a CNN, the kernels become
detectors for specific features in the input. Since they are moved across the input, these
feature detectors are also spatially invariant.

Figure 3.3: An example of a convolutional layer. On the left side, one can see a 3D volume
of stacked 2D feature maps as input. Two 3D convolutional kernels convolve the input and
create one feature map each as output. Every single convolution operation produces one value
in the output feature map, requiring the convolution kernel to be moved across the input to
construct the entire feature map. Padding around the input edges and adjusting the stride
can be used to control the output’s feature map sizes. Figure from (52).

Pooling Layers

Pooling layers are used to implement a downsampling operation (53). This reduces the
number of features a network has to learn and provides a slight invariance towards
translation. The pooling operation is a bit similar to the convolution operation. One can
think of it as a window that is moved across its input. At every step, it either passes the
maximum value in the window for a max pooling operation or the average value for average
pooling (53).

There is, however, an argument to be made that pooling layers can be replaced with
convolutional layers with a larger stride (54). This results in the network learning the
downsampling operation itself.

Fully Connected Layers

At the end of CNNs, one often finds one or multiple fully connected layers (46) (53). They
are sometimes also called dense layers and should not be mistaken with dense connectivity
as used in densely connected convolutional networks (55).
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The oldest neural network is the perceptron (56). It consists entirely of fully connected
layers. A fully connected layer consists of input neurons, output neurons and weights
connecting every input to every output neuron. For every output neuron of the fully
connected layer, every input is multiplied with a learned weight, summed up and then passed
through a non-linearity. In the context of CNNs, one can find fully connected layers after the
output of the last convolutional or pooling layer. Due to the last convolutional layer
outputting a feature map, the output has to be flattened into a vector before it can be
passed into the fully connected layer.

The last fully connected layer often has a number of output neurons equal to the number of
classes (53). When the values of these output neurons are put into the softmax activation
function, they can be interpreted as the probability of the different classes the input might
belong to. In the case of fake voice detection, the number of classes is two since an input
sample from the ASVspoof 2019 LA dataset is either labeled as bona fide or spoof.

In the case of only two classes, there can also be a single last neuron activated with the
logistic function. This then represents the probability p0 of one class, and the probability p1

of the second class can be calculated as p1 = 1− p0.

VGG-16 and VGG-19

Two CNNs used in this work are the classical VGG-16 and VGG-19 architectures. These
networks were developed by Simonyan and Zisserman in 2014 in an effort to evaluate the
impact of increasing depth on CNN performance (50). The models are made up of
convolutional blocks with pooling layers in between and followed by fully connected layers as
can be seen in Table 3.2. Compared to modern state-of-the-art models they are simple but
perform well enough. For this reason, they are often still used today, for example as
baselines on image recognition datasets or to quickly test different feature variants (e.g.
(15) (57)).

3.3.3 Residual Neural Networks

Neural networks learn iteratively by training on a dataset and getting feedback for their
performance. The feedback signal is propagated back through the network in the backward
pass of the backpropagation algorithm (59) (60) (61). A common problem when networks
are too deep is the vanishing gradient problem (62). The backward pass propagates the
learning signal back through the different layers to adjust each weight based on their
influence on the training error. In this process, multiplications with values below one are
common. Since these multiplications occur more often in deeper networks, it follows that
deeper networks are more difficult to train due to the learning signal vanishing after a lot of
multiplications with values below one.
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Table 3.2: This table shows the different VGG architectures developed by Simonyan and
Zisserman (50). Column D and column E are the architectures commonly referred to as VGG-
16 and VGG-19. The input size for these networks is the resolution of images from ImageNet:
224x224 (58). First, there are two convolutional layers with 64 kernels of size 3x3 followed by
a max pooling layer. VGG-16 and VGG-19 start to diverge in the third block of convolutional
layers. From here on out, VGG-19 has one more convolutional layer in every block. After
the last pooling layer, there are two fully connected layers with 4096 neurons and a last fully
connected layer with 1000 neurons. These 1000 neurons correspond to the 1000 classes in the
ImageNet classification benchmark (58). The final softmax function turns the activations of
the 1000 output neurons into relative probabilities for the 1000 classes in ImageNet. Figure
from (50).
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Another problem deep neural networks face is the degradation problem where adding more
layers to a suitably deep network increases the training error again (63).

Residual Neural Networks (ResNets) were first introduced by He et al. to make training deep
networks for Image Recognition easier by combatting the two aforementioned problems (63).
This was achieved by implementing residual learning via shortcut connections. The ResNets
used in this work still utilize convolutional layers, fully connected layers and pooling layers,
making them a subset of CNNs.

Shortcut Connections

Shortcut connections skip one or multiple layers in a neural network, as seen in Figure 3.4.
This allows gradients to more easily flow back through the network during back propagation
since layers are skipped in the gradient flow.

Instead of approximating functions H(x), shortcut connections lead to learning residual
functions F (x) = H(x)− x . Learning H(x) or learning the residual F (x) and then adding x

will give the same result, but He et al. hypothesized that the network has an easier time
learning the residual (63).

Figure 3.4: This figure shows two arbitrary weight layers and a shortcut connection. The input
x is first fed into the first layer, then activated with a ReLU function and then fed into the
second layer. The same input x is additionally skipping both layers via the shortcut connection
and then added on top of the second layers activated output. These layers are now assumed
to learn the residual F (x) of the function H(x) (63). Figure from (63).

Batch Normalization

Another problem that occurs when training neural networks is the internal covariate shift
(64). Since a network’s weights are updated at each training step, the output distribution of
a weight layer changes at every step as well. This makes it difficult for a layer to learn a
function since the input distribution changes at each step. Batch normalization decouples
consecutive layers by normalizing layer inputs.
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Figure 3.5: This figure shows the Architecture of the ResNet used in the ensemble of Alzantot
et al. (27) for their ASVspoof 2019 challenge submission. The network takes spectrogram
coefficients as input. It consists of an initial convolutional layer, followed by six identical
ResNet blocks and two fully connected layers. A ResNet block consists of a convolutional layer
(blue), a batch normalization layer (red), a leaky ReLu (66) layer (green) and a convolution
layer as well as a shortcut connection. The output of the shortcut connection is added to
this convolution layers output before being passed to another batch normalization and finally
a leaky ReLu layer. The last two layers are fully connected layers, converging to two neurons,
one for the bona fide and one for the spoof class in the ASVspoof 2019 LA dataset. Figure
taken from (27).

However, there are arguments that the success of batch normalization cannot only be
attributed to combatting the internal covariate shift. Instead, it is the smoothing of the
optimization landscape that improves training networks when batch normalization is utilized
(65). Either way, batch normalization is a technique used in many modern networks and also
in the ResNet architectures used in this thesis.

ResNets for Fake Audio Detection and ResNet-50

In this work we used two kinds of ResNets. We used one of the ResNets Alzantot et al.
utilized for their ASVspoof 2019 LA challenge participation (27). It is a ResNet consisting of
six residual blocks as seen in Figure 3.5.

Another ResNet we utilized is ResNet-50, which, as the name suggests, is a comparatively
deep network. After an initial convolutional and max pooling layer, 48 convolutional layers
follow and then a final fully connected layer, originally converging to the 1000 ImageNet
classes (63). This network also utilizes batch normalization after each convoluational layer
and shortcut connections, skipping two convolutional layers each after the initial max
pooling layer.

3.3.4 EfficientNets

EfficientNets are a subtype of CNNs created with the compound scaling method (20).
Compound scaling is a method to efficiently balance input resolution, network depth and
network width. The network depth refers to the number of layers and the network width to
the number of neurons in a layer. A scaling method is, however, only as useful as the base
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model that is being scaled. For this reason, Mingxing Tan and Quoc Le also developed
EfficientNet-B0 as a base model to be upscaled.

EfficientNets require a few additional concepts that we will now introduce.

Depthwise Separable Convolution

Figure 3.3 shows two kernels with three dimensions and six two-dimensional input feature
maps. The dimension across feature maps is also called channels. A depthwise separable
convolution now simply separates the convolution operation into a depth wise convolution
on single feature maps and into a pointwise convolution across channels (67). This trick
considerably reduces the amount of multiplications that have to be calculated (68).

Inverted Residual Blocks

Inverted residual blocks combat a specific problem. While nonlinearities are needed in neural
networks to add required complexity - otherwise multiple linear layers can just be expressed
with a single linear layer - they can destroy information (68). However, Sandler et al. (68)
showed that ReLU can retain all information given that the information is encoded in a low
dimensional subspace of the activation space.

For this reason, they first used residual blocks with low dimensional bottleneck layers in
between (68). After realizing that all important information is contained in the bottlenecks,
they developed the inverted residual blocks. The block’s structure can be seen in Figure
3.6.

Inverted residual blocks receive a low dimensional feature map as input from the previous
block. This bottleneck needs to be linearly activated to retain all of its information (68).
The space is then expanded with a pointwise convolution, embedding the information from
the bottleneck into a higher dimensional space. Now the information manifold can be
assumed to lie in a low dimensional subspace of the activation space. Thus, a ReLU
activation function can follow the 3x3 depthwise convolution without destroying information
while still adding the required complexity (68). Finally, a 1x1 pointwise convolution is
projecting the filtered feature map back to a low dimensional space. ReLU can be used in
this layer for the same reason as in the previous one. To help gradient flow a shortcut
connection between the bottlenecks is formed.

Squeeze-and-Excitation Optimization

Hu et al. investigated the interdependency of spatial and channel information (69). In a
normal CNN, every channel is weighted independently from its content. The
squeeze-and-excitation block is intended to weight them adaptively instead.
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Figure 3.6: This figure shows an inverted residual block as developed by Sandler et al. (68)
and used in the EfficientNet architecture (20). The low dimensional input feature map on the
left is also called a bottleneck. It is expanded with pointwise convolution and only linearly
activated. This is followed by depthwise convolution and then another pointwise convolution,
reducing the feature maps to the size of the bottleneck again. A shortcut connection connects
the bottlenecks (68). Taken from (68).

The first operation in a squeeze-and-excitation block is the squeeze operation. It produces a
descriptor of each channel’s spatial content (69). As can be seen in Figure 3.7, this is done
via a global average pooling function. Every feature map is simply reduced to its average
value.

The squeeze operation is followed by the excitation operation. One can see in Figure 3.7
that it takes the form of two fully connected layers with a ReLU followed by a sigmoid
activation. The output of the first fully connected layer can be reduced by a factor r . While
the ideal performance boost is reached for r = 1, a trade off between performance and
complexity has been observed and the authors suggested a default value of r = 16 (68). The
output is then a vector with a size of the number of channels.

The final operation is the scale operation. It scales each input feature map by the
corresponding value in the output vector (69). The module, thus, implements a way for the
network to learn how to weight the channels of feature maps based on their average
values.

In earlier layers, this allows networks to more efficiently excite informative class agnostic
features, while in later layers, the excitations can become very class specific (69).

EfficientNet-B0

EfficientNet-B0 is the base model of the EfficientNet family (20). Its architecture can be
seen in Table 3.3. The main part of the network are the inverted residual blocks to which
squeeze-and-excitation optimization was added (20).

Due to the previously mentioned techniques, the model only needs 5.3 million parameters
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Figure 3.7: On the left, one can see an arbitrary ResNet module with its characteristic shortcut
connection. On the right, one can see the squeeze-and-excitation block integrated into the
ResNet module. It is basically a small neural network learning how to adaptively weight the
channels based on their content. Taken from (69).

and 390 million floating point operations (FLOPS) to achieve a 77.1 % accuracy on
ImageNet (20). In comparison, ResNet-50 achieves an accuracy of 76% on ImageNet, but
needs 26 million parameters and operates at 4.1 billion FLOPS.

Compound Scaling

The heart of the EfficientNet paper is the compound scaling method. It balances the
number of layers, commonly referred to as a network’s depth, the number of neurons per
layer, commonly referred to as a layer’s width and the input resolution of a network in an
efficient manner.

Depth scaling is a common method to scale CNNs. The idea behind it is that deeper
networks can learn richer and more complex features and generalize better to yet unseen
data (20). However, as discussed in Section 3.3.3 deeper networks are more difficult to train
due to vanishing gradients. Even with shortcut connections, eventually the shortcut will
become long enough to suffer the same problem.

Scaling the width of layers is usually done in smaller models. It helps to capture more fine
grained features and the networks are easier to train, but the networks struggle with learning
higher level features (20).

The last parameter scaled in the compound scaling algorithm is the input resolution. It
makes sense that a higher resolution will help the network simply because more information
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Table 3.3: This table shows the EfficientNet-B0 architecture. It starts with a convolutional
layer, followed by seven inverse residual blocks denoted as MBConv. After that, a last con-
volutional layer is followed by a pooling layer and a final fully connected layer. Taken from
(20).

is present.

The effects of increasing these hyperparameters diminishes at some point. This lead the
authors to the conclusion that all three have to be balanced with the following equation
(20):

α× β2 × γ2 ≈ 2

With depth = αφ, width = βφ and resolution = γφ as well as α, β, γ ≥ 1. In this equation,
φ is a coefficient that represents the scaling factor, i.e. the additional resources an engineer
wants to use for upscaling, while α, β and γ distribute the additional resources to width,
depth and resolution (20). The FLOPs will approximately increase with 2φ due to the
constraint in the equation (20).

First, the authors of (20) fixed φ = 1 and then discovered good values for α, β and γ when
twice more resources are available compared to the base model B0. Then the values of α, β
and γ were fixed and only φ was upscaled to create the models from B1 to B7 (20).

The EfficientNet model we mainly use in this thesis is EfficientNet-B3. It was upscaled to
have an input resolution of 300x300, 18 million parameters and targets 1.8 billion FLOPs. It
is still smaller than ResNet-50, but manages to achieve an 81.6% accuracy on ImageNet
(20).

3.3.5 Performance Measurements

There exists a vast variety of performance measurements for machine learning models, from
common ones like accuracy and the F1-score to more niche ones like the tandem detection
cost function (t-DCF) (70) (71).
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For this work, we will focus on mainly three. The accuracy during the training of our
models, the equal error rate (EER) for measuring our CM systems performance and finally,
the t-DCF due to its use during the ASVspoof 2019 challenge and the fact that all papers
working on this dataset publish the t-DCF score.

The EER will be rounded to two decimals and the minimal t-DCF to four decimals unless
the result is a true zero. In that case, only a zero without any decimals will come up in the
results.

Accuracy

Accuracy is a quite simple measurement of a network’s performance. It is simply the division
of all correctly predicted samples divided by all predicted samples:

acc =
number of correctly predicted samples

all predicted samples

We use the accuracy to measure the performance of our models during training and to
perform early stopping (72) (73).

Equal Error Rate

EER is a performance measure for CM systems (74). It was the primary metric for previous
iterations of the ASVspoof challenge where the detection of spoofing attacks was the
primary goal (12). It is calculated as the error rate at the equal error point. The equal error
point is the point where a CM system has an equal false rejection rate (FRR) and false
acceptance rate (FAR).

Let us assume, for example, that a CM system produces a single output value between zero
and one, a probability that a sample is a spoof. This value is also called the CM score. Now,
one needs a decision boundary, below which every samples is classified as being bona fide
and above which every samples is classified as a spoof. When the boundary is placed at
zero, we will have a false rejection rate of 100%. If it is placed at one, we will have a false
acceptance rate of 100%. But when we move the boundary from zero towards one, we will
theoretically have a point where the number of false accepts is equal to the number of false
rejects; this is the equal error point (74).

Due to the number of samples being discrete, the equal error point has to be interpolated at
the point where FAR and FRR are closest to each other (74). This leads to the following
error calculation:

EER =
FAR + FRR

2
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In addition, we will usually not use a probability score between zero and one as the CM score
but calculate it from the logits for the two classes bona fide and spoof, to have a wider
distribution spread and more easily place the decision boundary. The logit of bona fide is
subtracted from the logit of the spoof class to calculate the CM score and then the
EER.

Tandem Detection Cost Function

The tandem detection cost function does not only consider the CM system but also it’s
interaction with the ASV system. The CM system’s task is to detect artificially created voice
samples while the ASV system has to detect whether the voice belongs to the correct person
(71).

The CM system might, for example, not detect a very convincing spoofed speech sample.
However, if the voice in said sample does not sound like the target, the ASV system rejects
it. In that case, no error happened because the systems together detected the attack.

There are three ways to arrange the CM and ASV system. The CM system can be in front
and filter out everything it considers to be a synthetic audio sample and then the ASV
system filters everything out it predicts to not be the target. It can be the other way around
or both can be in parallel and vote. Depending on which arrangement works best and
depending on the EER of both systems, a minimal t-DCF can be calculated.

In this way, minimal t-DCF is a measure for the combined performance of both systems and
only included in this work for completion sake since it is the primary score for the ASVspoof
2019 challenge (12) and every paper working with the dataset reports it. Since we only work
with the CM system, it is negligible to us. A more detailed explanation can be found in (71)
and in (12).

The deepfake detection dataset of the ASVspoof 2021 challenge confirms our decision by
using the EER as a primary metric to score its participants on the audio deepfake dataset
(24).

3.4 Post Hoc Analysis

Post hoc analysis methods are used in the context of machine learning to explain models –
after they have mad a decision – to understand the decision making process that just
occurred. In this thesis, we use the popular Grad-CAM algorithm and one of its follow ups:
Score-CAM.

Both methods produce saliency maps, a presentation of an image highlighting the relevant
pixels for a network’s decision (75).
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Figure 3.8: This figures shows the result of Grad-CAM. The image in the background was
fed into VGG-19 and predicted the class elephant. Grad-CAM calculated a heat map of the
network’s last layer’s activations and interpolated it back onto the original image. Image taken
from (78).

3.4.1 Grad-CAM

Gradient-weighted Class Activation Mapping (Grad-CAM) is a technique to visualize a
CNN’s decision making process. The algorithm produces a heat map that can be overlayed
over the input image to produce a saliency map as seen in Figure 3.8.

The basis for this algorithm is the idea that deep CNNs learn a hierarchical feature
representation (76). The early layers extract low level features like oriented edges and deeper
layers combine them to higher level features. The last feature map is said to contain the
most complex representation of the input image and that global location information is
preserved (18) (77).

The activated last feature map can now be weighted with the gradients of a network’s
decision (18). This weighting is only done with positive gradients with respect to the
predicted class since positive gradients represent positive feedback. This results in a heat
map, with the heat being a product of the gradients and activations, showing where
important features were detected and how important these regions relatively are.

This map is then interpolated to the networks input size and overlayed over the input image
(18). In the most common case that the final convolutional layer has multiple feature maps.
These feature maps are weighted and then averaged before interpolation. The result is an
image overlayed with a heat map, showing the locations, which were most important for the
network’s activation.
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3.4.2 Score-CAM

Score-CAM is quite similar to Grad-CAM but receives weights through the forward pass
instead of the gradient flow (19). First, a forward pass with the image of interest is
calculated to get the feature maps of the last convolutional layer and the predicted
class.

In the next step, each feature map is upscaled, normalized and used to mask the input
image via the Hadamard product (19). This creates a number of masked images equal to
the number of feature maps in the final convolutional layer. Then, for all of the masked
images the forward pass and their respective scores on the target class are calculated. After
that, the feature maps can be weighted relative to the target class scores, which their
corresponding masked images produced (19).

Let us, for example, assume a CNN that classifies images into two classes. The output of
the network for the image is 0.99 for class bona fide and 0.01 for class spoof. Thus, bona
fide is the target class. Now, the influence of the masked images is observed for the score of
the target class. The first masked image, created by upscaling feature map one and using it
as a mask, creates a score of 0.50 for class bona fide. This means that the features at the
location indicated by feature map one were responsible for classifying the image as bona
fide. However, they were only moderately responsible since 0.50 is significantly smaller than
0.99. Now, the second masked image creates a target score of 0.95. This means that the
features at the location indicated by the second feature map are really important for the
decision of the network since the features let through by the second masked image produced
a target score of 0.95.

After the target score for all masked images has been calculated, the feature maps are
weighted depending on how high their corresponding masked image’s target score was (19).
In our example this would mean that feature map two would be weighed higher than feature
map one since its target class score was higher. Afterwards, a linear combination of the
weighted feature maps can be calculated to generate the heat map and then the saliency
map.

3.4.3 Average Heat Maps

A problem with activation mapping algorithms is that they only tell you where the features
the network uses are located, not which features the network used (79). This limits the
information they provide significantly. There is, however, a trick in the context of speech
processing to gain additional insight into the networks decision making process by
calculating average heat maps similar to what Reimao did with average class activation
mapping (15).
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Average heat maps do not make a lot of sense in the context of classifying real world
images. In images of elephants, the animals could be on every part and scale of the image,
and calculating where on average an elephant was detected in an image, is hardly useful.
This is due to the fact that there is only a very limited frame of reference when taking real
world images.

In contrast to that, the spectrograms we use always have the frequency on the y-axis and
time on the x-axis. Additionally, the time and frequency resolution and min and max values
are the same for all spectrograms. Thus, we can calculate average heat maps and try to
detect patterns in the frequency or time dimension. For example, a network might always
detect features in frequencies above 4kHz or only in the last 0.5 seconds.
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4 Experiments

4.1 Artificial Voice Detection Performance of Humans

As the first part of our work, we decided to examine the performance of humans trying to
distinguish between artificial and real voices in the ASVspoof 2019 LA dataset. This serves
two goals: on the one hand, we simply want to have an indication how well humans perform
when it comes to detecting artificially created voice samples from the current most
important dataset in the field. On the other hand, we wanted to check our hypothesis that
humans are not perfect at distinguishing between real and fake speech samples.

We furthermore hypothesize that humans do not like to be fooled and will take a more
conservative stance to not be fooled when informed about the presence of artificial samples.
This effect would show itself in a high rate of false rejections of real samples and a low rate
of false accepts of artificial samples.

Our last point of interest is to explore how much the quality of created samples vary
between and within fake creation methods. If the quality is consistent, different samples
would fool the same number of participants. If the quality of created samples varies,
however, we will see a difference in the number of people fooled by samples from the
different creation methods or even within the same creation methods.

4.1.1 Methods

In our experiment, we randomly chose 144 audio samples from the ASVspoof 2019 LA
development set with the limitation that 72 of those samples had to be bona fide speech
and 72 spoofs. Furthermore, the 72 spoof samples where comprised of 12 samples from each
of the six artificial voice creation methods A01 to A06 (see again Figure 3.1). We used 12
genuine and 12 spoof samples - two from each creation method - during the training trials
(see experimental procedure below), leaving us with 60 real and 60 spoof samples for the
experimental trials.

We tested 10 participants aged between 25 and 65 years old, with six of them being female
and four being male. Two participants have a linguistics background and an additional
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participant is an expert in the field of speech synthesis. All participants are native German
speakers with a solid grasp of English.

The participants were seated in front of a desktop computer and given headphones. The
instructions were displayed on the screen in written form. They were informed that they
could stop their participation at any point and that the goal was to detect whether a voice
sample was real or artificially generated. If they assumed a voice sample to be a spoof they
were instructed to press the ’S’ key; if they believed it to be genuine speech, they were
instructed to press the ’G’ key.

The experiment started with 20 training trials to adjust headphone volume to their liking
and give the participants an idea of what real and fake speech samples sound like. After
every training trial, they were informed what the correct choice would have been. When the
training trials finished, a notice was displayed that the experimental trials would start.

During training and experimental trials, the respective voice samples were played in a
randomized order to eliminate learning and fatigue effects in the final results. A single trial
consisted of a 0.5 second delay before the voice sample started playing, at which point the
participants were able to give a response. During the experimental trials, only a grey screen
was shown to let the participants focus on the audio. When a response key was pressed, the
audio would immediately stop and the next trial start. This decision was made to prevent
participants from getting annoyed by unnecessary exposure to obvious fake samples.

The experiment took about 15 minutes. Participants were not compensated.

4.1.2 Results

The participants got an average accuracy of 82.9% in the training trials. During the
experimental trials, the average accuracy was 86.8% with a sample variance of 61.3% and a
standard deviation of 7.84%. The best participant had an accuracy of 96.6% and the worst
an accuracy of 73.3 %.

The left side of Figure 4.1 shows that 516 samples were correctly categorized as real and 526
correctly categorized as artificial. However, 84 real samples were falsely rejected as artificial
and 74 artificial samples were falsely accepted as real. This results in a correct detection rate
of real speech of 86.0% and a correct detection rate of artificial speech of 87.67%.

The right figure of 4.1 shows that participants got 94 of 100 samples from method A01
correct, but only 78 of the 100 samples from method A04 were correctly predicted as
artificial.

Figure 4.2 shows the different false acceptances and false rejections of different participants
ranging from zero false accepts and four false rejects on one extreme to zero false rejects
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Figure 4.1: The left figure shows the number of correct and wrong answers for the artificial
and real categories, while the right figure shows the number of correct and wrong answers for
the different faking methods in the ASVspoof 2019 LA development dataset. On the x-axis of
the two figures, the different categories can be seen and on the y-axis, the number of samples
in a category. The blue part in the bars shows the fraction of correctly categorized samples,
the orange part the fraction of incorrectly categorized samples.

and eight false accepts on the other extreme with a balanced 16 false accepts and 16 false
rejects in between.

Figure 4.3 shows that every method of creating artificial voices from the LA development
dataset had at least one sample that didn’t fool a single participant. The most successful
method in that regard was method A04, being able to fool six participants with two of it’s
samples. Samples form A01 and A05 had the smallest variance in quality, being able to fool
between zero and two participants. Method A04 had the highest variation in quality of
created samples, being able to fool between zero and six participants.

4.1.3 Discussion

The difference between average accuracies of training and experimental trials was smaller
than we would have guessed and suggests that humans do not require a lot of training to
detect artificial voices. The high average detection accuracy of 86.8% in the experimental
trials also indicates that current state-of-the-art datasets for detecting artificial voices are not
very good at fooling humans and in this regard lag behind visual faking methods (compare
(80)). Nevertheless, this study indicates that the task is not trivially solved by humans as on
average more than one tenth of fake samples were not recognized as such.

The observed performances for correctly categorizing real and artificial voices was about
even (Figure 4.1 left side). This – together with the greatly varying ratio of false accepts to
false rejects as seen in Figure 4.2 – is an indication against our second hypothesis. While
there were individuals with higher false rejection rates than false acceptance rates,
participants did not show a conservative approach by falsely rejecting more real speech
samples than falsely accepting fake speech samples.
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Figure 4.2: This figure shows the number of false rejects vs. the number of false accepts of
different participants. Note that 2 participants had exactly the same amount of false accepts
and false rejects, leading to only 9 distinct dots for 10 participants. The stacked dots are
indicated by the two above the dot.

When compared to the study of Reimao R. (15), even our worst participant had a higher
accuracy than the average accuracy of 65.7% they observed. One reason for this could be
that the database they created has higher quality artificial voices. The one advantage their
dataset has is that they are just trying to create artificial voices while the ASVspoof 2019
LA dataset tries to create artificial voices of target speakers, aimed at fooling an ASV
system.

Another reason could be the small number of samples they selected. In our experimental
trials, we examined six times the amount of different samples. It can be seen in Figure 4.3
that different samples – even from the same method – can vary greatly in quality. Thus,
selecting only ten artificial samples overall is to little for robust results.

This also revealed another major weakness of their study. Having only one sample per faking
method is too little to make any kind of judgement about the method. Even the ten
samples per method in our small scale study seem too few given the amount by which their
quality varies. Therefore, we suggest that future experiments increase the number of
samples per faking method to get more robust results.

However, while we gathered more than twice the amount of decisions compared to (15), we
had only about a third of their participants. Given the large variance, a follow-up study
could further explore this problem to verify our findings by increasing the number of
participants. Additionally, participants wished for visual feedback during the experimental
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Figure 4.3: This figure shows how many samples were able to fool a certain amount of
participants. The number of participants fooled can be seen on the x-axis ranging from zero
to six. On the y-axis, one can see the number of samples that fooled the participants. The
colored fractions of the bars show how many of those samples belonged to which creation
method. The fraction can also be seen in the table below the bar chart. Let us for example
look at the first value on the x-axis and the corresponding value on the y-axis. It shows that
19 samples didn’t fool a single participant. The table below shows that four of these samples
belonged to method A01, three samples belonged to A02 and so on.

trial to indicate that a key was pressed and the next trial would start soon. One last
improvement we would suggest for future studies is to gather qualitative feedback at the end
of the experimental trials, asking participants about strategies they used to identify whether
a sample was real or artificial.

In the end, our pilot study suggests that humans will need help detecting artificial
voices.

Additionally, it has to be kept in mind that it is difficult to compare the performance of
humans on a dataset like the ASVspoof 2019 LA dataset to the detection performance when
they browse the world wide web. On the one hand, people were specifically instructed to be
looking for artificial samples during the experiment. This will not be the case when they
watch videos or similar content on the internet. On the other hand, datasets like the
ASVspoof 2019 LA dataset are mass produced. This leads to great variance in quality of the
audio samples as we have shown. Most malicious agents on the internet will, however, only
upload a few high quality samples.
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This is a considerable weakness of all fake media datasets, be it deepfake videos or fake
audio. These datasets are created to be large since neural models need a lot of training
data. Consequently, it is not feasible to handcraft every single sample to ensure consistent,
high quality. Our experiment, together with our own subjective opinion of the speech
samples, suggest that even semi-professional content creators can produce higher quality
samples than present in the ASVspoof LA dataset 1.

4.2 Artificial Voice Detection - An Image Classifica-

tion Problem

Our previous experiment has shown that humans will need assistance when it comes to
detecting artificial voices. While human performance is surprisingly high on currently
available datasets, we predict that artificial voice creation methods will follow the trend of
deepfake technology and continue to improve in the future. Nevertheless, automated
detection solutions are not only needed in scenarios where an attacker tries to directly fool a
human. The ASVspoof 2019 LA dataset was specifically developed to detect attacks on
ASV systems (13). These can, for example, be used to unlock smartphones or place orders
with virtual assistants like Alexa. Therefore, automated solutions need to be developed, not
only to protect humans but also to protect ASV systems from being fooled.

A cornerstone of developing more effective countermeasures is to understand what part of
the input is especially useful in differentiating between real and artificial samples. One
popular technique to visualize, what part of an input leads to a networks decision, are the
previously discussed Grad-CAM (18) and Score-CAM (19) algorithms.

The trouble with Grad-CAM and Score-CAM is that they were developed for easily
interpretable visual input. A simple solution for audio input is using spectrogram images.
While this has already been done in the past (34) (81) and CAM (82) has specifically been
used for artificial voice detection (15), we first want to show that it is possible to replace the
spectrogram coefficients of a published ASVspoof 2019 challenge network without
significantly decreasing its performance.

4.2.1 Methods

For this experiment, we used the ResNet from Alzantot et al. (27) as described in 3.3.3. We
decided on this network because it offered spectrogram coefficients as inputs and since they

1Convincing examples of fake speech can be seen on the youtube channel Speaking of AI: https:
//www.youtube.com/channel/UCID5qusrF32kSj-oSGq3rJg, last accessed 18.05.2021; Alternatively, the
channel 30 Hertz produces high quality AI voices for music videos: https://www.youtube.com/channel/
UCT6C5dTtAFsjib8SLA-GvUw, last accessed 04.06.2021.
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provided their code in a Github repository 2. This allowed us to rapidly reproduce their
results with minimal adjustments and without the need to implement their experiments from
ground-up.

Our first step was to reproduce their results using the same parameters. This meant using
an Adam optimizer (83) with a learning rate of 5× 10−5, a batch size of 32 and training the
network for 100 epochs. For this and all further experiments, we used the same training,
development and evaluation split as prescribed by the ASVspoof challenge (13).

The second step was to create spectrogram images to replace the coefficients. We used the
command line tool SoX (41) to create narrow band spectrograms as Reimao did for their
synthetic speech analysis (15). First, all audio clips were looped seven times to ensure that
all audio was at least two seconds long. Then, the audio clips were trimmed down to two
seconds, similar to (15). With this, we ensured that all audio samples were of equal length,
resulting in the same time and frequency resolution for the spectrograms. Finally, SoX
created 224x224 pixel spectrogram images. Examples can be seen in Figure 3.2.

Afterwards, we replaced the network input with our spectrogram images, adjusted the
second to last fully connected layer accordingly and trained five instances of the network to
get a robust effect.

The EER and CM score distribution figures were created with a script provided for the
evaluation of the ASVspoof 2019 challenge 3. To calculate the t-DCF, we used the same
script and the provided ASV system scores.

4.2.2 Results

The results of our experiment can be seen in Table 4.1. The retrained network reached an
EER of 0.71 on the ASVspoof 2019 LA development dataset, which is higher than the
published 0.11. On the evaluation split, we reached an EER of 9.49 compared to the
published 9.68.

When replacing the coefficients with images, the best network reached an EER of zero on
the training data, 0.002 on the development and 8.10 on the evaluation data. The average
evaluation EER of our five training runs was 9.39 with a sample variance of 0.95.

Figure 4.4 visualizes the CM score distribution of the best spectrogram image network for
the development and evaluation set. One can see that the network learned to almost
perfectly separate real and artificial samples from the development set. The distribution of
bona fide speech scores is very narrow. The distribution for spoof scores is way less narrow.

2https://github.com/asvspoof/asvspoof2019, last accessed 21.05.2021
3https://www.asvspoof.org/index2019.html, last accessed 21.05.2021
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Table 4.1: This table shows the EER and t-DCF of different models. The first two are the
baseline models of the ASVspoof 2019 challenge (12). The third one is the ResNet from
Alzantot et al. (27). The fourth is our retraining of the model and the fifth is the same
model, but the input spectrogram coefficients were replaced with spectrogram images. Note
that there are no ASV system scores for the training data and, thus, no t-DCF can be reported
for it.

Model Dataset EER t-DCF
GMM (CQCC) dev 0.43 0.0123

eval 9.57 0.2366
GMM (LFCC) dev 2.71 0.0663

eval 8.09 0.2116
ResNet dev 0.11 0.0023

(spectrogram coef, published by Alzantot et al. (27)) eval 9.68 0.2741
ResNet dev 0.71 0.0220

(spectrogram coef, retrained) eval 9.49 0.2350
ResNet train 0 -

(spectrogram images) dev 0.00 0.0010
eval 8.10 0.2737

When looking at the left figure of 4.4, one can see that the distributions on the evaluation
set are way less separated and overlapping to a significant degree.

Table 4.2 shows a more detailed analysis of our retrained ResNet with coefficients and the
ResNet with image input on the evaluation set. Voice samples created by A17 were the most
difficult to classify for both systems. The ResNet with coefficients got an EER of 28.94 and
the ResNet with images an EER of 45.75. Method A18 created samples that were difficult
to classify for the ResNet with coefficients, resulting in an EER of 22.00. The ResNet with
images did not have the same problems with these samples and got an EER of 2.97. The
ResNet using spectrogram images was also able to perfectly distinguish between artificial
voice samples created by Method A07 and A16 and real speech.

Figure 4.5 visualizes the CM score distribution for three different artificial voice creation
methods. The left figure shows that the image spectrogram ResNet was able to perfectly
separate samples created by method A07 from real speech. For samples created by method
A12, a small amount of separation was achieved. On the right side, one can see that there is
no significant separation between scores of artificial voice samples created by method A17
and real speech.

4.2.3 Discussion

We showed that we are able to reproduce the published results with a similar EER and a
better t-DCF. One has to keep in mind, however, that the published network was used in an
ensemble (27). While the published network might not achieve the best solo performance, it
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Figure 4.4: These figures show histograms of the CM score distributions for spoof and bona
fide speech. On the y-axis, one can see the density of samples which has to integrate to one
for both distributions. On the x-axis, one can see the score the network generated for the
samples. The right figure depicts the CM scores of the spectrogram image ResNet on the
ASVspoof 2019 La development set. The left figure depicts the scores for the evaluation set.
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Table 4.2: This table shows the EER and t-DCF scores of our retrained ResNet using spectro-
gram coefficients and the ResNet using spectrogram images for every artificial voice creation
method A07 to A19 in the ASVspoof 2019 LA evaluation set.

ResNet (coef) ResNet (images)
Method EER t-DCF EER t-DCF
A07 0.45 0.0112 0 0
A08 2.00 0.0529 0.81 0.0218
A09 1.87 0.1065 0.71 0.0214
A10 5.07 0.1416 3.81 0.0976
A11 3.81 0.1082 4.95 0.1277
A12 5.29 0.1511 8.71 0.2368
A13 7.25 0.2010 7.89 0.2186
A14 2.32 0.0612 1.10 0.0273
A15 5.29 0.1630 3.20 0.0805
A16 0.45 0.01173 0 0
A17 28.94 1 45.75 1
A18 22.00 0.9242 2.97 0.1011
A19 3.54 0.1177 0.06 0.0010

might have been the best network to perform in their ensemble.

More importantly, we could prove that changing the input from spectrogram coefficients to
spectrogram images does not degrade the network performance significantly. While there
were certain differences in terms of generalization to different fake creation methods in the
evaluation set, the overall performance was slightly better. This makes it worthwhile to
analyze the decision making process of networks working with spectrogram images.

Another point to address is the EER being exactly zero on the training data and a rounded
zero on the development set. This might lead to the assumption that we are overfitting to
the data during training or that we tuned hyperparameters to overfit on the development
set. This is, however, unlikely given the network’s good performance against the majority of
artificial voice creation methods in the evaluation set.

The narrow distribution of bona fide speech scores suggests that there is either very little
variance in the real speech samples or that the network learned a set of identifying features
present in almost every real speech sample.

Due to the separation of the two CM score distributions, an optimal decision boundary to
distinguish between real and artificial speech is easily found on the development set. Since
the CM score distributions on the evaluation set overlap, there can only be a suboptimal
decision boundary. Table 4.2 and Figure 4.5 show that the overlap comes mainly from
artificial voice samples created by method A17. While the network was able to perfectly
generalize to samples created by methods like A07 and A16 and generalize to some extent
to methods like A12, it was unable to generalize to samples from method A17.
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Figure 4.5: This figure shows the CM score distributions for real speech vs. three different
artificial voice creation methods of the spectrogram image ResNet. On the left, one can see
the scores for Method A07; in the middle is A12 and on the right is A17.

This could have multiple reasons. One reason could be that samples form A17 are really
good and it is impossible to learn to separate between them and real speech. Another reason
might be that it is just impossible to learn the distinction with spectrogram features, but
other audio representations would not have the same problem. However, we increased the
EER for method A17 when switching from coefficients to images. The last possibility is that
the information is contained in the spectrograms, but our networks did not learn the
separating features. We will have a closer look at this phenomenon in future experiments
and when we analyze the spectrogram images in our post hoc analysis.

Method A17 is a variational autoencoder (VAE) based VC approach (84) and the models we
trained are not the only ones struggling with it. In the challenge paper, it is said to be the
most difficult to detect method for CM systems (12). Even the currently best performing
single model (28) had trouble with method A17. However, it must have solved A17 to a
greater degree since the authors reduced the overall EER on the evaluation set down to
2.19%.

4.3 Image Classification Networks for an Image Clas-

sification Problem

In the last experiment, we showed that it is possible to turn the problem of detecting
artificial voices into an image classification problem so that we could visualize and interpret
the networks decisions. We did, however, face a problem with the feature map of the
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spectrogram image ResNet. The final convolution layer has a feature map of 32x1. That
means the time dimension got convolved to a single dimension. This would give a basically
non existent time resolution when using Grad-CAM to visualize the networks decision
making process.

Since we are now dealing with an image classification problem, we can look at the field of
image classification to solve this problem. For this experiment, we chose multiple image
classification networks with reasonable final feature map sizes and compared their
performance. The networks tested were VGG-16 and VGG-19 due to them having been
successfully used with spectogram images before (15). Additionally, we trained a ResNet50
to have a deeper ResNet than Alzantot et al. used (27), and lastly, we trained an
EfficientNet-B3 to have a model from the current state-of-the-art image classification family
of EfficientNets (20).

This experiment’s intention was to further prove that the problem of detecting artificial
speech can be turned into an image classification problem. Moreover, we compared the
performances of the different networks to provide us with a well performing network for
further analyzation of the decision-making process.

4.3.1 Methods

All networks used were pre-trained on the ImageNet dataset (58) since this was shown to
improve the performance of image classification networks with spectrogram inputs despite
the domain gap (57). Both VGG and the ResNet-50 models we used came from the
Torchvision models package 4. For the EfficientNet-B3, we used the implementation from
Luke Melas-Kyriazi 5.

As inputs, we used the 224x224 spectrogram images from the previous experiment. To use
the pre-trained image classification networks, we had to use OpenCV 6 to turn the greyscale
spectrograms into images with three channels. Every one of the RGB channels then held an
exact copy of the previous greyscale image, resulting in an image that again appears
grey.

The first network we trained was VGG-16. We added an additional fully connected layer to
reduce the 1000-class output intended for ImageNet to a 2-class output. We trained it using
a batch size of 64, a learning rate of 5× 10−5 and early stopped after 20 epochs. Early
stopping was done manually when the accuracy on the development dataset did not improve
for at least five epochs.

The second network we trained was VGG-19. We added an additional fully connected layer in
4https://pytorch.org/docs/stable/torchvision/models.html, last accessed 21.05.2021
5https://pypi.org/project/efficientnet-pytorch/, last accessed 21.05.2021
6https://docs.opencv.org/master/, last accessed 21.05.2021
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the same way as for VGG-16. We also used the same batch size, but decreased the learning
rate to 5× 10−6. With this, we stopped after 70 epochs before accuracy plateaued.

The third network was ResNet-50. We trained it with the same parameters as VGG-19 and
stopped early after 81 epochs. Instead of adding an additional fully connected layer as
before, we replaced the last fully connected layer with one that had only two output
neurons.

The last network we trained was an EfficientNet-B3, and the last fully connected layer was
again adjusted to only have two output neurons. We trained it with a batch size of 16 and
the spectrograms were upscaled to the networks ideal input size of 300x300. With these
parameters, one batch fit exactly on one of our Geforce Gtx Titan X. Learning rate was
further reduced to 1× 10−6.

After the first round of training, the EfficientNet-B3 had the best results. Thus, we trained
it two additional times to ensure that the results were reproducible.

4.3.2 Results

Table 4.3 shows the performances of the different image classification networks. The oldest
and most shallow network, VGG-16, was also performing the worst of all networks. VGG-19
was better than the ResNet from Alzantot et al. (27) and our retraining, but did not manage
to beat the previous experiment’s ResNet utilizing spectrogram images. ResNet-50 managed
to outperform the VGG nets and both ResNets from our previous experiments. However, all
networks were, in the end, beaten by the best EfficientNet-B3 with an EER of 5.72. Across
the three trainings, EfficientNet got an average EER of 5.78 with a variance of 0.0028.

When looking at Table 4.4, one can see that the EfficientNet-B3 has the best EER for the
entire evaluation set, but got only the top scores for six out of the 13 artificial voice creation
methods. It mainly beat the other networks for method A17 and A18. ResNet-50 got top
scores for six out of the 13 methods and VGG-19 for three.

All networks in this experiment significantly struggled with method A17. This was followed
by method A18, which gave three networks trouble. Next were methods A12 and A13, each
giving trouble to half of the image classification networks.

Figure 4.6 shows the distribution of the CM scores from the different image classification
networks. As before, the bona fide speech distribution is comparatively narrow. The spoofed
speech distribution shows two to three distinctive peaks and partially overlaps with the
distribution of bona fide speech. The first peak for every network, besides ResNet-50, is
almost entirely overlapping with the peak for bona fide speech. It is mainly comprised of
method A17 scores similar to Figure 4.5. The middle peak is comprised of methods that the
networks managed to get good but not perfect scores on, like method A12 or A10. The very
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right peak are the methods that the networks could perfectly generalize to, like A07 or
A16.

4.3.3 Discussion

As in the previous experiment, the performances of networks on the development set was
almost perfect. Since fine tuning was minimal, one can consider the development set as a
pseudo test set. This shows that the networks can perfectly generalize to unseen samples of
the same fake creation methods. It furthermore shows that overfitting to training data is not
a problem for the observed CM systems.

The network’s performances on the evaluation set also showed the same trends as
experiment two (Section 4.2). While the networks were able to generalize to most of the
unseen creation methods, the same methods as before troubled the networks. In particular,
method A17 seems to be the main source of missclassifications on the evaluation set.
Especially none of the networks using image spectrograms as input managed to reach the
EER the retrained ResNet from 4.2 got for method A17. This further supports that using a
spectrogram image representation makes the detection of fakes from A17 more
difficult.

Unsurprisingly, the network coming from the family of image classification networks that is
currently considered state-of-the-art had the best performance. It even outperformed the
ensemble Alzantot et al. build as a CM system (27). The three ResNets Alzantot et al.
conditioned on different feature types got an EER of 6.02 (27). EfficientNet-B3’s EER of
5.72 reaches the performance of the top-10 networks submitted for the ASVspoof 2019 LA
challenge when considering EER (12). When its impact on the ASV system is measured with
the t-DCF, it would have only gotten to place 24. While we did not optimize for the joint
performance with the ASV system, it has to be kept in mind that the participants of the
challenge did. This makes a direct comparison of EERs unfair, but still indicates that an
EfficientNet would be a strong contender in the recently started ASVspoof 2021
challenge.

While VGG-19 and ResNet-50 managed to achieve better scores than EfficientNet-B3 for
some artificial voice creation methods in the evaluation set, it was only ever by a small
margin. EfficientNet-B3 made up for that by getting better scores for A17 and A18. We
hope that with our post hoc analysis, we can understand the problem with method A17
better and gain insight to improve the EfficientNet.
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Table 4.3: This table shows the EER and t-DCF scores of the models we trained ourselves
in the previous experiment and the performance of the image classification networks on the
different splits of the ASVspoof 2019 LA dataset.

Model Dataset EER t-DCF
ResNet dev 0.71 0.0220

(spectrogram coef, retrained) eval 9.49 0.2350
ResNet train 0 -

(spectrogram images) dev 0.00 0.0010
eval 8.10 0.2737

VGG16 train 0.00 -
dev 0.04 0.0005
eval 9.51 0.3231

VGG19 train 0 -
dev 0 0
eval 8.89 0.2977

ResNet50 train 0 -
dev 0 0
eval 7.65 0.2601

EfficientNet-b3 train 0 -
dev 0 0
eval 5.72 0.1855

Table 4.4: This table shows the EER of the four used image classification networks for the
different artificial voice creation methods in the evaluation set. For EfficientNet-B3, the best
performing network of the three is listed in this table.

Network VGG16 VGG19 ResNet50 EfficientNet-b3
A07 0.02 0.00 0 0
A08 1.18 0.34 0.08 0.54
A09 3.89 0.14 0.06 0.14
A10 3.81 0.38 4.48 0.03
A11 4.20 0.29 0.12 0.06
A12 5.11 0.19 6.90 0.99
A13 7.89 0.29 9.08 0.83
A14 4.82 0.19 0.04 0.06
A15 4.09 0.37 2.41 1.57
A16 0 0.02 0 0
A17 35.54 38.83 37.75 31.40
A18 20.53 18.48 6.6 1.57
A19 0.02 0.08 0 0.04
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Figure 4.6: These four figures show the histograms of CM Scores the four networks produced
on the evaluation set. The first histogram from the left shows the scores from VGG-16,
followed by the scores from VGG-19, ResNet-50 and on the right, EfficientNet-B3. The x-axis
shows the output CM score the networks produced for a given input, and the y-axis shows the
density.
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4.4 Post Hoc Analysis

As explained in Chapter 1, we could identify three reasonable hypotheses of how CM
systems could possibly detect artificial speech samples:

(H1)
The first one states that important features can be found in the low frequencies
most important for speech.

(H2)
The second one suggests that artifacts and other identifying features can be found
in the higher frequencies (15).

(H3)
The third hypothesis suggests that it is the nonspeech parts that serve as a good
indicator on whether an audio sample is real or artificial (14).

The post hoc analysis serves multiple goals. Firstly, we hope to find evidence supporting or
weakening one or more of the three hypothesis. Secondly, we want to gain more insight into
the networks decision making process. One central question posed by the previous
experiments is why the fake audio samples from method A17 are so difficult to identify.

4.4.1 Grad-CAM and Score-CAM

For the post hoc analysis, we employed the two saliency mapping algorithms Grad-CAM (18)
and Score-CAM (19) to analyse single spectrograms and create average heat maps as
explained in Section 3.4.

We implemented Grad-CAM ourselves using a guide from Stepan Ulyanin (78) and adapting
parts of the Github repository from Tanjimin 7. For Score-CAM, we used the official Github
implementation of the authors and from Haofan Wang 8 and the reimplementation from
Yuchi Ishikawa 9.

Figure 4.7 shows that Grad-CAM and Score-CAM produce heat maps with large overlaps.
With Grad-CAM we could, however, consistently observe a corner activation in correctly
classified fake samples ( for example Figure 4.7 top left). This seems to be an artifact only
appearing in saliency maps of EfficientNets produced by Grad-CAM. Corner artifacts are also
present in the original EfficientNet paper (20). This artifact is already present in the forward
pass. It seems that EfficientNets accumulate something in the corner that has no spatial
relation to the input image. This artifact was, however, not present in the heat maps of
Score-CAM, further showing that the corner activation does not directly relate to an input
feature in the corner.

Additionally, Grad-CAM sometimes does not produce usable saliency maps. When the
7https://github.com/tanjimin/grad-cam-pytorch-light, last accessed 21.05.2021
8https://github.com/haofanwang/Score-CAM, last accessed 21.05.2021
9https://github.com/yiskw713/ScoreCAM, last accessed 21.05.2021
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probability for the target class is effectively 1, the gradients are zero. Due to the final
feature map being multiplied with the gradients, vanishing and zero gradients will lead to all
zero and thus non usable heat maps (See Appendix A Figure A1.1). This was especially
problematic for the development set where the three best networks did not make a single
mistake. While the gradient being zero meant the networks perfectly learned to generalize to
samples from the development set, it also meant that Grad-CAM could only be used in a
limited way.

We thus restricted the use of Grad-CAM to being a sanity check, making sure that both
methods highlight similar regions. This was overwhelmingly the case for all randomly drawn
samples from development and evaluation set where Grad-CAM did produce a result.

Figure 4.7: This figure shows saliency maps of EfficientNet-B3’s decision on three different
spectrograms. In the upper row, the saliency maps have been created with Grad-CAM. In the
bottom row, the saliency maps have been created with Score-CAM. The first column shows the
spectrograms of an artificial voice sample created by method A17 which was correctly predicted
as being artificial by EfficientNet-B3. The second column shows an artificial sample created
by A17 that was incorrectly predicted as being real. The last column shows spectrograms
from a real speech sample, correctly predicted as being real.

4.4.2 Strategy Difference of Different Networks

The analysis showed that different networks learned different strategies for detecting fake
audio samples. An example can be seen in Figure 4.8. All three networks correctly classified
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the spectrograms as belonging to a fake audio sample. While EfficientNet-B3 and VGG-19
roughly based their decision on the same area, ResNet-50 learned to detect an entirely
different feature at the other end of the frequency range.

We could observe differences in saliency maps across multiple samples with different
networks focusing on different frequencies and features. However, the same networks, when
retrained, resulted in relatively similar saliency maps.

Another consistency we found is that the frequencies highlighted were similar within samples
coming from the same method. Consequently, ResNet-50 detected features for the example
from method A12 in the high frequencies and it did so with all correctly classified samples
from A12 (for additional examples see Appendix A Figure A1.2).

Figure 4.8: This figure shows three saliency maps produced by Score-CAM highlighting the
most important regions for a networks classification in red. The spectrograms belong to the
same artificial audio sample produced by method A12. All three networks classified this sample
correctly. The saliency map on the left visualizes the decision making of EfficientNet-B3, the
middle saliency map the decision making of ResNet-50 and the right on the decision making
of VGG-19.

Since EfficientNet-B3 has the best performance among the networks from experiment three
(Section 4.3), we assume that it learned the most successful strategy to detect fake audio
samples. Thus, we focused further analysis on saliency maps from EfficientNet-B3 produced
by Score-CAM.

4.4.3 The Role of Background Noise

Hypothesis (H3) states that the nonspeech parts can be a major differentiating factor
between real and fake speech samples. In Figure 4.7, one can see the saliency map of a
correctly classified real speech sample in the right column. The primary area where the
EfficientNet found features for its decision was at the start before speech began. We found
this pattern throughout every correctly classified real speech sample in the development and
evaluation set we looked at. The average heat map on the left in Figure 4.9 confirms this.
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On average, the identifying features for real speech were detected at the start in the
nonspeech parts and in the higher frequencies. The corresponding average heat map for the
evaluation set looks almost identical (compare Appendix A Figure A1.3).

Figure 4.9: This figure shows average heat maps from EfficientNet produced with Grad-CAM.
On the left, one can see the average heat map for all correctly classified real speech samples
from the development set. On the right, one can see the average heat map for all correctly
classified fake audio samples from the development set.

Further analysis showed that all observed real speech samples have a period of nonspeech at
the start. The length of the nonespeech was, however, varying in the real speech samples as
well as in the fake audio samples. This indicates that the learned feature is not the length of
the nonespeech part but the content – the background noise itself.

The thesis of Reimao supports the idea that background and recording noise are an
important factor for detecting fake audio samples. He suggested that the higher frequencies
are an important area since real speech samples will contain noticeable background and
recording noise there while fake audio samples do not (15).

This would match with our own observation and explain the average activation pattern. The
importance of the background noise before the speech starts and the noticeable background
noise in the higher frequencies can explain the left average heat map of Figure 4.9. This
pattern supports both hypotheses (H2) and (H3) for the ASVspoof 2019 LA dataset.

Synthetic Background Noise Makes Samples from A17 Difficult to Identify

An important question was to figure out why the networks struggle with artificial audio
samples from method A17. The middle column of Figure 4.7 shows that in the case of an
incorrect classification of an A17 sample, the network detected the most important features
at the beginning before speech started and in the higher frequencies. This was found across

45



all falsely classified A17 samples we looked at. These activations look very similar to the
activations of correctly classified real speech samples.

From this, we concluded that method A17 consistently synthesizes noise similar enough to
the background noise found in real speech samples. While background noise seems to be a
good feature to differentiate between real speech and the fake creation methods of the
development set and almost all methods of the evaluation set, it is responsible for the
network’s struggles with correctly classifying samples from method A17.

4.4.4 The Importance of Lower Frequencies

The right side of Figure 4.9 shows that on average EfficientNet-B3 found features
identifying an audio sample as fake in frequencies below 2kHz. This was not only the case in
the development set but also the evaluation set.

Figure 4.10 shows three single examples where the same can be observed. On occasion,
there were light activations above the 2kHz mark, but the highest activations were
overwhelmingly found below. This observation supports hypothesis (H1) and means we
found evidence supporting all three hypotheses.

Figure 4.10: The left and center saliency maps belong to the two audio samples that human
participants in experiment one (Section 4.1) had the most difficulty correctly classifying. The
right saliency map belongs to a fake audio sample from method A16. All spectrograms were
classified correctly by EfficientNet-B3. These saliency maps show that the network focused
on the lower frequencies for its decision making. The depicted methods A04 and A16 both
use waveform concatenation as a means of synthesizing speech. The spectrogram underlying
the heat map on the left looks especially artificial.

Waveform Concatenation Methods

In experiment one (Section 4.1), we found two samples from method A04 that six out of the
ten participants incorrectly classified as real speech. As can be seen in Figure 4.10 left and
center, EfficientNet-B3 correctly classified these samples as artificial.
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We were aided during our analysis by one of the institute’s speech synthesis experts. To her
trained eye, the underlying spectrograms already look artificial. The vertical stripes and
slightly jumping pitch identify them as using waveform concatenation for synthesizing
speech. These artifacts are found between the selected speech units these methods string
together. The EfficientNet might have learned to detect this abrupt change between
selected speech units as well. This seems to be especially the case when at least one of the
units is a fricative. An example can be seen in the middle spectrogram from Figure 4.10.
The speaker at that location is saying the word: "necessary". The most important area for
the network’s decision is around e and s.

The network also managed to generalize this feature to samples from the evaluation set.
The right saliency map in Figure 4.10 comes from a sample synthezised by method A16,
another waveform concatenation method. Here, the network focused on the area of z and f
between the words "is" and "from".

Fricatives, Plosives and Pauses

Fricatives, plosives, and pauses in speech seemed to often be an area where EfficientNet-B3
detected that a sample is fake (for additional examples see Appendix A Figure A1.4). Bad
concatenations might be a reasonable interpretation for the waveform concatenation
methods, but we could detect this pattern in almost every faking method.

This highlights the difficulty with saliency mapping methods. They only indicate an area
where the network detected its most important features but not the features that actually
were detected. This is up for interpretation (79).

One alternative interpretation could be that in the area of fricatives, the closure phase of
plosives and the silence of pauses, the background noise is not overshadowed. This would
mean that the responsibility does not lie with bad concatenations or badly synthesized
fricatives, plosives or short pauses in speech but the lack of correct background and
recording noise.

The network might simply have learned how a real speech fricative or the closure phase
before a plosive looks like under background noise in comparison to the fake ones and
generalizes this to the evaluation set. The example of misclassification in Appendix A Figure
A1.4 supports this idea. The closure phase here before the phonem ð seems to contain noise
similar to the background noise in real speech samples. Additional noise in the higher
frequencies could explain the activation pattern and thus the misclassification.

Inconsistencies in Fundamental Frequency or Suspicious Impulses

Saliency maps from A03 samples consistently showed a unique pattern, as seen in Figure
4.11. The area highlighted by Score-CAM is exactly before speech starts in every single
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sample. In figure 4.12, that area in the spectrogram is enhanced in Praat (85), and the
corresponding speech wave is shown.

First, we noticed that the frequency of the vocal fold vibrations in this pattern is only 80Hz.
Since the speaker is a woman, this is unusually low. The frequency immediately goes up to
about 200 Hz once speech starts. Another noticeable thing is a row of impulses that can be
seen in the spectrogram. An impulse like that could correspond to a glottal stop, but
multiple glottal stops in the nonspeech part do not make much sense.

The impulses could be observed across all A03 samples. Filtering out frequencies between
0Hz and 100Hz did neither change the networks decision nor the saliency maps significantly.
This suggests that the impulses are a unique feature that makes A03 easy to identify. This
feature could, however, not be observed in any other methods and thus the feature could
not be generalized to the evaluation set.

Figure 4.11: This figure shows two saliency maps created from A03 samples on the left and
in the middle. On the right, one can see the average heat map of all A03. It is noticeable
that the areas EfficientNet-B3 focused on were immediately before speech started.

4.4.5 Summary of Key Findings

The main finding of our post hoc analysis is that background and recording noise are good
features to differentiate between real and most fake speech samples in the ASVspoof 2019
LA dataset. While this might work well, it is not a desirable outcome since the background
noise can easily be faked in an attack, as A17 shows. For this reason, this thesis contains a
follow up experiment to investigate the impact of removing noise from the speech samples
on the networks performance.

Another thing we noticed is that EfficientNet-B3 detected important features for classifying
fake audio samples in the lower frequencies. However, this effect is difficult to attribute to
only the speech. While there certainly are examples of voiced speech highlighted by
Score-CAM, the majority was either nonspeech or fricatives, the closure phase of plosives
and small pauses in speech. All of this could hint at the importance of background and
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Figure 4.12: This figure is a screenshot of Praat (85) where we analyzed the A03 sample
from Figure 4.11 on the left side. The examined window is exactly before the speech part
of the audio sample started. On the top, one can see the waveform of the audio file, on the
bottom, the corresponding spectrogram. In the spectrogram, multiple dark bars are visible,
corresponding to jumps in the amplitude.

recording noise again. Nevertheless, it could be beneficial for the network to enhance the
lower frequencies so that the network might better detect fake speech samples.

We also found that Grad-CAM has a major weakness in its reliance on gradients. When the
gradients vanish or are effectively zero, the method will not produce a usable heat map.
Score-CAM ,on the other hand, takes longer to compute but produced good results that
agreed well with the results of Grad-CAM. Score-CAM also did not have artifacts present as
Grad-CAM did. Since both methods passed current sanity checks (33) (19), Score-CAM
seems the superior alternative.

4.5 The Impact of Removing Nonspeech on Efficient-

Net Performance

Our previous analysis showed EfficientNet-B3 relying heavily on background noise to
differentiate between real and fake speech samples. This is bad for multiple reasons. For one,
as already discussed, background noise can simply be artificially imitated. More importantly,
it is not a stable feature for most real world applications. Let us consider an ASV system to
unlock a smart phone and a CM system working in tandem with it. The background noise is
vastly different depending on where the user wants to unlock their phone. If the CM system
detects a logical access attack based on the background noise, it will only let samples pass
when the background condition is the same as its training environment.
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It becomes worse when we consider an upload filter that checks for synthesised voices in
video clips to tag them as artificial in an effort to combat the spreading of fake information.
On a platform like Youtube, millions of people record videos in vastly different backgrounds.
Background noise might work well enough for this specific dataset, but it is not a good
feature in general.

The following experiment tries to force the network to learn more reliable features by
removing nonspeech parts from the audio files before creating the spectrograms.

4.5.1 Methods

For this experiment, we again used EfficientNet-B3 as in experiment 3 (Section 4.3), with a
batch size of 16 and a learning rate of 1× 10−6. After 70 Epochs, the networks training was
early stopped, since it’s accuracy had plateaued.

We used SoX (41) to remove all the nonspeech parts at the beginning of the audio file.
Then, we reversed the audio file and did so again to remove trailing periods of silence. The
audio file was then reversed again to be the right way around. Afterwards, the audio files
were looped multiple times and then trimmed to two seconds before creating the
spectrograms. A comparison can be seen in Figure 4.13.

Figure 4.13: The spectrogram on the left belongs to an unedited audio file and was used in
experiments two and three (Section 4.2 and Section 4.3). The spectrogram on the right was
created from the same audio file after the silence was removed.

4.5.2 Results

The EER for the model can be seen in Table 4.5. For the training and development set, the
EER was zero, and it was 16.76 for the evaluation set.
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Table 4.6 shows the EER for the different spoofing methods against all bona fide speech
samples in the evaluation set. Method A13 had the worst EER with 42.21, and method A07
the best with 0.02. Of the twelve methods from the evaluation set, five had an EER above
ten, three an EER between one and ten and four an EER below one.

Table 4.5: This table shows the EER and t-DCF scores of EfficientNet-B3 when nonspeech
is not removed (Experiment three; Section 4.3) in the first row and the performance of
EfficientNet-B3 when nonspeech is removed from the audio files in the second row.

Model Dataset EER t-DCF
EfficientNet-B3 train 0 -

(experiment three) dev 0 0
eval 5.72 0.1855

EfficientNet-B3 train 0 -
(nonspeech removed) dev 0 0

eval 16.76 0.5645

Table 4.6: This table shows the EER of EfficientNet-B3 when nonspeech is not removed in
the left column (Experiment three; Section 4.3) and when nonspeech is removed in the right
column for every single smaple creation method. The EERs were calculated from all speech
samples against all samples from the analysed fake creation method.

Network EfficientNet-B3 EfficientNet-B3
(experiment 4.3) (nonspeech removed)

A07 0 0.02
A08 0.54 0.45
A09 0.14 1.1
A10 0.03 31.00
A11 0.06 1.28
A12 0.99 39.44
A13 0.83 42.21
A14 0.06 0.11
A15 1.57 10.36
A16 0 0.04
A17 31.40 21.10
A18 1.57 9.62
A19 0.04 0.06

4.5.3 Discussion

When the nonspeech part is removed, EfficientNet’s EER on the evaluation set increased by
a large margin from 5.72 to 16.76. This means that the nonspeech parts are a really
important feature for the network’s power to generalize to the evaluation set when using
spectrogram images as input.

While the performance on the evaluation set degraded, it surprisingly stayed the same on the
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development and training set. This suggests that the network learned a number of features
that generalize well within samples from the same methods but can not be as easily
generalized to samples from unseen methods as the background noise.

The five methods with the worst performance belong to two categories. A10, A12 and A15
are methods using neural models for the final synthesis step and A13 and A17 use waveform
filtering. With waveform filtering not being present in the training set, it might be more
difficult to learn robust features to detect it.

Neural models, on the other hand, are part of the fake creation methods for the training set.
While A01 is a method using WaveNet in the training set, the output of neural models can
differ substantially depending on the type of input coming from the previous modules in the
fake creation pipeline. It is thus difficult to accurately pinpoint a responsible module, given
that the pipelines differ so much.

Interestingly, the EER for A17 decreased from 31.40 to 21.10, suggesting that our
hypothesis is correct. A17 did manage to create background noise close to the noise present
in real speech samples. Removing nonspeech parts made it easier to detect A17 because the
network was not mislead by the synthesised background noise anymore.

The fact that methods A10, A12 and A13 are more difficult to detect with nonspeech
removed indicates that they are better at synthesizing speech than A17, but were easily
identified based on the background noise before.

There were still four methods that the network managed to detect really well. While we
could not force the network to learn a more robust set of features that generalized well to all
of the evaluation set, it learned a set of features that generalized well to the development
set and at least a part of the evaluation set.

This analysis, too, showed the defects of the ASVspoof 2019 LA dataset. It incentives
networks to learn background noise as valid features, although this might be easily
circumvented in real attack scenarios.

4.6 Combining Models Trained on Data with and with-

out Nonspeech

The previous experiments showed us that nonspeech is a successful feature for predicting
fake speech samples for all methods but A17. When silence is removed, however, the
EfficientNet struggles with a lot of methods, but the performance for A17 improved.

The idea for this experiment is to combine the EfficientNet from experiment three ( dubbed
model 4.3) and the EfficientNet from experiment four (dubbed model 4.5). This should lead
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to getting the expertise from model 4.3 to detect all methods but A17 and the expertise of
model 4.5 to better detect samples from A17. The result we expected is an overall lower
error rate due to a decrease of the EER for method A17.

4.6.1 Methods

The two models we combined were the best EfficientNet-B3 from experiment three (Section
4.3) and four (Section 4.5). All models produce an evaluation file before the EER is
calculated. For every prediction the evaluation file contains the sample ID, the faking
method, the ground truth and the CM score. To combine both models we combined their
evaluation files.

Since both models were trained independently, their CM score distributions do not line up.
Instead of using the logits to calculate CM scores like in previous experiments, we softmaxed
the output of both single networks. This, in turn, restricts the CM scores (now the
probability instead of the logit for class bona fide subtracted from the probability for class
spoof) to the interval between minus one and one. One was the target for fake speech
samples, and minus one the target for real speech samples.

The idea behind the combination of both models is that we first let model 4.3 detect
anything it assumes to be a fake and filter them out and afterwards model 4.5 checks the
leftover data for remaining fakes. To achieve this we used the CM scores from model 4.3 for
all the cases in which it was sufficiently certain that the sample is fake. After multiple trials,
the boundary for this decision was set to -0.99975. Everything with a CM score higher than
the boundary was assumed to be a fake as detected by the model 4.3. For every sample
below that boundary, we used the CM score of model 4.5. This means that model 4.5 has
the chance to detect additional fakes in the data model 4.3 predicted to be real speech.

4.6.2 Results

The combined model had an EER of zero on both the training and development set, as seen
in Figure 4.7. On the evaluation set it had an EER of 4.08. This is a decrease of about
28.7% in comparison to model 4.3 on its own.

Table 4.8 shows the EERs for every single fake creation method. The main improvement
comes from method A17, with the combined performance being better than both single
performances. For most other methods, the performance slightly decreased when compared
to model 4.3’s single performance.
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4.6.3 Discussion

This decrease of the error rate mainly stems from an increase in detecting fake speech
samples produced by method A17. The fact that the combined EER is lower than the single
EERs suggests that model 4.3 detected A17 samples that model 4.5 did not detect and vice
versa. The slight EER increase for most methods can be explained with the CM scores of
both systems not lining up. While we restricted them to the same interval, the equal error
points for both systems CM scores are not aligned, and thus a compromise in between was
found.

Had this combined model been part of the ASVspoof 2019 challenge it would have ranked
fifth when ranking after EER. It would have ranked tenth, when ranking after the
t-DCF(12). This is thus an overall great example highlighting the importance of a more
detailed analysis. Due to our understanding gained from the post hoc analysis, we managed
to build a system that partly offsets the weakness of model 4.3 and improve the overall
performance by a significant margin.

Table 4.7: This table shows the EER and t-DCF scores of the best EfficientNet from experi-
ments three (Section 4.3) and the EfficientNet from experiment four (Section 4.5), where the
nonspeech was removed. In the bottom row, the combined performance is shown.

Model Dataset EER t-DCF
EfficientNet-B3 train 0 -

(experiment three) dev 0 0
eval 5.72 0.1855

EfficientNet-B3 train 0 -
(experiment four) dev 0 0

eval 16.76 0.5645
Combined train 0 -

dev 0 0
eval 4.08 0.1377

4.7 Using Mel Scaled Spectrograms

Another key insight from our post hoc analysis is that the EfficientNet was on average
detecting features for fake samples below 2kHz. Based on this observation, we formed the
hypotheses that using mel spectrograms will improve the networks performance since a mel
scaled frequency scale will put greater emphasize on the lower frequencies.

4.7.1 Methods

For our model, we used the same EfficientNet-B3 architecture as in experiment three
(Section 4.3). We, overall, used three types of additional input: we used mel spectrograms
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Table 4.8: This table shows the EERs of the EfficientNets from experiments three and four
(Sections 4.3 and 4.5) and their combination for all speech samples against all fake speech
creation methods.

Network EfficientNet-B3 EfficientNet-B3 Combined
(experiment three) (experiment four)

A07 0 0.02 0.02
A08 0.54 0.45 1.21
A09 0.14 1.1 0.49
A10 0.03 31.00 2.97
A11 0.06 1.28 0.26
A12 0.99 39.44 2.56
A13 0.83 42.21 2.36
A14 0.06 0.11 0.31
A15 1.57 10.36 3.17
A16 0 0.04 0.023
A17 31.40 21.10 20.57
A18 1.57 9.62 3.05
A19 0.04 0.06 0.14

from two seconds and from three seconds of audio as well as linearly scaled spectrograms
from three seconds of audio. The mel spectrograms were created with librosa10. All
spectrograms were resized to 300x300 before being fed into the networks.

The batch size we chose was 16, and the learning rate was 1× 10−6. We trained every
model 3 times and the successful three second mel spectrogram model five times. We again
stopped the training early when a models accuracy on the development dataset did not
improve for multiple consecutive epochs.

4.7.2 Results

The two second mel spectrogram model reached a mean EER of 5.93 and a sample variance
of 0.0684. The results for the best models can be seen in Figure 4.9. The best model with a
mel spectrogram from two seconds of audio as input has an EER of 5.75. The three second
linear scaled spectrogram model reached a mean EER of 6.20 and a sample variance of 0.01.
The best of these models has an EER of 6.10.

The three second mel spectrogram model has a mean EER of 4.47 with a sample variance of
0.099. The best of these models has an ERR of 3.99. This is a 30.25% decrease compared
to the best EfficientNet from experiment three (Section 4.3). A more detailed analysis of
this model can be seen in Figure 4.10. Its improvements over the previous best models lie
mostly in improving the detection of method A17 with an EER of 16.16.

10https://librosa.org/doc/latest/index.html, last accessed 14.05.2021
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The average heat map for correctly classified bona fide speech samples from the
development set can be seen in Figure 4.14. The average heat map of the model receiving
linear scaled spectrograms from three seconds of audio as input looks very similar to the
heat map from two second spectrograms.

The heat maps of the mel spectrograms, however, differ more substantially. While the
average heat map of two second mel spectrogram still seems to detect features mainly in the
nonspeech part at the start, there is additional heat in the lower frequencies. The average
heat map for mel spectrograms from three seconds of audio show that there is still a heavy
focus on the nonspeech part but now concentrated just below 4kHz. Additionally, there is
now heat in the center of the spectrogram.

Table 4.9: This table shows the EER and t-DCF scores of the best EfficientNet from exper-
iment three (Section 4.3) in comparison to the EfficientNets from experiment six (Section
4.7).

Model Dataset EER t-DCF
EfficientNet-B3 train 0 -

(experiment three) dev 0 0
(2 seconds linear spectrogram) eval 5.72 0.1855

EfficientNet-B3 train 0 -
(3 seconds linear spectrogram) dev 0 0

eval 6.10 0.2014
EfficientNet-B3 train 0 -

(2 seconds mel spectrogram) dev 0 0
eval 5.75 0.1941

EfficientNet-B3 train 0 -
(3 seconds mel spectrogram) dev 0 0

eval 3.99 0.1275

4.7.3 Discussion

At first, our hypothesis seemed to be incorrect, given that there was no improvement when
using mel spectrograms created from two seconds of audio. When analysing the mel
spectrograms with Score-CAM, we came to the conclusion that the network again learned
background noise as the most important feature, and thus no improvement could be
observed. However, when we used three seconds of audio, two interesting observations could
be made.

First, we did not get an improvement for three seconds of linear spectrograms over the
spectrograms from two seconds of audio. This was a bit of a surprise since we assumed that
using more audio for the spectrograms would mean they contain more information, even if
compressed to 300x300 pixel input size. The average heat map for bona fide speech samples
on the left in Figure 4.14 hints at the reason. Its visual differences to the average heat map
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Figure 4.14: This figure shows average heat maps calculated from all correctly classified bona
fide speech samples of the development dataset. The left column shows the average heat
maps for the models with linear spectrograms, the right column for the models with mel
spectrograms. The top row shows the models that got spectrograms from two seconds of
audio as input and the bottom row from three seconds of audio.
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Table 4.10: This table shows the EERs of the EfficientNet using mel spectrograms from three
seconds of audio as input in comparison to the best model from experiment three (Section
4.3) and the combined model from experiment five (Section 4.6)

Network EfficientNet-B3 Combined EfficientNet-B3
(experiment three) (experiment five) (3 seconds mel spectrogram)

A07 0 0.02 0
A08 0.54 1.21 0.22
A09 0.14 0.49 0
A10 0.03 2.97 2.81
A11 0.06 0.26 0.04
A12 0.99 2.56 1.24
A13 0.83 2.36 2.05
A14 0.06 0.31 0.15
A15 1.57 3.17 4.30
A16 0 0.023 0.02
A17 31.40 20.57 16.16
A18 1.57 3.05 2.85
A19 0.04 0.14 0.16

for bona fide speech samples in 4.9 are almost nonexistent. This shows us that despite more
information being present, the network still learned to rely on background noise as an
important feature.

However, when we use three seconds of audio to calculate mel spectrograms, we could
observe significant improvement coming mainly from improvement for method A17. While
the average heatmap on the right in Figure 4.14 suggests that silence might have still been
an important feature, we could additionally observe high activations in the center of the
spectrograms where the speech part is.

Based on this result, we assume that the network managed to learn additional features due
to the combination of the mel scale and the additional one second of audio duration. An
interesting follow up experiment would be to increase the length of audio even more. This
might help the models with linear scaled spectrograms to also learn different features and
overall improve the network’s performance, simply because more audio information is
present.

It might, however, also decrease the performance of the models again since a higher time
duration means that the image is longer in x direction. Thus, more fine grained information
is lost when compressing the spectrograms to a 300x300 resolution. This could be countered
with a larger EfficientNet model since their input resolution is higher due to the compound
scaling algorithm.

Overall, this experiment, once again, showed that analyzing what networks are doing instead
of accepting them as blackboxes is worthwhile. We did not manage to solve method A17 to
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the same degree as Zhang et al. did (28), but we managed to train the fifth best single
model for the ASVspoof 2019 dataset up to date (compare with table of single model
performances in (28)).
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5 Conclusion

In our work, we showed that humans need help detecting fake speech and that neural
networks perform well enough to provide that help. Still, the participants’ performances were
surprisingly high, with an average accuracy of 86.8%, compared to the average accuracy of
65.7% Reimao found in his study for his dataset (15). This difference, however, might be
the identified methodological issues in his experimental design.

Furthermore, our study could find no indication that humans try to avoid being fooled in an
experimental setting by rather falsely rejecting a real speech sample than falsely accepting a
fake speech sample. We could, however, find indications that that quality of fake speech
samples vary greatly between and within fake creation methods.

The main goal of our work was to analyze the decision making process of CM systems for
fake audio detection and use the analysis to improve the CM model’s performance. We
successfully solved both tasks.

We achieved this by first showing that using spectrogram images is a valid form of
performing fake speech detection. This enabled us to use image classification networks and
post hoc analysis methods from image classification. Most fears that this feature
representation might be inappropriate have been alleviated with the result of the last
experiment where we trained a network that is performing competitively with other top
non-ensemble models.

However, there are indications that using spectrogram images might lead to a worse
detection performance for method A17. It would be interesting to research this connection
in future experiments.

From the initial three hypotheses on where to find features for the task of fake speech
detection, we could find evidence to support all three (see (H1) (H2) (H3)). We found that
features for fake speech samples have often been detected in the lower frequencies by
different networks. At the same time, we found a lot of evidence suggesting the nonspeech
parts and the higher frequencies also contain features to solve the task.

Our conclusion, however, is that the features in the nonspeech part and the higher
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frequencies are most likely background and recording noise, as suggested before by Reimao
(15). The difference in the distributions of waveform amplitude probability mass functions
found by Lapidot et al. in the nonspeech part (14) is then the result of the differing
background noise in real and fake speech samples.

We could use the insight about the background noise to train a model that performed better
for fake creation method A17 by removing the nonspeech part in the audio. When we
combined the EfficientNet-B3 trained on the data where nonspeech was removed with the
EfficientNet-B3 where it was not, we improved the performance by 28.7%.

An even better decrease in EER was achieved with the key insight that EfficientNet-B3
found features for identifying fake speech samples in the lower frequencies. When
mel-scaling the spectrograms and using an additional second of audio, the network learned
better generalizable features and beat the EfficientNet-B3 from the experiments prior to our
post hoc analysis by 30.25%. This model is up to date the fifth best non-ensemble model
for the ASVspoof 2019 LA dataset.

We suggest that future experiments for optimization look into the effect of data
augmentation. When the background noise is disrupted or masked, the networks might be
forced to learn a more robust set of features. Besides that, one can investigate the effects of
using broad band spectrograms instead of or in combination with narrow band spectrograms.
Additionally, future experiments on spectrograms should focus on larger members of the
EfficientNet family and perform a more thorough hyperparameter search.

The additional data that larger EfficientNets might need due to an increase in the number of
parameters could also come from data augmentation. Varying channel noise, for example, or
looping audio and then cutting out the required duration from a randomly placed interval in
the audio file could be helpful augmentation methods. This would lead to the same audio
file being able to create multiple different spectrograms and also destroy unreliable structure,
like silent intervals always being at the start, thus hopefully forcing models to learn a more
robust set of features.

Another useful approach might be to gather additional data from different datasets. The
fake or real dataset from Reimao could be used as an additional training or testing set
(15).

In the greater context, we came to the conclusion that the ASVspoof 2019 LA dataset is far
from ideal. Human performance seems too high and background noise should not be a good
feature to differentiate between real speech and most fake creation methods. It also
becomes obvious when comparing the quality of audio samples from the dataset with high
quality samples on the internet.

Nonetheless, it is possible that the use of spectrogram images has exacerbated the problem.
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While A17 was the worst method for models to detect during the challenge and is still a
hurdle for state-of-the-art models (12) (28), we, initially, did have a better performance for
method A17 when using spectrogram coefficients in experiment two (Section 4.2) instead of
spectrogram images.

We also realized that it is incredibly difficult to create a datset for fake media detection.
Real world attackers are able to spend weeks on perfecting a small amount of high quality
speech samples to fool the victims of their attack. It is, however, not feasible to create a
large scale dataset with the same quality of data. It might be worthwhile to look into the
new ASVspoof 2021 iteration and the fake or real dataset from Reimao (15). Still, it is likely
that the quality of these datasets lag behind what dedicated attackers can produce. Maybe
using synthetic speech from unconventional sources like the aforementioned Youtube
channels could make up an interesting new dataset or at least provide an additional test set
closer to real world attack conditions. Another alternative might be a small hidden test set
with carefully engineered synthetic voice samples.

A last avenue of directly linked research we see is the development of an explanation method
that fulfills a similar role to Grad-CAM and Score-CAM but native to audio files. There are
a number of successful feature representations for audio files and – while suitable –
spectrogram images might not be the best. The post hoc analysis methods used in this
thesis, however, require image-like input and will not be easily interpretable for most other
types of features. Having a method that is tailored to audio might give additional insights to
improve the detection of fake speech attacks.

Overall, this is a field of research that is going to gain in importance once speech synthesis
methods become more widespread and thus requires further attention. Can neural networks
keep up with newly developed speech synthesis methods? How well do humans perform on
the different existing datasets compared to speech samples that are hand crafted instead of
simply sent through a pipeline? Once human performance really drops due to more
sophisticated fake speech creation methods, can we use neural networks together with
explanation methods to support them in their decision making process?

All of these questions will lead to a host of new research possibilities and only time will tell
us the answers.
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A1 Appendix

Appendix A1.1 contains the German abstract as required by the examination regulations for
Informatik in the PO of 2012. Additionally, figures that were not important enough to
disrupt the text flow have been placed in Appendix A1.2.
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A1.1 Zusammenfassung

Mit dem technologischen Fortschritt im Bereich der Sprachsynthese wurde offensichtlich,
dass Angreifer diese Technologie auf verschiedenste Weise missbrauchen können. Mögliche
Beispiele dafür sind Imitation der Stimme des Vorgesetzten, um Transaktionen anzuordnen,
die Erzeugung von Fake News und Propaganda, oder Angriffe um Spracherkennungssysteme
auszutricksen. Aus diesem Grund ist es wichtig erkennen zu können, ob Sprache echt oder
künstlich erzeugt wurde. Als Teil dieser Masterarbeit haben wir in einer kleinen Studie
festgestellt, dass Menschen dieses Problem nicht trivial lösen und desshalb die Hilfe von
automatischen Erkennungssystemen benötigen. Die erfolgreichsten automatischen
Erkennungssysteme nutzen neuronale Netze, um das Problem zu lösen. In unserer Arbeit
haben wir uns dazu entschieden, den Entscheidungsprozess von neuronalen
Erkennungssystem zu analysieren, und konnten die Erkenntnisse nutzen, um das beste
betrachtete System zu verbessern. Wir haben unsere Experimente auf dem ASVspoof 2019
Datensatz durchgeführt, da es der populärste Datensatz zu Beginn unserer Arbeit war. Als
erstes konnten wir zeigen, dass es ohne Verlust von Erkennungsleistung möglich ist,
Spektrogrammkoeffizienten durch Spektrogrammbilder als Eingabe zu ersetzen, um das
Problem der Erkennung von künstlicher Sprache zu lösen. Dadurch konnten wir
Bildklassifizierungsnetzwerke und die Post-hoc-Analyse Methode Score-CAM nutzen. Beim
Vergleichen mehrerer Bildklassifizierungsnetzwerke hat sich EfficientNet-B3 als das beste
Model herausgestellt. Unsere Post-hoc-Analyse des EfficientNet brachte zu Tage, dass
sowohl Hintergrundgeräusche als auch Features in den niedrigen Frequenzen relevant für die
Unterscheidung zwischen echter und künstlicher Sprache sind. Diese Erkentniss konnten wir
in zwei Follow-Up-Experimenten nutzen, um die Fehlerrate des EfficientNet um 28.7% und
um 30.25% zu senken. Damit haben wir das momentan fünftbeste Model für den
ASVspoof-2019-Datensatz trainiert, welches kein Ensemble aus mehreren Netzwerken
ist.
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A1.2 Additional Figures from the Post Hoc Analy-

sis

Figure A1.1: This figure shows Grad-CAM failing to produce a useful heat map to be overlaid
on the left. This phenomenon occurs when a networks decision for a sample cannot be
computationally further improved. In that case, the gradients become zero. When the last
feature map in a CNN is then weighted with the gradients to produce a heat map, the heat map
becomes zero as well. On the right, one can see the saliency map for the same spectrogram
and network but this time calculated with Score-CAM.
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Figure A1.2: This figure shows saliency maps for ResNet-50 and correctly predicted A12 sam-
ples in the top row and correctly predicted A19 samples in the bottom row. The samples were
randomly selected. One can see that important features for method A12 were overwhelmingly
detected in the top half of the frequency range and that features for detecting A19 were found
overwhelmingly in the bottom half of the frequency range.
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Figure A1.3: This figure shows average heat maps of EfficientNet-B3 created with Score-
CAM. In the upper left, one can see the average heat map of all correctly classified bonafide
speech samples from the development set and on the upper right all of the evaluation set. In
the bottom left all correctly classified spoof samples of the development set are depicted and
in the bottom right all of the evaluation set. One can see, that the average heat maps are for
the most part congruent.
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Figure A1.4: This figure consists of four saliency maps created with Score-CAM and
EfficientNet-B3 as the model. In the top right, one can see a sample where the area of
the fricative s was important for the classification; on the top right the trailing u: of the word
"few" and the closure phase before the plosive d where important areas. On the bottom right
one can see a spoof sample predicted to be bonafide. The area of an early closure phase
before the phoneme ð contains an area of intense heat.
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