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Abstract/Kurzfassung

Abstract

The simulation of soot particle agglomeration is an important tool for scientists to optimize

combustion processes and assess the quality or toxicity of products. In this thesis we use

soot particle agglomeration as a prototypical example for a demanding, runtime-intensive,

multi-scale Molecular Dynamics scenario. To approach realistic time and length scales,

these simulations must be parallelized and run on large high-performance computers.

Because the scenario is heterogeneous, a spatial domain decomposition explicitly needs

to be optimized to minimize simulation runtime. Such a load-balancing makes large-scale

simulations tractable in the first place, improves their time to solution and makes them

more energy-efficient.

In this thesis, we present different algorithms to perform load-balancing as well as

adaptions to them. We have implemented all these algorithms in “librepa”, a re-usable

and flexible library that exposes all methods behind a single interface. Adapting exist-

ing applications to incorporate load-balancing is cumbersome and tedious. Our library

takes this work from the application developers and provides ready-to-use implementa-

tions of different load-balancing methods. We also provide bindings to the well-known

Molecular Dynamics simulation code ESPResSo, which enables all existing users to utilize

load-balancing. Together, these contributions form a flexible tool to test load-balancing

strategies.

We present the models, methodology and implementation of a demanding, large-scale

soot particle agglomeration simulation subject to a turbulent background flow. On this

simulation, we evaluate our load-balancing methodology, present meta-optimizations that

are possible with our framework and show how our contributions enable the simulation

of such large simulations that were previously out of scope.

If multiple load-balancing methods are available, which one should an end user pick?

This is also a question relevant for automatic decision systems. We present a new measure

to assess the heterogeneity of a particle-based simulation and show what kinds of predic-
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Abstract/Kurzfassung

tions or correlations are possible and where further improvements are necessary. This is

a step towards being able to automatically extract knowledge from existing runtime data

and scenarios.
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Kurzfassung

Die Simulation von Rußpartikelagglomeration ist ein wichtiges Werkzeug für Wissen-

schaftler, um Verbrennungsprozesse zu optimieren und die Qualität oder Giftigkeit von

Reaktionsprodukten zu bestimmen. In dieser Arbeit verwenden wir Rußpartikelagglome-

ration als Beispiel für herausfordernde und rechenzeitintensive Mehrskalen-Molekulardy-

namiksimulation. Solche Simulationen müssen parallelisiert und auf Höchstleistungsrech-

nern durchgeführt werden, um die nötigen Zeit- und Längenskalen zu erreichen. Aufgrund

der Heterogenität des Szenarios muss die Gebietsaufteilung explizit dafür optimiert wer-

den, die Laufzeit der Simulation so gering wie möglich zu halten. Diese Lastbalancierung

macht Simulationen überhaupt erst ausführbar, verkürzt deren Laufzeit und macht sie

energieeffizienter.

In dieser Arbeit stellen wir verschiedene Lastbalancierungsalgorithmen und Anpassun-

gen dieser vor. All diese Algorithmen werden in der flexibel verwendbaren Bibliothek

„librepa“ implementiert, die ihre Funktionalität über ein einheitliches Interface anbietet.

Bestehende Anwendungen so anzupassen, dass sie Lastbalancierung unterstützen, ist

in der Regel ein schwieriges Unterfangen. Mit unserer Bibliothek nehmen wir den An-

wendungsentwicklern diese Arbeit ab, indem wir eine gebrauchsfertige Implementierung

diverser Lastbalancierungsmethoden anbieten. Wir stellen die Einbindung der Bibliothek

in die namhafte Molekulardynamikanwendung ESPResSo vor, womit alle bestehenden

Simulationen in ESPResSo von Lastbalancierung profitieren können. Beide Komponenten

zusammengenommen bilden ein flexibel einsetzbares Werkzeug zum Testen von Lastba-

lancierungsstrategien.

Wir stellen die Modelle, Methodik und die Implementierung einer herausfordernden,

großskaligen Rußpartikelagglomerationssimulation vor, die einer turbulenten Hinter-

grundströmung ausgesetzt wird. Diese Simulation nutzen wir, um unsere Lastbalancie-

rungsmethodik auszuwerten, Optimierungen der Lastbalancierungsprozesse an sich vor-

zustellen und wir zeigen, wie unsere Beiträge die Simulation solch großer Szenarien

ermöglichen.

Sollten mehrere Lastbalancierungsverfahren zur Hand sein, welches ist das geeignetste?

Diese Frage stellt sich nicht nur Endanwendern, sie ist auch für automatische Entschei-

dungssysteme relevant. Wir stellen ein neues Maß für die Heterogenität einer Partikelsi-

mulation vor und zeigen, welche Vorhersagen und Zusammenhänge damit gemacht bzw.

hergestellt werden können und wo es weiterer Verbesserungen bedarf. Dies ist ein erster

Schritt, um in Zukunft Wissen aus bestehenden Laufzeitdaten und zugehörigen Szenarien

zu extrahieren.
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1
Introduction

TR A D I T I O N A L ways of gaining knowledge are theory and experiment. Both have a

long history, with experiments dating back to the first humans and primates. Theory

and experiment go hand in hand. The demand for knowledge in a lot of areas cannot be

met by experiments though. This can be because of the involved length scales from the

smallest quantum mechanical effects to the largest like galaxies. Also, time is an issue.

While temporal resolutions of cameras and other measurement instruments get better, the

possibility to stop a physical process every a nanosecond and observe it is impossible. On

the other end of the scale are processes that take longer than humankind will be able to

observe. Besides spatial and temporal resolutions, experiments can also be impossible to

do. Be it because of ethical reasons, expensiveness, or practical impossibility. For modern

society it is crucial to investigate questions affected by these boundaries. Examples could

be: How do quantum effects influence modern nanometer-size semiconductors? What

happens if the temperature on earth rises by two Kelvin? What’s the impact of solar

eruptions on a country’s power grid? How will a mutation of a virus affect mortality? To

satisfy this demand, computer simulation has been successfully established as the “third

pillar” of knowledge acquisition in the recent half-century [Bun14].

Classical methods in computational sciences span multiple time and length scales, see

Figure 1.1. In this work we want to focus on Molecular Dynamics (MD) applications. MD

follows the trajectories of individual atoms or particles by allowing them to interact with

each other. The trajectories are typically determined by solving Newton’s equation of mo-

tion. The interactions are given by potentials defined between the constituting particles.

For a general introduction to MD, we refer the reader to [Hai97; AT89; Gri03]. Models

15
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FIGURE 1.1 Excerpt of time and length scales with selected theories and methods in com-
putational sciences. Molecular Dynamics is on the nanoscale, but can span
up to the microscale if not every individual particle of the physical system is
modeled (“coarse graining”).

on the molecular scale are used in many different fields like mechanics, thermodynamics,

material sciences, biology and biochemistry and even life sciences. For recent overview

articles from different fields, see e.g. [Dro12; KL14; SH09]. Specific examples range

from the simulation of DNA [WKH16], via the simulation of polymers [Bin95] and Cabin

Air Filtration [Sch17; Sch19], fluid phase separations [Vra18] to the effects of ablating

metal with lasers [ER18]. MD simulations are classified into short-range and long-range

according to the kinds of potentials used. Both categories have separate algorithms that

are used for simulation. In this work, we focus on short-range MD.

As a guiding example, we consider the simulation of soot particles [ID10; Inc14; Inc17].
Soot is created in combustion processes and well-known to influence the efficiency and

quality or toxicity of various processes and products, see e.g. [Man12]. Primary particles

agglomerate over time to form soot particle clusters. Of major influence to combustion

processes are size and shape of these clusters or agglomerates. Simulating these scenar-

ios helps scientists to predict the size and shape of such agglomerates. These models

can, then, be included in real-time engineering applications. The simulations are, how-

ever, very challenging. Since particles start to form clusters, the particles and, thus, the

computational load will be distributed more and more heterogeneously over time.

As mentioned, MD and short-range MD have numerous applications. Hence, algorithms

16



and data structures for efficient simulations are well-researched. At the heart of short-

range MD is the calculation of pairwise forces. The linked-cell algorithm is used to reduce

the complexity of calculating pairwise forces from quadratic to linear while Verlet lists

can be used to reduce the constant hidden in the complexity class [HE88]. It is even

better to employ a combination of both [Gon12].

In this work, we focus on making existing distributed memory parallelizations of

MD simulations more effective. Most existing codes use the Message Passing Interface

(MPI) [15], which is the de facto standard for inter-node parallelism on High Performance

Computing (HPC) machines. Under all distributed memory parallelization schemes, a

spatial domain decomposition is most scalable [Pli95]. Spatial domain decompositions

distribute the degrees of freedom (particles) according to their spatial location—as the

name says. But because the particles are distributed according to their location in space,

the above-mentioned heterogeneous particle distributions pose a real issue to parallel per-

formance and scalability. We tackle this problem by researching and developing suitable

load-balancing algorithms that devise a balanced distribution of particles to subdomains.

Over time, more demanding applications led to the development of faster software, and

together with the ever-increasing performance of every new generation of HPC machines,

they enable larger and larger simulations. The current world record particle simulations

feature four [Eck13] and twenty trillion particles [Tch19], respectively. These simula-

tions impressively show the possibility in terms of scenario sizes that current software

and HPC machines allow us to simulate. This, however, only holds true for completely

homogeneous scenarios and very basic MD interactions. Simulating complex interac-

tions and heterogeneous scenarios is a much more demanding task that especially needs

handling of load imbalances. Scaling up problem sizes to thousands and more cores

makes the problem of occurring load imbalances more severe. With the advent of ex-

ascale machines, the International Exascale Software Project roadmap [Don11] deems

load-balancing as one of the critical infrastructure components. For new applications

and models developed, Keyes considers going forward to relax synchrony requirements

in numerical models [Key11]; the efficient parallelization of existing, synchronous appli-

cations, however, stays a problem. In this dissertation, we introduce librepa (library to

partition regular grids, “lib-re-pa”), a flexible library for load-balancing regular grids that

is not constrained to a specific application. Originally, it was intended for short-range MD,

but it can be applied in a broader spectrum. Our library is not a general runtime system

with load-balancing capabilities as [Don11] demands it. We focus on augmenting a subset

of computational methods (short-range MD) with load-balancing capabilities specifically

tailored to their requirements. With our library, that only provides computational grids,

17



1 Introduction

existing applications can integrate these load-balancing features in a minimally invasive

way.

Adding load-balancing features to existing applications is difficult. Developers not only

need to implement the load-balancing method itself but above all adapt internal data

structures and rewrite the corresponding code to be able to deal with different subdomain

layouts. Adding a single load-balancing algorithm might not be enough though. Different

scenarios and simulations demand for different, suitable load-balancing methods. Our

library librepa implements different load-balancing methods with different properties be-

hind a single interface. It is open source, very flexible and non-invasive. Librepa does not

handle the simulation nor numeric payload like particles. Instead, it provides a computa-

tional grid and handles its management and offers the capability to repartition the grid.

To give a concrete example on how to implement bindings to an existing application, we

integrate our library into the well-known and versatile MD simulation software Extensible

Simulation Package for Research on Soft Matter (ESPResSo) [Lim06; Arn13; Wei19] in

a minimally invasive way. Not taking into account additional modules we contribute,

we only change about 30 lines of code in the ESPResSo core. Our additions are not a

mere proof-of-concept though. They enable every existing and future ESPResSo-based

MD simulation to make use of the load-balancing capabilities of librepa.

Load-balancing is a problem with many parameters. What method to use, what weights

to optimize for, what parameters to choose for the chosen method? To enable the

user to pick a good method, we need a deeper understanding of what makes certain

load-balancing methods suitable in certain scenarios. The very basic idea behind load-

balancing is to remedy load imbalances caused by scenario heterogeneity. In this disser-

tation, we tackle the problem of making scenarios comparable. We introduce a measure

for heterogeneity that can easily be applied to different scenarios. The measure is based

on particle positions and their distribution in space. We propose a structured comparison

of basic scenarios of different heterogeneity. These basic scenarios can help us relate

load-balancing performance to heterogeneity. With these efforts, we try to make knowl-

edge about the suitability of load-balancing independent of the specific scenario given

its heterogeneity. Insights into such relations and suitable descriptors like heterogene-

ity are fundamental prerequisites to future systems that can automatically decide which

load-balancing strategy to use.

18



1.1 Contributions

1.1 Contributions

This thesis addresses the main questions and points mentioned above. Here, we briefly

summarize our main contributions.

• We introduce a flexible library that provides load-balanced grids behind a single

interface. This aids reusability and lowers the implementational overhead for appli-

cations. We show how librepa’s internal algorithmic building blocks enable rapid

prototyping of new load-balancing methods.

• We also show how to interface librepa with a simulation software like ESPResSo in

a minimally invasive way.

• Together, ESPResSo and librepa provide a flexible toolkit for testing load-balancing

strategies via functionality that we expose to ESPResSo’s Python simulation scripting

interface.

• We employ load-balancing to a demanding, large-scale, real-world soot-particle ag-

glomeration scenario, and we measure the performance of different load-balancing

methods for this scenario. The MD simulation is multi-scale and coupled to a

precomputed but dynamically changing background flow field.

• We take a structured approach at comparing different load-balancing methods. We

introduce a heterogeneity measure and compare several artificial scenarios for their

load-balancing performance and heterogeneity.

• We show how our partitioning methodology can be extended to perform coupled

load-balancing in multi-physics simulations.

1.2 Structure of this Work

We start with a review of related works by other groups in Chapter 2. There, we report

on efforts that are complementary to ours and efforts that are similar to ours. We empha-

size, in what respects this thesis and the presented works differ. We present necessary

foundations to understand this thesis in Chapter 3. This section will cover the essentials

of Molecular Dynamics, parallel computing and load-balancing.
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1 Introduction

In Chapter 4 we present our driving example—a large, multi-scale, multi-physics real-

world simulation. We present the models and methodology, as well as the implementation

and the simulation setup of our soot particle agglomeration simulation with 109.85

million primary particles.

In Chapter 5 we explain all the load-balancing and partitioning algorithms used in this

work in detail. First we start with a problem formulation that the algorithmic descriptions

will follow. Then, we present the algorithms themselves: Graph partitioning, partitioning

based on space-filling curves (SFCs), orthogonal recursive bisection (ORB), Diffusion and

the Grid-based method. We also present our hybrid partitioning approach which allows

combining the benefits of different methods. We conclude with a section about how

to perform load-balancing in coupled simulations. Therefore, we use the example of a

coupled MD Lattice-Boltzmann Method (LBM) simulation and show how we can jointly

partition both subsystems to avoid the necessity of communication for the coupling.

Then, we continue with the presentation of librepa itself in Chapter 6. We go into

details about the goals of librepa, its main interface and our effort to structure implemen-

tations into algorithmic building blocks. This should enable the reader to understand

the structure of existing implementations of load-balancing methods in librepa and po-

tentially add new ones. Furthermore, we report on the ESPResSo bindings to librepa.

We elaborate how to implement such changes in a minimally invasive way and present

important implementational aspects.

In Chapter 7 we present a new measure of heterogeneity which we use in this work. We

elaborate on its mathematical details, what corner cases require special handling and how

we implement it. Additionally, we introduce artificial scenarios and one more real-world

scenario, a spinodal decomposition. We continue with the evaluation of our heterogeneity

measure and its correspondence to runtime and the suitability of load-balancing methods.

Our results in Chapter 8 are split into five parts. In the first part, we evaluate the

scaling of our changes in ESPResSo and our joint load-balancing approach. Then, we test

our extensions to classical load-balancing algorithms which we present in the course of

this work, each one in a separate experiment. Afterwards, we evaluate different load-

balancing methods on our large-scale soot particle agglomeration scenario and present

meta-optimizations that try to optimize the load-balancing itself. Lastly, we present the

simulation results of the soot particle agglomeration with important characteristics of the

agglomerates and similarities and differences to previous simulation efforts in this area.

Finally, we conclude this work in Chapter 9 by summarizing the contributions and

results and providing an outlook to further research topics. We list additional details that

aid reproducibility like the systems used for simulation, the software versions as well as
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simulation scripts in Appendix A.
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Related Work

IN this section, we discuss existing approaches in the literature that are similar to ours.

We will lay out what common goals or choices exist and in what respect our work

differs or supplements existing ones.

Several MD programs offer load-balancing capabilities and almost all the well-known,

larger ones. NAMD [Kal99] employs a hybrid spatial domain and force decomposition,

where so-called compute objects are redistributed among processes [BPK00]. In [BKK09]
this idea is expanded to incorporate topology awareness. Parallelization and load-bal-

ancing of NAMD are based on CHARM++ [KK93; Acu14]. CHARM++ is a parallel

programming system with a language based on C++. Similarly to CHARM++ are paral-

lel runtime systems like HPX [Kai20] or (among others) Cray’s Chapel language [Cha15].
All these systems seem excellent choices when it comes to writing new, scalable, paral-

lel programs. For existing applications, employing such techniques, however, requires

changing to a different programming language, a different programming paradigm or

deep changes to the code. We aim to provide existing applications with a library they can

use to perform load-balancing in their “traditional” spatial domain decompositions.

GROMACS [Hes08] uses a staggered grid, multi-sectioning approach. This method

works similar to bisection with the difference that it is not recursive. It performs multiple

sections in a single dimension at once. A similar approach has recently been added to

ls1 mardyn [Sec21]. Traditionally, ls1 mardyn also supports a “standard” orthogonal

recursive bisection (ORB) method [Nie14]. It has also been extended to support hetero-

geneous hardware [Sec16]. LAMMPS [Pli95] also supports recursive bisection as well as a

partitioning based on a non-equidistant Cartesian process grid. IMD [Rot13] implements
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a local load-balancer that is based on shifting vertices of an initially Cartesian grid that

defines the spatial domain decomposition [BS15].

Rather than implementing one (or a few) strategies in an application code directly, in

this work, we aim to build a flexible library that can be used by application codes as a

back end. Our goal is to provide applications with the possibility to leverage a number of

different methods behind a single interface. This reduces the overhead of implementing

load-balancing into existing applications, is a re-usable approach and has the benefit of

multiple load-balancing methods being available to the user.

There are other libraries used in scientific computing that are known to offer load-

balancing capabilities. One of the most widely used scientific computing libraries is

PETSc [Bal97]. Within its data management features, it supports multiple non-standard

decompositions. One of them is DMPlex, a representation for unstructured grids that

can be graph partitioned [Bal20] or use tree-structured grids [IK15]. Another one, DM-

Swarm [Bal20], can dynamically migrate degrees of freedom. In order to make use of

these features, an application has to hand over the management of parallelization of

numerical payload to PETSc. Our goal is to not implement any specific handling of sim-

ulation data but take the administrative overhead of providing and managing grids and

load-balancing methods from the user.

The library named ALL (“a load-balancing library”) also provides re-usable load-balancing

methods. Its code is publicly available since the end of 2020/beginning of 2021. As of

May 2021, there exists no accompanying scientific publication. Hence, we refer the reader

to their online presence [Sut]. In contrast to librepa, ALL does not define a computational

grid, communication volumes and position queries. It is also restricted to a single weight

per subdomain. As far as we can tell, ALL’s goal is to provide load-balancing features

that a wide variety of applications with different discretizations and numerical simulation

models can use. With librepa we aim to flexibly and minimally invasively integrate it

into existing mesh-based applications. We explicitly want to reduce the administrative

overhead within applications by providing a ready-to-use, parallel, load-balanced grid.

Nevertheless, ALL seems to be a promising back end for adding further load-balancing

methods to librepa.

As a library for tree-structured grids, p4est [BWG11; Isa15] is well-known to scale. It

offers load-balancing capabilities based on spatial domain decompositions along space-

filling curves. Last, there are libraries that specialize on partitioning itself. Typical exam-

ples include graph partitioning libraries like ParMETIS [SKK00]. Whenever possible and

feasible, we make use of such libraries as back ends to our partitioners. Specifically, we

use p4est for SFC-based load-balancing and ParMETIS to provide graph partitioning.
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2.1 Comparison of Methods

There are several studies comparing different load-balancers and partitioning techniques.

Buchholz [Buc10] implements and compares different load-balancing methods in ls1 mar-

dyn (though most methods are not implemented in current versions of ls1 mardyn any-

more). He reports results on up to 2048 processes for short-range MD and finds ORB

to generally give the best results and SFC-based partitioners to also perform well while

consuming less memory and, thus, being more scalable. Eibl and Rüde [ER19] investi-

gate load-balancing for the Discrete Element Method (DEM) and compare different load-

balancing methods on up to over a million processes. They find that while SFC-based and

graph partitioning are quality-wise superior to the diffusive method, the latter one is more

scalable. On a million MPI ranks, this property is of paramount importance. Schornbaum

and Rüde [SR18] compare diffusive and SFC-based load-balancing in the context of adap-

tive meshes for the LBM. They also find that the SFC-based method gives better results,

but the diffusive method is more scalable. Schamberger and Wierum [SW03] compare

graph partitioning and SFC-based methods in terms of memory consumption, runtime

and quality. According to them, graph partitioning gives a better edge-cut metric, but the

SFC-based method is found to consume less memory and be faster. However, they also

find that the difference in edge-cut metric between SFC and graph partitioning decreases

with an increasing number of partitions requested. Hendrickson and Devine [HD00]
theoretically compare different methods arriving at similar conclusions as mentioned

before. They also list important requirements and challenges of load-balancing methods.

Willebeek-LeMair and Reeves [WR93] compare different variants of diffusive and other

dynamic load-balancing methods on job-scheduling tasks. They generally find that a

receiver-initiated diffusive method performs well, although other methods perform better.

Its main advantage, however, is the adaptability of the method to process topologies and

the locality of the load transfer. Lastly, Mitchell [Mit07] compares ORB and SFC as well

as other methods and also introduces a “mixture” of both, the REFTREE method.

We distinguish load-balancing methods by different core properties. One of these

properties is the required communication. If a load-balancing method requires global

communication, we call it a global method. To summarize the comparisons presented

above, we can conclude that SFC is typically found to be the global method with the lowest
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memory consumption [ER19; SW03; Mit07], and, thus, the most scalable global load-

balancing method. But (as a global method) its scalability is limited when considering

large amounts of MPI ranks [ER19]. It is also found to produce partitionings of good

quality [Buc10; SR18; ER19]. ORB is often found to give better results but to be less

scalable than SFC-based methods [Buc10; Mit07] and, thus, only suitable for a moderate

number of processes. Conversely, the diffusive method is found to be the most scalable

one in [ER19; SR18] while its results cannot keep up with global methods.

All mentioned publications give us advantages and disadvantages of the methods as well

as comparisons of the load-balancing results. This is valuable insight into the problem of

figuring out which load-balancing methods are suitable for which kinds of scenarios. Not

surprisingly, no load-balancing algorithm turns out to be superior in all aspects to all other

methods. Additionally, as mentioned above, the results always depend on the specific

setting and parameters. The scenario itself is the most important factor. Moreover, the

parametrization of the load-balancing method and the weights that are used to measure

the load and that the load-balancing method optimizes for are relevant for the overall

performance. With librepa we want to provide a tool for the user to test different methods

and find out which performs best for their scenario. Among others, the publications listed

in this section lay a foundation for the users (and for us) to decide which methods to use

under which circumstances.

2.2 Weights

As important as choosing the right method for load-balancing is using the right weights.

We showed in [HGP19] that this is an important factor and that different methods can

benefit from different weights. While e.g. Nyland and Prins [Nyl98] explicitly model com-

putation and communication cost using the Bulk Synchronous Parallelism model [Val90],
we only consider computational cost. Optimizing for communication is hard, and we

leave it to the partitioning method to heuristically optimize for communication cost by

minimizing the surface of the domains. Computational cost itself is also not straightfor-

ward to model. During simulations one can use the wallclock time of a computation.

In this work, we consider only analytical measures like the number of particles and the

number of distance pairs to aid reproducibility. Considerations about such weighting

schemes can, e.g. be found in [Buc10].
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When load-balancing, we explore the space of possible subdomain layouts. Although

not yet used in the simulation itself, some partitioning methods might require a prediction

of the performance of a certain subdomain layout. This is another reason why we don’t

use runtimes and opt for analytic weights. There are several approaches in the literature

to use data-driven methods for this problem. Recent works include Neumann [Neu20]
who uses regression analysis on sparse grids, or Ritter et al. [Rit20] who use neural

networks to learn performance models and predict runtimes.

2.3 Other Aspects

Optimal parallel performance is not only achieved by distributing the workload optimally,

but also by choosing the right algorithm and data structures at the node-level and opti-

mizing them. This effort is beyond the scope of our work. It is, nonetheless, important

and complements our work. Implementing algorithms and data structures optimally for

maximizing the sequential performance is for example done by [Hei15; Tch15] in the

context of MD. They implement kernels of potentials for maximal throughput using SIMD

units of modern CPUs and optimize access patterns to data structures. Another optimiza-

tion for short-range MD with the linked-cell method is to use an adaptive mesh width—or

an adaptive skin radius for Verlet lists—based on the local particle density as, e.g., found

in [Pra20; SS06; Buc10].
The other important factor to attain optimal node-level performance is choosing the

right algorithm. For short-range MD, multiple algorithms for traversing the particle pairs

exist as well as multiple possible shared-memory parallelizations for them. The AutoPAS

project [Gra18; Gra19] implements various different algorithms and shared-memory

parallelizations with different properties. Their software can auto-tune MD simulations

at runtime by measuring the performance and choosing an algorithm that implements

the actual particle traversal and force calculation. It has recently been integrated into

ls1 mardyn [Sec21].
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Basics

IN this section, we review the basics that are necessary to understand this dissertation.

We introduce the main concepts and refer the reader to advanced literature for further

details. We will start with Molecular Dynamics, and address the basic idea, the potentials

and properties we use. After that, we will continue with algorithms for short-range

MD and how they can be parallelized. Based on parallelization we will introduce load-

balancing. Finally, we mention basics about the software ESPResSo that we are going to

extend.

3.1 Molecular Dynamics

MD is a Lagrangian discretization that follows the trajectories of individual particles. A

good introduction into MD can be found in [Gri03], where also possible implementations

are shown and explained. More background about numerical methods can be found

in [HE88] and more details about Statistical Mechanics and modeling in [AT89].

In MD, particles are rigid bodies. Physical objects, such as particles, always try to

minimize their potential energy. Given that we have N particles in the simulation domain,

the potential energy of the system is given as a sum of p-body potentials. Let ~x1, . . . , ~xN
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be the particle positions. The potential energy U(~x i) of particle i, can, thus be written as

U(~x i) =
∑

j 6=i

U2(~x i, ~x j) +
∑

j 6=i

∑

k 6=i∧k 6= j

U3(~x i, ~x j, ~xk) + · · · . (3.1)

We will later also need 3-body potentials, but for now we stick with p = 2 only, since these

are the “classical” potentials. Additionally to restricting us to p = 2, we also only consider

rotation and position invariant potentials, which means that we assume U2(~x i, ~x j) only

depends on ||~x i − ~x j||=: r. In the remainder of this work, we will use the notation U(r)
to refer to such a potential.

As mentioned before, a particle tries to minimize its potential energy. This means, that

a force acts on the particle in direction of the negative gradient of the potential. Given a

potential between particles i and j, the force acting on particle i is

~fi j = −∇~x i
U(||~x i − ~x j||) = −

~x i − ~x j

||~x i − ~x j||
∇||~x i−~x j ||U(||~x i − ~x j||) = −

1
r
~r ·

d
dr

U(r), (3.2)

where ~r = ~x i − ~x j and r = ||~r||. Here, dU(r)/dr is the derivative of the potential itself.

The force acting on a particle is the sum over the individual terms from Equation (3.2),

i.e.
~fi =

∑

j 6=i

~fi j. (3.3)

Leaving out the directions of the forces ~fi j and considering only their magnitude, we

can assemble the so-called force matrix F as

F=
�

fi j

�

i, j
=
�

−
d
dr

U(r)|r=ri j

�

i, j
. (3.4)

Among other properties, this matrix is antisymmetric, i.e. F= −FT due to Newton’s third

law.

Newton’s second law gives us a relationship of a particle’s momentum and its force.

More precisely, it states, that

~fi = mi
d~v
d t

. (3.5)

Together with Equation (3.3) and Equation (3.2), this results in a system of second order

ordinary differential equations (ODEs) for the particle positions. For each particle, we

have the ODE

~̈x i =
1
mi

∑

j 6=i

1
ri j
~ri j ·

d
dr

U(r)|r=ri j
. (3.6)
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To solve this system of ODEs, we use a so-called integration method. In order to make

it a properly defined initial value problem, we need initial conditions, namely positions

and velocities of each particle.

3.1.1 Boundary Conditions and Statistical Mechanics

Usually, we use a cuboid simulation domain, i.e. Ω = [0, b0[× [0, b1[× [0, b2[, where
~b = (b0, b1, b2)T is called the box size. These simulation domains can only capture a

very small part of the simulated physical process because we model individual atoms.

Avogadro’s constant says that there are about 6.02214 · 1023 particles per mole in any

given substance. For example, water has a molar volume of about 18 ml/mol. Thus,

one milliliter of water has about 3.3456 · 1022 particles. As of May 2021, the largest MD

simulation ever performed has been reported on in [Tch19] and featured twenty trillion,

i.e. 2 · 1013, particles—tiny compared to one milliliter of water.

Since the simulated systems are small, the influence of the boundary is important. For

small boxes, the volume near the boundary makes up a relevant part of the overall volume

of the box. To reduce the influence of this boundary, MD simulations often use periodic

boundary conditions. These assume that the simulated substance (infinitely) continues

behind the boundary of the simulation box and behaves exactly the same way. For the

distances from Equation (3.2) to be properly defined, we use the so-called minimum

image convention. It states that a particle always interacts with the closest periodic copy

of every other particle.

The results of an MD simulation we are interested in is not the microscopic quantities

like particle positions, velocities and so on. What, for example, thermodynamics is inter-

ested in is macroscopic, statistical quantities like particle density, concentration, pressure

or temperature. To capture the idea of different microscopic simulation states that have

the same macroscopic quantities, so-called ensembles are defined [Gib02]. An ensemble

of particles is a subset of their phase space (particle positions and velocities) which has

the same statistical quantities of interest. They are usually grouped with respect to given

quantities that are kept constant.

In this work, two different ensembles will be used. One is the Microcanonical (NVE)

ensemble, where the number of particles, their volume and energy are kept constant. The

second is the Canonical (NVT), where the number of particles, their volume and their

temperature, i.e. kinetic energy is kept constant.

31



3 Basics

3.1.2 Integration in Time

There are different numerical methods to solve ODEs. Important in the context of MD

are methods that conserve energy and volume in phase space [Gri03]. This property is

called symplecticity. Methods that have this property are, e.g. the Verlet method [Ver67],
the Velocity Verlet method [Swo82] and the Leapfrog method [HE88]. All three have a

discretization error of O (δt2) if the forces do not depend on the velocities. For a derivation

of the error bounds, see, e.g., [Gri03].

ESPResSo uses the Velocity Verlet method, so we briefly introduce it here. Let ~x(t) be

the position of a particle at time t and, additionally, ~v(t) its velocity and ~a(t) = 1/m · ~f (t)
its acceleration calculated as the right-hand side of Equation (3.6). Then, the Velocity

Verlet method solves Equation (3.6) as follows:

~x(t +δt) = ~x(t) +δt · ~v(t) +
δt2

2
~a(t) (3.7)

~v(t +δt) = ~v(t) +
δt
2
(~a(t) + ~a(t +δt)) . (3.8)

The Velocity Verlet method is, conveniently, implemented as two “half” steps. The first

one advances ~x(t) via Equation (3.7) and adds the first termδt/2·~a(t) from Equation (3.8)

to ~v before the calculation of forces. And the second one adds the term δt/2 · ~a(t + δt)
from Equation (3.8) after the calculation of forces to ~v. One advantage of the Velocity

Verlet method over both, the standard Verlet method, and the Leapfrog method is that

the velocities are calculated at full time steps. This makes it easy to match kinetic and

potential energy of the system.

3.1.3 Potentials

There are four fundamental forces in physics: strong and weak nuclear forces, electro-

magnetic force and gravitation. Both nuclear forces are intra-atomic and, hence, are not

modeled in MD. Gravitation can be relevant in particle-based codes like simulations of

galaxies. For inter-atomic interaction, however, it is far weaker than the electromagnetic

force and can, thus, be neglected. What remains is the electromagnetic force.

For charged particles, especially Coulomb interactions are relevant. For uncharged par-
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FIGURE 3.1 Lennard-Jones-12-6 potential. The resulting force is strongly repulsive left of
the potential minimum and weakly attractive right of it. The potential well is
located at 6p2σ. The boxes show two particles at certain distances and indicate
the resulting forces with arrows.

ticles, induced dipoles due to spontaneous polarization are a relevant source of attraction.

The corresponding force is called London dispersion force and decays with 1/r6 [Lon30].
It is the attractive part of the Van der Waals force. In conjunction with a repulsive force

to model the Pauli exclusion principle, this is used to simulate inert particles. Most used

is the Lennard-Jones-12-6 (LJ-12-6) potential which features an attractive 1/r6 term and

a repulsive 1/r12 term [Jon24]

ULJ = 4ε
�

�σ

r

�6
−
�σ

r

�12�

, (3.9)

with material constants σ and ε. The first one is the diameter of the particles and the

second one the so-called dispersion energy, the depth of the potential well. Figure 3.1

shows the potential and its three most important areas with different properties.

The Lennard-Jones potential is a so-called “short-range” potential [HE88] because r
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only occurs in large negative powers. This property is used to cut off the potential at a cer-

tain radius called “cutoff” rc. In simulations, a slightly modified version of Equation (3.9)

is, then, used—the truncated and shifted version:

U ′LJ(r) =







ULJ(r)− ULJ(rc) if r ≤ rc

0 else.
(3.10)

This change makes the force matrix F sparsely populated. Non-zero entries are only

possible where particles are closer to each other than the cutoff radius, i.e.

Fi, j 6= 0 ⇒ ||~x i − ~x j||< rc. (3.11)

3.1.4 Energy and Temperature

There are different forms of energy involved in an MD simulation: Potential energy and

kinetic energy.

The instantaneous kinetic energy at time t of a system of particles is defined as

Ekin(t) =
1
2

N
∑

i=1

mi || ~̇x i(t)||22. (3.12)

With this kinetic energy, we define the instantaneous temperature of the particle system

at time t as

T (t) =
2

3 kB N
Ekin(t), (3.13)

where kB is Boltzmann’s constant (kB ≈ 1.381 · 10−23 J · K−1) and N the number of parti-

cles.

Together with the density, the temperature of a substance defines its state of aggregation.

In the following, we will use the particle volume fraction as density. It is defined as

f̂ =
N Vpart

Vbox
= Vpart n̂=

π

6
n̂σ3, (3.14)

where n̂ = N/Vbox is the so-called particle loading which we will also use later. The

volume of a spherical particle of diameter σ is Vpart = π/6 · σ3. Figure 3.2 shows the

phase diagram with the different aggregation states of a LJ-12-6 fluid.
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FIGURE 3.2 Phase diagram of a LJ-12-6 fluid with gas, liquid and solid phase as well as
the coexisting of gas and liquid and fluid phase. The blue line denotes the
separation line between predominant gas and liquid. The green line shows
the liquid gas coexistence envelope. The pink dashed area shows the solid
phase and the pink lines indicate the liquid solid coexistence envelope. The
red dashed line shows the critical temperature. Above the critical point, phases
of the fluid cannot be distinguished. Image based on data from [Hey15; Ge03;
MP07; Nic79].

In order to bring a system of particles with a given particle volume fraction into a

desired phase, we can control its temperature. This is done by so-called thermostats, see

e.g. [Hün05]. The simplest thermostat is isokinetics, where the velocities of all particles

are scaled such that the instantaneous temperature of the system equals the desired

temperature. We will use the Berendsen thermostat [Ber84], which scales the velocities

gradually over a time frame.

Given a target temperature T0, we gradually adapt the temperature over a time frame

τ called “rise time”. Therefore, we define the temperature gradient to be

dT (t)
d t

=
1
τ
(T0 − T (t)) . (3.15)

Following integration of the ODE with time step δt, we get a temperature difference
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which we have to realize in a specific time step of

∆T =
δt
τ
(T0 − T (t)). (3.16)

We realize this temperature difference by rescaling each individual velocity component

of all particles by a factor of λ. Thus, if we demand that T (t + δt)
!
= T (t) +∆T and

combine it with Equations (3.12) and (3.13), we get

∆T = T (t +δt)− T (t) =
N
∑

i=1

miλ
2||~vi||22

3NkB
−

N
∑

i=1

mi||~vi||22
3NkB

= (λ2 − 1) T (t). (3.17)

Using Equations (3.16) and (3.17), we can calculate the rescaling factor λ as

(λ2 − 1) T (t) =
δt
τ
(T0 − T (t)) (3.18)

⇐⇒ λ=

√

√

1+
δt
τ

�

T0

T (t)
− 1

�

(3.19)

. We use this dampening factor to rescale the velocity of every particle in the current time

step.

3.1.5 Algorithms for Molecular Dynamics

Evaluating potentials like ULJ for every pair of particles results in an O (N 2) algorithm. For

certain potentials methods with a better complexity exist. For example for the Coulomb

potential mesh-based methods such as the P3M method can be used [HE88]. These meth-

ods interpolate charges onto a mesh and then solve the ODE in Fourier space. Another

prominent example is the Fast Multipole Method [GR87].

For short-range potentials there is a separate class of algorithms. They build on the

idea of the sparse force matrix, cf. Equation (3.11). The structure of the sparsity pattern

is geometrical. To calculate the force of a particle i, we only need to find the particles j,

such that ||~x i − ~x j||< rc. A method to leverage this sparsity pattern and find all particles

in the sphere of size rc around a position ~x i is to overlay the simulation domain with

a regular grid of mesh width rc. For a given position, possible interaction partners can

only lie in the 27 (including the cell itself) directly neighboring cells—that is cells that

share a corner, edge or face—of the cell that the position falls into. Figure 3.3 visualizes

a 2d example. The area of such a cell is Ac = r3
c 6∈ O (b

3), for a simulation domain

36



3.1 Molecular Dynamics

rc

FIGURE 3.3 2d visualization of the idea of the linked-cell method. The picture shows an
excerpt of the simulation domain with particles in red. To evaluate the forces
for the blue particle, all interaction partners in the dashed circle have to be
considered. To find them, the linked-cell method uses a grid which is also
shown in the figure. Since we only need to calculate each pair of particles once,
only half the volume of the neighbor cells has to be considered. An example
of such a volume is displayed in gray.

Ω = [0, b[3. This means that only O (1) particles can be inside this cell and also within

its direct neighborhood in a homogeneous setting and leads to an overall complexity of

force calculation of O (N) for N particles. Since the content of each cell was traditionally

stored in a linked list, this method is called “linked-cell method” [HE88]. We use the term

“linked cell” to refer to a cell of this grid.

The volume in which possible interaction partners of a given particle can lie is Ap =
4/3πr3

c . The volume searched through by the linked-cell method is An = 27 r3
c , which is

rather high compared to Ap. Therefore, the linked-cell method is often combined with so-

called Verlet lists [Gon12]. Here, pointers to all particles in a ball-shaped neighborhood

of size rc + s are stored for each particle. The value s is called “skin”. These stored

neighborhoods can be used for finding all interaction partners as long as no particle

moved further than s/2 from its position at list creation time. If the lists require re-

creation, the linked-cell method is used.
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Import Volume

Evaluating all forces as described above constitutes the so-called full-shell method. The

name stems from the import volume around each cell—in order to calculate all forces,

we need to visit all the particles from all neighbor cells. A trivial way to save half of all

computations is to use Newton’s third law and evaluate the force of each pair of particles

only once. This requires adding the force directly to both particles after calculating it—

with opposite sign. The resulting method is called half-shell because only half of the

neighborhood volume needs to be visited, see Figure 3.3.

The main software we aim at uses the half-shell method. So we will use it in the

remainder of this work. Both, half-shell and full-shell only calculate force pairs where

one of the involved particles is in the cell that is currently visited. Note that if we dismiss

this idea, there are other traversal schemata with even lower import volumes, such as the

eighth-shell or Neutral Territory methods [BDS05].

3.2 Parallel Computing

When parallelizing an application, we split the workload between multiple threads or

processes. Depending on their access to memory of the parallel computer, we distinguish

between shared-memory and distributed-memory parallelization. While in the first, the

involved threads have access to all memory, processes in the latter do not share memory, so

they have to communicate in order to share it. With distributed-memory parallelization,

we typically use processes, hence, in the following we will use this term. Optimized

simulations will use a hybrid approach to parallelization, e.g. employing shared-memory

parallelism on the node level and distributed-memory parallelism across different nodes.

In this work, we are concerned with the distribution of workload in a distributed system.

Shared memory allows for different kinds of parallelizations than distributed memory.

For a recent study of shared memory parallelism for short-range MD, see e.g. [Sec21].

Message Passing Interface. The quasi standard for distributed memory parallizations

in Computational Science is MPI [15]. It defines communication primitives such as send,

receive, broadcast and many more that can be used by the processes to exchange data. We

will make use of it in our algorithmic descriptions whenever communication is necessary

38



3.2 Parallel Computing

between processes. For a general introduction to parallel computing as well as distributed-

memory parallelism with MPI, see [HW10].

3.2.1 Parallel Performance

Parallelization is a technique to leverage more than one processor core for the computation

of a given problem. For large-scale problems, parallelization is imperative to make them

tractable at all. Given a fixed problem, let t1 be the time a serial algorithm takes to

compute a result and tp the time on p processes. We, then, call the value

S(p) =
t1

tp
(3.20)

“speedup”. Since the speedup does not make any statement about the pay-off of investing

p processes, we define an additional quantity, the parallel efficiency

S′(p) =
S(p)

p
=

t1

p · tp
. (3.21)

Note, that typically, 0< S′ ≤ 1, where 1 is the optimal parallel efficiency.

Usually, we will not get a parallel efficiency of S′ = 1, because there are parts of the

algorithm that cannot be parallelized. Let 0≤ α≤ 1 be the fraction of workload that can

be parallelized, then Amdahl’s law [Amd67] limits the scalability to

SAmdahl(p) =
1

(1−α) + αp
. (3.22)

The Amdahl speedup is limited limp→∞ SAmdahl(p) = 1/(1−α) and the parallel efficiency

decreases monotonously with limp→∞ S′Amdahl(p) = 0. We will use this performance model

for strong scaling experiments, where we keep the problem size constant and increase the

number of processes.

When scaling up the problem size with the number of processes p, often the serial

part does not increase with p. Gustafson’s law [Gus88] captures this fact and defines the

speedup to be

SGustafson(p) = (1−α) + pα. (3.23)

Here, the speedup SGustafson(p) is unbounded, and limp→∞ S′Gustafson(p) = α. We will use

this performance model for weak scaling experiments, where we scale up the problem

39



3 Basics

size with the increasing number of processes.

3.2.2 Parallel Molecular Dynamics

There are several possibilities for distributed memory parallelization of MD. These are:

Atom decomposition, force decomposition and spatial domain decomposition [Pli95].
Atom and force decomposition distribute the force matrix in blocks (row-wise and row-

and column-wise). Both are not scalable to larger numbers of atoms [Pli95] because too

many particles need to be communicated between processes. In case of short-range MD,

a scalable option is the spatial domain decomposition. As the name says, it distributes the

particles according to their spatial location. We do not distribute individual particles but

complete linked-cells, i.e. a small sub-volume of the domain. This means the basic unit

of workload that a process can be assigned is one linked cell including all the particles

that reside in it. The union of all spatial locations that are assigned to a process is called

the subdomain. All subdomains together constitute a partitioning of the domain. That is

a complete division into disjoint subsets.

Ghost Layer

A subdomain needs the positions of certain particles from neighboring subdomains in

order to compute the forces of particles in boundary cells. Since the import volume of a

cell is constrained to the 27 neighbor cells, a subdomain only needs to import a single

layer of cells around its subdomain from other processes. We call this the ghost layer or

halo of the subdomain, see Figure 3.4 for a 2d example. If we employ Newton’s third

law also to particle pairs that cross the boundary, we need to communicate back forces

in addition to the positions, which are communicated before the force calculation. We

can also forfeit the original optimization and let both involved processes calculate such

particle pairs. This saves the additional force communication.

Synchronization

The force calculation requires that the position of all neighboring particles are available

for time step t. Therefore, all positions must be updated before a new force calculation

is started. We call these kinds of algorithmic schemata synchronized, as they involve a

synchronization step in every time step.
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FIGURE 3.4 Ghost layers and boundary cells. A domain of 12 × 12 cells is split into 9
subdomains, each with 4× 4 cells. Cells in the outer layer of each subdomain
are called “boundary” cells. For the central subdomain, the ghost layer is
shown. This is an additional layer around the subdomain, which consists of all
neighbors of boundary cells that don’t belong to the subdomain itself. These
ghost layer cells are mirrors of boundary cells from other subdomains. The
corresponding boundary cells are hatched. Of course, each subdomain has
such a ghost layer, it is only shown for the central subdomain though. The
particle data in these cells needs to be communicated in each time step.

A major drawback with synchronized schemes is that all processes need to wait for

the slowest one. The slowest one is typically the one with most work to do. If the

workload is not equally divided between all processes, we call it heterogeneous. The system

is imbalanced. Spatial domain decompositions are prone to heterogeneous workload

distributions if the particle distribution itself is heterogeneous. Partitioning a domain

into subdomains such that the workload is distributed equally is called load-balancing.

Since MD is a Lagrangian discretization, particles move and can, thus, also migrate into

different subdomains. As an effect, load imbalances can dynamically arise at runtime

which makes it necessary not only to balance the simulation once in the beginning but

also regularly during the simulation.
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3.3 Partitioning and Load-Balancing

A partitioning of a set of numbers is a splitting into disjoint subsets.

DEFINITION 3.1 (Partitioning)

Given S = {s1, . . . , sn}, then P = {P1, . . . , Pm} ( 2S with Pi ⊆ S is called a partitioning

if and only if
⋃

P∈P P = S and ∀P,Q∈P P 6=Q ⇒ P ∩Q = ; and ; 6∈ P .

We are mostly interested in partitionings with a certain property. Often, these are optimal-

ity requirements with respect to a suitable objective function m :P → R+0 . These kinds

of problems can be reduced to a well-known NP-complete (nondeterministic polynomial

time complete) problem from theoretical Computer Science called PA R T I T I O N , and are,

thus, also NP-complete. For an introduction to the complexity class NP and its problems,

see, e.g. [GJ79].

DEFINITION 3.2 (PA R T I T I O N)

Given a set S = {s1, . . . , sn}, where si ∈ N. Does there exist a partitioning P =
{S1, S \ S1}, such that

∑

si∈S1
si =

∑

s j∈S\S1
s j?

PA R T I T I O N is among Karp’s classic 21 NP-complete problems [Kar72]. Problems that

are NP-complete are among the hardest nondeterministic polynomial time problems. Put

in simple terms, a problem is in NP, if it can be verified in polynomial time that a given

solution is correct. Calculating a solution in polynomial time, however, is still an unsolved

problem of theoretical Computer Science—it is unknown if it can be done at all [GJ79]
(“P

?
= NP problem”). What remains is the usage of suitable approximation algorithms

to the underlying problem, which we also call heuristic. There exist numerous that can

solve a partition problem, and in the course of this work, we will present some that can

approximately solve our specific version of the partitioning problem.

3.3.1 Load-Balancing for Short-Range MD

The subdomains of all processes constitute a partitioning P of the domain. We call the

set of all subdomains a subdomain layout or simply the partitioning. The basic goal of

load-balancing is to reduce the runtime of a parallel simulation. Let r1(t), . . . , rP(t) be

the runtimes of time step t on each of the P processes. Since there is a synchronization
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point after each time step, the overall runtime r(t) for time step t before the next one

can begin is

r(t) =max{r1(t), . . . , rP(t)}. (3.24)

Our goal is to minimize r(t) by adapting the subdomains of all processes. Calculating

the optimal partitioning with respect to an objective function is intractable in general, as

stated above. Furthermore, r(t) is even a nonlinear function, cf. Equation (3.24). Thus,

in Chapter 5 we will introduce appropriate algorithms that try to find an optimal r(t)
with certain constraints to P , or try to adapt a given P such that r(t) is reduced.

Let us assume that R(t) =
∑

i ri(t) is constant1, no matter what the specific subdomain

layout is. Then, 1/P · R(t) is also constant. With this assumption, minimizing Equa-

tion (3.24) can be achieved by reassign work from processes that have ri(t)> 1/P · R(t)
to processes where ri(t)< 1/P · R(t). We call the first group overloaded and the second

group underloaded. With this assumption, we can minimize Equation (3.24) by reducing

the variance among the ri(t).

Cost of a Partition

The preceding paragraphs leave it open what exactly ri(t) is. Our partitionings are based

on linked cells. This is the basic unit of workload that we distribute. Thus, a partition is

a set of linked cells, and the subdomain is the volume covered by all these cells.

We model the cost on the basis of these building blocks—the linked cells. Just as in

the original PA R T I T I O N problem, we assume these costs are linear. If it takes time c1 to

calculate the forces of cell 1 and c2 to calculate those of cell 2, we assume that calculating

both cells costs c1 + c2. This is not always justified. The cost of a cell will, in turn, be

driven by the cost to calculate the forces of the individual particles within this cell. For

codes that calculate cross-boundary particle pairs twice, as mentioned in Section 3.2.2,

the number of calculated forces will differ if the cell is on the boundary of a subdomain

or not. Cost functions that are not constant with respect to the rest of the subdomain

but rather depend on it are complicated to optimize for. In this work, we constrain them

to be additive. Consequently, ri(t) =
∑

c∈Pi
wc, where Pi is the set of linked cells that

process i has at time step t and wc is the weight we assign to linked cell c at this time step.

Different weighting possibilities for the linked cells exist. The partitioning algorithms are

mostly independent of them, and we will come back to this weighting in Chapter 6.

1In terms of computational cost, this assumption can be justified.
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Migration of Data

Processes hold all the particles that lie in their subdomain. Consequently, if we change

the subdomain, a process will have particles that it no longer owns. Additionally, it will

miss particles that it should own from volumes that we just assigned to it. Repartitioning

the subdomain layout, thus, always implies data migration.

The data migration procedure is straightforward: A process inspects all its particles

whether they are still owned by it. If not, it finds the appropriate new owner by consulting

the partitioning and marks them to be sent off to that process. After all of these out of

subdomain particles are sorted out, processes communicate the respective particles to the

new owner processes. This can either be done in an all-to-all fashion or by consulting

the partitioning. A process can compare the old partitioning and the new one to find out

from which other process it needs to receive particles.

3.4 ESPResSo

ESPResSo2 [Wei19; Arn13; Lim06] is a simulation software currently developed by the

Institute of Computational Physics, University of Stuttgart. ESPResSo is a versatile code

that has in the past been used by different groups to simulate, for example DNA [WKH16],
Cabin Air Filtration [Sch17] and soot particle agglomeration [Inc14]. Besides short-range

MD, it also features mesh-based methods for long-range MD, an LBM component for fluid

simulations and more. Its core is implemented in C++ and it exposes this functionality

as a library to Python.

The core algorithms of ESPResSo are parallelized with MPI. For short-range MD, it

implements a linked-cell method in combination with Verlet lists. The linked cells are

distributed to different processes by means of a standard Cartesian spatial domain de-

composition. It uses the Velocity Verlet method for integration in time.

2https://espressomd.org
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3.4 ESPResSo

3.4.1 Multi-Physics Simulations

ESPResSo supports coupled simulations that involve different computational methods.

The individual components can interact and implement a multi-physics simulation. In

one part of this work, we consider a particle simulation coupled to a background LBM

fluid simulation. For an introduction to LBM, see e.g. [Suc01].
ESPResSo uses a frictional force-based coupling between particles and fluid adapted

from [AD99; DL09]. The frictional force stemming from the fluid that acts on particle i

at time step t is given as

~f (fluid)
i = −ζ (~vi − ~u(~x i, t)) + ~R(i, t).

Here, ~vi is the particle velocity, ~u(~x i, t) the fluid velocity at particle position ~x i at time

t. ~R(i, t) is a random force with zero mean to account for dissipation, ζ a frictional

coefficient. The force − ~f (fluid)
i is applied to the fluid cell that particle i is located in at time

step t.

ESPResSo distributes the LBM fluid grid according to the same spatial domain decom-

position as MD. The evaluation of ~u(~x i, t) requires data from the fluid cells in the vicinity

of particle i’s position. This is an important consideration when changing the subdomain

layouts of one of the involved methods.
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Large-Scale Soot Particle Agglomeration

A demanding application of short-range MD is the simulation of soot particle agglom-

eration subject to a turbulent background flow field, as for example found in jet

flames [KBK00]. Soot can either be an unwanted by-product in real-world combustion

processes or a product of its own, for example in inks or coatings. The size and shape of

the soot particle agglomerates influence the properties of these products—be it toxicity

or quality. Therefore, modeling and understanding the agglomeration process is of inter-

est to scientists as well as the concerned industry. Among other techniques, a detailed

model to study the agglomeration processes is based on Langevin dynamics [ID10] with

extensions to irreversibly bind particles in [Inc14; Inc17]. Two examples of agglomer-

ates stemming from such simulations are shown in Figure 4.1 to get an impression of

size and shape of the “objects” whose creation we want to simulate. Microscopic images

of soot particle agglomerates from experiments and their analysis can, e.g., be found

in [Tum10; KXR95]. Soot particle simulations are challenging because on the one hand

they require large time- and length-scales, and on the other hand the particle distribution

gets more and more heterogeneous over time. We use this simulation as our guiding

example and theme for this work that drives our need for load-balancing and requires

the addition of load-balancing to existing simulation software to enable the larger time-

and length-scales.

Of particular interest are the effects of turbulent background flow. Therefore, [Inc17]
expands their model from [Inc14] to include a turbulent, static background flow field

which is pre-generated by Direct Numerical Simulation (DNS). To investigate the influence
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FIGURE 4.1 Two exemplary agglomerates from our large-scale soot particle agglomeration
simulation. The plots show the primary particles as beads that agglomerates
consist of. The individual bonds between the particles are not shown. Par-
ticles further away are faded out a bit. Note that blue is a false color and
the radius of the particles has been enlarged for visual purposes (Figure 8.14
shows the true ratio of particle diameter to coordinate). The size and shape of
the agglomerates can vary significantly. This has an effect on the underlying
processes.

of the turbulence scales covered by the flow field, upscaling of the scenario is needed

as we detailed [Hir20]. To simulate the same physics, we need to keep the particle

density constant. Covering more scales of turbulence requires us to increase the size of

the simulation as a whole. Thus in [Hir20], we have increased the overall number of

particles to 109.85 million and subject the agglomeration simulation to a multi-scale,

turbulent and dynamic background flow field. To the best of our knowledge, this is the

largest simulation performed with ESPResSo so far. We again want to stress that although

109.85 million particles seem rather small compared to the trillions of particles in the

current world record simulations, soot particle simulations employ much more complex

physical models and are, thus, much more computationally demanding.

To motivate the urgent need for load-balancing for this scenario, we look at a simulation

that uses the exact parameters and flow field of “Case-6” from [Inc17]. This scenario has

3.2 million particles, the same simulation methodology and a similar setup to what we

describe in the following for our 109.85 million particle scenario. Here, we briefly want

to look at the simulation at its final stage of agglomeration, when the particles are heavily

bonded. We describe the setup of the experiment in [Hir17], where also the results

have been published before. We take a snapshot from the final stage of the simulation

and simulate it once again for 1000 time steps and measure the runtime. The wallclock
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FIGURE 4.2 Comparison of the runtime of a small agglomeration simulation with 3.2 million
particles as in [Hir17]. The plot shows the individual components of the total
runtime: Force calculation, communication (including synchronization) and
integration. The runtime is given in wallclock seconds per 1000 time steps.
The simulation is performed on Hazel Hen on 2400 processes (= 100 nodes).

runtime of these 1000 time steps for a Cartesian domain decomposition and one based

on SFCs with the number of particles as metric is displayed in Figure 4.2. As one can see,

a Cartesian domain decomposition in this scenario is definitely far from optimal. We can

save about two thirds of the runtime with an SFC-based domain decomposition. While

this is an upper bound to the saved runtime because we use the final snapshot of the

simulation and 2400 processes for 3.2 million particles (which is about 1333 particles per

process on average), we will see later that we consistently save time during the whole

course of the (larger) simulation.

4.1 Methodology

As mentioned, the processes of interest occur at high temperatures, e.g. in jet flames. The

air and its temperature is modeled stochastically with Langevin Dynamics [Lan08]. The
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Langevin transport equation reads

m ~̈x = ~f − γ ~̇x − ~R(t). (4.1)

Additionally to conservative forces ~f found in Newton’s equation of motion, it entails the

influence of Brownian motion of solvent particles. The latter is modeled via a frictional

term γ ~̇x and a random noise ~R(t). Both terms together model collisions with solvent

particles that are, thus, modeled only implicitly and not as particles of their own. We

perform a separate DNS of isotropic turbulence within the computational domain to gen-

erate the background flow field. The effect of the flow is incorporated into the transport

equation

m ~̈x = ~f − γ
�

~̇x − ~uflow(~x)
�

− ~R(t). (4.2)

We change the frictional term and define friction based on the velocity difference to the

flow field. Here, ~uflow(~x) is the (interpolated) fluid velocity at particle position ~x .

The individual soot particles are inert and uncharged, and we, thus, model them using

the well-known LJ-12-6 potential

ULJ(r) = 4ε
�

�σ

r

�12
−
�σ

r

�6�

. (4.3)

As defined in Section 3.1.3, ε and σ are material parameters where ε describes the well

depth of the potential and σ the particle diameter. For the bonds within the particle

clusters, we use harmonic potentials

Udistance(r) = kh (r − r0)
2, (4.4)

and

Uangular(φ) = ka (φ −φ0)
2. (4.5)

Here r0 and φ0 are the equilibrium distance and angle of the bond, respectively. These

are the distance or angle of the involved particles at the time of bond formation. The

parameters kh and ka are the spring constants of the harmonic potentials that define

their strength. Note that Udistance is a two-particle potential and Uangular a three-particle

potential. As described in Section 3.1, the forces ~f in Equation (4.2) are calculated as

negative gradients of these potentials −∇~r U(||~r||).

Bonds are formed dynamically during the simulation whenever two particles collide.

We use the “AB” model from [Inc14]. Based on a pair of collided particles, we look for

any third particle p3 that is also within the collision range of both particles. For all such
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tuples of three particles (p1, p2, p3) that exist for a specific collided particle pair (p1, p2),
we form three angular and three distance bonds as follows. Let ~x1, ~x2, ~x3 be the positions

of the particles p1, p2 and p3,

1. Udistance(r) with r0 = ||~x1 − ~x2|| for p1 and p2

2. Udistance(r) with r0 = ||~x2 − ~x3|| for p2 and p3

3. Udistance(r) with r0 = ||~x1 − ~x3|| for p1 and p3

4. Uangular(φ) with φ0 =Þ~x2~x1~x3 for all three particles

5. Uangular(φ) with φ0 =Þ~x3~x2~x1 for all three particles

6. Uangular(φ) with φ0 =Þ~x1~x3~x2 for all three particles,

where Þ~a~b~c = cos−1( ~ab · ~bc)/(|| ~ab|| · || ~bc||) and ~ab = (~a− ~b). This bonding structure is

visualized in Figure 4.3. If any of the bonds (1)–(6) in the enumeration above already

exists (with the same bonding partners, possibly with different r0 or φ0), no additional

bond is created. The bonding structure building block consists of triangles bound together

by the potentials (1)–(6). For each pair of collided particles, possibly multiple of these

triangles are created—one with each third particle that can be found in the vicinity.

These triangular building blocks make the emerging bonding structure of an agglomerate

rigid [Inc14]. In comparison to only distance-based bonds, particles can no longer rotate

around their bonds making the whole structure rigid.

4.1.1 Implementation

In this section, we briefly review the implementation of the above-mentioned methodology.

The dynamic binding uses ESPResSo’s collision detection feature [Arn13]. During the

calculation of the short-range forces, the pairwise distance of particles is evaluated. With

ESPResSo’s collision detection feature turned on, it checks on this occasion, if the distance

of the particles is smaller than the collision distance. And if this is the case, it pushes the

particle pair into a so-called “collision queue”. After calculating the forces, it checks all

particle pairs in the collision queue if their collision should be turned into the bonding

structure described above. This is done as shown in Algorithm 4.1. Note that the functions

CreateDistanceBond and CreateAngularBond are no-ops if a bond of the same type between

the same two or three particles already exists. The bond itself is stored within the particle
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FIGURE 4.3 The “AB” method establishes distance and angular bonds with multiple neigh-
bors. For each collided pair of particles, depicted on the left by the two particles
which are connected by an arrow, neighboring “third” particles are searched
that are also in the collision distance of both particles. In this example, there
are two such particles. With these two particles as third particle in each case,
distance and angular bonds are created. Of course, the bond labeled r1 in both
pictures is not created twice. The bonding procedure is a no-op on already
existing bonds.

properties and its force is added starting from the next calculation of short-range forces.

The algorithm creates a distance bond between the two collided particles and, then,

searches the vicinity of the particles for all matching third particles. Note, that the code

only creates one distance-based bond. This is due to the fact, that if s and p as well as s

and q are within bonding distance of each other, they will also have been pushed to the

collision queue. This will, in turn, create the distance bond on the other two legs of the

particle triangle.

Langevin Dynamics is implemented in ESPResSo as a so-called “Langevin thermostat”.

This component evaluates the right-hand side of Equation (4.1). We manually adapt

the code to include the flow field velocity ~uflow and, thus, realize Equation (4.2). The

code adds a method to ESPResSo’s script interface that lets the user select a flow field

to load from the Python simulation script. It then loads the associated flow fields that

contains binary data for speed reasons. If a flow field is defined, the code interpolates

the fluid velocity at a given particle position using trilinear interpolation and adds it to
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1 function Coldet(p, q)
2 r0← ||p− q||2
3 CreateDistanceBond(p, q, r0)
4 for all s ∈ neighborhood(cell(p))∪ neighborhood(cell(q)) do
5 if ||s− p||2 > rcoll or ||s− q||2 > rcoll or s = p or s = q then
6 continue
7 end if
8 if is_local_particle(q) then
9 α0← angle(p, q, s)
10 CreateAngularBond(p, q, s,α0)
11 end if
12 if is_local_particle(s) then
13 β0← angle(q, s, p)
14 CreateAngularBond(q, s, p,β0)
15 end if
16 if is_local_particle(p) then
17 γ0← angle(s, p, q)
18 CreateAngularBond(s, p, q,γ0)
19 end if
20 end for
21 end function

ALGORITHM 4.1 Implementation of “three-particle-binding” in ESPResSo [Arn13; Inc14].
Bonds are only placed on local particles. Note, that if one of the “is_lo-
cal_particle” conditions fails, the bond will be established by the process
owning the respective particle. Also note, that the code establishes only
one distance bond. The remaining two will be created as part of a different
call to Coldet, since the third particle is within the collision distance.

the computation that realizes Equation (4.2). Details about the manually added flow

field code in Section A.1.1. We solve Equation (4.2) using ESPResSo’s Velocity Verlet

integration time stepping scheme [Arn13], cf. Section 3.1.2.

4.2 Setup

The basic simulation parameters, which will be explained in the following, can be found

in Table 4.1. The reference length, energy and time used to make all quantities non-

dimensional can be found in Table 4.2. The simulation comprises N = 109.85 · 106

primary particles. Each of these primary particles has a diameter of σ = 20nm. Initially,
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n̂ T σ l0

6.25 · 10−3 600 K 20 nm 2600σ

TABLE 4.1 Basic MD simulation parame-
ters.

σ ε∗ t∗

20 nm 1.25 · 10−20 J 14 ns

TABLE 4.2 Reference values used for
nondimensionalization of
physical quantities in the MD
simulation.

they are placed in a simulation box of size l0× l0× l0 with l0 = 2600σ. The positions are

chosen randomly using a uniform distribution and the velocities are set to zero. To remove

overlap between the particles and the associated numerical instabilities that arise with it,

we use ESPResSo’s steepest descend integrator [Wei19], which minimizes the energy of

the initial configuration. We employ periodic boundary conditions in all dimensions. The

particle loading is n̂= 6.25 · 10−3. The temperature of the solvent is T = 600K.

The flow field is characterized by its kinematic viscosity ν and its dissipation rate ε.

From these we derive the Brownian diffusion time tBM and the Kolmogorov timescale tk.

These are the characteristic time scales and allow us to define the non-dimensional Péclet

number Pe = tBM
tk

that describes the relative importance of turbulence over Brownian

motion. The second non-dimensional quantity that describes the scenario is the Knudsen

number Kn =
lmfp

σ/2 , that relates the mean free path length of the flow lmfp to the particle

diameter. We distinguish between the continuum regimen Kn< 1 and the molecular flow

regimen Kn> 1.

Our goal is to reproduce a larger version with more turbulent flow scales of “Case 6”

from [Inc17]. This setup uses Kn = 11 and Pe = 1, as do we. To achieve this, we

generate the external background flow field in a separate preprocessing step using a DNS

of homogeneous, isotropic forced turbulence in a box of length L = 2π l0 ≈ 326.7µm.

It solves the incompressible Navier-Stokes equations with periodic boundary conditions,

discretized on a 64× 64× 64 mesh. This mesh is completely unrelated to the linked-cell

grid used for the particle simulation. It defines the resolution of the flow field in the

DNS and is used for the interpolation of the flow field at particle positions. The Reynolds

number of the flow is Re = 9.7, the viscosity of the fluid is ν = 5.13 · 10−5 m/s2 and

its dissipation rate ε = 1.25 · 1010 m2/s3, which equals the desired values of Kn = 11

and Pe = 1. More details on the characteristic quantities of the physical setup can be

found in [Inc17]. The time resolution of the flow field is t∗flow = 13ns, and we have 1000

snapshots of it, corresponding to a time range of 0 to 999 t∗flow = 12.987µs. Figure 4.4

gives an impression of the flow field at two points in time.

54



4.2 Setup

(A) At tflow = 5 · 102 t∗flow. (B) At tflow = 9 · 102 t∗flow.

FIGURE 4.4 Excerpts from the background flow field at different time steps. The plot shows
the velocity field of the flow colored according to the magnitude of its vorticity
||wi||2, where w=∇× u. The arrows themselves have a unit length of 1. The
plot is sub sampled by 2:2:2 (i.e. only every second data point is shown in x-,
y- and z-direction). Data points are only shown where the vorticity is greater
than the median vorticity. The visual structures should give an impression of
the turbulence in the flow field.

We compute 2.5 · 106 iterations, each of length δt = 10−4 t∗ = 1.4 fs, hence, the total

simulated time is tend = 3.5µs. We subject t∗/δt = 104 successive time steps to the

same flow field. At time t = 0, we start with the flow field from DNS time tflow = 0. If

tflow ≥ 13ns, we periodically start again at tflow = 0. Hence the matching time between

the DNS and MD simulation is:

tflow = k · t∗flow, k ≡
j t

t∗

k

(mod 1000) (4.6)

The bonding constants k̃a and k̃h are estimated according to [Inc17] to k̃a = k̃h = 1000ε∗.

As collision distance, we use rcol = σ, the particle diameter.
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4 Large-Scale Soot Particle Agglomeration

4.3 Analysis

The two most important characterizations of a particle cluster are its radius of gyration

rg and its fractal dimension Df . The radius of gyration is the standard deviation of the

particle positions ~ri within a cluster:

rg =

√

√

√1
n

n
∑

i=1

||~r − ~ri||
2, with ~r =

1
n

n
∑

i=1

~ri, (4.7)

where n is the number of particles in the cluster. The fractal dimension Df is a generaliza-

tion of the concept of a “dimension” [Man83]. Line-like objects have Df = 1, plane-like

objects Df = 2 and volumes Df = 3. The fractal dimension for particle clusters is the power

law relationship of the number of particles to their radius of gyration, see e.g. [Sam87].
The assumption is, that

n=
� rg

d

�Df

,

with n the number of particles in the cluster and rg the radius of gyration. The radius

of gyration is normalized by the particle radius d = σ/2. We calculate Df according

to [Sam87] as described in Algorithm 4.2. Figure 4.5 visualizes this procedure.
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4.3 Analysis

1 function CalcDf(n, R= {~ri : i = 1, . . . , n})
2 X ← ;
3 ~m← 1/n

∑n
i=1 ~ri . Center of mass

4 r ← σ
5 k← 0
6 while k < n do
7 R≤r ← {~ri ∈ R : || ~m− ~ri|| ≤ r}
8 if |R≤r |> k then
9 k← |R≤r |
10 ~m≤r ← 1/k

∑

~ri∈R≤r
~ri

11 rg ←
q

1/n
∑

~ri∈R≤r
|| ~m≤r − ~ri||2 . Equation (4.7)

12 X ← X ∪ {
�

log(rg), log(k)
�

}
13 end if
14 r ← r +σ
15 end while
16 Calculate linear regression y = Df · x + yo of X
17 return Df
18 end function

ALGORITHM 4.2 Calculation of the fractal dimension of a particle cluster. The algorithm
starts at the center of mass of the agglomerate and takes increasing vol-
umes of particles around this center. All the particles falling into these
volumes are counted and their radius of gyration is calculated. Then,
a linear regression is performed on these data in order to get the frac-
tal dimension. To make the algorithm more efficient, we initially sort R
according to the distance to the center of mass (not shown here).
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4 Large-Scale Soot Particle Agglomeration

log(n)

log(rg)

log(n) = Df ⋅ log(rg) + n0

FIGURE 4.5 Visualization of the calculation of the fractal dimension from Algorithm 4.2.
The picture shows an exemplary two-dimensional agglomerate with its primary
particles in gray. The center of the circles denotes the center of mass of this
cluster. Circles of increasing radii are drawn and the particles that fall into
these circles are counted and their radius of gyration is calculated. This data is
shown in the graph as blue triangles. Its axes are the logarithms of the radius
of gyration and the number of particles of each of the sub-cluster falling into a
circle. To get the fractal dimension, a linear regression of the blue data points
is calculated.
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5
Algorithms for Load-Balancing

TH E term “load-balancing” describes the desired effect: Equalizing the distribution of

load among processes. We achieve this by partitioning the domain with respect to

suitable weights. Optimal partitioning, however, is not viable as mentioned in Section 3.3.

Therefore, we use heuristic algorithms. There are several well-known heuristics to tackle

partitioning problems in the literature. They are no “one-size-fits-all” solution though.

We explicitly adapt each method to apply to the problem at hand, augment it with ideas

specific to our domain or modify it to yield better results. In this chapter we present the

basic algorithms and our adaptions and choices.

Heuristics for hard optimization problems are necessary to make large instances of

a problem tractable at all. Decades of hardware scaling according to Moore’s Law and

performance scaling according to Dennard’s Law (though Dennard scaling weakened

lately), of course, also shifted the boundaries of problem sizes that can be tackled with

exhaustive search—still too less of an impact to tackle real-world problems. Moreover,

that very scaling also causes efficient algorithms (or heuristics) to be more essential

than ever before: With faster machines, the problem sizes that can be tackled by an

O (n) algorithm grow exponentially faster than the ones that can be tackled with O (2n)
algorithms.

For partitioning, we divide a domain into subdomains. All processes (corresponding to

one subdomain each) must have consistent information in order for it to be a partitioning.

A partitioning is a mutually exclusive, complete subdivision of a domain. Concurring on

state can—obviously—not be done without communication and synchronization. Both,
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5 Algorithms for Load-Balancing

communication and synchronization, are expensive parts of algorithms and can domi-

nate the overall runtime because they parallelize differently than computational parts of

algorithms. Such parts, thus, usually affect the non-parallelizable fractions of runtime in

Amdahl’s and Gustafson’s laws [Amd67; Gus88]. To adequately reflect this point, we clas-

sify algorithms according to their parallelizability. Communication within an algorithm

can be either local or global. Local communication means that during load balancing,

which includes the partitioning algorithm itself as well as the necessary migration of data

to fulfill the new partitioning, communication with only a fixed number of other processes

is guaranteed. Global communication, on the other hand, means that within any part of

the load balancing a global communication can occur.

A second classification which we propose is based on the structure that an algorithm

imposes on the subdomains. This is important for multiple reasons. The structure deter-

mines which kinds of subdomains an application code has to support. It can also influence

the suitability of a partitioning over time. And, it affects the runtime of position-to-rank

and position-to-cell queries. These queries occur during the simulation itself (and not

only within the repartitioning algorithm) and their runtime is, thus, crucial—the less, the

better. Most importantly, the imposed structure also determines how a partitioning can be

stored, which makes it a central element of the process. We distinguish structured and un-

structured methods. While the first ones generally impose a structure on the subdomains,

the latter ones can create arbitrarily shaped subdomains.

The partitioning heuristics that we use are the following:

Graph partitioning The specific partitioning problem is mapped to a graph and a graph

partitioner is subsequently used to generate a solution.

Space-filling curves The 3d partitioning problem is mapped to 1d using a mapping

that preserves neighborhoods. The partitions obtained in 1d are, again, mapped to

3d subdomains using the inverse transform.

Orthogonal recursive bisection A classic divide-and-conquer algorithm that succes-

sively splits the domain in half stopping once there is a 1:1 correspondence between

subdomains and processes.

Diffusion A distributed algorithm where each overloaded process individually reassigns

parts of its subdomain to neighbors with less load.

Grid-based The domain decomposition is defined by a Cartesian grid of which the

vertices are shifted in order to equalize the distribution of load.
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x=2

y=1 y=2

FIGURE 5.1 Pictograms of the different partitioning methods employed in this thesis. Start-
ing from the first plot in the upper line: Graph Partitioning, Space-Filling
Curves, Orthogonal Recursive Bisection, Diffusive Partitioning, Grid-based Par-
titioning.

global local

structured unstructured structured unstructured

ORB, SFC GP Grid-based, ORB (local) Diffusion

TABLE 5.1 Classification of the five partitioning methods considered in this work.

Exemplary pictograms of all methods can be found in Figure 5.1. While graph partitioning,

space-filling curves and recursive bisection are algorithms with global communication,

the diffusion and grid-based algorithms are completely local. We also present a local

ORB variant, which, however, still needs one global communication step. Despite this

fact, we regard it as local version here because the amount of data communicated in this

global step is very limited and independent of the number of particles or cells. Space-

filling curves, recursive bisection and the grid-based algorithm impose structure on the

subdomains; Graph partitioning and diffusion do not. A summary of this classification

can be found in Table 5.1.
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5 Algorithms for Load-Balancing

5.1 Periodic Boundary Conditions

In the following we generally assume periodic domains. This has two reasons: (1) They

are regularly used for short-range MD simulations to reduce the influence of the bound-

ary on simulation results. And (2) partitioners that respect periodic boundary conditions

have the possibility to come up with more suitable partitions in simulations with periodic

boundary conditions. Subdomains generated by partitioners that respect periodic bound-

ary conditions can be used for non-periodic simulations too, and vice versa. If domain

boundaries are not constrained to coincide with subdomain boundaries, we use the term

“respect boundary conditions”.

We illustrate point (2) with the following experiment: We extract an agglomerate

consisting of about 2000 primary particles from one of our soot particle simulations. This

agglomerate is placed into a simulation box of appropriate size. Each particle is assigned

a constant speed in −y direction. Over time, the agglomerate will move over the periodic

boundary. The setup is schematically displayed in Figure 5.2(A). We study the influence

of this movement on the partition quality. Therefore, we partition it at regular intervals

with two different methods to 8 processes. After partitioning, we perform 1000 MD

time steps and measure their execution time. The two partitioning methods we use are

SFC-based (which does not respect periodic boundary conditions) and graph partitioning

(which does respect periodic boundary conditions). Figure 5.2(B) shows is imbalance

I = avg(t1, . . . , t8)/max(t1, . . . , t8), the average execution time for the 1000 MD time

steps of any process over the maximum. I = 1.0 is the optimum, the lower I the worse

the performance of the parallel simulation. We can see that as soon as the agglomerate’s

center of mass approaches y = 0, the imbalance of the SFC-based subdomains starts

to vary more greatly than the one of the graph partitioned subdomains. The dip in the

imbalance is caused by a non-optimal cut through the agglomerate implied by the domain

boundary. What we can also see is that the baseline imbalance of the graph partition

method is better in this case. In this experiment we are, however, not interested in the

question which method is better in general. To see what it means that a method can deal

with load on the periodic boundary, we are rather interested in the variance of the data

points, especially which method causes the imbalance to decrease more.
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(A) Agglomerate moves over periodic bound-
ary in −y direction (xz plane), depicted
by the red arrow. In gray the agglom-
erate at different positions. The black
frame indicates the location of the peri-
odic boundary in xz direction at y = 0.
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(B) Imbalance (average load over maximum load) of
graph partitioning and SFC-based partitioning for
different positions of the agglomerate. Higher
values are better, the optimum is 1.0. The re-
sult of SFC-based partitioning fluctuates when
the agglomerate is on or very near to the peri-
odic boundary. At some of these positions, the
imbalance gets significantly worse than at other
positions.

FIGURE 5.2 Exemplary agglomerate with about 2000 primary particles moves in −y direc-
tion. We repartition regularly during this movement among 8 processes with
graph partitioning or SFC. After repartitioning, we measure the wallclock time
of each process for 1000 MD time steps and calculate the imbalance.
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5 Algorithms for Load-Balancing

5.2 Problem Formulation

We aim to partition a linked-cell grid. This is no different from partitioning a grid with

Eulerian degrees of freedom. Only we base the decision which cell goes to which subdo-

main on the Lagrangian degrees of freedom that reside in each cell. The methodology

of partitioning itself is the same. The linked-cell grid is usually a regular, Cartesian grid.

Adaptive grids can also be used, as e.g. done in [Buc10], but are beyond the scope of this

thesis. We distribute the linked cells individually as this leaves the most opportunities for

optimal subdomains. A possibility to speed up the process of partitioning and constrain

the subdomain layout is to operate on blocks of cells instead of single cells as, e.g., done

in [XZ05]. As we will show later in the results, the runtime of the partitioning process

itself is not an issue compared to the gains in heavily heterogeneous scenarios. Conversely,

if the cells are heavily loaded and the variance is large, or if we only have very few blocks

per process, distributing blocks of cells might lead to severely worse results. Therefore,

we operate on linked-cell level only.

We define a one-dimensional set of coordinates of n vertices

Vh,n = {i · h : i ∈ Z/nZ}, (5.1)

with mesh width h. We use modular arithmetic for the indices i to express the peri-

odicity of the grid. The residue class of a number i corresponds exactly to all peri-

odic images of a grid point (or cell) i. For example, the residue class of 0 in Z/nZ is

0̄n = {. . . ,−2n,−n, 0, n, 2n, . . .}. Based on Equation (5.1), we define a multi-dimensional

set of vertices as a Cartesian product

Vh,n := Vh0,n0
× · · · × Vhd−1,nd−1

, (5.2)

where h and n are multi-indices with the exact same meaning as in the one-dimensional

case. In a d-dimensional setting, n = (n0, . . . , nd−1) and the individual values ni are the

number of grid points in dimension d. Given n, a grid point in this d-dimensional setting

is uniquely defined by its corresponding index i ∈ Z/n0Z× · · · ×Z/nd−1Z=: Z/nZ.

For the purpose of holding Lagrangian degrees of freedom, we associate a half open
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5.2 Problem Formulation

volume vol(i) with each vertex and call it cell:

vol(i) = [h0 · i0, h0 · (i0 + 1)[× · · · × [hd−1 · id−1, hd−1 · (id−1 + 1)[. (5.3)

According to this definition, vertex i is the lower left-hand corner of its associated cell.

The volumes form a partitioning of the domain into individual subvolumes—mutually

disjoint and a complete division of the cubical simulation volume S = [0, n0 · h0[× · · · ×
[0, nd−1 · hd−1[. A position ~p ∈ S is said to be “in cell i” if and only if ~p ∈ vol(i).

In order to efficiently store vertices, cells and associated quantities in linear computer

memory, we define a family of bijections Un. Given n and its product N =
∏d−1

i=0 ni, the

family consists of all possible bijections between {0, . . . , N − 1} and the residue system

Z/nZ:
Un :=

�

Un : {0, . . . , N − 1} ,→→ Z/nZ
	

. (5.4)

We, conveniently, call each of these functions unlinearize or unravel. They map a one-

dimensional index to a d-dimensional one. Special examples of such functions are iterates

of space-filling curves or row-wise ordering. To make it more clear, the latter may be

defined as follows in this notational framework:

U (row−wise)
n (i) = (u0, u1, . . . , ud−1), u j = i/

j−1
∏

k=0

nk mod n j (5.5)

In the following chapters, whenever we can use an arbitrary element Un ∈ Un (chosen

once at the beginning), we simply use Un to indicate this. Per definition of Un as a

bijection, the inverse U−1
n : Z/nZ→ {0, . . . , N − 1} exists and is also a bijection. We call

these functions linearizations. Each pair of Un, U−1
n imposes an ordering on Z/nZ that we

use to define the sequence of multi-dimensional grid indices as

g :=
�

Un(i)
�N−1

i=0
. (5.6)

We define a partitioning of the cell indices Z/nZ to be a sequence of partition labels

p := (pi)
N−1
i=0 , (5.7)

where pi ∈ {0, . . . , P − 1} is the partition label of cell Un(i). In fact, global, unstruc-

tured partitioners produce this sequence p. Local, unstructured partitioners produce a

subsequence

p(S) := (pi)i∈S, S ⊆ {0, . . . , N − 1}. (5.8)
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unstructured structured
global (pi)N−1

i=0 , pi ∈ P qds : {0, . . . , N − 1} → P
local (pi)i∈S , pi ∈ P , S ⊆ {0, . . . , N − 1} qds : S→P , S ⊆ {0, . . . , N − 1}

TABLE 5.2 Different ways of realizing the partitioning. The listed functions and/or se-
quences are the results of the partitioning processes. We have different re-
alizations depending on the respective classification from Table 5.1. P =
{0, . . . , P−1} are the partition labels.

Structured partitioners, on the other hand, produce a data structure and an associated

mapping

qds : {0, . . . , N − 1} → {0, . . . , P − 1}. (5.9)

Analogously to Equations (5.7) and (5.8), a local, structured partitioner produces

qds : S→ {0, . . . , P − 1}, S ⊆ {0, . . . , N − 1}. (5.10)

We list these different types of (distributed) partitioning definitions in Table 5.2.

Finally, we call all cells i local on process or subdomain r ∈ {0, . . . , P − 1} if and only if

pi = r. All local cells combined,

L = {i ∈ Z/nZ : pU−1
n (i)
= r}, (5.11)

make up the subdomain r. On their subdomain, we identify the local cells with one-

dimensional indices from IL = {0, . . . , |L|}. To distinguish between these local indices and

{0, . . . , N −1}, we call the latter in this context global indices. The mapping L→ IL and its

inverse must either be stored, in case of unstructured partitioners, or can have a simple

arithmetic form involving another linearization, e.g. for box-shaped subdomains.

Chain-on-chain Partitioning

The way we defined the sequence of partition labels in Equation (5.7), they can be

ordered arbitrarily. One constraint that is frequently used in the literature is chain-on-

chain partitioning, see, e.g., [PA04; PTA08]. It demands that a continuous subsequence of

the labels is assigned to every process. Without loss of generality, let the processes labels

be assigned in the order 0, . . . , P − 1, then the sequence of labels (pi)Ni=0 is monotonically

increasing, i.e. i ≤ j⇒ pi ≤ p j.
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DEFINITION 5.1

A partitioning of a linearly ordered set of n workloads among a linearly ordered set

of P processes is called “chain-on-chain partitioning” if and only if the sequence of

partition labels of all workloads (pi)
N−1
i=0 , pi ∈ {0, . . . , P − 1} increases monotonously.

An example of a simple chain-on-chain partitioning is:

p(lineq)
i :=

�

P ·
i
N

�

. (5.12)

This assignment rule distributes the number of cells as equal as possible to the processes

linearly according to the chosen linearization (therefore the name “lineq”). In the re-

spective sections we will introduce more complicated versions of this very basic, linear

assignment rule that can include weights. Equation (5.12), however, also comes into play

in Cartesian decompositions. There, we don’t distribute cells according to a linear order

but box-shaped subvolumes.

Cartesian Spatial Domain Decomposition

We will use Cartesian partitioning as a baseline in the evaluation. Additionally, some

partitioners need an initial state—as a hard requirement or for convenience reasons. For

these initial partitionings, we also use Cartesian subdomains. We, thus, briefly introduce

the partitioning according to a Cartesian grid, here.

The rule for assigning cells to processes for a Cartesian spatial decomposition is anal-

ogous to Equation (5.12), only applied in each dimension separately. Given the d-

dimensional grid of size n and a factorization of the number of processes P into d factors,

called dims, we define the partition labels for the Cartesian initial partitioning as follows:

p(cart)
i = U−1

dims

��

dims · Un(i) · n−1
��

. (5.13)

Here, all arithmetics on multi-indices is component-wise. The multi-index n is the three-

dimensional grid size and Un is defined in Equation (5.4). The function U−1
dims is a lin-

earization of the d-dimensional process grid space. Note the analogy of distributing a

chain of workload onto a chain of processes and distributing a grid of workload onto a

grid of processes.

When working with Cartesian communicators in MPI, U−1
dims is available as MPI_Cart_rank.

The factorization dims can also be obtained from MPI with the MPI_Dims_create function.
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5.3 Partitioning Algorithms

Based on the formulation introduced above, we can now explain the partitioning al-

gorithms themselves. In each subsection, we will give an overview of the respective

algorithm and explain previous usages as well as possible extensions. We will docu-

ment important parameters and choices for the algorithms and/or their implementation.

Also, we will note algorithmic details and corner cases that need thorough consideration.

The explanations should help the reader to not only understand the algorithms itself

but also their associated cost as well as their implementation. All these algorithms are

implemented in the load-balancing library we are going to introduce in Chapter 6.

5.3.1 Graph Partitioning

Graph partitioning is a well-known tool to tackle more abstract or general partition prob-

lems with. The problem at hand is mapped to a graph, and a graph partitioner divides

this graph into multiple partitions. The result is, then, interpreted as a partitioning to the

original problem. General information about graphs and their partitioning can be found

in the work of Bichot and Sarry [BS13]. Given a weighted graph G = (V, E, c, k) with

vertices V , edges E ⊆ V × V , vertex cost c : V → R+0 and edge cost k : E → R+0 that is to

be split into two parts, a graph partitioner tries to find a partitioning V = V1 ∪ V2 such

that V1∩V2 = ; and the edge cut Es = V1×V2∩ E is minimized. By that we mean the mini-

mization of its weights k(Es) =
∑

e∈Es
k(e). Graph partitioning is well researched problem

and there are multiple libraries available to perform graph partitoning. These include,

among others, METIS [KK98a]/ParMETIS [SKK00], Zoltan [Cat07] and Scotch [PR96].
Graph partitioners internally use heuristics because the problem is NP-complete. There

are three prominent groups of graph partitioning heuristics: (1) Local search strategies

like Kernighan-Lin [KL70], that perform a series of greedy steps in order to reduce the

edge cut, (2) spectral clustering methods, like [HL95a], that are based on the eigenval-

ues of the Laplacian matrix associated with a graph, and (3) multi-level heuristics like

k-way partitioning used by METIS [KK98a], that recursively reduces the complexity of

a graph, partitions these smaller graphs and maps these partitions back to the original
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graph [HL95b]. With ParMETIS, we use a parallel implementation within category (3).

This promises high quality results while being very fast in practice. Graph partitioning is

regularly used to partition meshes in computational sciences. For example, PETSc [Bal20]
provides an interface to graph partitioners to partition matrices and unstructured grids.

Another application is the reordering of sparse matrices to reduce fill-in when solving

systems of linear equations [KK98b]. For MD, [BBV11] implements a load-balancing

approach based on graph partitioning, that is, however, not included anymore in ls1 mar-

dyn.

Type of Separator

When we introduced graph partitioning and the edge cut above, we implicitly chose to

separate the partitions by edges, i.e. we “cut” through edges. Not considering hypergraphs,

there are two forms of graph partitioning: graph partitioning by edge separator (GPES)

and graph partitioning by vertex separator (GPVS). Let G = (V, E) be a graph with vertices

V and edges E ⊆ V × V . To keep the illustration simple, we assume p = 2 partitions.

GPES devises a subset of edges Es ⊆ E that decomposes V into two disjoint, unconnected

components V1 and V2 if Es is removed. More formally: (V1× V2)∩ (E \ Es) = ;. The edge

cut is, thus, defined as above. GPVS, on the other hand, computes a subset of vertices

Vs ⊆ V that splits the rest of the vertices into two unconnected components and one

separator: V = V1∪̇Vs∪̇V2, where V1, V2 and Vs are mutually disjoint and V1 × V2 ∩ E = ;.
We illustrate both forms of graph partitioning in Figure 5.3. Note, that for the result of

GPES it holds that V1 ∪ V2 = V , while for result of GPVS on connected graphs V1 ∪ V2 ( V .

All vertices in the separator Vs are purposely not assigned to any of the two sets. Graph

partitioners generally optimize for equal vertex weights among all partitions (V1, V2,

. . . ) while keeping the cost of the separator low—Es in case of GPES and Vs in case of

GPVS. Naturally, this leads to the choice to use the cells and their associated weights as

vertices and vertex weights, respectively, as done e.g. in [Buc10]. Additionally, we opt

for a unique assignment of vertices to partitions, which means choosing GPES as graph

partition model.

Overview of the Algorithm

We solve our partitioning problem in the following way: (1) Construct a Graph G from

the linked-cell grid, (2) use a GPES graph partitioner on G, and (3) interpret its result in

terms of our partitioning problem. We construct the graph G = (V, E, c, k) as follows:

• As vertices V := {0, . . . , N − 1} we use the cell indices (N is the total number of

cells).
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V1 V2Es

(A) GPES: A graph is split into two unconnected sets of vertices with a set
of edges separating them.

V1 V2Vs

(B) GPVS: A graph is split into two unconnected sets of vertices if a number
of separator vertices is removed. The picture shows only the induces
subgraphs, all edges between the individual vertex sets are removed.

FIGURE 5.3 GPES vs. GPVS. Both differ in the type of separator they use. GPES has the
advantage of assigning all vertices to actual partitions.

• As edges E := {(i, j) ∈ V ×V : ||Un(i)−Un( j)||∞ = 1} we use the standard full-shell

neighborhood.

• As vertex cost c(v) := wv we use the user-provided cell weights, and the edge cost

k(e) are also user-provided.

For an illustration of this definition, see Figure 5.4.

For k(e) we use three different cost terms. They are: (1) Uniform weights k(e) = 1,

(2) linear weights k(e = (v, w)) = npart(v) + npart(w), or (3) quadratic k(e = (v, w)) =
npart(v)·npart(w). Here, npart : V → N0 is the number of particles in the cell correspond-

ing to a vertex. While option (1) corresponds to minimizing the total number of edges

cut, option (3) can be used in cases where cross-boundary particle pairs are calculated

twice, see Section 3.2.2. Communication is an important cost factor. Communication cost

are additive and, thus, imply option number (2) as weighting for edges. The true com-

munication cost are, however, defined between the actual subdomains and not between

individual cells as the weighting by a function k(e = (v, w)) implies. This is sometimes

referred to as the edge cut metric problem. Hendrickson and Kolda [Hen00; HK00] de-

scribe this problem in-depth. In [Buc10], the author finds however, that additive cost—if
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FIGURE 5.4 3× 3 cells excerpt of a 2d simulation domain and particles in gray. The part
of the graph that the central node is involved in is overlaid. Each cell has an
associated vertex and has edges with all 8 direct neighbors, shown here for the
central cell. In this example, the vertex weights are the number of particles
in the corresponding cell and the edge weights are determined by adding the
number of particles in both adjacent cells each.

included—are beneficial for the overall surface-to-volume ratio. Note that the graph

structure apart from the weights, i.e. vertices and edges, is fully regular and known a

priori.

In Section 3.3.1 we mentioned that after a repartitioning, the processes need to ex-

change the respective numerical payload to fulfill the partitions. The volume of this

migration is not bound in the method as described here. When we repartition a domain

that already is divided into subdomains, there is no constraint that keeps the graph parti-

tioner from re-assigning parts of the domain circularly such that the re-assignment does

not contribute to optimizing the performance. At its worst, the partitioner could, e.g.,

decide to assign the subdomain of process 1 to process 2 and the subdomain of process 2

to process 1. In practice, we do not see this happening on a scale that severely lowers the

performance. Nonetheless, the best option is to integrate the cost of reassignment into

the model in the first place. Catalyurek et al. [Cat09] describe a repartitioning model on

top of hypergraphs with fixed vertices.

Implementational Details

As mentioned above, we use ParMETIS [SKK00] for parallel, multi-level graph partitioning.

It supports distributed memory parallelism with MPI. ParMETIS expects the graph in

distributed compressed row storage (CSR) form. The CSR format of METIS requires the
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vertices to be numbered from 0 to n−1. This numbering is implicitly encoded in the edges

and never passed to METIS. The edges e = (s, t) are stored as an array, called “adjncy” in

the Application Programming Interface (API), of target vertices t only. This array must

be sorted according to the source vertex s. The source vertices themselves are encoded

in an “offset array”, called “xadj” in the API, such that the range xadjs, . . . , xadjs+1 − 1

contains all indices to edges in “adjncy” with the source vertex s. Edge weights are stored

completely analogous to edges and vertex weights as plain array.

The distributed CSR is more complicated. The vertices are, again, assumed to be contin-

uously numbered across all processes. But the graph is now distributed over all processes.

ParMETIS assumes it to be chain-on-chain partitioned. Note that this partitioning has

nothing to do with the result of the partitioning process. It defines the distribution of work

load within ParMETIS itself. According to [KS13] an equal distribution of the work load

within the graph partitioner is achieved by an equal distribution of vertices to available

processes. In the following, we will refer to the number of vertices of a process p by np.

Let the number of vertices for each process in the vertex chain-on-chain partitioning be

n0, n1, . . . Thus, process p is responsible for vertices

Vp =

¨ p−1
∑

i=0

ni, . . . ,
p
∑

i=0

ni−1

«

=
�

sp−1, . . . , sp−1
	

, (5.14)

where sp =
∑p

i=0 ni are partial sums. This means, process 1 is responsible for vertices

V0 = {0, . . . , n0−1}, process 2 for V1 = {n0, . . . , n0+ n1−1} and so on. The ParMETIS API

does not require the np directly to be passed, rather it takes the partial sums sp as array

called “vtxdist”, i.e. vtxdistp = sp. Additionally to “vtxdist”, the ParMETIS API requires

each process to pass a CSR of the part of G that is induced by the set of vertices Vp. That

is: Gp = (Vp, Ep), where Ep = {e = (s, t) ∈ E : s ∈ Vp ∨ t ∈ Vp}. The meaning of “xadj”

on process p changes slightly. For the parallel API, xadji is the start index of edges in

“adjncy” of vertex i + sp, instead of just i as in the serial case. For a detailed definition

and examples we refer the reader to the ParMETIS user guide [KS13].

The remaining question is: Which cell id is mapped to which vertex id? Choosing

the identity as mapping, we get a very simple graph construction as we can re-use all

existing functionality to determine the neighbors from the cell indices. The distribution

of vertices to process, however, will almost certainly not be the distribution of cells to

processes—because the vertices are chain-on-chain partitioned, see Figure 5.5 for an

example. There, the cells are partitioned unstructuredly while the vertices are chain-on-

chain partitioned according to the cell ordering defined in Equation (5.6). This means,

that we need to communicate the weights c(v) and k(e) from the processes that own
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FIGURE 5.5 An example of differing partitionings of the linked-cell grid and the graph ver-
tices. The color of the cells indicates the process of the linked-cell partitioning,
while the color of the vertices indicates the process that is responsible for the
vertex associated with the cell during the graph partitioning process. While
the partitionings are different, the graph is regular, and thus communication
is only required for the weights. The weights are not shown here.

the corresponding linked cell to process p for which v ∈ Vp. On the other hand, we

could define a permutation π 6= Id mapping the linked cell ids to vertex ids such that

π(i) ≤ π( j) if pi ≤ p j, i.e. ordering them by subdomain. This would, however, result

in a suboptimal distribution of graph vertices to processes in the graph partitioner itself,

because the graph vertices would not be distributed equally anymore but according to

the current linked-cell subdomain layout. Our procedure for constructing the graph in

ParMETIS’s distributed CSR layout is shown in Algorithm 5.1. The necessary function to

communicate the weights can be found in Algorithm 5.2.

Algorithm

The algorithm consists of three parts: (1) Assembling the graph via Algorithm 5.1 includ-

ing the communication of all weights in Algorithm 5.2, (2) calling ParMETIS_V3_PartK-

way and MPI_Allgatherv on the result, and (3) interpreting the result. The result of the

ParMETIS call is an array of partition labels for all local vertices. This information needs

to be communicated to processes that (a) own the corresponding cells, (b) are the new

owners of the corresponding cell according to the partitioning result, and (c) will have

one of these cells in their ghost layer. To simplify this procedure, we produce a global

partitioning and allgather the resulting partial vectors to produce the overall sequence

(pi)N−1
i=0 as defined in Equation (5.7). An additional parameter for ParMETIS’s PartKway
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function is the admissible imbalance factor ν. This is the imbalance that ParMETIS uses to

determine if a partitioning is acceptable. The documentation [KS13] recommends setting

it to 1.05. We tried smaller values, but using ν < 1.05 in some scenarios leads to unreli-

able performance of ParMETIS, which means it does not produce a result. Therefore, we

use the recommended value ν= 1.05 in our code and all results.
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1 function CreateGraph
2 vtxdist← ∈ RP+1 . = sp, cf. Equation (5.14)
3 for all r ∈ {0, . . . , P − 1} do
4 vtxdistr ←min{round(r · N/P), n− 1}
5 end for
6 vtxdistP ← N . Total number of cells
7 // Assemble graph structure
8 p←MPI_Comm_rank
9 nvtx← vtxdistp+1 − vtxdistp . np of this process
10 xadj← ∈ Nnvtx+1

11 adjncy← ∈ N26·nvtx

12 for all i ∈ {0, . . . , nvtx−1} do
13 xadji ← 26 · i
14 v← vtxdistp + i
15 Fill adjncy26i , . . . , adjncy26 (i+1)−1 with the global cell indices of the

full-shell neighbors of cell v
16 end for
17 xadjnvtxs← 26 · nvtxs
18 // Collect weights
19 CommunicateWeightsAllToAll
20 vwgt← ∈ Rnvtx

21 adjwgt← ∈ R26·nvtx

22 for all i ∈ {0, . . . , nvtxs− 1} do
23 v← vtxdistp + i
24 vwgti ← c(v)
25 Fill adjwgt26i , . . . , adjwgt26 (i+1)−1 with the edge weights k(e), where e =
(v, ·)

26 end for
27 return (vtxdist, xadj, adjncy, vwgt, adjwgt)
28 end function

ALGORITHM 5.1 This algorithm computes a ParMETIS compressed row storage of the graph
we defined for the cell partitioning problem. The compressed row storage
consisting of the following arrays: The partial sums of the number of
graph vertices per process vtxdist, the number of edges per vertex xadj,
the edge target vertices adjncy, the vertex weights vwgt, and the edge
weights adjwgt. Note that the number of vertices per processes is calcu-
lated as round(r · N/P), which corresponds to the floor in Algorithm 5.2.
The weights are communicated between the processes in a peer-to-peer
fashion using the function CommunicateWeightsAllToAll.
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1 function CommunicateWeightsAllToAll
2 for all i ∈ Il do
3 v← global_index(i) . Global index = vertex index
4 r ← bP · v/Nc . Chain-on-chain partitioning
5 Register c(v) and k(e = (v, w))∀w to be sent to process r
6 end for
7
8 CommunicateRegisteredSendVolumeAllToAll
9 UnpackReceiveBuffers

10 end function

ALGORITHM 5.2 Peer-to-peer weight communication. Here, Il is the index set of all process-
local cell indices. The data of each vertex is in {0, . . . , N − 1} ×R27: One
cell index, one vertex weight and 26 edge weights—one for each relation
of the cell to one of its neighbors. These data are stored in send buffers,
one per process making P buffers per process. The communication primi-
tive CommunicateRegisteredSendVolumeAllToAll sends these buffers to the
corresponding process and receives from all other processes. If the cor-
responding send buffer is empty, an empty message is sent. Afterwards,
these buffers are unpacked and used for the evaluation of c(·) and k(·, ·)
in Algorithm 5.1.
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5.3.2 Space-Filling Curve Based Partitioning

If we want to re-use the idea of chain-on-chain partitioning presented in Section 5.2, we

can adapt it to distribute cells equally according to weights. With chain-on-chain parti-

tioning, we directly operate on the one-dimensional index space defined in Equation (5.6).

In order to constrain the resulting subdomain shapes, we choose a specific pair of Un, U−1
n .

The obvious choice is to use space-filling curves that preserve locality in their mapping.

With this, the subdomains will most likely be compact.

This approach is widely used in computational science. Due to the mathematical con-

struction of space-filling curves, they are a natural choice for indexing in libraries and code

that support spatial adaptivity. A good overview is given in [Cam03] and [Lah19]. Exam-

ples of applications for libraries and frameworks are PEANO [WM11], and p4est [BWG11],
recent applications include the high-performance Lattice-Boltzmann framework waL-

Berla [Bau21]. However, the idea can also be used without spatial adaptivity. For Molecu-

lar Dynamics, Buchholz [Buc10] uses SFC-based load balancing in ls1 mardyn, in [XZ05]
it is used to partition blocks of cells to increase scalability and in [ER19] it is used for

partitioning DEM simulations.

Construction of Space-Filling Curves

A space-filling curve is a special type of curve. An introduction can be found, for example,

in [Sag12; Bad13]. Here, we will briefly introduce SFCs. Afterwards, we will use their dis-

crete counterparts to define a linearization of the linked cells. A curve is generally defined

on compact subsets of R. For simplicity and without loss of generality, we assume that the

domain of a curve is the unit interval [0, 1] and maps to the unit cube [0, 1] ⊂ Rd instead

of a more general Peano-Jordan measurable space. For a function f : [0, 1]→ [0, 1]d , we

denote its image as f∗([0,1]) := {y : ∃x ∈ [0,1] : f (x) = y} ⊆ [0,1]d .

DEFINITION 5.2 (Curve)

Given a function f : [0,1]→ [0,1]d . If f is continuous, we call the image f∗([0,1])
a curve. The function f is said to generate the curve.

We call this “curve” space-filling if the co-domain of the curve has a Jordan content J

greater than 0.
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(C) Third iteration of Hilbert’s
argument.

FIGURE 5.6 Iterating Hilbert’s recursive argument. Sub-volumes are traversed by continu-
ous sub-intervals of the curve. The red line shows the order in which the curve
traverses these sub-volumes. The axes show row and column indices of the
sub-volumes.

DEFINITION 5.3 (Space-filling curve)

Given a continuous function f : [0,1] → [0,1]d . We call f∗([0,1]) a space-filling

curve iff J( f∗([0,1]))> 0.

For the definition of Jordan content and Peano-Jordan measure, we refer the reader to

e.g. [Bog07]. With Definition 5.3, f is necessarily surjective, but never injective (“Netto’s

theorem”, see [Sag12]).
The construction of such a curve is done via a recursive principle first mentioned by

David Hilbert [Hil35]. We will illustrate this here in 2d with Hilbert’s curve in Figure 5.6.

His argument is the following: If the interval [0, 1] can be mapped continuously to [0, 1]d ,

so should be continuous sub-intervals of [0, 1] to congruent sub-volumes of [0, 1]d . The

red lines in Figure 5.6 indicate the ordering in which the sub-volumes (indicated by the

black boxes) are traversed by the curve. For each of the four sub-volumes in Figure 5.6(A),

the same argument can be applied again yielding the traversal depicted in Figure 5.6(B)

(the initial pattern has to be rotated to ensure continuity), and Figure 5.6(C) and so forth.

Performing this recursive process to the infinite limit yields the Hilbert curve. Note, that

this argument can be expanded to more than 4 (in 2d) sub-volumes and/or different

orders of the sub-volumes. These, then, yield different space-filling curves.

The data we deal with in computational science are of finite size. If we want to order

these data according to space-filling curves, we need a notion of space-filling curves with

finite (co-)domains. Note that if we follow the red line in each iteration of the recursive
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FIGURE 5.7 Three common space-filling curves: The Hilbert curve, the Morton order and
the Peano curve. Note, that the pictures for the Hilbert curve and Morton order
show the third iterate and the picture for the Peano curve shows the second
iterate. Unlike the former two curves, the first iterate of the Peano curve divides
the unit-square into 3× 3 sub-volumes, thus the second iterate creates 9× 9
sub-volumes.

construction of a space-filling curve in Figure 5.6, we find a bijection from {0, . . . , N d} to

{0, . . . , N}d . We use these very bijections as finite versions of the corresponding space-

filling curve and call the n-th application of Hilbert’s recursive argument the n-th iterate

of the space-filling curve. Thus, Figure 5.6 shows the first, second and third iterates of

the Hilbert curve.

Computation

There are several well-known space-filling curves used in literature. Among the most

popular are: the Hilbert curve, the Morton order/Z curve, and the Peano curve, see Fig-

ures 5.7(A) to 5.7(C). Comparisons of different curves can, e.g., be found in [Buc10;

HW02; SW05]. They find, that the Hilbert curve gives a better average case surface-to-

volume ratio because the subdomains are guaranteed to be connected; But also that the

Morton curve is competitive. In conjunction with the fact that it can be computed very

fast and with very little code, we use the Morton order. Given a 3d index (x , y, z), the

associated Morton index is d = (. . . z1 y1 x1z0 y0 x0)2. Here, xn denotes the n-th bit of x

starting with the least significant bit and (·)2 a binary representation of a number. A Mor-

ton index can be calculated sequentially with bitwise operations that shift numbers or set

individual bits. Modern x84-64 processors with BMI2 instruction set (“bit manipulation

instructions”) can compute Morton indices very efficiently with only a couple of instruc-
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1 void morton(uint32_t d,
2 uint32_t *x, uint32_t *y, uint32_t *z)
3 {
4 *x = _pext_u32(d, 0x49249249);
5 *y = _pext_u32(d, 0x92492492);
6 *z = _pext_u32(d, 0x24924924);
7 }

LISTING 5.1 Calculation of 3d spatial index from 32-bit Morton index via BMI2 intrinsics
on x86-64 The definition of _pext_u32 is in header file x86_intrin.h
(GCC/glibc).

1 uint32_t morton_inv(uint32_t x, uint32_t y, uint32_t z)
2 {
3 return _pdep_u32(x, 0x49249249)
4 | _pdep_u32(y, 0x92492492)
5 | _pdep_u32(z, 0x24924924);
6 }

LISTING 5.2 Calculation of 32-bit Morton index via BMI2 intrinsics on x86-64. The
definition of _pdep_u32 is in header file x86_intrin.h (GCC/glibc).

tions. Listing 5.1 and 5.2 show the implementations for 32-bit indices using the PDEP

and PEXT (“parallel bit deposit” and “parallel bit extract”) intrinsics that get compiled to

corresponding machine instructions from BMI2. The implementation for 64-bit data types

is analogous. The bit masks that occur in these listings are shifted versions of the binary

string ...100100100... of the correct length, which corresponds to the positions where

the bits of x , y, or z in the result should be placed. A parallel bit deposit instruction on

integer x and bit mask b will deposit the bits of x at exactly the bit indices that are set in

the bit mask. For example, if the bit mask is b = (001001001)2 and x = (6)10 = (110)2,

then the result is (001001000)2. Note how the right-most 1-bit in the bitmask is replaced

by the right-most bit of x and so forth. Parallel bit extract is the inverse operation of

parallel bit deposit.

Overview of the Algorithm

To summarize the algorithmic idea, we first linearize the cell index domain Z/nZ to

C = {0, . . . , N−1} using the Morton order. We, then, perform chain-on-chain partitioning

on C , assigning each cell index c ∈ C a partition label pc and finally map those partition

labels back to Z/nZ. This core idea is visualized in Figure 5.8.

Since internally we store the partitioning in linear fashion according to Equation (5.6),
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(A) Cells ordered along SFC.
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(B) One-dimensional indices along the curve
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(C) One-dimensional indices partitioned. Partitions are indicated by color and the curve is broken at

partition boundaries for better visual distinction.
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(D) Partitions mapped back to 3d (inverse of (a) → (b)). The cells are hatched according to the
partition they are in.

FIGURE 5.8 Idea of SFC-based partitioning: Order the cells according to an SFC. Then, in
1d, partition the cells and map the partitions back to 3d to get the resulting
spatial domain decomposition.

the first and last step are no-ops and deferred to the interaction with the outside. It is not

necessary to store the complete sequence of labels, cf. Equation (5.7). We can use the

property of chain-on-chain partitionings that each individual subdomain is a contiguous
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interval in {0, . . . , N − 1} in conjunction with numbering the processes from 0 to P − 1.

(First interval belongs to process 0, second to process 1 and so on.) This way, we can

only store the start of each interval in an array φ of size P + 1 where P is the number of

processes, φr =min{i : pi = r} for r < P, and the last entry is the total number of cells

φP = N . Because we order the processes from 0 to P − 1, the sequence (φr)Pr=0 itself is

ordered. Given a cell index i, we can, thus, query the rank r = pi in O (log P) by means

of a binary search for argmaxr{φr ≤ i}. The data structure itself is of size O (P).

Chain-on-Chain Partitioning with Weights

We need to perform the chain-on-chain partitioning such that it distributes the weights

evenly among all processes. Doing this optimally is, again, a partitioning problem. There-

fore, we use heuristics based on Equation (5.12). Note that Equation (5.12) implicitly

assumes all cells are equally weighted. Given the weights wi for i ∈ {0, . . . , N − 1}, we

define the sequence of partial sums

s = (si)
N−1
i=0 , si :=

i
∑

j=0

wi. (5.15)

If the task is to distribute the weights evenly to all processes, the target load (sum of

individual weights) of each process is 1/P · sN−1. With these partial sums, we can define

the adaption of Equation (5.12) to include weights as

p(a)
i :=

�

si · P
sN−1

�

. (5.16)

The benefit of formulating the assignment in terms of such a closed formula is that

Equation (5.16) makes it easy to see that this assignment is embarrassingly parallel once

all values si are known—meaning there are no dependencies between two values pi and

p j given si and s j. We will use this in the algorithm later to let all processes assign their

cells concurrently to each other. Alternative heuristics for chain-on-chain partitioning are

proposed in [PA04]. We use the following heuristic as it proved to be better in certain

cases than Equation (5.16)

p(b)
i :=

�

(si + si−1) · P
2 sN−1

�

. (5.17)

We show the algorithm for performing the parallel chain-on-chain partitioning in Algo-

rithm 5.3.

Given that the weights wi are independent of the subdomains that we map the corre-

sponding cell to, we can determine the approximation quality (or error in the optimization
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1 function SFCRepart
2 W ←

∑n−1
i=0 wi . Local load

3 s←MPI_Exscan(W ) . Parallel prefix
4 S←MPI_Allreduce(W )
5 â← ( 0, . . . , 0

︸ ︷︷ ︸

P elements

)T

6 for all i ∈ {0, . . . , n− 1} do . Run concurrently by all processes
7 p←

� s·P
S

�

. Equation (5.16)
8 âp← âp + 1
9 s← s+wi
10 end for
11 a←MPI_Allreduce(â0, . . . , âP−1)
12 for all p ∈ {1, . . . , P − 1} do . Calculate indices from number of cells
13 ap← ap + ap−1
14 end for
15 return (0, a0, . . . , aP) . = sequence φ
16 end function

ALGORITHM 5.3 Parallel chain-on-chain partitioning used for 1d partitioning along a space-
filling curve. After each process individually calculates its sum of weights
(“load”), these values get reduced over all processes into an overall sum
and a prefix. The “prefix” is the value sk of the partial sums where k is the
first cell index of the process. Using these two numbers, each process can
reassign its own cells without further interaction with other processes. In
this example, the assignment rule from Equation (5.16) is used. Each
process counts how many cells it reassigns to which process. Finally,
these numbers get all-reduced (vector-valued all-reduce) and from this
sequence, each process calculates the partial sum φ.

problem) for the chain-on-chain heuristic given by Equation (5.16) and Equation (5.17).

For both assignment rules, it holds that `p ≤ 1/P · sN−1 +max{wi}i=0,...,N−1. Miguet and

Pierson present both proofs in [MP97]. Here, we want to include a reformulated proof

for completeness.

LEMMA 5.4

Equations (5.16) and (5.17) both satisfy Definition 5.1, i.e. the resulting sequences

(pi)N−1
i=0 are monotonous.

PROOF Directly follows from wi ≥ 0, and hence si ≥ si−1 and only monotonously

increasing functions being involved in the definitions. �
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THEOREM 5.5

Let pi := p(a)i as defined in Equation (5.16), then the amount of work `p assigned to

process p can be off by only one work unit:

`p ≤
1
P

sN−1 +max {wi}i=0,...,N−1. (5.18)

PROOF Following the monotonicity from Lemma 5.4, now consider process p. Let l be

the first index assigned to process p, i.e. p(a)l = p and ∀l ′ < l : p(a)l ′ < p. Likewise, let m

be the last index assigned to p, i.e. p(a)m = p and ∀m′ > m : p(a)m′ > p. Then:

p(a)l = p⇔
�

sl · P
sN−1

�

= p⇔
sN−1 · p

P
≤ sl <

sN−1 · (p+ 1)
P

. (5.19)

The same holds for sm. Thus, the workload `p assigned to process p is:

`p =
m
∑

i=l

wi = sm − sl−1 = sm − sl +wl

<
sN−1 · (p+ 1)

P
︸ ︷︷ ︸

>sm

−
sN−1 · p

P
︸ ︷︷ ︸

≤sl

+wl =
1
P

sN−1 +wl

It follows, that the maximum load of any process is

max
p
{`p}=

1
P

sN−1 +max
i
{wi} (5.20)

�

Implementational Details

In this section, we describe practical aspects of the implementation of an SFC-based

domain decomposition. We published these details in [Hir17].

In librepa we use p4est to provide the basic operations and leverage well-tested and

-scalable implementations. The p4est-library itself provides full functionality for adap-

tively refined grids. We use this fact to load-balance a coupled short-range MD to a LBM

simulation on adaptive grids in Section 5.5. The linked-cell grid we use for short-range

MD, however, is of course a regular grid. We use p4est as a tool to populate necessary

data structures of the partitioner. In addition, we implement a number of auxiliary algo-

rithms complementary to p4est’s functionalities, e.g., the mapping of an arbitrary particle

position within the simulation domain to a specific process without using communication.
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We assume that we want to create a regular grid of a given minimum mesh width

h—in case of short-range MD with the linked-cell algorithm, this is usually the cutoff

radius. For a domain size of l in a certain dimension, the standard number of cells in

this direction is n = bl/hc. This ensures that h′ := l/n ≥ h. Usually, n is not a power

of two. This, however, is required by p4est for a spatial discretization with a single

octree. Therefore, we make use of p4est’s feature to combine several octrees to one grid

(forest of octrees): We determine the greatest common divisor d of the numbers of cells

n0, n1, n2 in each dimension that is a power of two, i.e., d = 2e with a suitable exponent

e. With this, we create t i = ni/d trees of size d3 each. Such a geometry can be created

with the function p4est_connectivity_new_brick. Initially, the cells are distributed equally

to all processes, i.e. by means of Equation (5.12). However, if a repartitioning step is

invoked, we use Equation (5.17). We pass the cell count per process (the values (ai) from

Algorithm 5.3) to the function p4est_partition_given, that redistributes p4est’s internal

data to reflect the new partition boundaries. The information about the ghost layer of a

subdomain can be extracted from p4est_ghost [Isa15] and the cell neighborhood relation

from p4est_mesh [Lah16b].

In case of a repartitioning, the cells that need to be migrated can be determined effi-

ciently. Given the old interval Ip and the new one I ′p of one-dimensional indices along

the curve. The send volume from process p to q is Ip ∩ I ′q whereas the receive volume is

I ′p ∩ Iq.

Position Mappings

Providing position-to-cell and position-to-rank mappings is not straightforward. We have

to implement these manually as such functionality is not offered by p4est. The reason

why we possibly create multiple trees in p4est is that the number of cells in each direction

might not be a power of two. If, however, the number of cells is not a power of two, then

we cannot find an n-th iterate of the Z curve that traverses the grid, see Figure 5.9(A). In

order for the SFC to traverse all cells, we use the next larger iterate of the curve. This

causes it to run out of simulation box itself. We, therefore, use the fact that the order

in which the linked cells are traversed by this curve and p4est is the same, although the

curve runs out of box.

We overlay the domain with a grid of size n′×n′×n′, where n′ is the next power of two

greater than n0, n1, n2, i.e. n′ = 2k, k ∈ N∧∀i : 2k ≥ ni > 2k−1. This is exactly the curve,

that is, as an example, depicted in Figure 5.9(A). We associate each grid cell from the

linked-cell grid of size n0×n1×n2 an index from the n′×n′×n′ grid. We call the latter the

“virtual” gird and the indices also “virtual”. The “virtual” index of a linked cell with 3d
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(A) A grid of size 5 × 4. The third iterate
of the Morton order is the first one that
traverses all the cells of this grid. How-
ever, the curve leaves the simulation box
(hatched area).
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(B) “Virtual” indices for the cells of the 5× 4
grid defined by the curve on the left.

FIGURE 5.9 Cell numbers that are not powers of two pose a problem: No curve directly fits
them. Therefore, we associate each cell with a “virtual” index from the next
larger curve. In the pictures, white cells are part of the simulation domain.
Cells hatched in gray are not part of it but get traversed by the curve.

index (i, j, k) is the Morton index that (i, j, k) has on the virtual grid, see Figure 5.9(B).

Due to the construction of the Morton order and p4est’s internal tree ordering, the order

that the virtual indices impose on the cells is the same as imposed by p4est. The only

difference is that there are virtual indices that have no corresponding linked cell, which

is the area hatched gray in Figure 5.9(B).

Each process stores an array of virtual indices for each of its linked cells in p4est order.

Given a position, we map it to a virtual index and, then, do a binary search for it in

this array. The array index we find the virtual cell index at is the p4est cell index. This

procedure implements the position-to-cell mapping. We also store virtual indices for the

sequence φ (first cell index per process). This way we implement the position-to-rank

mapping. Therefore, we, again, map the position to a virtual index and find the first index

in the virtual index sequence φ that is greater than the given virtual index.
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5.3.3 Orthogonal Recursive Bisection

Recursive bisection [BB87] is a divide and conquer algorithm. Instead of splitting a domain

into P subdomains at once, the algorithm (presumably optimally) splits it in half and,

then, recursively split the two newly created parts further. The splitting stops once there is

one subdomain per process. This procedure is—of course—only an approximation to the

underlying optimization problem. In [ST97] the authors theoretically analyze recursive

bisection and show that recursive bisection can be quite far off the optimum. However, it

is successfully used for load-balancing by multiple groups, e.g. [BBV11; FE08], and one

comparison study finds it to be the best overall method [Buc10] in terms of load-balancing

quality.

Recursive Process and Storage as Tree

Splitting a domain into two parts and then invoking the splitting method, again, on both

parts results in tree recursion. The tree recursion starts at the root node which represents

the whole grid. And for each grid split, it continues with a splitting on each of the two

created sub grids until there is a 1:1 correspondence of processes to subdomains. An

example of such a recursive process is illustrated in Figure 5.10(A). We restrict ourselves

to axis-parallel splits (“orthogonal recursive bisection”). The relevant choice on each node

of the tree is a direction and index at which to split. If we alternate the splitting direction

with each performed split, it can be encoded implicitly in the depth of the nodes of the

tree. To store the resulting partitioning, we create a tree that resembles the call-tree of

the tree recursion and annotate each node with the index at which the split is performed.

This tree is called a kd-tree [Ben75].

DEFINITION 5.6 (kd-tree)

A kd-tree is a binary search tree that stores a spatial domain decomposition stemming

from successive bisections of a k-dimensional space.

In our case, k = 3. The kd-tree (k = 2) corresponding to the bisectioning process in

Figure 5.10(A) is shown in Figure 5.10(B). To search for a cell, e.g., i = (2, 3) in the tree

in Figure 5.10(B), we first compare the i0 = 2 to 4. Since i0 < 4, we descend into the

left subtree. There, we compare i1 = 3 to 3 and descend into the right subtree, because

i0 ≥ 3. Finally, we arrive at a leaf node.
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(A) Process of recursively cutting a domain
in half. On each “stage” of the process,
the grid corresponding to the current sub-
volume is shown (in the beginning 8×8).
The chosen cut is indicated with a red
line. Since each split creates two sub-
volumes that, again, need splitting, the
recursive process, when visualized, is a
binary tree. In this example, the domain
is cut in alternating directions, i.e. on the
top-level in dimension 1 and on the sec-
ond level in direction 0. This process is
repeated until there are exactly as many
subdomains as processes. In this case
P = 4 processes.

0 0

3

0 0

6

4

(B) The tree recursive process from the left
picture abstracted. The only two im-
portant numbers in each stage that de-
fine the result are the split dimension
(split along which direction?) and the
index of the split. Since the process on
the left uses alternating dimensions, they
are implicitly encoded in the tree depth
and, thus, do not require storing. Con-
sequently, the label “4” of the root node
means: Split in direction 1 at index 4. All
indices that are less than 4 in dimension
1 can be found in the left subtree and all
greater or equal to 4 are in the right sub-
tree. We use “0” here to indicate a leaf
node.

FIGURE 5.10 Process of recursively bisectioning a grid as tree recursion visualized on the
left. On the right, the same process in a more abstract form. This binary tree
on the right is a kd-tree and used to store the resulting partitioning.

We store the mapping of subdomain to process inside the kd-tree. Thus, the leaf

nodes need to be annotated with the rank. Without loss of generality, we assign the

ranks to the leaf nodes from left to right. Thus, when creating the root node, processes

0, . . . , ps − 1 continue in the left subdomain and processes ps, . . . , P − 1 continue in the

right subdomain. Here, ps is the yet-to-determine number of processes that are assigned

to the left subdomain. Once the splitting is done, each leaf node has exactly one process
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assigned.

In order to allow searching for more than just the rank of a specific cell index and to

make the information easier to query, we annotate each node with more information than

just the split index. Specifically, we assign each node a 7-tuple (d, s, ps, pfirst, np, lc, hc),
where d ∈ {0,1,2} is the co-dimension of the splitting plane (“split direction”), s ∈
{lcd , . . . , hcd − 1} the index of the split with lc, hc ∈ Z/nZ the lower left and upper right

corner of the current sub-grid. Furthermore, ps is—as defined above—the first rank to

be assigned to the right subdomain. Each subtree gets assigned a continuous range of

processes that is identified by the start pfirst and the count np. In case of leaf nodes,

np = 1. The values for d, s and ps are undefined for leaf nodes, d = s = ps = ⊥. In case

of inner nodes, the process subset {pfirst, . . . , ps − 1} will be assigned to the left child and

{ps, . . . , pfirst + np − 1} to the right one.

Given the kd-tree, p(ORB)
i is defined algorithmically as

p(ORB)
i := KDTreeFind(t, Un(i)),

by means of a binary search shown in Algorithm 5.4 in the kd-tree t. The algorithm to find

the subdomain boundary (lc, hc) of a process is completely analogous to Algorithm 5.4.

The comparison in line 6 is replaced by rank < ps.

Determining the Optimal Split

When we split a domain in “half”, we don’t necessarily mean exactly half, but into two

parts. The simplest solution to determining the split is to position the splitting plane in

such a way that it roughly halves the computational load inside the domain. This way,

we can assign exactly half of the processes left and the other half right. We define the

computational load of a possible subdomain as the sum of the weights of all cells in the

subdomain. All subdomains that stem from orthogonal recursive bisection are box shaped.

We can, thus, identify them via two multi-indices called lc and hc for the lower left hand

and upper right-hand corner, respectively. We exclude the upper right-hand corner, thus

it defines a half-open volume. Additionally, we define the set of all cell indices in the

half-open volume Vol(lc, hc) = {lc0, . . . , hc0−1}×{lc1, . . . , hc1−1}×{lc2, . . . , hc2−1}. With

this, we define the cost of a possible subdomain as

cost(lc, hc) =
∑

i∈Vol(lc,hc)

w(U−1
n (i)), (5.21)
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1 function KDTreeFind(t, coord)
2 (d, s, ps, pfirst, np, lc, hc)← GetNodeLabel(t)
3 if np = 1 then . Leaf node
4 return ps
5 else
6 if coordd < s then
7 t l ← GetLeftChild(t)
8 return KDTreeFind(t l , coord)
9 else

10 tr ← GetRightChild(t)
11 return KDTreeFind(tr , coord)
12 end if
13 end if
14 end function

ALGORITHM 5.4 Binary search in a kd-tree t for a cell index coord. The cell index coord
is compared in the splitting dimension d to the splitting index s of the
current tree node. The procedure, then, follows either the left or the right
subtree until it finds the resulting leaf node. The functions getNodeLabel,
getLeftChild and getRightChild are binary tree primitives that go beyond
the scope of what is shown here. They are, however, trivial to implement.

where w : {0, . . . , N − 1} → R+0 are the user-chosen weights. In load-balancing, the

relevant runtime is the most expensive one. Therefore, we define the cost of a splitting

(d, s) (dimension d and index s) to be

splitcost(lc, hc, d, s) =max{cost(lc, mhc), cost(mlc, hc)}, (5.22)

where

mhc= (hc0, . . . , hcd−1, s, hcd+1, . . . , hcD), mlc= (lc0, . . . , lcd−1, s, lcd+1, . . . , lcD).

We find the optimal splitting plane of a sub-volume bound by (lc, hc) in direction d as

sopt := argmin
s∈{lcd+1,...,hcd−2}

splitcost(lc, hc, d, s). (5.23)

Note the possible split indices running from lcd + 1 to hcd − 2 to exclude empty sub-

volumes by definition. Of course, this bisection assumes that the two created subvolumes

can be, in turn, split perfectly between the processes that are assigned to both subvolumes.

Minimizing Equation (5.23) directly corresponds to finding the most equal distribution

of load between the two halves and, thus, to a recursive continuation with half of the
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processes in the left subdomain and half of the processes in the right subdomain.

Cutting the load in half might not the best option when it comes to heterogeneous

distributions. We, therefore, propose a new variant of the splitcost function that tries to

find the best possible bisection given that the processes do not need to be exactly halved.

First, we name the loads of the left and right sub-volume given a possible bisection (d, s)
as follows: Let cl := cost(lc, mhc) and cr := cost(mlc, hc) the two terms as they appear in

Equation (5.22). Note, that if we choose a particular splitting into cl and cr , the best

possible assignment of p processes to the left and right sub-volume is

pl = round
�

p ·
cl

cl + cr

�

, pr = p− pl . (5.24)

If we now, again, assume, that cl can be divided perfectly between pl processes and cr

perfectly between pr processes, we can define the best possible splitting as one minimizing

the cost function

splitcostoff(lc, hc, d, s, p) =max{cl/pl , cr/pr}. (5.25)

The name splitcostoff denotes the fact that the optimum of this function is not necessarily

at the middle of the load but off. Additional, additive terms can be added to the objective

function (Equation (5.22) or Equation (5.25)). For example, [Buc10] introduces the

possibility to weigh the cost at the interface stemming from necessary communication.

We introduce a different term here which we also deem important.

Empirically, very unequal splits are not beneficial but can arise from minimizing Equa-

tion (5.25). With “unequal” we mean splits that are pl:pr (pl processes left, pr processes

right) but pl � pr or pr � pl . To prohibit this, we heuristically penalize such splittings

by introducing an additional term in Equation (5.25):

splitcost′off(lc, hc, d, s, p) = splitcostoff(lc, hc, d, s, p)+α·(max{pl , pr}−min{pl , pr}). (5.26)

Also empirically determined, α= 10−2 seems enough weighting for the additional term

to prohibit these unequal partitionings.

A Note on Computing the Optimal Split. If the weights per cell are independent of the

split, we can compute sopt as defined in Equation (5.23) in O (n), where n is the number

of cells in the current subdomain that is considered for splitting. To achieve this, we

calculate the sum of weights for every cell layer parallel to the split (in co-dimension of

d) and define a sequence (`s)s∈S on S := {lcd , . . . , hcd − 1} containing these “layer costs”.

For this sequence, we define the “left” and “right” partial sums (`(l)s )s∈S and (`(r)s )s∈S as
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follows:

(`(l)s )s∈S,`(l)s :=
s−1
∑

i=lcd

`i, and (`(r)s )s∈S,`(r)s :=
hcd−1
∑

i=s

`i.

Then, for any specific s, cl = `(l)s and cr = `(r)s . If we search through all possible planes

sequentially to implement the argmin from Equation (5.23), the partial sums can be

reused from the previous call and just need to be updated in O (1) by subtracting or adding

the particular element `s, respectively. What remains is the initial, linear overhead in the

number of cells n= (hc0 − lc0) · (hc1 − lc1) · (hc2 − lc2), i.e. cubic in the subdomain length.

Algorithm

Putting everything together, we get Algorithm 5.5. This algorithm is the description of

the tree recursive splitting process we discussed above and directly creates the kd-tree.

Algorithm 5.5 is a serial algorithm. The process that runs it needs the weights of

all processes. We choose a centralized approach: The manager process (conveniently,

rank 0) collects all weights from all processes and executes the algorithm. Afterwards, it

distributes the tree to every other process. In order to repartition, we throw away the old

tree and construct a new one. If old partitions are required for payload migration, we

keep a copy of the old tree.

For technical reasons we outsource the ORB and kd-tree code from our load-balancing

library to a separate library called libkdpart, which is available as free and open source on

GitHub1 under the MIT/Expat license. It implements the kd-tree (a binary tree) efficiently

as a struct of arrays and allows the tree to be replicated on all MPI ranks, as well as collect

weights on the primary process performing the partitioning.

To avoid this overwhelming amount of communication for weights, a multi-level ap-

proach has been presented in [Sut19]. We, however, take a different approach here and

allow for the process to take place locally. Our approach distributes the burden of collect-

ing weights from one distinguished root node to multiple processes. These processes are

responsible for repartitioning a specific subtree.

Local Repartitioning with ORB

The procedure described so far is a global partitioner. Repartitioning with ORB can, how-

ever, also be done locally. Here, we want to introduce our new local ORB repartitioning.

The idea is to throw away only certain parts of the tree. On a local level, the partitioning

is defined by (non-overlapping) subtrees. We let the processes that participate in such

1https://github.com/hirschsn/kdpart
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1 function ORB
2 return ORB_doSplit((0,0,0), n, 0, 0, P)
3 end function

4 function ORB_doSplit(lc, hc, d, first_rank, P)
5 if P = 1 then
6 return MakeLeafNode(first_rank, lc, hc)
7 end if
8 S← {lcd + 1, . . . , hcd − 2} . Set of possible split indices
9 s← argmins∈S split_cost(d, s, lc, hc) . See Equation (5.25) and
Equation (5.23)

10 pl ← round(P · cl/(cl + cr)) . See Equation (5.24)
11 pr ← P − pl
12 mhc← (hc0, . . . , hcd−1, s, hcd+1, . . . , hcD)
13 mlc← (lc0, . . . , lcd−1, s, lcd+1, . . . , lcD)
14 t l ← ORB_MakeNode(lc, mhc, (d + 1) mod 3, first_rank, pl)
15 tr ← ORB_MakeNode(mlc, hc, (d + 1) mod 3, first_rank+ pl , pr)
16 t ←MakeInnerNode(d, s, first_rank+ pl , first_rank, P, lc, hc)
17 SetLeftChild(t, t l)
18 SetRightChild(t, tr)
19 return t
20 end function

ALGORITHM 5.5 The function “ORB_doSplit” splits the domain {lc0, . . . , hc0−1} ×
{lc1, . . . , hc1−1} × {lc2, . . . , hc2−1} into two and distributes the process
labels accordingly to the two newly created subdomains. Therefore, it
searches along dimension d to find an optimal splitting plane and recur-
sively splits the two parts further. It generates a kd-tree data structure
that can be queried for the partitioning. The functions MakeLeafNode,
MakeInnerNode, SetLeftChild and SetRightChild are primitive operations
on the tree data structure. Their implementation is dependent on the tree
representation chosen. This is beyond the scope of what can be shown
here but straightforward.

a subtree re-create it. The re-creation goes exactly as described above: all participating

processes send their weights to a manager process (a different one for each group) which

creates the sub-tree anew. Finally, all changes are synchronized and broadcasted to all

processes. This process is depicted in Figure 5.11. We describe two alternatives here: (1)

Repartitioning of limb ends. These are subtrees consisting of two or three processes only.

(2) Repartitioning of a certain tree level. Both options are shown in an example tree in

Figure 5.12.

While the overall process still involves global communication (for the synchroniza-

tion of the tree), the repartitioning is much faster because the gathering of weights and
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FIGURE 5.11 Local bisection procedure. Given a definition of which subtrees should be
repartitioned, each group of processes participating in such a subtree reparti-
tions their subtree individually. These subtrees are inserted, again (or actually
changed inline) at the exact position the old subtree was rooted. The final
step is to make the local changes available to all other processes is not shown
here.

computation of the new tree is distributed across multiple processes. A prerequisite for

both variants is, that we have an existing kd-tree. This can be achieved by using the

global method as described above initially. On the one hand, the limb-end-based method

promises very fast performance as only one or two splits per re-created subtree are nec-

essary. On the other hand, the depth-based repartitioning promises flexibility to choose a

compromise between slower but presumably better quality and faster but more restricted

in the possibility to find an optimum.

The generic local repartition routine is sketched in Algorithm 5.6. It requires two

auxiliary functions that define which subtrees are repartitioned: One for finding the

root of the repartition subtree a process participates in. And one for determining if any

given node is the root of a repartition subtree—any one, not only the own. The generic

function finds the repartition subtree root with the given function and determines all

processes that participate in it. We make the process with the lowest rank responsible
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(A) “Limb ends” of an example tree. (B) All nodes on depth level d = 2.

FIGURE 5.12 We offer two different options to choose the subtrees that are repartitioned
individually. The first one on the left is groups of two or three processes. The
second is all subtrees rooted at a specific level in the tree. The repartition
subtree roots in the example tree are colored red.

for actually repartitioning the subtree. That is, devising a new splitting and inserting

it in the tree at the right place. This can be done inline by invalidating the subtree

beforehand (in case of an array data structure to represent the tree) or by setting a few

pointers (in case of a dynamic tree data structure). All processes that are not responsible

for repartitioning a subtree invalidate their own. Afterwards, all processes invalidate all

other repartition subtrees that do not include their own leaf node. Finally, the changes are

made available to all processes by those that repartitioned their subtree. As we implement

trees as plain arrays in libkdpart, this step is simpler as it sounds: We invalidate by setting

the corresponding entries in the arrays to 0. And we make the changes available to all

nodes by calling MPI_Allgather on each array constituting the tree with MPI_MAX as

operation. Since each of the new data stemming from the repartitioning is ≥ 0 in our

chosen representation, this distributes the valid entries of all new subtrees to all processes.

Limb Ends. We use the term limb end for a subtree that involves two or three processes,

see Figure 5.12(A). These subtrees are rooted one or two levels above the corresponding

leaf nodes, hence the name.

DEFINITION 5.7 (Limb End)

We call a subtree that consists of three leaves, one inner and one subtree root node a

limb end. Additionally, we call a subtree consisting of two leaves and one root node

a limb end if they are not part of a limb end already as per previous sentence.

The repartition process is described by Algorithm 5.6. The decision if a node is the root

of a repartition subtree simply checks if it is the root of a tree fulfills Definition 5.7. The
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1 function ORB_repart_local(t)
2 rank←MPI_Comm_rank
3 leaf ← KDTreeFindByRank(t, rank)
4 sroot← GetRepartSubtreeRoot(leaf)
5 (d, s, ps, pfirst, np, lc, hc)← GetNodeLabel(sroot)
6 Send local weights to process pfirst
7 if rank= pfirst then
8 new_subtree← ORB_doSplit(lc, hc, d, pfirst, np)
9 Replace the subtree rooted at sroot in t with new_subtree

10 else
11 Invalidate the subtree rooted at sroot in t
12 end if
13 for all non-leaf nodes n ∈ t do
14 if n is root of any other repartition subtree ∧ n 6= sroot then
15 Invalidate the subtree rooted at n in t
16 end if
17 end for
18 Make new subtrees available to all other processes
19 end function

ALGORITHM 5.6 Sketch of local repartitioning using recursive bisection. Each process finds
the root of the subtree that it is part of and that is to be repartitioned
(function GetRepartSubtreeRoot). Different options for this function are
possible as explained in the text. The overall repartition routine is generic
and not influenced by this choice. The subtree choice function needs to
come bundled with a predicate that decides if a node is part of any repar-
tition subtree (condition “n is root of any other repartition subtree”). In
each subtree, one process repartitions the subtree, all other participat-
ing processes invalidate their copy of the subtree. Afterwards, all other
repartition subtrees are invalidated as well. Finally, the changes are made
available to all processes. Since we implement the tree as struct of arrays,
we “invalidate” parts of the tree by setting their corresponding values to
0. We synchronize the trees by using MPI_Allreduce with MPI_MAX as
operation because all processes but the one that has the new information
will have zeros and, thus, lower values at the relevant positions. Note,
that the new tree can be deeper than the old tree. This has to be taken
care of when synchronizing the tree to all other processes.

function for finding the own limb end walks up the tree traversing the parent nodes to

find the own limb end root.

There are trees, for which not all leaf nodes are a part of a limb end as per Definition 5.7.

If process that is not part of a limb end were to have any relevant cost let alone the

maximum cost of any subdomain, repartitioning would be meaningless because it would

not be able to reduce the maximum runtime. If we want all processes to be part of a
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repartitioning, we must explicitly make sure that each leaf nodes is part of a limb end.

Leaf nodes that are not part of a limb end can only result from 1:n or n:1 splits. Thus,

we explicitly forbid 1:n and n:1 splits with n≥ 3 by adapting the iteration boundaries in

the splitting routine. More precisely, we exclude all values of s in the calculation of sopt

from Equation (5.23) where either pl = 1 or pr = 1 and p ≥ 4 in Equation (5.25).

Depth-Based Repartitioning. The depth-based local repartitioning works analogously

to the limb end variant. The only difference is that each process finds the root node of the

subtree that is rooted at level d in the tree and contains its subdomain, cf. Figure 5.12(B).

If no such node exists, that means its leaf node is on a level dl ≤ d, the process does not

participate in any repartitioning, only in the final allreduce of the tree.

The load-balancing performance of depth-based repartition—more than the limb-end-

version—is influenced by the tree balance. Degenerate binary trees where all splits are

n:m with n� m or m� n can negatively affect the load-balancing performance. This is

because the individual repartitionings are performed between very unequal numbers of

processes. We, however, did not notice a negative influence of the refined variant of the

splitcost′off function, although, it can lead to unequal splits, cf. Equation (5.26).
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5.3.4 Diffusion

Diffusive partitioning (or short “diffusion”) is a fully distributed load-balancing method

where each node, individually, hands off cells (“sender-initiated”) or requests them

(“receiver-initiated”) from neighboring processes. Originally proposed in [Cyb89] and

later with refinements in [BBK91; WR93; DL10; WT98], there are currently several

variants in use. A comparison of some of these variants can be found e.g. in [LGN16]
and [SR18]. In librepa, we use sender-initiated diffusion only. We support three dif-

ferent basic variants: (1) The original variant proposed by [Cyb89] (today, sometimes

referred to as “first order diffusion”), including the possibility to do multiple “flow” iter-

ations according to [SR18], (2) the variant of [WR93], that—in contrast to the original

method—allows only overloaded processes to hand off load, and (3) the second order

scheme of [MGS98]. Each of these variants only determines the amount of load that

should be migrated between processes, not the volume (which cells) itself. The load

migration, as well as the communication for determining what volume of load is sup-

posed to be migrated, is between neighboring processes only. This makes diffusion a local

load-balancing method.

Diffusion is a two-step procedure. A schematic overview is given in Figure 5.13. The

first step is to determine the send and/or receive volume of each process to other processes.

In a second step, then, we select linked cells and migrate them to other processes in order

to satisfy the send/receive volumes. We use a fully unstructured approach and send

away the most expensive boundary cells. Other approaches include the diffusive load

migration in structured load-balancing exist, e.g. [Sut] supports the diffusive adaption of

the boundaries of a multi-sectioning approach. This method is integrated into ls1 mardyn

in [Sec21].

First Phase

The idea behind the diffusive partitioner is adapted from physical diffusion processes that

distribute gases, heat, etc. equally in space over time. To define the method, we take the

graph G = (V, E) as defined in Section 5.3.1 and form its adjacency matrix A, where

Ai, j =







1, if (i, j) ∈ E

0, else.
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Acceptance Options

Cell Selection

{(i, p)}
Set of re-assignments

Flow Calculation

fi,j
Flow values

Communication

Second Order

First Order

Per Proc

Passthrough

Struc. Preserv.

FIGURE 5.13 Schematic view of our diffusion implementation. Diffusion is a two-step proce-
dure. For the first one, the calculation of the send and/or receive volume, we
offer multiple possibilities: The original flow calculation according to [Cyb89]
termed “First Order”, the implementation by [WR93] termed “Per Proc”, and
the second-order version by [MGS98]. We use an unstructured partition-
ing approach for the cell transfer. Each process selects promising boundary
cells according to the flow. We offer two options zu customize the second
stage. These concern the handling of zero-weight cells (“Passthrough”) and
the preservation of the communication structure between processes (“Struc.
Preserv.”).

Note that each vertex in G has exactly degree d = 26, because each linked cell has exactly

26 neighbors. Thus, each row and column in A has exactly d = 26 non-zero entries, i.e.

A~1= (~1T A)T = d · ~1= 26 · ~1. (5.27)

Here, ~1 is a vector, where all entries are 1. Based on the adjacency matrix A, we define

the so-called diffusion matrix M as

M := αA+ (1− ||αA||∞)1, (5.28)

for some 0 < α < 1 and the identity matrix 1. We choose α= (1− ||αA||∞) = 1/(d + 1)
where d is the degree of each node in the graph, i.e. α = 1/27. Given Equation (5.27),

choosing α = 1/(d + 1) makes M a doubly stochastic matrix. This means, every row

and every column sums to exactly 1. Note, that ||M ||∞ = 1 ≤ 1, i.e. M is a contraction
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w.r.t. ||.||∞. Such a contraction is exactly what we need for load balancing because the

most expensive process dictates the overall runtime. If we have a vector ~̀ of load values

of all processes, i.e. `i = load of process i, contracting it will balance the load. Since M

is doubly stochastic, ||M ~̀||1 = ||~̀||1. The global sum of all load values of all processes

(= ||~̀||1) will, thus, be preserved. Since M is doubly stochastic, 1 is the largest eigenvalue

with associated eigenvector ~1. As a result, any balanced distribution of load ~̀ ∈ span{~1}
is not altered by the linear operator M .

What we are interested in is a cost reduction of the most expensive subdomain, hence

with respect to || · ||∞. For example, [MGS98] prove that M is a contraction with respect

to the Euclidean norm || · ||2. This proof can, however, not be adapted to work for the

maximum norm. We present our proof in the following that relies on keeping track of

the maximum elements in a vector.

There are vectors of which M reduces the maximum norm. Consider a basis vector

~e( j) = (0, . . . , 0, 1, 0, . . . , 0)T, where e( j)i = 1 if i = j and 0 else. Then,

(M ~e( j))i =







1/27, if Mi, j > 0

0, else.

This means, ||M ~e( j)||∞ < ||~e( j)||∞. This is, however, not the case with all vectors. Consider

the vector ~1− ~e( j):

(M (~1− ~e( j)))i = (~1−M ~e( j))i =







26/27, if Mi, j > 0

1, else.

Now, ||M (1− ~e( j))||∞ = 1= ||~1− ~e( j)||∞. But what got reduced is the number of entries

that are equal to the maximum value, which is 1 in this case. To generalize this, we define

the set of all indices of a vector ~v with vi = ||v||∞.

DEFINITION 5.8 (Maxiset)

The maxiset of a vector is the set of indices where the corresponding value is maximal:

i ∈maxiset(~v)⇔ vi ≥ v j∀ j (5.29)

THEOREM 5.9 (Contraction)

Given a vector ~̀ 6∈ span{~1} and `i ≥ 0∀i. Then, the following holds for the linear

operator M defined Equation (5.28):
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1. |maxiset(~̀)|< d ⇒ ||M ~̀||∞ < ||~̀||∞

2. |maxiset(~̀)| ≥ d ⇒ |maxiset(M ~̀)|< |maxiset(~̀)| ∧ ||M ~̀||∞ ≤ ||~̀||∞

PROOF (1) Be |maxiset(~̀)|< d. For j ∈maxiset(M ~̀),

(M ~̀) j =
1

d + 1

 

` j +
∑

i:(i, j)∈E

`i

!

,

with all the indices I = { j} ∪ {i : (i, j) ∈ E} that participate in the sum being mutually

different from each other, i.e. |I |= d. Since |maxiset(~̀)|< d, it follows that

(M ~̀) j ≤
d

d + 1
||`||∞ +

1
d + 1

`k, (5.30)

with k 6∈maxiset(~̀), thus, `k < ||`||∞. This proves

||M ~̀||∞ < ||~̀||∞.

�
PROOF (2) Be |maxiset(~̀)| ≥ d. Given that ~̀ 6∈ span{~1}, there exists at least one

j ∈ maxiset(~̀) such that ∃k : ( j, k) ∈ E ∧ k 6∈ maxiset(`). For this particular pair

( j, k) we can make the same argument as in Equation (5.30) and conclude that j 6∈
maxiset(M ~̀). �

Theorem 5.9 means that M will contract any vector ~̀ 6∈ span{~1} eventually. We note this

fact in the following corollary.

COROLLARY 5.10

∀` 6∈ span{~1} ∃k : ||M k ~̀||∞ < ||~̀∞|| (5.31)

PROOF From Theorem 5.9 it directly follows, that k exists and k ≤ |maxiset(~̀)| −
d. �

Note, that empirically, the reduction happens much more often and for typical load

distributions even in a single step—although it will most likely require multiple steps to

converge to a local minimum.

First Order. The idea of the original “first order” method by [Cyb89] is to apply M to a

vector of load values among the processes ~̀= (`0, . . . ,`P−1)
T , `p ≥ 0, with the guarantee
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given by Theorem 5.9 and Corollary 5.10 that ||M ~̀||∞ ≤ ||~̀||∞ and ||M k ~̀||∞ < ||~̀||∞,

eventually.

If we implement Equation (5.28) in a fully distributed scheme, each process i con-

tributes a load of α`i to its neighbor. Hence, over an edge (i, j), α`i is sent from i to j

and α` j from j to i. We directly sum both of these terms and only send the difference

over the edge as it halves the number of communications required.

fi, j := α (`i − ` j) = − f j,i. (5.32)

We call fi, j a flow value. While a positive flow indicates a send operation, a negative one

indicates a receive operation. To determine the flow, each process gathers the load ` j of

all neighboring processes j and calculates the flow to its neighbors according to Equa-

tion (5.32). Note, that we support iterative application of Equations (5.28) and (5.32)

without the necessity to transfer actual numerical payload in between iterations. This

can enable to arrive faster at an optimum than iterating the repartition procedure itself.

Second Order. In [MGS98] the authors introduce a so-called “second order” scheme.

The idea behind it is that if load is sent over edge (i, j) in repartition step t, we assume

that this is also the case in repartition step t + 1 in the same direction. Therefore, they

define a second order method as

~̀(1) = M ~̀(0)

~̀(t+1) = βM ~̀(t) + (1− β) ~̀(t−1),

where M is the diffusion matrix of the first order scheme defined in Equation (5.28)

and 0 < β < 2. Considerations about how to choose β can, e.g., be found in [MGS98]
and [EMP02], where the latter also reports on its optimal choice.

Both, first and second order, flow computations can be iterated which can enhance load-

balancing performance [SR18]. This does not correspond to iterating the load-balancing

method itself; only the flow computation is iterated before performing the second stage

of diffusion. We call these kinds of iterations “flow iterations”.

Per Process State (Variant of Willebeek-LeMair). The flow computation in Equa-

tion (5.32) is independent of the “state” of the process—overloaded or underloaded.

As per Equation (5.32) the state (send or receive) is rather determined on a per-edge

basis, i.e. relative between two neighbors. The result is that for every pair of neighboring

processes, the one that has more load sends load to the one with less. The idea of the flow
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computation presented in [WR93] is that only overloaded processes i have fi, j > 0. Con-

versely, underloaded processes i do not send at all, meaning: fi, j ≤ 0∀ j if `i ≤ 1/N
∑

j ` j

where index j goes over all neighbors of i. This flow computation variant defines fi, j

based on the so-called deficiency. Let `i be the load of process i and ¯̀
i be the average load

over its neighborhood, then the deficiency of a neighbor j to i is: hi, j :=max{¯̀i − ` j, 0}.
Process i sends away as much load as necessary for it to decrease its load `i to ¯̀

i. This

“overload” `i − ¯̀
i is distributed to all neighbors j proportionally to the corresponding

values hi, j. Let, therefore, Hi be the sum over all hi, j values of i’s neighbors. Then, we

define the flow f (W) (“W” is the initials of one of the authors of [WR93]) as

f (W)i, j := (`i − ¯̀
i)

hi, j

Hi
. (5.33)

This definition has two major differences compared to the “first order” scheme defined in

Equation (5.32): (1) f (W)i, j = 0 might actually indicate a receive operation for process i,

and (2) the matrix M (W) corresponding to this flow calculation scheme is—unlike in the

correspondence of Equations (5.28) and (5.32)—not constant. It depends on the vector
~̀.

Second Phase

To satisfy the flow values fi, j, a process i has to select cells and send these to the respective

neighbors such that the total amount of cells sent to process j is approximately equal to

fi, j. The diffusive computation of flow can be combined with other partitioning methods

as mentioned above. In this work, we choose to do it unstructured and consider all

boundary cells of a process as possible candidates to be migrated. Note, that after one

repartition step, the set of boundary cells is re-defined, enabling new cells to be sent away

in the next repartitioning step. We follow the idea of [Buc10]: (1) For every boundary

cell, determine the cost that is saved if this boundary cell is sent away, and (2) sort the

cells according to the cost and try to send the most promising cell to a neighboring process

j of the cell, until fi, j is satisfied. This procedure can be found in Algorithm 5.7. It is

a sender-initiated version of diffusion because overloaded processes choose which cells

to send off. In order to keep the communication small, a cell is only sent to a process

that already has a ghost image of it. If the flow values are large, the possibility exists

that they cannot be satisfied because of the restriction to only hand off boundary cells.

Unlike [Buc10], we do not sum up “saved” and “caused” cost of a cell transfer, as the

subdomain that hands off a cell will always save cost and the receiving subdomain will

have additional cost. The primary objective of load-balancing is to reduce load for the
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1 function DiffusionSecondPhase(flow)
2 H ← ; . Implement H as max heap
3 for all b ∈ BoundaryCells do
4 c← wb
5 H ← H ∪ {(c, b)}
6 end for
7 while |H|> 0 do
8 (c, b)←max(H)
9 H ← H \ {(c, b)}

10 for all n ∈ ProcessesNeighboringCell(b) do
11 if flow(n)≥ c then
12 Mark b to be sent to process n
13 flow(n)← flow(n)− c
14 break
15 end if
16 end for
17 end while
18 return S
19 end function

ALGORITHM 5.7 Cell selection phase. We implement it unstructured potentially allowing
all boundary cells to be handed off. A process starts with the most promis-
ing boundary cell and tries to find a neighbor that can take its weight
according to the flow values—termed flow(n) here. The values wi are the
cell weights for repartitioning.

most overloaded processes. Additionally, it is unclear, if weighting up saved and caused

cost allows arriving at a “more global” optimum. The cost saved on the sender side is

exactly the weight of the cell wi.

Communication. After determining the cells that are to be sent, the sending needs to

be performed. Additionally, a process must be ready to receive cells from neighboring

processes. As mentioned above, if process p receives cell i from process q, i was in p’s

ghost layer before. This means, p has at least one cell neighboring i that is local on

process p. Because the linearization Un is globally known, p directly knows the neighbor

cell indices of i. In order to fully assemble its new ghost layers, however, p needs to know

the owners of all the neighbor cells of i. In general there is no way for process p to know

all the neighbors of i without additional communication. The sending process q needs to

add this information to the reassignment message itself. Thus, a reassignment message

m ∈ {0, . . . , n− 1}× {0, . . . , P − 1}26 consists of the cell index and the 26 neighboring cell

indices in a predefined order.

Sending this information directly as part of the reassignment itself causes three different
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is

pr

pt

ps

(A) Cell is sent from ps to pr .
Process pt is not involved
but has is in its ghost layer.

is

pr

pt

ps

in

(B) Two send operations of
the same process. Process
ps sends is to pr and in
to pt . It needs to make
sure that both processes
receive updated neighbor-
hoods.

is

pr

pt

ps

in
pf

(C) Two neighboring cells
change their owner and
two different pairs of
processes are involved.
While ps sends is to pr , pt
sends in to p f .

FIGURE 5.14 The tree corner cases that create inconsistencies in the distributed partitioning.
An exemplary excerpt of 5× 5 cells is shown. Colors encode the process that
owns the cells. The processes are named ps for the sending process, pr for the
receiving process, pt for a third process and p f for a fourth one. The relevant
cells are highlighted as is for the cell sent away and in for a neighboring cell.
Arrows show the intended send operations.

inconsistencies. All of these are shown in Figure 5.14. (1) Process ps sends a cell is to

pr . Process pt 6∈ {ps, pr} has is in its ghost layer. It needs to be told that is is now

owned by a different process. See Figure 5.14(A). (2) Process ps sends a cell is to pr .

It, however, also sends in, a neighbor of is to pt 6= pr . Process ps must ensure to send

the updated neighborhoods to both, pr and pt . See Figure 5.14(B). (3) Two concurrent

send operations not originating from the same process. Process ps sends is to pr . A third

process pt sends in, a neighbor of is, to a fourth process p f . See Figure 5.14(C). Note that

p f = ps or p f = pr is possible. In any case, the ownership information of neighboring

cells needs to be refreshed on uninvolved, third processes.

There are different possible communication schemes that resolve these conflicts. We

solve the problem by devising a two-stage communication that does not require correc-

tions of information already sent and, thus, is most understandable. The two stages

are:

1. Exchange a list of all reassignments {(i, p)} with all neighbor processes. For any

such reassignment received, update the local partitioning if it concerns the ghost

layer. (Received reassignments cannot concern inner cells.) Update the ownership
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Communication

Step 1

{(i, p)}
Neighborhood all-to-all

Step 2

{(i, p0, …, p25)}
Point-to-point send/recv

Cell Selection

{(i, p)}
Set of re-assignments

Flow Calculation

fi,j
Flow values

FIGURE 5.15 Flow chart of steps in the diffusive partitioner. First, the flow values are
calculated. With these, each process selects the cells it sends away. The result
is a set of re-assignments consisting of tuples of cell index and new process.
These re-assignments are communicated in two steps. First, a process makes
its own re-assignments available to all other neighbors. Second, for each cell
sent to process p, it sends p a list of the cells reassigned to it including all the
owners of the neighbors of this particular cell.

of all local cells from the own reassignments

2. Exchange a list of tuples (i, p0, . . . , p25) consisting of a cell index and the owner of

its neighbor cells with the respective process the cell got reassigned to. For any

such tuple received, update the local partitioning.

Note, that the first stage involves neighborhood all-to-all communication with the complete

reassignment. Conversely, the second step only consists of point-to-point communications

between neighbors where cells got reassigned. This scheme effectively prohibits all the

above-mentioned inconsistencies because it transfers the neighborhood information only

after the effect of all reassignments is visible to the sending process. The whole diffusion

process with all of its step is displayed as flow chart in Figure 5.15.

Empty Cells. Cells that have zero or a very small weight pose a problem. They do not

cause much cost on the receiving side, thus might all be transferred away by overloaded

processes in every repartition step. To avoid this for zero-weight cells, we explicitly forbid

the selection of these. A similar strategy could be used for cells with very small weights.

Sometimes, however, it is crucial to actually send off these cells. If an overloaded process

has only near-zero weight boundary cells, the described procedure never converges if they

are not allowed to be sent off. Worse, if a significant part of the boundary is zero-cells,

the procedure might also not converge or converge very slowly. To remedy this, we allow
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zero-weight cells to be passed off but only if fi, j ≥ p · `i, for 0 ≤ p ≤ 1. We call this the

“passthrough” criterion because it bypasses the check if a cell actually saves cost or not.

The reasoning is that we only want to allow this sending of zero-weight cells if there is

large imbalance that we potentially cannot get rid of, i.e. fi, j is relatively large compared

to `i. If p = 1 sending of zero-weight cells is disabled, p = 0 zero-weight cells are always

allowed to be sent. First tests suggest values in the range of about 0.01–0.05 to be a

good choice. This decision, however, could definitely use a more elaborate condition, e.g.

depending on the number of zero-weight cells, manifesting imbalance or the satisfaction

of flow demand by the cell selection process.

Preserving Structure

The described diffusion procedure, over time, degrades the subdomain structure: Pro-

cesses might get many new neighbors, subdomains will get bad surface-to-volume ratios

which leads to an increasing part of the runtime spent in ghost communication. The

first point is quite crucial: Over time the local method might become more and more

global. To tackle this problem, we introduce the so-called structure-preserving diffusion. It

works with any initial domain decomposition, but usually, we choose a 3d Cartesian grid

as subdomain layout. This initial subdomain layout defines the neighborhood of each

process. During the diffusion procedure, we explicitly forbid cell transfers that would

create new process neighborhood relations. To avoid the formation such, we introduce

an additional check before marking a cell as “to be sent to process n” in Algorithm 5.7.

The criterion for a Cartesian initial decomposition is shown in Algorithm 5.8. If a cell

c is considered to be sent to a process to p, we check if all processes currently owning

neighbor cells of c are neighbors of p in the original Cartesian decomposition. If so, we

allow the cell transfer, if not, we forbid it.

This criterion alone, however, is not enough. Neither is explicitly storing the initial

neighbors. The problem is, that two distinct processes can hand off two neighboring cells

as shown in Figure 5.16. There, initially, p1 and p3 do not neighbor each other. Over the

course of multiple load-balancing steps, however, the subdomain layout can change such

that p4 hands off a cell to p1, and p2 hands off a cell to p3. If both these cells neighbor each

other, this results in a new process neighborhood being created. It is important to note

that this problem is not prevented by the structure preservation criterion because two

different processes act as sender. This problem cannot be remedied without additional

communication, possibly with a round-based scheme like the one presented in [BS15]
for the grid-based load-balancer.
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1 function PreservesStrucure?(c, p)
2 m← Udims(p) . Might require periodic correction
3 for all n ∈ neighbors(c) do
4 o← owner_rank(n)
5 n← Udims(o) . Might require periodic correction
6 if ||m− n||∞ > 1 then
7 return false
8 end if
9 end for

10 return true
11 end function

ALGORITHM 5.8 Structure preservation criterion. For a cell c to be sent off to process p,
all the owners of any cell neighboring c are considered. Only if these
processes are already known to p is the transfer allowed. The check is
performed based on process coordinates. Comparing these coordinates
might require shifting, if the calling process (sender) and p (potential
receiver) neighbor each other over a periodic boundary. The same holds
true for p and o. For brevity reasons, we do not show this periodic mir-
roring of process coordinates here.

p1 p2

p4

p3

(A) Initial spatial domain decomposition on a
Cartesian grid. The picture shows the in-
dividual subdomains. The relevant ones
are labeled, others drawn with dashed lines
for orientation purposes. Processes p1 and
p3 do not neighbor each other. Individual
linked cells are not shown.

p2

p4

p3p1

(B) After some load-balancing steps, the sub-
domain layout changed a bit. Neither p2,
nor p4 can hand off cells to both, p1 and
p3 at the same time because of the struc-
ture preservation criterion. What, however,
can happen is that p2 and p4 have two
cells (hinted in gray) that neighbor each
other and both, p2 and p4 pass one of these
two cells to different neighbors. This is de-
picted by the red arrows. The result is, that
p1 and p3 neighbor each other.

FIGURE 5.16 Problem of preserving structure diffusion illustrated.
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5.3.5 Grid-based

A local method that preserves a fixed communication structure is proposed in [Den95;

DPR00] and refined, ported to 3d and implemented in IMD in [BS15]. The idea is to

start with a Cartesian grid as spatial domain decomposition, just like described in Sec-

tion 5.2. The subdomains are defined as the grid cells of the Cartesian spatial domain

decomposition. Load-balancing is implemented by shifting the vertices of the Cartesian

grid. This changes the volume and position of the grid cells of the spatial domain de-

composition and thus also the subdomains. The shifting does not change the process

neighborhood structure, which stays constant. The cells of the computational grid are

assigned to subdomains based on their midpoints. Figure 5.17 depicts an example of this

method: Figure 5.17(A) shows the initial state and Figure 5.17(B) shows the state after

shifting a grid point and adapting the subdomains.

The description here follows [BS15]. Additionally, we present an extension we devel-

oped to allow shifting over the periodic boundary and implementation details. First, we

assign each process one grid vertex it is responsible for. Referring to a subdomain or

process, we call this vertex “its vertex”. In this work, we use the upper, right hand, back

corner of its own subdomain. Responsibility over a vertex means holding its coordinates

and being in charge of shifting it. This assignment rule leaves all vertices unassigned

that—in any direction—have a coordinate of 0. In fully-periodic simulations, however,

these are actually periodic images of assigned grid points. These unassigned grid points

replicate the shifts applied to their periodic images. In non-periodic simulations this

approach can also be used but might not be optimal.

To repartition, each process calculates a “force” ~fp acting on its vertex. This force drags

the vertex p towards the local center of load determined by the individual centers of load

~cq of the adjacent subdomains. We, conveniently, use the center of mass of all particles in

subdomain p, i.e. ~cp = 1/n
∑

i ~x i, where n is the number of particles in subdomain p and

~x i the position of a particle. The loop runs over all particles in subdomain p. Note that

although we call ~cp “center of mass”, we don’t actually weight the particles with their mass

because our goal is to use the values ~cp to shift the vertices that define the partitioning.

Involving the particle mass is only reasonable if the mass provides information about

the expected load that a particle will cause. Furthermore, let `p be the load of process

p and ¯̀
p = 1/8

∑

q `q the average over the subdomains adjacent to process p’s vertex—

not adjacent to the subdomain but the vertex. That is 4 subdomains in 2d and 8 in 3d,
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(A) Initial state of the grid-based partitioner:
Spatial domain decomposition is given
by a Cartesian grid.

(B) In order to balance the load, the grid
point (yellow) is shifted towards the lo-
cal center of load (here assumed to be
within the blue subdomain). The faces
and edges of the grid are adapted to be
aligned with the shifted vertices. Cells
are reassigned to partitions based on
their midpoint.

FIGURE 5.17 Idea of grid-based partitioning visualized in 2d. The pictures show a linked-
cell grid and its partitioning. Partitions are indicated by coloring. The grid
that defines the partitioning is overlaid in bold black dashed lines with the
grid point indicated in yellow. Cells are assigned to partitions based on their
midpoint.

see, again, Figure 5.17. Then, the force ~fp is defined as a sum over this vertex-adjacent

neighborhood

~fp :=
∑

q

�

`q

¯̀
p

− 1

�

·
1

||~vp − ~cq||
· (~vp − ~cq). (5.34)

Here, ~vp is the coordinate of the vertex subdomain p is responsible for. If ~fp is applied

to ~vp, each individual term of the sum will drag the vertex ~vp in the direction of ~cq, that

is the direction vector 1/||~vp − ~cq|| · (~vp − ~cq), by an amount of `q/¯̀p − 1. Note, that the

latter term is 0 if `q = ¯̀
p, which means the vertex is not drawn towards subdomains that

are in local load equilibrium. Finally, the vertex is shifted in direction ~fp by a factor of µ

~v(t+1)
p = ~v(t)p +µ ~fp. (5.35)

The value µ can be used to initially speed up the change and slow it down later. It is
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required to adapt it to the specific scenario as domain size and imbalance play a role in

how fast this load-balancer converges.

We now provide two important theoretical insights into the method. These concern

the relationship of vertex movements and load imbalances. The important result is that

unchanged vertex positions are not a sufficient criterion for a homogeneous load distri-

bution.

THEOREM 5.11 (Equilibrium)

If the load between all processes neighboring the vertex ~vp is locally balanced, i.e. `q =
¯̀

p ∀q, the vertex position is unchanged.

PROOF As we already noted in Equation (5.34), the components (`q/¯̀p − 1) = 0 if

`q = ¯̀
p, thus ~fp = ~0 and ~v(t+1)

p = ~v(t)p in Equation (5.35). �

Note that the reverse direction of Theorem 5.11 is not true. This means that there are

cases where this load-balancer provably not converges. We prove this by providing an

example of a non-equilibrium load distribution where all ~vp = 0. In 2d, let the two-

dimensional index (i, j) refer to the subdomain on the initial Cartesian grid at this index.

Additionally, let us define the load of a subdomain `i, j as:

`i, j =







λ0, if (i + j) is even

λ1, else.

This is a checkerboard-like pattern of alternating load values λ0 and λ1. With these values

`i, j and the shorthand notation ~di′, j′ = 1/||~vi, j−~ci′, j′ || · (~vi, j−~ci′, j′) for the direction vectors,

Equation (5.34) becomes

~fi, j = λ̂0 ·
�

~di, j + ~di+1, j+1

�

+ λ̂1 ·
�

~di+1, j + ~di, j+1

�

, (5.36)

where λ̂0 = (2λ0)/(λ0 +λ1)− 1 and λ̂1 defined accordingly. Note that we assumed that

i + j is even. The other case is completely analogous only with the roles of λ̂0 and λ̂1

swapped. In Equation (5.36), ~fi, j = 0 if and only if (1) λ̂0 = λ̂1 = 0 (Theorem 5.11 covers

this case), or (2) ~di, j = −~di+1, j+1 and ~di+1, j = −~di, j+1. The latter case means that the

direction vectors are of the same magnitude and exactly point in the opposite direction.

The result is that for a checkerboard-like pattern of alternating load values and opposite

direction vectors that exactly cancel out each other, the partitioning will not be changed

and, hence, the load-balancing never converges.
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FIGURE 5.18 A computational domain with its cells and the Cartesian grid defining the
subdomains. The subdomains are not shown here. All grid points are depicted.
Yellow ones are assigned to a subdomain by the rule established in the text.
Red ones are not assigned to any subdomain, but they are periodic images of
other, assigned grid points. The arrows depict this periodic image relationship.

Periodicity

As mentioned before, periodic grids require special attention. In the simplest case, we

do not move boundary grid points over the periodic boundary at all. Their movement is

constrained to the tangential direction along the boundary. The periodic images mirror

this behavior. This way, the communication structure is also preserved over the periodic

boundary. Figure 5.18 shows the assigned grid points and their periodic images.

Calculating force vectors normal to the periodic boundary for vertices on it might

require the neighboring centers of load c j to be periodically shifted. This is exactly the

case if process j and the process responsible for the vertex neighbor each other over

a periodic boundary. In its current form, the force calculation does not need periodic

shifting because this affects only vector components normal to the boundary. We will

need this later, when also shifting normal to the boundary.

Subdomain Assignment

We base the decision which cell belongs to which subdomain on the midpoint of the

respective cell. This allows us to use the position-to-rank (or “in-subdomain” query

for a Boolean decision) query to perform this decision. We base the position-to-rank

query on the idea of [BS15] and use tetrahedralization to divide a subdomain into ge-
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Input: ~v0, . . . , ~vP−1 the grid points
1 function PositionToRank(~x)
2 for all r ∈ {0, . . . , P − 1} do . Can be restricted to neighbors only
3 r0, . . . , r7← corner_indices(r)
4 s← tetrahedralization(~vr0

, . . . , ~vr7
)

5 if isInSubdomain(~x , s) then
6 return r
7 end if
8 end for
9 end function

ALGORITHM 5.9 Implementation of the position-to-rank mapping. With the help of the
tetrahedralization of subdomains, it checks if a position is in a particular
subdomain. To find the right subdomain, we have to search through all
possible ones. Note, that this can be optimized by querying the own sub-
domain first. The function corner_indices(·) is defined in Equations (5.37)
to (5.44).

ometric primitives—tetrahedrons—that can efficiently be queried for containment of a

position. Using integers is mandatory in order to avoid rounding errors. Rounding errors

in floating-point arithmetic can lead to ambiguous in-subdomain definitions. Existing

frameworks that support triangulation/tetrahedralization with exact arithmetic like the

Computational Geometry Algorithms Library (CGAL) [The20] can be used for this task.

In this work, we use a custom, integer-based tetrahedralization in order define a unique

assignment for positions that happen to be exactly on a facade or corner of a subdomain.

Given a cell index i and its coordinate coord = Un(i), we define the midpoint of a

cell as ~mi = (m0, m1, m2)T with md = (coordd + 0.5) · hi, where ~h is the mesh width.

With this midpoint the partition label of cell i is defined by a tetrahedralization function

p(Grid)
i := PositionToRank( ~mi, ~v0, . . . , ~vP−1). Here, ~v0, . . . , ~vP−1 are the vertices of the parti-

tioning grid defined above. The function PositionToRank, internally, checks all possible

subdomains (neighboring ones or globally) if they contain ~mi. This is, in turn, done by

constructing a tetrahedralization of the subdomain which is defined by its eight corners.

See Algorithm 5.9 for a high-level overview.

Given a rank r and its coordinates c on the process grid, c = Udims(r), the vertices

defining its subdomain are—according to the vertex ownership rule defined above—
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owned by the ranks

r0 = r, right, upper, back corner (5.37)

r1 = U−1
dims(c0 − 1, c1, c2), left, upper, back corner (5.38)

r2 = U−1
dims(c0, c1 − 1, c2), . . . (5.39)

r3 = U−1
dims(c0 − 1, c1 − 1, c2), (5.40)

r4 = U−1
dims(c0, c1, c2 − 1), (5.41)

r5 = U−1
dims(c0 − 1, c1, c2 − 1), (5.42)

r6 = U−1
dims(c0, c1 − 1, c2 − 1), and (5.43)

r7 = U−1
dims(c0 − 1, c1 − 1, c2 − 1) left, lower, front corner. (5.44)

Constructing a tetrahedralization of {~vr0
, . . . , ~vr7

} results in six tetrahedrons. If any

of these contains the point, the subdomain itself accepts it. Figure 5.19 illustrates a

2d example: A quadrilateral ~v1, ~v2, ~v3, ~v4 is split into two triangles ~v1, ~v2, ~v3 and ~v1, ~v2, ~v4.

Each of the segments of a triangle is described by (~x − ~v) · ~n = 0⇔ ~x · ~n = ~v · ~n, where

~n is the normal and ~v a vertex on the segment. The value ~v · ~n is constant, therefore,

we call it c. With this, a triangle is given by three pairs of normal vectors and offsets

(~n1, c1), (~n2, c2), (~n3, c3). Analogously, a tetrahedron is given by four pairs. A point ~x is

inside a triangle {(~n1, c1), (~n2, c2), (~n3, c3)} if and only if

~x · ~n1 > c1 ∧ ~x · ~n2 > c2 ∧ ~x · ~n3 > c3. (5.45)

Note, that the relational operators depend on the orientation of the normal vectors which

can be influenced by the vertex order. For all six tetrahedrons, [BS15] details on one

possible vertex ordering and corresponding relational operators. Finally, a point ~x is inside

a subdomain if and only if it is accepted by any of its constituting triangles/tetrahedrons.

The tetrahedralization does not change as long as the grid points defining the domain

decomposition are not moved. We make use of this fact and pre-compute the tetrahe-

dralization of all subdomains as well as the normal-offset pairs of each tetrahedron. The

function called tetrahedralization in Algorithm 5.9, therefore, just fetches the tetrahedral-

ization data structures from memory.

In order to define an unambiguous mapping of positions to subdomains, we need to

take care of the corner case that a position ~x lies exactly on the subdomain boundary.

According to Equation (5.45), no triangle/tetrahedron and, thus, no subdomain accepts
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v1

v2
v3

v4

n1

n3 n2
p

FIGURE 5.19 A quadrilateral split into two triangles ~v1~v2~v3 and ~v1~v2~v4. This allows the
in-rectangle check for a point ~p to be efficiently performed as two in-triangle
checks. The triangles are given by three normal vectors and three constants
~v · ~n.

it. In order to accept vertices on the boundary (e.g. line segment v1v3 in Figure 5.19), a

specific segment can, therefore, be tested for “≥” in Equation (5.45). We do this for half

of the segments/planes in every subdomain (e.g. v1v3 and v1v4 in Figure 5.19) in order

to ensure a unique assignment of points to subdomains across the whole computational

domain.

Round-Based Shifting

Shifting vertices as defined in Equation (5.35) can result in inadmissible subdomains, e.g.

because they collapsed (we will detail in the next paragraph, what exactly this means).

In this case, we revert the shift. When all vertices are shifted at the same time, however,

reverting a single shift can result in newly generated inadmissible subdomains as the

authors in [BS15] note. We, therefore, implement the same strategy as proposed in their

work. We color all vertices with eight distinct colors such that a single subdomain does

not have two vertices of the same color. The shifting phase is, then, split into rounds

according to color. First, all vertices of color 1 are shifted. If a conflict occurs, the shift

causing the conflict is reverted. Then, we continue the same procedure, again, with the

color 2 and so on. For details, see [BS15].

We do not actively prohibit non-convex subdomains. Instead, we choose to allow any

subdomain layout as long as a fixed splitting into tetrahedrons is possible, all resulting

tetrahedrons are valid (have a positive height) and also have a certain minimum height
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that guarantees that subdomains do not collapse. Collapsing subdomains would destroy

the guarantee of this partitioning method to keep the initial communication structure

constant.

Shifting over the Periodic Boundary

One of the limitations of the original method described so far and proposed by [BS15]
is that it does not respect periodic boundary conditions. However, shifting vertices over

(normal to) the periodic boundary can be beneficial. For example, an area of higher

particle density can lie on the periodic boundary and it might not be the best option to cut

through it. We therefore extend the algorithm described above to allow for such shifts.

The ingredients are as follows:

1. Correctly calculate a cross-boundary shift. That includes shifting the c j to where a

process i expects them to be.

2. Adapting PositionToRank to deal with subdomains that cross the boundary. Sub-

domains can decompose into up to eight pieces if they are allowed to cross the

periodic boundary.

3. Correctly assemble the vertices ~vr0
, . . . , ~vr7

defining a subdomain. That means find-

ing the correct ones and shifting them to where the other parts of the algorithm

expect them to be.

In Figure 5.20, a grid point is shifted over the periodic boundary. This causes two

subdomains (the blue and the purple one) to decompose into two parts each as can be

seen in the picture. To avoid having to deal with up to eight such parts for a subdomain,

we store the whole subdomain where its right-, upper-, back-most part is located. In

the figure these are the subdomains that are bounded by the bold, black, dashed lines.

This possibly involves shifting grid points to an out-of-box position, in Figure 5.20 the

grid point next to the point p. We call these “images” of the subdomain their canonical

representative.

The previous definitions used the term “vertex/subdomain on the boundary”. If we,

however, allow shifting vertices over the periodic boundary, this term might not be prop-

erly defined. After all, what does “on the boundary” mean in Figure 5.20? To avoid these

ambiguities, we define the term based on the initial Cartesian partitioning and do not

allow any vertex other than the ones that initially are located on the boundary to actually

cross it. This way, the term is always well-defined.

116



5.3 Partitioning Algorithms

p p'

FIGURE 5.20 Shifting vertices in the grid-based partitioning method over the periodic
boundary. Subdomains can decompose in up to 8 parts in 3d (and 4 in 2d).
We choose to represent them continuously with parts of the subdomain being
out-of-box. The purple subdomain, for example is decomposed into 2 parts.
Instead of storing two parts that make up the subdomain separately, we store
only one—the “canonical” representation indicated by the bold black dashed
lines on the right. A position p then, possibly needs to be shifted for the in-
subdomain test. We determine the necessity of shifting by forbidding rotations
of the subdomains.

In order to resolve positions to a subdomain, we store a flag if an out-of-box shift

happened and—if at all—in which direction. If this flag is set, we need to know if the

queried position must also be shifted (for it to lie in the canonical representation). See

position p in Figure 5.20. In order to be able to determine this, we have to forbid rotations

of subdomains.

Based on the location of the vertices in the initial Cartesian domain decomposition,

we define what vertices bound the domain in each direction left and right (or lower and

upper or front and back). The definitions in Equations (5.37) to (5.44) are annotated

with this property. To check if a subdomain has rotated in dimension d, we fetch the

appropriate vertex indices from these definitions. For d = 0, {r0, r2, r4, r6} bound the

minimum and {r1, r3, r5, r7} the maximum. For d = 1, {r0, r1, r4, r5} bound the mini-

mum and {r2, r3, r6, r7} the maximum For d = 2, {r0, r1, r2, r3} bound the minimum and

{r4, r5, r6, r7} the maximum. We call these sets minset(d) and maxset(d), respectively.
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From the sets, we fetch the coordinates of the vertices in a given direction,

mincoords(d) = {(~vr)d : r ∈minset(d)}, (5.46)

as well as maxcoords(d). Here, (~vr)d is the d-th coordinate of the vector ~vr . Based on

these sets, we define the rotation criterion: The smallest maximum coordinate is smaller

than the largest minimum coordinate, i.e. max(mincoords(d))≥min(maxcoords(d)). If a

vertex movement fulfills this criterion in any of d ∈ {0,1,2}, we prohibit it. Note, that

this “rotation” criterion guarantees that the sets of vertices defined above to not change

over time.

Coming back to the position query, for a given position, we check, if the subdomain

was shifted in any direction (consulting the shift flag). If this is the case, we check if its

coordinates are smaller than the mincoords(d) from Equation (5.46) in any of the shifted

directions. If this is the case, the position cannot lie within the canonical representation.

It can, however, still be part of non-canonical parts of the subdomain, cf. position p in

Figure 5.20. To check this, we shift the point to its periodic out-of-box image in this

direction by adding the box length. The shifted point p′ is, then, checked against the

canonical representative of the subdomain, compare Figure 5.20.

To correctly calculate cross-boundary forces ~fi, a process on the boundary needs to

handle the two corner cases. First in the calculation of its subdomain center. For example

in Figure 5.20, the blue and purple processes are decomposed into two parts. Calculating

the subdomain center as defined above leads to mixing positions from two different

periodic images of the same subdomain (one indicated with black borders and one partly

by gray borders). We, thus, need to shift all positions to the canonical representative of

the subdomain like we did above for positions in the in-subdomain query.

Second, a process has to shift the centers of load it receives from its neighbors. If we

calculate ~fi in Equation (5.34) for a grid point on the boundary, we use a modified center

of load. Let p be a process with a grid point on the boundary and q be a neighbor over the

periodic boundary. Then, we shift ~cq upon reception by the box length in all directions

that p and q neighbor itself over a domain boundary. In Figure 5.20, for example, the

purple subdomain shifts the center of load of the red subdomain in x direction by the

box length, but does not shift the center of load it receives from the blue subdomain. The

blue subdomain, in turn, shifts all incoming centers of load. The one from the purple

subdomain in y direction, from the blue one in x direction and from the red one in both

directions.
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5.4 Hybrid Partitioning

Local partitioning methods are intended to perform slight changes to the partitioning in

order to adapt it to the changes in the particle distribution. Since each node only has a

local view on the load-balancing problem, local methods are prone to converge to local

minima only. For example, [BS15] mention that they occasionally need to “reset” their

local method. If the particle distribution is very heterogeneous, we better restart at a

globally optimal state to begin with—or we would have to run the local load-balancer on

a heterogeneous particle distribution until convergence, which might lead to the same

problem all over again. Conversely, global methods require global communication and,

thus, will be a severe performance penalty when scaling up the number of processes.

Global methods might also (depending on the algorithm and its implementation) unnec-

essarily re-assign parts of the domain circularly that contributes nothing to balancing the

load. Local methods, on the other hand, have a bounded re-assignment volume.

To tackle these issues, we introduce a hybrid partitioning scheme in which we couple a

local method with a fitting global method. In the following, we use the diffusive method in

conjunction with graph partitioning. We implement both methods in a fully unstructured

way, hence, both methods can deal with subdomains that the corresponding other method

has devised. A second one which we already implicitly mentioned uses the global ORB

method in conjunction with a local ORB method.

We choose an implementation of the hybrid method that does not re-implement any

of its constituent methods to maximize code re-use. This can be done by making the

hybrid method an aggregation of the state of the graph partitioning and the diffusive

method. As additional state, it stores a flag that keeps record of which implementation

is currently active. The hybrid method repartitioning is, then, simply implemented by

calling one of its constituents, see Algorithm 5.10. This kind of code reuse makes it

necessary to manually ensure that the state of both methods is consistent when switching

the underlying implementation. We provide an example of how this can be done in

Algorithm 5.11.
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1 function RepartitionHybrid(flag, gp_state, diff_state)
2 if flag= "graph partition" then
3 GraphPartition(gp_state)
4 else
5 DiffusivePartition(diff_state)
6 end if
7 end function

ALGORITHM 5.10 Implementation of hybrid repartitioning. We choose a low-overhead im-
plementation that does not re-implement any parts of its two constituent
methods. Instead, we simply delegate the repartitioning.

1 function SwitchMethod(flag, gp_state, diff_state)
2 if flag= "graph partition" then
3 Copy (pi)N−1

i=0 from gp_state to diff_state
4 Reinitialize diffusive method
5 flag← "diffusive"
6 else
7 a← ~0 . Array of N elements
8 for all i ∈ diff_state.S do . Subset known to the diffusive method
9 ai ← diff_state.pi

10 end for
11 MPI_Allreduce(a0, . . . , aN−1)
12 for i = 0, . . . , N − 1 do
13 gp_state.pi ← ai
14 end for
15 Reinitialize graph partitioning
16 flag← "graph partition"
17 end if
18 end function

ALGORITHM 5.11 Switching the used implementations in the hybrid method. Here, N is
the global number of cells. We use the “.”-operator to indicate the state
from which a variable stems. Switching from graph partitioning to the
diffusive method is easy: We copy the sequence of partition labels and
reinitialize the diffusive method. Since the diffusive method, however,
has only a local view, we have to communicate to make all partition
labels available to all processes when switching in the other direction.
Note, that the allreduce can potentially be done in-place if the imple-
mentations store the label sequence as arrays. The allreduce can be
performed with MPI_MAX as operation since we initialize the array with
zero values. Note that this implementation assumes that the diffusive
method discards unused and unknown entries. If it doesn’t, we must
ensure to copy only local and ghost cells from diff_state to array a.
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5.5 Coupled Partitioning

Most real-world processes involve multiple physical subsystems. For example, the soot

particle agglomeration we presented in Chapter 4 has an MD simulation and a background

flow. In this specific scenario we restrict the direction of the interactions so that only the

flow influences the particles. We neglect the influences of the particles onto the flow. For

other kinds of simulations this is not possible and both directions of interactions need to be

considered. As we detailed in Section 3.4.1, ESPResSo supports multi-physics simulations

with two-way coupling between MD and LBM components. One concrete application

example is the simulation of a DNA translocation through a nanopore [Sme06]. A DNA

is placed into a solution. The solution is split into two dedicated parts by a membrane.

Both parts are connected by a nanopore. If a current is applied between the two parts,

the DNA is drawn through the nanopore. The experiment is described in [KMH14]. This

system is challenging. It encompasses the simulation so the DNA, the solution’s reaction

to the current and the fluid flow as well as the interactions of all these systems. Dealing

with the system not only needs a highly parallel simulation including load-balancing, but

also dynamic adaptivity in the fluid grid because otherwise the number of degrees of

freedom would simply be too large [Lah19]. We use this system as a motivation to our

coupled load-balancing methodology that we elaborate on in this section.

While each of the individual components of multi-physics simulations is challenging to

parallelize itself, the combination poses an even greater problem. If the individual com-

ponents are parallelized and load-balanced individually, the necessity of volume coupling

arises. Since this would be very expensive to perform, we support coupled load-balancing

in ESPResSo between the short-range MD and the LBM component. The latter was

adapted to use adaptive p4est-based octree grids with the possibility to partition the fluid

cells to the process by Lahnert et al. [Lah16b; Lah16a; ML19; Lah19]. While in MD the

linked-cell grid does not define number the degrees of freedom, the grid resolution in

Eulerian discretizations, like LBM, does. The discretization error in such schemes, though,

is not only defined by the temporal resolution but also by the spatial one. In regions of

interest, the grid needs to be fine enough to resolve the modeled details, for example

turbulence or the interaction with boundaries or particles. Adequately resolving large

domains on a regular grid is not possible for such simulations because the number of
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degrees of freedom is simply too large. Adaptivity solves this dilemma. The idea is to

adequately resolve areas of particular interest with very fine mesh widths while more

uninteresting parts are resolved coarser, thus, enabling the simulation of large domains.

In Section 5.3.2 we described that the regular linked-cell grid for short-range MD is

represented as a regularly discretized p4est grid—possibly realized as multiple octrees all

regularly discretized at the same level. We want to stress, again, that we do not change this

fact. The linked-cell grid stays regular. The p4est grid used for the fluid solver, however,

uses a dynamically adaptive grid for the reasons elaborated on above. In the following,

we present how we map data between these grids, and our approach to partition these

different grids jointly with what we call the finest common tree (FCT). We presented

this approach in [Hir18]. The implementation is not based on our load-balancing library

because the joint partitioning requires a rather tight coupling of the individual parts. It is

based on a refined version of the implementation of the SFC-based method directly within

ESPResSo. The latter was created in the course of a master’s thesis by Brunn [Bru17].

5.5.1 Data Mapping

To couple short-range MD and the LBM with the frictional force coupling methodology

described in Section 3.4.1, we have to be able to find the fluid cell (in the adaptive grid)

for a given particle. Analogously to the approach described in Section 5.3.2, we define

a “virtual” fluid grid. This grid is the regular refinement of a forest of octrees to the

maximum level of any quadrant in the fluid octree. Here, we use the term “quadrant”

to refer to a grid cell of an octree. This virtual fluid grid is a regular grid, and thus we

can map a position ~x to a 3d cell index ~v, vi := bx i/boxi · 2lc with l the octree level of the

regular grid. On the virtual fluid grid, we map the index ~v to a one-dimensional Morton

index i(v). We can, then, do a binary search in the cells of the fluid grid for this virtual

index.

A cell corresponding to i(v) might not exist in the fluid grid. The whole purpose of an

adaptive grid is to not have a regular grid of the finest level. If the corresponding cell

on the finest level does not exist, its volume is part of a coarser cell—an ancestor in the

octree. We, thus, have to be able not only to find i(v) itself in the fluid grid but also a

quadrant that is the ancestor of ~v in the tree. For each quadrant in the fluid grid octree,

we calculate its index i(v)p on the virtual grid and the one of the cell i(v)s directly succeeding

it. If i(v)p ≤ i(v) < i(v)s , then the quadrant p is responsible for the original position.
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5.5 Coupled Partitioning

FIGURE 5.21 The left and right plot show two differently refined octree grids. The traver-
sal of the cells by the Morton order is shown. All cells and the curves are
colored according to the partition they fall in. If the two grids are partitioned
independently of each other, the partitions will not be aligned. This leads to
different processes being responsible for one point in space in both grids.

5.5.2 Finest Common Tree and Joint Partitioning

If each of the two involved grids (linked-cell grid and fluid grid) was partitioned inde-

pendently, the fluid cell found by the algorithm described above would not necessarily

lie on the same process as the particle. Figure 5.21 illustrates this circumstance. There,

we use two differently refined octree grids to show a more general case—although the

linked-cell grid is regular. The information exchange that such a scheme would require is

not limited to boundary cells but involves full sub-volumes of each subdomain. To avoid

this volume-to-volume communication, we partition both grids jointly. This means we

devise a partitioning for both grids such that if a process is responsible for a sub-volume

in one grid, it is also responsible for the corresponding sub-volume in the other grid. This

ensures process-local coupling between MD and LBM. Of course, this comes at the cost

of not partitioning the involved grids optimally in terms of their own respective objective

function, i.e. not minimizing the runtime of each computational method individually.

We base the joint partitioning on the finest common tree (FCT) which is effectively an

intersection of both grids.
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5 Algorithms for Load-Balancing

DEFINITION 5.12 (Finest Common Tree)

Given two octrees t1 and t2. The finest common tree of t1 and t2 is the octree in

which a quadrant is refined if and only if the corresponding quadrants in t1 and t2

are both refined.

The finest common tree is an “intersection” of both input octrees in terms of the tree

representing the grid, see Figure 5.22. A node in the finest common tree exists if and only

if it exists in both input octrees. The intersection between two grids exists, is well-defined

and unique if both grids use the same space-filling curve (which is the Morton order in

this case) and share the same macro-structure, i.e., the number and position of trees in

case of a forest of octrees. We realize the latter by using the same p4est_connectivity

structure for both grids.

We calculate the FCT as shown in Algorithm 5.12. As starting point for the FCT, we copy

one of the trees. By Definition 5.12 each node of this initial guess is too fine or correct—

but never too coarse. On this initial FCT guess, we call p4est’s coarsening function (line 9).

This function performs a depth-first post-order traversal of the FCT. For each set of eight

children of a tree node it calls a user-defined callback function. This callback—defined

for the FCT generation in lines 12ff.—looks for overlapping quadrants in the other tree.

If it finds none, it asks p4est to coarsen these nodes. The callback finds the respective

quadrants in the other tree by linearly traversing its quadrant list concurrently to the

traversal of the first tree by p4est. This is valid due to the equal order and connectivity

in both p4est instances: Given two quadrants with indices i and j in tree t1 and also the

corresponding overlapping quadrants in t2 with indices i′ and j′, the pairs (i, j) and (i′, j′)
are ordered the same way. This means i < j⇔ i′ < j′. It is important to note one corner

case that arises from p4est’s coarsen implementation. It allows quadrants to be coarsened

recursively up the tree such that not only one level is coarsened, but multiple. Since the

coarsen function, however, performs post-order traversal, a non-monotony in the index i′

(“qid” in Algorithm 5.12) is introduced. For a set of sibling quadrants q0, q1, . . . , q7, if one

of the siblings q1, . . . , q7 has already been coarsened, the index of qs[0] (line 13) will

be smaller than in the last call. This is the case because i′ has been increased during the

coarsening of one of q1, . . . , q7 and is, thus, larger than the quadrant index corresponding

to q0. We detect this case and reduce the index i′ of the concurrently traversed tree (line

20–22) by the necessary amount. The procedure described here also applies to multiple

trees as handled by Algorithm 5.12. In case the forest consists of multiple trees, these are

guaranteed to be ordered the same way because of the consistent macrostructures of the

forests. We detect the transition of p4est_coarsen to a different tree by checking the tree
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5.5 Coupled Partitioning

(A) First input grid and tree. Tree and grid correspond to each other. The root node represents the
unit square. Children of a node represent the refinement into four sub-quadrants. These child
quadrants are ordered according to the Morton order.

(B) Second input tree. See description in Figure 5.22(A)

(C) Resulting finest common tree. A tree node is an inner node if and only if the corresponding nodes
in the two input trees are inner nodes. The same holds for the represented grids: A grid cell is
refined if and only if the corresponding grid cells are refined in both input trees.

FIGURE 5.22 Construction of the finest common tree from two input trees. The two top
pictures are the input trees respectively grids. The bottom shows the resulting
finest common tree.
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5 Algorithms for Load-Balancing

id. In this case, we move the concurrent traversal in the other forest to the next tree as

well.

Aligning Partitions of Different Grids. As a precondition, the algorithm assumes that

the partitioning of both trees is aligned. Initially, we create two p4est instances with the

same connectivity as mentioned above on the same number of processes. In this initial

configuration, we set the fluid grid to be at least as fine as the linked-cell grid and, then,

align the partitioning of the fluid grid with the linked-cell grid. After the initial alignment,

this restriction is removed. Since the linked-cell grid is coarser (or of the same level) than

the fluid grid everywhere, it is the FCT of both octrees. This allows us to use the joint

partitioning routine.

The joint partitioning itself needs to align partitions of the input grids with the ones

from the FCT. Conceptually, these are two separate alignments, each one transfers the

partitions of the FCT to one of the input grids. We align the partitionings by traversing both

trees (the FCT and one input octree) concurrently and count the number of quadrants

in the FCT that are assigned to each process. Additionally, we count how many each

of these quadrants correspond to quadrants in the input grid. With this information,

we can calculate the number of quadrants that must be assigned to each process in

the input grid to align the partitions to the FCT. The partitioning is done by a call to

p4est_partition_given.

Joint Partitioning. Instead of partitioning both grid separately, we partition the finest

common tree and transfer the resulting partitioning back to both input grids. This results

in a joint partitioning in which a unique process is responsible for every point in space on

both grids, see Figure 5.23.

Based on the FCT, we implement the joint partitioning scheme as shown in Algo-

rithm 5.13. Given two trees we construct their finest common tree. Then, we linearly

combine the given repartitioning weights per quadrant for the input trees to obtain repar-

titioning weights for the FCT. We use chain-on-chain partitioning as described in Sec-

tion 5.3.2 (Algorithm 5.3) to partition the FCT. After the FCT is partitioned, the algorithm

determines the partitioning of quadrants for both input trees such that they adhere the

partition boundaries of the FCT. This is done exactly as described above how the tree

partitions of linked-cell and fluid grid are aligned initially—only with two grids that need

alignment. Finally, it calls p4est_partition_given to repartition both input trees. The com-

bination of weights from different physical subsystems can be optimized by measuring

the individual performance and devising a combined model, as, e.g., done in [RR19].

At this point, we want to remark that the FCT and our combined partitioning methodol-
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1 old_tree←⊥ . State for concurrent tree traversal
2 qid← 0
3 old_morton_idx← 0

4 function create_fct(p4est_t t1, p4est_t t2)
5 fct← p4est_copy(t1)
6 fct.user_pointer← t2 . Additional parameter for coarsen callback
7 old_tree←⊥
8 old_morton_idx← 0
9 p4est_coarsen(fct,coarsen_callback)
10 return fct
11 end function

12 function coarsen_callback(p4est_t t1, int tree_no, p4est_quadrant_t qs[])
13 q← qs[0]
14 t2← t1.user_pointer
15 t ree← p4est_tree_array_index(t2.trees, tree_no)
16 if tree 6= old_tree then . Reset state if prior call was to different

tree
17 old_tree← tree
18 qid← 0
19 end if
20 if virt_morton_idx_of_quad(q)< old_morton_idx then . Handle recursive

coarsen operations
21 qid←max{0, qid− (P4EST_CHILDREN− 1)}
22 end if
23 old_morton_idx← virtual_index_of_quad(q)
24 while qid< tree.quadrants.elem_count do
25 p← p4est_quadrant_array_index(tree.quadrants, qid)
26 if p4est_quadrant_overlaps(p, q) then
27 return p.level< q.level
28 end if
29 qid← qid+ 1
30 end while
31 end function

ALGORITHM 5.12 Finest common tree creation via p4est_coarsen. The coarsen callback
finds a corresponding quadrant in the other tree and marks a quadrant
for coarsening if its level is more refined. While p4est_coarsen traverses
one tree, the callback uses a global state to traverse the second tree
concurrently. For the sake of clarity we omit pointers. The function
virtual_index_of_quad implements the calculation of the Morton index
of a p4est quadrant on the “virtual” grid. The callback is called with
the p4est instance itself, the tree that p4est_coarsen currently traverses
and the eight sibling quadrants that are candidates for being coarsened.
We indicate types to aid understanding. The algorithmic description is
adapted from [Hir18].
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5 Algorithms for Load-Balancing

(A) Partitioned finest common
tree

(B) Partitions of the FCT trans-
ferred to t1.

(C) Partitions of the FCT trans-
ferred to t2.

FIGURE 5.23 Transferring the FCT partitions to the input trees. Since each quadrant in the
input trees is at least as fine as the corresponding quadrant in the FCT, there
is a 1 : n, n≥ 1 correspondence of quadrants in the FCT to quadrants in the
input tree. For each quadrant in the FCT, this n is added to the number of
quadrants for the partition the FCT quadrant lies in the respective input tree.

ogy does not require one of the two involved grids to be regularly discretized—although

this is our use case. The algorithms work for arbitrary octree grids; only the initial align-

ment has to be ensured. This, however, can be done by making one tree a “coarser”2

version (or, in fact, the same) of the other. Also, this methodology is not constrained to

two grids. It generalizes to an arbitrary number of grids. The penalty, however, with

respect to the quality of the partitioning of each individual grid will get worse.

2By “coarser” tree we mean that no quadrant on a level finer than in the other tree exists.
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5.5 Coupled Partitioning

1 function partition_jointly(α1, t1, α2, t2)
2 fct← create_fct(t1, t2)
3 for all (s f , s1, s2) ∈ fct.trees× t1.trees× t2.trees do . Calculate weights for
the FCT

4 for all doq ∈ s f .quadrants
5 Q1← {p ∈ s1 : p overlaps q}
6 Q2← {p ∈ s2 : p overlaps q}
7 w1←

∑

p∈Q1
repart_weights(t1, p)

8 w2←
∑

p∈Q2
repart_weights(t2, p)

9 W[q]← α1w1 +α2w2 . Combined repart weight for FCT quadrant
10 N1[q]← |Q1| . Number of quads in t1 for given FCT quad
11 N2[q]← |Q2|
12 end for
13 end for
14 P ← determine_partitions(W )
15 for all (r, P) ∈ P do . Calculate alignment
16 quads1[r]←

∑

q∈P N1[q]
17 quads2[r]←

∑

q∈P N2[q]
18 end for
19 p4est_partition_given(t1, quads1)
20 p4est_partition_given(t2, quads2)
21 end function

ALGORITHM 5.13 Joint repartitioning function. Calculates the FCT and weights for its
quadrants, then repartitions it. Afterwards, this partitioning is trans-
ferred into partitionings for t1 and t2, respectively. The inputs of this
function are the trees t1 and t2 as well as weights for each of their
quadrants returned by the function repart_weights and the factors α1
and α2 for the linear combination of them. The function for perform-
ing the chain-on-chain partitioning (determine_partitions) is shown in
Algorithm 5.3. The overlapping quadrants can be determined overall
in linear time by the concurrent traversal strategy mentioned before.
Algorithmic description adapted from [Hir18].
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6
Librepa and ESPResSo

IN the course of this thesis, we have implemented all load-balancing algorithms men-

tioned in the last section in a reusable and flexible library. It is called “librepa” and

provides all algorithms behind a single interface. With this library, we reduce the overhead

of adding load-balancing to existing MD applications and enable them to support multiple

load-balancing methods by using one interface. Librepa provides so-called “grids” that

are computational meshes (like linked-cell grids) that can be load-balanced.

Additionally, we have implemented bindings of librepa to ESPResSo that enable every

user of ESPResSo to run their MD simulation load-balanced by only adding two state-

ments to their simulation scripts. The relation of librepa and ESPResSo is schematically

displayed in Figure 6.1. Our ESPResSo bindings implement a new “cell structure” mod-

ule (ESPResSo’s term for a linked-cell grid with spatial domain decomposition) called

“generic-dd” that allows using librepa as back end in ESPResSo. In the following, we

will describe librepa and the ESPResSo bindings such that the reader understands their

principles and interactions, and we provide an overview over important parts of the

implementations.
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FIGURE 6.1 Overview of the architecture of the software developed in this thesis. We have
developed a library called “librepa” which implements different load-balancing
methods behind a single interface called “ParGrid”. In ESPResSo, we have
developed a so-called cell structure called “generic-dd” which uses librepa to
define a linked-cell grid and sets up the necessary data in the ESPResSo core.

6.1 Librepa

The overhead of adding load-balancing to an existing application is high. If projects decide

to adopt load-balancing, they not only need to implement the chosen load-balancing

algorithm correctly with all corner cases, variants, options and so on, but also need to

adapt their main application to be able to cope with the resulting non-regular subdomains.

Even then, the question remains if the addition of a single load-balancing algorithm is

sufficient or if a different algorithm performs better in a given scenario. To tackle this

issue we now provide librepa.

repa
Librepa (pronounced “lib-re-pa”) is a

library to partition regular grids non-

regularly. It has been developed in the

course of this thesis and is available as

open source.1 Librepa was originally

aimed at partitioning linked-cell grids,

hence the focus on partitioning regular grids. It can, however, be used in other applica-

tions, too, and is not constrained to short-range MD. It basically provides a distributed-

memory parallelized, regular grid with neighborhood and communication information.

Librepa uses MPI for parallelization. The library implements different load-balancing

algorithms behind a single interface and allows projects to focus solely on the internal

1https://github.com/SC-SGS/repa
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restructuring that may be necessary to deal with non-regular subdomains. In librepa, we

aim to provide maximum flexibility to be able to test different algorithms easily and be

able to figure out which one gives the most satisfying results.

In this section we present details on librepa. We describe essential abstractions and

important implementation choices to help the reader understand: (1) What kinds of

subdomains need to be supported by MD applications to be able to use librepa, and

(2) the essential abstractions and structure of the current implementations in order to

use and enable the reader to extend the library.

6.1.1 Goals of Librepa

As said before our aim is that the library is not constrained to a single use case. It is

also not primarily a library for high-performance load-balancing. Instead, it is more

aimed at being able to test different methods and being easy to include in applications.

Therefore, we provide different load-balacing algorithms with different properties, and

try to implement them correctly, flexible and performant.

Specifically, our project aims to be:

Flexible We offer different load-balancing algorithms with different properties (global vs.

local methods, structured vs. unstructured methods). The user can freely choose

which one they use and change this choice at any point in time. We explicitly

support changing the load-balancing method at runtime and also offer a hybrid

method that incorporates this idea in its core. Also, we do not constrain the user

on other decisions, like when to initiate a repartition step or what weights to use.

Non-invasive The library is separate from the user’s application and does not handle

simulation data (like, for example, particle data) for the user. Nor do we do com-

munication for the user. Librepa provides a grid structure, hides the overhead of

creating and maintaining it and can rebalance the grid between processes. The user

can query that grid structure from librepa and use it in their own application.

Easy to use All of librepa’s core functionality is accessible behind a single interface.

The different load-balanced grids implement it, so the user is mainly concerned

with this interface. The code and the main interface are well documented including

examples of usage.2 Additionally, we aid the user in using the library correctly

2The documentation can be found in the file DOC.md that comes with librepa. The Doxygen-based interface
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by our choices of strong alias types for integers with different semantic meaning,

avoidance of manual memory management and optional, intensive run-time checks.

Extensible Adding new methods in librepa is not complicated. Existing implementa-

tions can be used as a basis. All partitioners are structured into algorithmic and data

structure building blocks that facilitate rapid prototyping of partitioners through re-

use. We try to document every critical decision and corner case in the code to make

it easier to understand. Librepa has a concept of variants of partitioning methods

that implement parts of the algorithm differently and the user can pass a “command”

string to an implementation which can, then, invoke an implementation-defined

behavior.

Correctness Librepa has extensive unit as well as integration tests that check if all

partitioning methods abide by the guarantees made by the interface. We also

separately check specific corner cases and larger sub-components of librepa. The

code itself contains a significant amount of assert statements that check many

critical code paths in debug builds as well as prerequisites and post conditions. The

latter also aids debugging, should it be necessary.

Free and open source The library with all its partitioners is freely available under the

GNU General Public License version 3 on GitHub: https://github.com/SC-SGS/
repa. All software that librepa depends upon is also available under free and open

source licenses. These are namely: boost3, ParMETIS4, p4est5, libkdpart6. We

encourage contributions from all sides.

6.1.2 Overview

Librepa uses the terminus “grid” to refer to a non-regularly partitioned regular grid.

Different load-balancing algorithms are implemented in terms of different grids. Each

of these grids implements the basic interface called ParallelLCGrid. As mentioned above,

the idea of librepa stems from partitioning linked-cell grids for short-range MD, hence

documentation can be found at https://librepa.github.io. The file DOC.md can also be accessed
online at: https://github.com/SC-SGS/repa/blob/master/DOC.md

3https://boost.org
4http://glaros.dtc.umn.edu/gkhome/metis/parmetis/overview
5We require a special version of p4est: https://github.com/lahnerml/p4est
6https://github.com/hirschsn/kdpart
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ParallelLCGrid

GloMethod

CartGrid Diffusion

PSDiffusion

Graph GridBased

P4estGrid KDTreeGrid HybridGPDiff

FIGURE 6.2 Inheritance diagram of all grid implementations in librepa. Abstract classes are
depicted in italics, concrete implementations in regular font. ParallelLCGrid is
the main interface of the library that offers access to all main aspect of a grid.
GloMethod is an adapter that allows subclasses to implement the ParallelLCGrid
interface given a simpler one.

the “LC” in the name of the interface. Despite the “LC” in its name, it can be used for

different purposes, one being the implementation of a linked-cell grid.

Librepa implements all load-balancing algorithms explained in Section 5.3. As men-

tioned above, these are implemented in terms of different grids. The main implemen-

tations are: CartGrid (Cartesian decomposition), Diffusion (diffusive load-balancing),

PSDiffusion (preserving structure diffusion), Graph (graph partitioning), GridBased (grid-

based method), P4estGrid (SFC-based partitioning), KDTreeGrid (orthogonal recursive

bisection), HybridGPDiff (hybrid method). Figure 6.2 shows the “implements” and/or

“derives from” relationship between all implementations—whether an actual arrow repre-

sents an “implements” or a “derives from” has mostly technical reasons. The figure shows

that all implementations directly or indirectly implement the ParallelLCGrid interface.

The abstract class GloMetod is not a grid implementation itself but an adapter that allows

subclasses to implement the ParallelLCGrid interface given a simpler one. GloMethod

defines the cell ownership in terms of global cell indices, hence the name. The name does

not correspond to global load-balancing methods as defined in Chapter 5.

6.1.3 Interface and Functionality

In this section, we briefly want to introduce the main interface ParallelLCGrid accord-

ing to the functionality required for a parallel MD simulation. We group the functions
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cell_size(): Vec3d
grid_size(): Vec3i

cell_neighbor(local_index, neigh_index): locgho_index
position_to_cell_index(Vec3d): local_index
local_cells(): cell_range<local_index>
ghost_cells(): cell_range<ghost_index>

neighbor_ranks(): span<rank_type>
get_boundary_info(): span<GhostExchangeDesc>
position_to_rank(Vec3d): rank_type

repartition(CellMetric, CellCellMetric, Thunk): bool
command(string): void

TABLE 6.1 The main interface of librepa, ParallelLCGrid. The function signatures
are displayed in a notation similar to UML class diagrams [17]. We use
the following abbreviations for verbose librepa types: local_index (lo-
cal_cell_index_type), ghost_index: (ghost_cell_index_type), locgho_index:
(local_or_ghost_cell_index_type).

semantically. Their signatures can be found in Table 6.1.

Grid Properties. A grid Vh,n, cf. Equation (5.2), is created from a required minimum

mesh width and a box size in librepa. The values h and n can be queried with the first

group of functions listed in Table 6.1. The returned types Vec3d and Vec3i are light

wrappers around C++’s std::array. The suffix represents the element type: “i” for integers

and “d” for doubles.

Subdomain Structure. A subdomain is defined by the global indices assigned to it.

Programs, however, only need a local view. This local view must define neighborhood

relations between grid cells, and associate a 3d position with a cell. The first one is used

to find the interaction partners of a particle by querying all neighboring linked cells in an

MD simulation. The second one is used to insert particles into linked cells. The functions

providing this local view are the second group in Table 6.1.

The neighborhood defined by the function cell_neighbor is suitable for a stencil of

width 1, i.e. the function returns the direct neighborhood of the cell. The neighborhood

is encoded as integer in {0, . . . , 26}. Its meaning is displayed in Figure 6.3. The local

cell index that is responsible for a position ~p ∈ R3 can be queried with the function

position_to_cell_index. It returns the local index i that corresponds to the global index

ig for which ~p ∈ vol(Un(ig)), cf. Equation (5.3).
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FIGURE 6.3 Order of neighbor cells in librepa. The image shows the 26 neighbor cells
and the base cell (grey) itself. The large numbers are the fs_neighidx values of
each cell. To prevent ambiguities, the three-dimensional offset (in the order
x , y, z) of the cell coordinate is shown below the neighbor index. The hatched
area comprises a valid half-shell neighborhood. It is the same one as used by
ESPResSo in its default linked-cell grid. Note that with a standard row-wise
ordering of first x-, then y- and third z-dimension, the hatched area consists
of cells whose cell index is greater than the index of the gray cell. These
one-dimensional cell indices themselves are not displayed here.

To know the domains of the two cell index types, the functions local_cells and ghost_cells

are provided. Both return an integer range from 0 to the respective maximum index that

facilitates easy iteration. The range of local cells on process p is IL = {0,1, . . . , |L|},
cf. Equation (5.11).

Parallelization. Distributed-memory parallelization of computational grids typically

requires communication of numerical payload on the boundary. Librepa allows the user

to do so by returning the necessary information via the function get_boundary_info. It

returns a reference to an array of GhostExchangeDesc objects. Each of these objects

corresponds to a required communication with one neighbor process and contains the

rank of this process, as well as the send and receive volume in terms of cell index lists. A list

of all neighboring processes themselves can be queried with the function neighbor_ranks.
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The function signatures are listed in the third group in Table 6.1.

Lagrangian discretizations, like MD, additionally require the migration of degrees of

freedom to other processes. To resolve a position to the rank whose subdomain contains

it, librepa offers the function position_to_rank. It returns the MPI rank of the process

that accepts the position in the function position_to_cell_index. Initially, the complete

simulation domain can be resolved via position_to_rank. To enable local load balancing,

after the first repartitioning an implementation is required to correctly resolve only ghost

layer positions to other ranks. This is a constraint on the lower bound of the volume that

can be resolved. Global load-balancing methods will always be able to resolve the whole

simulation domain.

Repartition and Additional Features. The repartitioning function takes two metrics

and a “thunk”. The latter is a zero-argument procedure that can be used to initiate

migration of degrees of freedom. It is called as soon as positions can be resolved via

position_to_rank. The first metric is an array of cell weights (mi)
n−1
i=0 , mi ∈ R+0 . If imple-

mentations require edge weights (cf. Section 5.3.1), they consult the second argument

(CellCellMetric). This is a function that is supposed to return a value in R+0 for each pair of

local cell indices or a local and a ghost cell index. Finally, the function called “command”

allows delivering implementation-defined commands to each grid. This is used, e.g., to

change the parameter µ in the grid-based partitioner via command("set mu 2.5"), or

to change the flow calculation variant in the diffusive load-balancer via command("set
flow ..."). Both functions are listed in the fourth group in Table 6.1.

6.1.4 Implementational Building Blocks

In this section we explain how we handle the complexity that arises from implementing

different load-balancing methods and how we manage to re-use code. Conceptually

we split each implementation into two parts. Consider the function cell_neighbor as

defined in the previous section. Its task is to return the index i′ of a cell that neighbors

a given cell i in a certain direction, cf. Figure 6.3. Given i itself and the neighbor that

we want to find (fs_neighidx), the index i′ also depends on the chosen linearization

and—of course—the subdomain layout. The two latter define the mapping of a global

cell coordinate m ∈ Z/nZ via the global cell index ig ∈ {0, . . . , N − 1} to the set of local

cell indices {0, . . . , l − 1}. Since determining the neighboring cell coordinate for any

given cell coordinate m ∈ Z/nZ is trivial, we can split the implementation of the function
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1 function cell_neighbor(i, fs_neighidx)
2 ig ← LocalToGlobal(i)
3 i′g ← Cell_Neighbor_Global(ig , fs_neighidx)
4 i′← GlobalToLocal(i′g) . Might result in a ghost cell index.
5 return i′

6 end function
7 function cell_neighbor_global(ig, fs_neighidx)
8 m← GlobalIdxToCoord(ig)
9 o← Get3dOffset(fs_neighidx) . Constant. Not dependent on any state.
10 m′← m+ o . Component-wise addition.
11 i′g ← CoordToGlobalIdx(m′)
12 return i′g
13 end function

ALGORITHM 6.1 Example of the implementation of function cell_neighbor. Mapping an
index to a neighbor index is implemented by doing the neighbor mapping
in the global cell coordinate space and mapping local indices to and from
this space. Not shown here for sake of brevity is the handling of periodic
boundary conditions that the mathematical notation m+ o ∈ Z/nZ hides.

cell_neighbor conceptually into two parts as shown in Algorithm 6.1. The algorithm maps

the given local index i to its corresponding global index ig and then to its cell coordinate

m, cf. Figure 6.3. Based on cell coordinates, it determines the neighbor process by adding

a known global offset o ∈ {−1,0, 1}3 (which represents fs_neighidx) to m. The result

is the global cell coordinate m′ = m + o of the neighbor cell. The process, then, is

repeated backwards mapping m′ back to a global cell index i′g and, finally, to a local

(or ghost) index i′. As intended, Algorithm 6.1 splits the two components it is made up

of into two functions: (1) The definition of linearization and neighborhood (function

cell_neighbor_global in Algorithm 6.1), and (2) the definition of local to global mapping

and vice versa (the two “outer” lines of function cell_neighbor in Algorithm 6.1).

In Chapter 5 we have defined a categorization of partitioning methods into structured

and unstructured ones. These categories are relevant for the data structures and algo-

rithms that we can use to represent subdomains and implement the two core components.

Table 6.2 lists all implementations and the algorithmic building blocks they use. The class

GBox (“global box”) defines a row-wise linearization as U−1
n (cf. Equation (5.4) and Equa-

tion (5.5)) and implements the neighborhood of cells in terms of 3d coordinates, exactly

as function cell_neighbor_global in Algorithm 6.1 does. The other implementation found

in the SFC-based partitioner uses a custom implementation based on the Morton order

and the neighborhood is defined by p4est_mesh as mentioned in Section 5.3.2.

The two components labeled “index store” differ in the kinds of subdomains they can
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represent. For box-shaped subdomains the type box_index_store is suitable. It defines

local indices by transforming global cell coordinates to local cell coordinates (subtracting

the lower left-hand front corner of the box) and linearizing the local cell coordinate

with respect to the local box size. Since we do not store full halos but minimal ghost

layers (each cell appears only once), global cell indices are mapped to ghost cell indices

with a hash map. For unstructured subdomains the type global_index_store is suitable.

Additionally to using a hash map for global to ghost cell index mapping, it also uses a

hash map for mapping to local ones. Both implementations map the reverse case (local

or ghost cell indices to global indices) by storing the ghost cell indices in an array sorted

according to the local cell index or the ghost cell index, respectively.

Rapid Prototyping. Quickly implementing new methods and testing them is one of the

core ideas behind librepa. Therefore, we provide the tools to rapidly prototype new imple-

mentations with the above-mentioned algorithmic building blocks. The simplest possible

implementation inherits from GloMethod and is, thus, based on GBox and global_in-

dex_store, cf. Table 6.2. As stated before it implements the ParallelLCGrid interface by

means of one function, which defines the ownership based on global cell indices. The

repartitioning itself is implemented in a method called sub_repartition, which gets called

by GloMethod::repartition. The complete list of functions that can be overridden is:

rank_of_cell The definition of ownership. Must return the rank of a global cell index.

Can return ⊥ in case of local methods.

sub_repartition Implementation of the partitioning algorithm. Only needs to care

about the state of the subclass itself, i.e. state that is necessary to answer queries

to rank_of_cell.

pre_init, post_init, init_new_foreign_cell Optional functions that can be overridden

to get further information about the subdomain. They are called by GloMethod dur-

ing its initialization. Can be implemented if the subclass needs this information to

initialize own data structures. E.g. the diffusive method uses this to get information

about boundary cells.

As stated above, the whole domain must initially be resolved by position_to_rank. This

requirement also applies to rank_of_cell. We provide easy to use implementations of

static, initial partition schemes that not only can be used to define an initial partitioning

but also resolve the whole subdomain. Using these initial partition scheme helps to satisfy

the requirement. An initial partition scheme can directly be specified to the constructor

of GloMethod, which then initializes itself according to this scheme.
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Linearization Local↔ global mapping

GloMethod

row-wise
(“GBox”)

global_index_store

local/ghost→ global: array

local/ghost← global: hash map

• Graph Partition
• Cartesian(1)

• Diffusion
• Grid-based

ORB row-wise
(“GBox”)

box_index_store

local↔ global: box

ghost→ global: array

ghost← global: hash map

SFC Morton order
(p4est)

Continuous 1d intervals

local/ghost→ global: array

local/ghost← global: array & binary
search

HybridGPDiff —(2) —(2)

(1) “Cartesian” uses GloMethod to support other static partitionings as well
(2) HybridGPDiff uses the respective implementation (Graph Partition or Diffusion)

TABLE 6.2 Algorithmic building blocks of the grid implementations in librepa. The building
blocks are divided into two categories: Linearization and neighborhood defi-
nition as well as local to global mapping and vice versa. There are different
implementations tailored to the subdomain structure a partitioner creates and,
thus, its algorithmic needs.

6.2 Minimally Invasive Integration into ESPResSo

In this section, we show how we have integrated librepa into an existing simulation

software in a minimally invasive way. As example, we choose ESPResSo. ESPResSo is a
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1 from espressomd.system import System
2
3 s = System(box_l=[100., 100., 100.])
4 s.cell_system.set_domain_decomposition()
5 # Setup simulation...
6
7 while not done:
8 s.integrator.run(1000)

LISTING 6.1 Skeleton of a simulation script for ESPResSo: A cubical box is created,
the linked-cell algorithm and a Cartesian spatial domain decomposition are
selected as back end.

versatile simulation software for short- and long-range MD as well as the coupling to other

computational methods. Its core is implemented in C++ and it exports its functionality

to a Python interface which allows simulation scripts to be written in Python. We choose

ESPResSo as integration example because on the one hand this interface makes it very

versatile, and on the other hand, it is one of the main MD simulation frameworks of the

former SFB 716 and with that it is used by a broad and diverse research community. We

want to emphasize that we call the integration into ESPResSo an “example” because we

deem it to be a blueprint for the integration into other, similar simulation software. Our

ESPResSo bindings are not a mere proof-of-concept though. They are fully functional

and enable every existing short-range MD simulation in ESPResSo to make use of load-

balancing. The bindings that we present in the following are officially proposed as a pull

request to the main ESPResSo repository and can be found on GitHub.7

Our ESPResSo bindings internally consist of two modules: (1) The librepa interface to

the ESPResSo core, called generic-dd, and (2) the code that exposes the new core features

via ESPResSo’s script interface to the user. Since the minimal-invasiveness concerns only

(1), we will go further into detail about this point. We, however, also want to stress that

we make using our load-balancing features very simple for user of ESPResSo. This can be

seen as a minimally invasive integration into simulation scripts of users. Therefore, we

provide a very condensed example in the following.

A skeleton of a possible simulation with ESPResSo can be found in Listing 6.1. After the

relevant import statement, a cubic, dimension-less simulation box of size 100×100×100

is created. Line 4 sets the linked-cell algorithm together with a regular Cartesian spatial

domain decomposition as computational back end of the simulation. We purposefully

7PR #3662, https://github.com/espressomd/espresso/pull/3662
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1 from espressomd.system import System
2
3 s = System(box_l=[100., 100., 100.])
4 dd = s.cell_system.set_generic_dd("diff")
5 # Setup simulation...
6
7 m = dd.create_metric("npart")
8
9 while not done:

10 s.integrator.run(1000)
11 if m.imbalance() > 1.1:
12 dd.repart(m)

LISTING 6.2 Changes required to make the skeleton simulation script use load-balancing
with our additions to ESPResSo: We select “generic-dd” cell system which
allows librepa to define the spatial domain decomposition. Also, a simple
load-balancing strategy is implemented: The script repartitions the simulation
if the imbalance in the number of particles per process is greater than 1.1, but
at most once every 1000 time steps.

leave out the rest of the system setup, i.e. particles, interactions, etc. Lines 7–8 then

outline how the system can be integrated in time.

Conversely, Listing 6.2 shows how the skeleton can be changed to incorporate load-

balancing with our additions to ESPResSo. Note the change in line 4. The code now

calls the method set_generic_dd instead of set_domain_decomposition which does all

the magic of enabling librepa as back end and allows grids from librepa to define the

linked-cell grid and the spatial domain decomposition. The grid that librepa shall use

is passed as parameter. In this case it is the one that supports diffusive load-balancing.

Additional changes include line 7, where a metric object is created. It is used as the

parameter for a repartition call and provides weights to librepa. Our ESPResSo binding

and interface support multiple different weighting schemata. In this case, the metric

object (“m”) weights every cell with its number of particles at the time when called.

Finally, in line 11–12 we perform the actual load-balancing. In the example, we show a

very simple load-balancing strategy: Repartition if the imbalance is greater than 10 %,

but at most once every 1000 MD time steps. The fact that ESPResSo allows specifying

a simulation as a Python script allows us, in turn, to enable the user to specify their

own load-balancing strategies. Note, that the function “repart” is actually called inside

a loop and, thus, multiple times during the simulation itself. The function “repart” can

be called at any time during the script as soon as a meaningful weighting (in our case
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1 struct CellStructure {
2 GhostCommunicator exchange_ghosts_comm;
3 GhostCommunicator collect_ghost_force_comm;
4
5 Cell *(*position_to_cell)(const Vector3d &p);
6 int (*position_to_node)(const Vector3d &p);
7 };

LISTING 6.3 Basic interface of a CellStructure in ESPResSo. Cell systems have to provide
GhostCommunicator data structures and functions to resolve positions to the
corresponding cell and MPI rank. ESPResSo version 4. For sake of clarity, only
the relevant part of the code is displayed.

actual particles added to the system) is ensured. In case of a local load-balancing method,

calling “repart” iteratively might even be required to get a good partition of load. The

user is also free to change the grid that is used at runtime, i.e. calling set_generic_dd

again with a different parameter.

6.2.1 Cell System

In ESPResSo, a “cell system” defines the particle storage and its parallelization. The

default one (“domain_decomposition”) uses a linked-cell grid and a regular Cartesian

spatial domain decomposition. The interface requires an implementation to provide the

following functions: (1) Mapping a particle position to a cell, (2) mapping a position to

a rank, (3) defining the ghost communication volume, (4) resorting particles to other

subdomains, and (5) setting up the cells and their interaction neighborhood in the core.

A stripped-down version of the definition of a cell system in ESPResSo version 4 can

be found in Listing 6.3. It contains the first two requirements as function pointers that

need to be set. The implementation of these is straightforward, and we elaborate on it

in [Hir18]. Requirement (4) is not called through a function pointer in this data structure.

A call to the appropriate resort function is directly added to the ESPResSo core within a

switch-case statement. The CellStructure data type in Listing 6.3 also contains the ghost

exchange volumes that are set by marking the appropriate cells to be sent or received

inside a GhostCommunicator.

Our extension module for ESPResSo (“generic-dd”) is the glue code in between the

ESPResSo core and librepa that implements these requirements and delegates the defini-
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tion of the grid and its distributed memory parallelization to librepa. It is important to

note that generic-dd is not a reimplementation of any physics in ESPResSo. Its purpose is

to implement the above-mentioned tasks which handle the linked-cell grid, its creation,

the particle resorting and so on. An overview over the interactions between ESPResSo,

generic-dd and librepa can be found in Figure 6.4. As stated above, generic-dd sets up

certain data structures (items (3) and (5) from the above lists of requirements in the last

paragraph). Generic-dd gets called by ESPResSo for specific tasks that require details

about the structure of parallelization and linked cells (items (1), (2), and (4) from the

list in the last paragraph). While generic-dd handles the MD-specific parts of the tasks,

for example re-sorting particles into cells, it calls into librepa for grid details like mapping

a 3d position to a certain cell. The implementation of generic-dd is closely related to

the implementation of the SFC-based load-balancing directly within ESPResSo we use in

Section 5.5 and describe in [Hir18].
The repartition function in the interface of librepa requires weights for each cell. Only

from inside ESPResSo we can provide details like the number of particles in a certain cell

or the number of interaction pairs. To decouple ESPResSo and librepa in the reverse direc-

tion, the generic-dd module comes with a submodule called “metric”. It is an adapter that

provides cell-based measurements to librepa and extracts the details from the ESPResSo

core.

Ghost Communication. The only thing that we do reimplement in ESPResSo is ghost

communication. The default implementation of ghost communication in ESPResSo is syn-

chronous and round-based as described in [Pli95]. It comes with restrictions concerning

the order of communication primitives and is typically used for Cartesian spatial domain

decompositions.

We implement an asynchronous version of ghost communication into the core of

ESPResSo. We present the implementation in [Hir17]. The code is fully compatible with

ESPResSo in such a way that it re-uses the data structures that ESPResSo already uses to

describe which particles and cells need to be sent to or received from which other process.

We augment the main data structure (named GhostCommunicator in Listing 6.3) with a

flag that is used to indicate if the cell system requires asynchronous or synchronous com-

munication. The ghost communication procedure, then, dispatches based on this flag to

the appropriate implementation. A cell system that chooses to require asynchronous com-

munication is free from all order constraints on the communication steps themselves. We

describe the implementation of the asynchronous ghost communication itself in [Hir17].
With the asynchronous ghost communication available, the generic-dd cell system

maps the information it gets from librepa (get_boundary_info) to appropriate ghost com-
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FIGURE 6.4 Layered architecture of the overall system including ESPResSo and librepa.
The three major modules are the core of ESPResSo, our generic-dd module
and librepa itself. Dotted lines indicate the boundary between ESPResSo and
librepa. The generic-dd module is the “glue” in between librepa and ESPResSo.
On the one hand it sets up and modifies core data structures to accommodate
the partitioning indicated by librepa. On the other hand, it gets called by the
core to handle events that the “cell system” is responsible for, like resorting
particles to the proper subdomain. Generic-dd implements the MD-specific
parts of these tasks and queries librepa for details of the grid. In italics, the
“metric” submodule and its interactions with the other modules is displayed. Its
information is passed from generic-dd to librepa. The metric module enables
the inspection of relevant core details by librepa and encapsulates it such that
librepa does not depend on ESPResSo internals. Both modules, metric and
generic-dd, decouple librepa and ESPResSo.

munication information suitable for ESPResSo. The mapping is depicted in Figure 6.5.

Every librepa ghost exchange descriptor (GhostExchangeDesc) is directly mapped to two

ghost communications in ESPResSo. They are described in terms of two instances of type

GhostCommunication.

Metric Module. The metric module is part of our generic-dd module as shown in Fig-

ure 6.4. Its central data type is called “Metric” that acts as CellMetric and CellCellMetric

parameters to function “repartition” of librepa. The module implements basic measure-

ments of load inside ESPResSo that are listed in Table 6.3. The Metric class is the glue

code between these measurement functions and the user interface. It can take arbitrary

linear combinations of the names listen in Table 6.3, e.g. "npart + 2 * nbondedia",

evaluate them accordingly and return the weights for each cell. Cell-cell weighting works

analogously. Building blocks that can be used for cell-cell metric linear combinations

are listed in Table 6.4 The implementation of individual weighting functions within the

Metric module is modular and the metric module can easily be extended to understand

additional ones.
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Corresponds 1:1
(async = true)

Corresponds 1:2
(node = dest)

GhostCommunicator
async: bool
comm: GhostComm[]

GhostComm

data: Cell *[]
type: {SEND, RECV}

node: MPI rank

1:2n

ESPResSo

GhostExchangeDesc[]

librepa

1:n

GhostExchangeDesc
send: local_idx[]
recv: ghost_idx[]
dest: MPI rank

FIGURE 6.5 Mapping a vector of librepa GhostExchangeDesc to an ESPResSo GhostCom-
municator. Arrays of values are depicted with trailing square brackets (e.g.
local_idx[]). Every GhostExchangeDesc gets mapped to two GhostCommu-
nications (“GhostComm”): One of type “send” with the cells to send as data
and one of type “recv” with the cells to receive as data.

Name Weight per cell

ncells Constant

npart Number of contained particles

ndistpairs Number of distances calculated for particles in this cell during a half-
shell traversal

nforcepairs Number of forces calculates for particle in this cell during a half-shell
traversal

nbondedia Total number of bonds that all particles in this cell have

rand Random integer between 1 and 1000 (for testing purposes)

TABLE 6.3 Possible cell weights offered by the metric module of the generic-dd module.

Name Weight per cell pair

uniform Constant

add_npart Sum of the number of particles

multiply_npart Product of the number of particles

TABLE 6.4 Possible edge weights offered by the metric module of the generic-dd module.
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7
Structured Comparison of Load-Balanc-
ing Methods

FO R reasoning about the load-balancing performance of different methods, we need

to understand what influences it. Of paramount importance is how we can compare

different scenarios and what drives the computational load in them. We deem the most

relevant quantity to be heterogeneity, because heterogeneity is responsible for load imbal-

ances. The goal is to be able to compare scenarios based on their heterogeneity and that

similar load-balancing methodologies work well on scenarios with a similar heterogene-

ity. This would yield a conditional independence of suitable load-balancing methodology

from scenarios given their heterogeneity. If, in the future, we want to employ automatic

decision-making for load-balancing, we need descriptors that adequately capture the

scenario. Heterogeneity is one of the core properties of a scenario and, thus, a very

good choice. Understanding the connection between heterogeneity and load-balancing

performance is fundamental for further applications in this direction.

In this section, we introduce how we quantify heterogeneity. Also, we identify important

corner cases that need to be dealt with in order to produce a meaningful measure. Thus,

the methodological details are important because they crucially influence the results. We,

then, go ahead and devise different, artificial scenarios with well-defined heterogeneities,

and we compare load-balancing methods on these scenarios and relate their performance

to the heterogeneity. Finally, we present the heterogeneity values of our real-world

scenarios, show their runtimes and point out the boundaries of the proposed measure.
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7.1 Measuring Heterogeneity

Our goal is to classify the state of a simulation at any time (a “snapshot”) without prior

knowledge of the scenario. For the sake of simplicity, we only use particle positions. This

could, however, be adapted to include other ideas, for example determining “heterogene-

ity gradients” from velocities. The measure should adequately capture what a human

observer intuitively sees as heterogeneity. It should also be able to distinguish scenarios.

We presented the basic idea in [HPG16]. There, we took histograms of 3d particle

positions (which are 3d histograms) with different bin sizes and compared them to each

other. We want to generalize this idea here to make it mathematically sounder. If we take

the histogram idea and let the bin size approach zero, we get a continuous “histogram”,

which is the particle distribution. We sample this distribution and use the variance of

these samples as the measure of heterogeneity.

More formally, let S = {~x1, . . . , ~xn}, ~x i ∈ R3 be the particle positions. In the following,

we regard them as a sample from the particle distribution. We assume all ~x i are indepen-

dently sampled and identically distributed. With this assumption, we can reconstruct the

distribution from S. We do this by means of a Kernel Density Estimation (KDE). For basic

information about density estimation and KDE, see e.g. [Sco15; Sil86].

Therefore, we define a so-called kernel function of width h, Kh : R3 → R+0 . We use a

standard Gaussian kernel with limited width. The estimated density function is, then,

given as:

KDE[S] = f (~x) :=
1
n

n
∑

i=1

Kh(~x − ~x i) (7.1)

With this density function and the domainΩ, we define the heterogeneity h(S) as variance

in the image of the distribution function f

h(S) :=
σ( f (X ))
E( f (X ))

, X ∼U (Ω) (7.2)

Here, σ(X ) =
p

Var(X ) is the standard deviation and E(X ) the expectation value. U (Ω)
denotes a uniform distribution over the domain Ω. We use the standard deviation relative

to its mean. This allows us to compare data between scenarios. If a domain is larger, the

expectation value will decrease because a probability distribution function (PDF) is non-
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negative everywhere and
∫

~x∈Ω f (~x)d ~x = 1. In [HPG16] we detail about comparing the

same absolute value of variance or standard deviation between scenarios with different

means. Here, we take a simpler approach by dividing the standard deviation by the mean.

The definition of heterogeneity as the standard deviation of the image of the density

function allows us to remove any influence of the actual particle positions.

We can obtain h(S) defined in Equation (7.2) by sampling X ∼U (Ω) and evaluating

f (~x). In order to ensure that all the data is properly reflected, we sample on a regular

grid. Given the density function f (~x) as well as the dimensions of the simulation box

b0 × b1 × b2, we sample the density on a regular grid of mesh width hi = bi/Ni with

N0 · N1 · N2 grid points:

Y := { f (~x) : ~x ∈ G} , (7.3)

where

G = G0 × G1 × G2, Gi = {0,1/Ni · bi, . . . , (N − 1)/N · bi}. (7.4)

The heterogeneity h we associate with S, is, then, defined as

h(S) =
σ(Y )
E(Y )

, (7.5)

for the data set Y as defined in Equation (7.3). The process is depicted in Figure 7.1 for

a 1d data set.

7.1.1 Periodic Boundary Conditions

Periodic boundary conditions need extra work to be properly accounted for in the above

idea. This is because kernel function Kh(~x − ~x i) with ~x i near the boundary can have

support outside of Ω. We solve this issue by explicitly adding these parts to the result.

Therefore, we sum up f (~x ′) for all periodic images ~x ′ of a given ~x . Since the band-width

h of the kernel functions is much lower than the simulation box, it is enough to evaluate

the KDE only for the periodic images next to the primary simulation box. Based on

Equation (7.1), we define

f̂ (~x) =
∑

(i, j,k)∈{−1,0,1}3
f (~x + ~s), ~s =







i 0 0

0 j 0

0 0 k







~b. (7.6)
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KDE

Sampling

FIGURE 7.1 Calculation of heterogeneity for a 1d data set. The initial data set (particle
positions) is displayed on the top left. The data is marked with blue dots.
We perform a KDE of these data in order to generate a density function. The
density function is displayed on the top right. To quantify the heterogeneity
of the original data, we sample the x-axis regularly and evaluate the density
function. This process is depicted as mapping the red samples in the bottom
picture to the y-axis. Finally, we take the standard deviation of these data
points as the heterogeneity measure.

Here, ~b is the size of the simulation box. We, then, use f̂ instead of f in Equation (7.2).

7.1.2 Implementation

Rather than implementing a KDE manually, we use a tested method from the shelf. In

our case the Gaussian KDE1 from the well-known scipy library [Vir20]. Scipy uses a band-

width estimator for the kernel bandwidth h. As default, scipy uses “Scott’s rule” [Sco15].
Selecting an appropriate bandwidth is necessary, otherwise the density is over- or under-

estimated. The selection of the bandwidth, however, makes it hard to rule out influences

such as the value of |S| on h(S). A second problem is that the bandwidth selection rules

try to minimize the integrated mean square error assuming the underlying density is a

1We use the function scipy.stats.gaussian_kde.
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normal distribution [BH01]. This makes the bandwidth dependent on the covariance of

the data. A unimodal distribution that has its maximum on the periodic boundary has a

larger covariance than one that is not on the boundary. To remedy the latter point, we

perform the KDE twice. With the first one, we estimate the location of the mode and then

shift the data set such that the mode is located in the center of the simulation box. This

data is, then, used in the second KDE from which we calculate the heterogeneity. Shifting

the mode away from the periodic boundary works well for uni- and most multimodal

distributions.

To make h(S) comparable for different |S|, we sample a subset S′ ⊆ S randomly. We

use 3 < log10(|S′|) < 4 and stick to the same number of elements when comparing

heterogeneity between different scenarios. Sampling S also makes the evaluation of the

KDE more feasible. It is, however, still infeasible to evaluate it on a regular grid G with,

say, |G| = 10003 grid points. We use only |G| = 1003 knowing that it will not sample at

least each linked cell once in case of a box size � 100 rc. A million evaluations of the

KDE with 10000 data points is still possible with our scipy-based implementations, but

already take several minutes.

Because time to solution is a real issue for the 3d KDE, a possibility for future studies

would be to use grid-based algorithms such as sparse grid density estimation [PPB14;

Fra18]. The latter comes with the additional benefit of being spatially adaptive. Alterna-

tively, Quasi-Monte Carlo methods, see e.g. [Lem09], could be a viable approach.

7.2 Scenarios

In this section we want to introduce the scenarios we use for evaluation with our pro-

posed heterogeneity measure. We devise several artificial scenarios of different hetero-

geneity in order to assess the load-balancing quality of different methods on different

heterogeneities. Also, we introduce a second real-world scenario besides soot particle

agglomeration: spinodal decomposition. There, a supercritical fluid separates phases

due to a change in temperature. Spinodal decompositions are challenging load-balancing

scenarios because the heterogeneity develops quite quickly and the difference in particle

density between the phases can be large.
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7.2.1 Artificial Scenarios

Our goal is to provide artificial, simple scenarios that have distinct heterogeneities. Each

scenario consists of a set of initial positions. We set the velocities to zero and freeze the

particles by setting a time step of 10−16. To measure the performance of a particular

load-balancing method, we load the particle positions, set up the physical system and

perform load-balancing. Then, we measure the performance of the MD simulation.

For the scenario definitions, we will sample from uniform and Gaussian distributions.

U (·) means uniform distribution on [0, ·[. G (·, ·) means Gaussian distribution with given

mean and standard deviation. The multivariate Gaussian probability distribution function

is defined as

fGaussian(~x) =
1

p

(2π)k det(Σ)
exp

�

−
1
2
(~x − ~µ)TΣ−1(~x − ~µ)

�

, (7.7)

where ~x is a k-dimensional vector, ~µ the mean, and Σ the covariance matrix. With this

we define G (~µ,σ) = fGaussian(~x) with Σ= σ1, i.e. the three dimensions are uncorrelated.

We use a particle loading for all artificial scenarios of n̂= 0.01. Given that the scenario

comprises N particles, the length of the simulation box is, thus, l = 3
p

N/n̂. Most scenarios

are defined based on a mixture of distributions. We use a sum notation based on the PDF

for this. For example, the PDF f = α ·U (·)+β ·G (·, ·) is well-defined as long as α+β = 1,

because then
∫

~x∈Ω f (~x)d ~x = 1. Practically, we do weighted sampling from the individual

distributions. If we want N samples, we draw αN from the first and βN from the second

distribution.

The PDFs of the different scenarios are shown in Table 7.1. We start with a homoge-

neous scenario that consists of a uniform distribution. We use this homogeneous distri-

bution to generate “background” particles in each scenario to avoid empty regions in the

domain. Three scenarios with increasing heterogeneity (“i1”, “i2”, “i3”) follow which are

defined by sampling from narrower Gaussians. Additionally, we devise “sum” scenarios,

which are a mixture of above-mentioned scenarios. For example, “i32” is a combination

of two Gaussians from scenario i3 at different positions. This reduces heterogeneity com-

pared to scenario i3, and the idea is to see if load-balancing algorithms perform different

on such a mixture of Gaussians than on single Gaussians. Both cannot be distinguished

in terms of the heterogeneity measure defined above if they happen to have the same

mean and variance. The scenario “i34”, in turn, is a mixture of two differently shifted
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7.2 Scenarios

Scenario Name Probability Distribution Function f

i1 1/10 · U (l) + 9/10 · G (l/2, l/4)
i2 1/10 · U (l) + 9/10 · G (l/2, l/8)
i3 1/10 · U (l) + 9/10 · G (l/2, l/16)
i3p 1/10 · U (l) + 9/10 · G (l, l/16)
i32 1/2 · fi3 + 1/2 · shift( fi3)
i34 1/2 · fi32 + 1/2 · shift′( fi32)
i38 1/2 · fi34 + 1/2 · shift′′( fi34)

TABLE 7.1 Artificial scenarios. Scenarios “i1”, “i2” and “i3” are unimodal Gaussian distri-
butions with homogeneous background noise. The scenario “i3p” is a version
of “i3”, where the Gaussian is shifted onto the periodic boundary. The scenarios
“i32”, “i34” and “i38” are mixtures of 2, 4 and 8 Gaussians, respectively. The
functions shift, shift′, shift′′ shift the distributions to a different location by at
least 2σ. All three functions each shift in a different dimension.

versions of “i32” such that the means of the means of the four Gaussians are mutually

farther away from each other than 2σ.

Simulation Setup

We simulate the particles with their positions defined above as LJ-12-6 fluid with rcut =
2.5σ in a fully periodic simulation box of length l. We use σ = 1, ε = 1 and a time

step of δt = 10−16 so the scenario stays static all the time. After we initially placed the

particles, we use ESPResSo’s energy minimization feature to remedy possible overlaps

of particles and the associated numerical instabilities. Then, we set the time step size to

10−16 to freeze the particles, and we perform load-balancing and measure the simulation

time with the respective partitioning.

7.2.2 Spinodal Decomposition

If a super-critical fluid is quenched, it gets unstable and two phases separate—gaseous

and liquid. This separation of phases takes place by spinodal decomposition [GSS83].
The particle density within the super-critical fluid is homogeneous. During and after the

phase separation, the particle densities within the gaseous and liquid phases differ. This

difference can be up to several orders of magnitude.

A spinodal decomposition is of special interest to load-balancing because just like the
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f̂ ∗ δt∗ ε∗ σ∗ rcut[σ∗] T ∗0 T ∗1 τThermo

0.1 0.01 1.0 1.0 2.5 1.4 0.8 0.1

TABLE 7.2 Simulation parameters for the spinodal decomposition scenario.

agglomeration scenario, the heterogeneity develops over time. Therefore, we use this

scenario in conjunction with our artificial ones to test the heterogeneity measure from

above and load-balancing performance of different algorithms.

The idea is as follows: We simulate a LJ-12-6 fluid with a particle volume fraction f̂

at a temperature T , such that it is in the fluid phase according to Figure 3.2, above the

critical point. To get the fluid to a certain temperature, we couple it to a heat bath as

introduced in Section 3.1.4. Then, we cool down the fluid rapidly by lowering the target

temperature of the thermostat such that the phases start separating. This target state is

within the area labeled “Coexisting G+L” in the phase diagram Figure 3.2.

Setup

Initially, we distribute particles of diameter σ = 1 in a spherical simulation box using a

uniform random distribution. We set the particle loading to n̂= 0.2, which corresponds

to f̂ ≈ 0.1, cf. Equation (3.14). The particles interact with via a LJ-12-6 potential with

ε= 1 and rcut = 2.5. Again, we perform an energy minimization with ESPResSo’s steepest

descend integrator [Wei19]. The time step is δt = 10−2. Then, we heat up the fluid to

T ∗0 = 1.4. Here, we use Lennard-Jones units, i.e. T ∗ = kB T/ε to aid easy comparison with

the phase diagram. We use a Berendsen thermostat as described in Section 3.1.4.

Once the simulation reaches the target temperature of T ∗0 = 1.4, we start to cool it

down to T ∗1 = 0.8. We use a relaxation time of the thermostat of τ = 0.1. We simulate

50000 time steps until tend = 5 · 104δt. The parameters are summarized in Table 7.2. A

visualization of the phase change can be found in Figure 7.2.

7.3 Evaluation of the Heterogeneity Measure

We deem a measure that is intended to base load-balancing decisions on meaningful if it

satisfies four requirements. These are: (1) It must distinguish between different scenarios
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FIGURE 7.2 Visualization of a spinodal decomposition with the setup as described. The
images show the scenario at different points in time. The scenario has N = 105

particles.

that clearly have different intuitive heterogeneity for a human observer. (2) Moreover,

the value the heterogeneity measure assigns to a specific scenario should meaningfully

relate to runtime. Given two scenarios with the same numbers of particles. The more

heterogeneous scenario should be the more expensive one in terms of runtime. (3) To

be usable for decisions, it should show a correspondence between the heterogeneity

value and the relative performance of different load-balancing methods. And (4) this

correspondence should generalize to new scenarios.

We will go through these four criteria with our measure defined in Section 7.1. We will

first inspect if the measure distinguishes different scenarios by its value, then show an

exponential relationship between heterogeneity and runtime for our artificial scenarios.

Afterwards, we will inspect different global load-balancing methods on artificial scenarios

to indicate whether heterogeneity can aid in the decision of which load-balancing method

to use.

All runtime measurements presented in this section have been performed at Leibnitz

Supercomputing Centre (LRZ) on “SuperMUC-NG”. Each node is equipped with 2 Intel

Xeon Platinum 8174 (“Skylake” architecture) and 96 GB of RAM. To be consistent with

the later experiments, we only use 24 processes per node. For details on the hardware,

see Section A.2.3.

7.3.1 Heterogeneity Measure

First, we inspect if the heterogeneity measure captures our intuitive meaning of hetero-

geneity. Therefore, we evaluate the heterogeneity of the artificial scenarios proposed in
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i1 i2 i3s i3p i32 i34 i38
Scenario
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(A) Heterogeneity of different artificial scenarios.
We can see the heterogeneity rising from “i1”
to “i2” and “i3” and then going down again.
This is in alignment of how we intended them
to be. In comparison to the figure on the
right, the scenarios here are for 48 processes
with 2000 particles per process.

48 384 3072 24576
Number of Processes

0.0

0.5

1.0

1.5

2.0

2.5

h
(s

)

2000 part. per proc.
4000 part. per proc.

(B) Scenario “i2” in different configurations.
With 48, 384, 3072 processes as well as two
different numbers of particles per process:
2000 and 4000. For 24576 processes we
only show 2000 particles per process. Higher
numbers of particles per process is not possi-
ble due to a too large memory requirement
of the simulation. The scenarios are con-
structed such that the heterogeneity is the
same and our measure adequately captures
this.

FIGURE 7.3 Evaluation of our heterogeneity measurement on different artificial scenar-
ios and different configurations. We use 10000 randomly sampled positions
from each scenario to evaluate the heterogeneity. We average over 5 distinct
samplings.

Section 7.2.1 as presented in Section 7.1. Figure 7.3 shows the results.

In Figure 7.3(A), we see the different artificial scenarios for 48 processes and 2000

particles per process, i.e. they have 96000 particles each. Homogeneous scenarios will

have a heterogeneity h(s)� 0.3. All inhomogeneous scenarios have a larger heterogene-

ity. While “i1”, “i2” and “i3” are unimodal distributions, “i32”, “i34” and “i38” are not.

The unimodal distributions increase in heterogeneity up to over 7. Shifting a unimodal

distribution onto the periodic boundary does not influence the measurement. We see that

the bimodal distribution “i32” has a larger heterogeneity than the unimodal “i2”. This is

reasonable because “i32” is made up of two Gaussians with half the standard deviation

of “i2” in all three dimensions. The multimodal distribution “i34” with four Gaussians

has about the same heterogeneity as “i2”, which seems reasonable.

In Figure 7.3(B), we see that the size of a scenario does not have any influence on the

heterogeneity measure. We construct the artificial scenarios such that across different
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FIGURE 7.4 Influence of the two sampling dimensions on the heterogeneity of scenario “i2”.
Too few samples for the particles make the heterogeneity measure smaller and
too few samples from the distribution to calculate the heterogeneity make it
too large. The two white quadrants in the upper right-hand corner did not
complete within a meaningful time frame of several hours.

numbers of processes they intuitively have the same heterogeneous particle distributions.

Our heterogeneity measure captures this fact. We conclude that the proposed heterogene-

ity measure captures the properties that we aimed the scenarios to have adequately. The

sampling, however, has a crucial influence on the actual values.

The influence of sampling on the heterogeneity is shown exemplary for scenario “i2” in

Figure 7.4. We average each heterogeneity measurements over three distinct samplings

to rule out its nondeterministic influence. The heat map shows the heterogeneity for

different sampling sizes: On the x-axis the number of samples used from the particles to

calculate the KDE. And on the y-axis the number of evaluations of the KDE to calculate

the heterogeneity from. We can see that the first one has an increasing effect, i.e. the

lower the number of positions drawn from the particles, the lower the heterogeneity. This

makes sense because the fewer particles drawn, the smoother the PDF. Conversely, the

lower the number of samples from the PDF, the higher the heterogeneity. This is—of

course—largely influenced by the location of the samples themselves. Our approach to

sample on a regular grid apparently over-estimates the variance and/or under-estimates

the mean if too few samples are used.
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7.3.2 Heterogeneity and Runtime

In Figure 7.5, we compare the heterogeneity of different, artificial scenarios and the MD

runtime after partitioning with different global methods. We can see that the runtime

increases exponentially with heterogeneity—for both standard Cartesian spatial domain

decomposition and non-regular decompositions. Increasing heterogeneity means packing

particles more densely in a smaller space. This leads to a larger number of interaction

partners in each of the particles’ cutoff radius and, thus, the number of required force

calculations increases. What we see in the runtime increase of the load-balanced lines is

the increase of the average runtime (i.e. the runtime of a sequential simulation)—though

remaining load imbalances get more frequent on very heterogeneous distributions.

This increase in average runtime is of course also included in the Cartesian runtime.

The latter, however, also includes the distribution of heavily loaded parts of the domain to

fewer processes with increasing heterogeneity. The y-axis offset between the line fitted to

the runtime of the simulation with a Cartesian domain decomposition and all the others is

the runtime saved by load-balancing. The smaller slopes of the lines with load-balancing

is the effect of distributing the more and more heterogeneous workload equally among

the processes.

The measure of heterogeneity seems to correspond well to the runtime of MD simula-

tions with uni- or multimodal Gaussian particle distributions. The heterogeneity measure

directly captures the variance of the particle distribution. The lower the standard devi-

ation of the Gaussians, the higher the variance of the PDF with respect to the mean of

it.

7.3.3 Heterogeneity and Load-Balancing

Predicting runtime alone does not make a measure useful for predicting which load-

balancing method is suitable. Therefore, we examine the performance of the three global

load-balancing methods on the different artificial scenarios and try to relate them to the

heterogeneity measure. We partition each scenario with the three global methods, run it

for 1000 MD time steps and measure the wallclock time. As laid out in the previous section,

this results in exponentially increasing runtimes. To make the different load-balancing
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(A) Heterogeneity vs. runtime for the artificial sce-
narios on 48 processes with 96000 particles.
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(B) Heteroeneity vs. runtime for the artificial sce-
narios on 3072 processes with 6.144 · 106 par-
ticles.

FIGURE 7.5 Comparison of heterogeneity and MD runtime for the artificial scenarios for
two different numbers of processes. The effect of load-balancing is the offset
increase between the Cartesian data points and the others. The increase in
heterogeneity distributes the workload across fewer processes in the Cartesian
case. Therefore, the offset increases, which is equal to a lower slope. Both
plots are doubly logarithmic. The linear regression lines are, thus, exponential
functions.

methods comparable, we use their relative performance. For each pair of scenario and

size, we take the minimum runtime observed across all methods as baseline. Then, we

divide each runtime by this baseline. Figure 7.6 shows these relative performances and

the heterogeneity for different scenarios and different numbers of processes.

The tree plots, individually, show the runtime of each method relative to the best one

for the very same data point across all three plots. Thus, for each scenario-size pair,

there is exactly one relative runtime of 1.0, though there might be multiple scenarios

with almost the same heterogeneity. The coloring does not seem to be arbitrary, certain

clusters of green color are visible. For a low number of processes, our SFC-based imple-

mentation performs worst—meaning about 10 %–20 % worse than the best method. For

a larger number of processes, our SFC-based method seems to be more capable to deal

with larger heterogeneity than any other method. For a low number of processes and a

low heterogeneity, ORB seems to be a reasonable choice. Graph partitioning generally

seems to be a good choice with some outliers. In conclusion, we can note that there are

“suitability clusters”, but no clear dependency of the load-balancing performance of the

three methods on the heterogeneity and number of processes.
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FIGURE 7.6 Relative performance of the three global partitioning methods depending on
the number of processes (weak scaling) and the heterogeneity value. For each
pair of scenario (heterogeneity) and size, the runtime of the best method is
used as baseline to normalize the runtimes. A relative runtime of 1.25, e.g.,
means: The simulation was 25 % slower than the one partitioned with the best
method.

7.3.4 Non-Artificial Scenarios and Generalization

Finally, we test non-artificial scenarios. We evaluate the spinodal decomposition scenario

with 105 particles on 64 processes every 1000 time steps. Initially starting just above

the heterogeneity threshold of 0.3, it gets up to about 1.3 on the heterogeneity scale.

Although Figure 7.2 seems very heterogeneous, it compares only to the more mildly

heterogeneous of our artificial scenarios. In Figure 7.7(A) we show the relative runtime

of each method for each snapshot of the spinodal decomposition scenario. We partition it

on 64 processes and measure the runtime of 1000 MD time steps averaged over 3 distinct

node allocations.

Generally, we can see that ORB performs best in this scenario with some outliers at

higher heterogeneity values. Graph partitioning has a high variance for lower heterogene-

ity values that gets better for a heterogeneity starting at about 1.0. The SFC-based method

can keep up with the performance of graph partitioning, but is best almost nowhere. The

last point is in agreement with the above findings: The SFC-based method did not show

a good performance on small heterogeneity values and a low number of processes in the
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(A) Spinodal decomposition with 105 particles on
64 processes.
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(B) Spinodal decomposition with 1.6 · 106 parti-
cles on 512 processes.

FIGURE 7.7 Relative runtime of the global load-balancing methods on the spinodal decom-
position scenario in relation to scenario heterogeneity. Color encodes the load-
balancing method used. We perform the load-balancing experiment in regular
intervals and normalize the performance of the simulation after load-balancing
to the performance of the best method.

previous section. Compared to the previous section, the favorability of ORB seems to

match.

We repeat the experiment with a larger simulation in Figure 7.7(B). There, we have

a scenario with 1.6 · 106 particles on 512 processes. The relative runtimes for small

heterogeneities are better but for the ORB method. The increased performance of the SFC-

based method seems to be in accordance with the findings in Figure 7.7. Other aspects

remain inconclusive, like why the ORB method performs worse than in Figure 7.7(A).

One possible explanation of these inconclusive aspects could be that data gathered on uni-

or multimodal Gaussian distributions is not suitable to predict more complex scenarios.

Thus, further research should be directed at finding suitable “basis” scenarios.

A problem which our proposed measure definitely has is that it is computationally very

expensive to evaluate. As we detailed above, we can only handle about 1003 evaluations

of the PDF. A domain size of, e.g., 2600σ cannot be represented in any meaningful way

by such a low number of samples. We can see this by inspecting the heterogeneity over

time of the agglomeration simulation presented in Chapter 4. It is displayed in Table 7.3.

Here, we assume what we will show later, namely, that the runtime of the agglomeration

simulation increases with 9.7 · log(t) for SFC-based subdomains and 27 · log(t) for a

regular Cartesian decomposition, where t corresponds to the simulation time. The table
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Time h(s) Runtime SFC Runtime Cart.

50 t∗ 0.292 127.29 380.55
60 t∗ 0.290 129.06 385.84
70 t∗ 0.300 130.55 390.31
80 t∗ 0.294 131.85 394.18
90 t∗ 0.289 132.99 397.59

100 t∗ 0.289 134.01 400.65
110 t∗ 0.283 134.93 403.41
120 t∗ 0.298 135.78 405.94
130 t∗ 0.313 136.56 408.26
140 t∗ 0.318 137.27 410.41
150 t∗ 0.302 137.94 412.41
160 t∗ 0.307 138.57 414.28
170 t∗ 0.317 139.16 416.04
180 t∗ 0.307 139.71 417.70
190 t∗ 0.290 140.24 419.26
200 t∗ 0.298 140.73 420.75

TABLE 7.3 Heterogeneity and load-balanced runtime with SFC as well as unbalanced run-
time for the soot particle agglomeration scenario. The runtimes are calculated
via the logarithmic functions we fit in Section 8.4.2. We can see, that the runtime
steadily increases while the heterogeneity shows no clear tendency and is quite
low with about 0.3.

shows the values for different time steps starting from t = 50 t∗. We randomly sample

10000 particle positions to generate the PDF and, then, evaluate the PDF on a grid of size

1003. The heterogeneity itself is quite low with about 0.3 on average and does not show

a clear tendency to rise as the spinodal decomposition scenario did. It cannot be related

to the steadily rising runtimes, neither for the load-balanced, nor for the unbalanced

simulation. A smaller setup of the soot particle agglomeration simulation with only 3.2

million particles and a box size of 800σ shows larger heterogeneities with about 0.7–0.8.

Empirically, this still seems too low to allow meaningful correspondence to runtime.

We see mainly two causes for these results: (1) The PDF is evaluated on a grid of size

1003. The domain size in the agglomeration simulations is, however, about one order of

magnitude higher—8003 for the 3.2 million particle simulation and 26003 for the 109.85

million particle simulation. Meaningful results require a much finer grid for evaluating the

PDF, which is not possible because of excessive runtime. (2) The bandwidth estimators

of the KDE implementation that we use assume that the data is an independent and

identically distributed sample from a normal distribution. This assumption is clearly

invalid for the agglomeration simulations.
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In summary, we see that the uni- and multimodal artificial scenarios are associated with

a meaningful value of heterogeneity. For the spinodal decomposition scenario the values

are still useful in such a way that there is some agreement between the suitability of

load-balancing methods between the artificial scenarios and the spinodal decomposition

given the heterogeneity. Where the heterogeneity measure fails, however, is for the ag-

glomeration simulation. The assumptions underlying the automatic bandwidth selection

that we use in combination with the too small sampling size make the heterogeneity

measure unsuitable for this scenario.
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8
Numerical Results

IN this section, we present setup and results for different experiments. We conduct

simulations and measure runtime in order to determine the quality of load-balancing

methods on different scenarios. First, we present scaling results that show that our

changes to ESPResSo do not negatively affect scaling, and we present a small illustration

of the claims from Section 3.3 that load-balancing reduces the variance of runtimes among

processes. Also, we present scaling results obtained from a coupled MD-LBM simulation

with our joint partitioning methodology established in Section 5.5.

We continue with an analysis of our additions to load-balancing methods that we

presented throughout Chapter 5. These are ORB local partitioning, structure preserving

diffusion and grid-based load-balancing with vertex shifts over the periodic boundary.

Finally, we evaluate load-balancing on our large-scale soot particle agglomeration

simulation. We will test different methods, compare them and show the ability of our

framework consisting of librepa and ESPResSo to also perform optimizations of the load-

balancing process itself.
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8 Numerical Results

8.1 Changes to ESPResSo

In this section, we give an overview on the scaling of our approach to incorporate load-

balancing into ESPResSo and its effects. We do this on the direct implementation of the

SFC-based method in ESPResSo that also serves as building block to coupled partitioning

in Section 5.5. This implementation is in its details very similar to the generic-dd module

and can, hence, serve as indicator also for the performance of the generic-dd module. We

published these experiments in [Hir17].

We generate a completely homogeneous distribution of 1700 particles per process and

simulate them as a LJ-12-6 fluid. We distribute the particles on a regular grid of mesh

width h = 1.25σ, setting the particles near the minimum of the LJ-12-6 potential at

rmin =
6p2σ ≈ 1.23σ. This results in a particle loading of n̂= n/b3 = 0.512, where n is

the total number of particles on all processes and b is the side length of the box. In each

linked cell there are, hence, 8 particles. For each process involved, we add 63 = 216 cells

to the domain. When simulating p processes, we, thus, have m= 216 p cells. We factor

this number into the most equal three numbers and use them as box size such that the

simulation cuboid is as box-like as it can get. This way we ensure that every particle has

the same number of interaction partners and distance calculations. As a consequence,

every process has exactly the same load. We simulate this scenario over 10000 time steps

and measure the wallclock time. We conduct the weak scaling experiment on “Hazel Hen”

at the High Performance Computing Center Stuttgart (HLRS). It is a Cray XC40 consisting

of 7712 compute nodes linked with a Cray Aries interconnect. Each node is equipped

with 128 GB RAM and has 24 cores stemming from 2 Intel Xeon E5-2680 processors with

12 cores each. For more details on the hardware, consult Section A.2.1.

We run the experiment once with the standard Cartesian domain decomposition of

ESPResSo and once with our adapted version using the SFC-based partitioner. The latter

is set to distribute the number of cells equally among all processes and, thus, devises

a subdomain partitioning that is optimized for the same purpose as the Cartesian one.

The scaling of both runs can be found in Figure 8.1. We observe that ESPResSo with

our adaptions scales better than using the default Cartesian domain decomposition built

into ESPResSo. Also, the runtime itself is lower if at least 8 nodes (192 processes) are

used. Since the scenario is completely homogeneous, this means that the benefit of

asynchronous communication outweighs the runtime overhead of our new grid creation

and the slightly more complex position to cell mapping. The force calculation and all

the other core internals of ESPResSo remain unchanged. Only the order of the cells

traversed by the physical core routines differs. The scaling is highly dependent on the
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FIGURE 8.1 Weak scaling experiment on “Hazel Hen” with 1700 particles per process po-
sitioned on a completely regular grid with a particle loading of n̂= 0.512. In
blue the default Cartesian domain decomposition and in green our adaptions
to ESPResSo. The latter is set to initially distribute the cells equally among all
processes. Starting from 4 nodes (= 96 processes), our code scales better and
starting from 8 nodes (= 192 processes), the absolute runtime of our code is
better (not shown here).

particle loading and the number of particles per process, which define not only the fraction

of time spent in communication vs. computation but also the arithmetic intensity. The

higher the share of communication in the overall runtime, the better is the scaling of

our additions with asynchronous communication in comparison to the default ESPResSo

domain decomposition.

If we do not distribute the particles totally regular (as before on an evenly spaced

grid), but by means of a uniform random distribution, heterogeneities will start to form

during the simulation. Again, we place 1700 particles per process uniformly randomly

distributed over 2400 processes (= 100 nodes) on “Hazel Hen”. We use a particle loading

n̂= 0.1. At runtime, small “droplets” start to form. The density within these droplets is

higher, which leads to an increasing load imbalance over time. We simulate the fluid for

106 time steps and measure the runtime required for the simulation in regular intervals

over 1000 consecutive time steps. With the number of distance pairs per cell as weights,

we repartition the simulation with the SFC-based partitioner if the imbalance among the

processes is higher than 1.1. The load imbalance is defined as maximum load of any

process over the average load across all processes. Figure 8.2 shows the cost of the MD
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FIGURE 8.2 Runtime in seconds for 1000 successive MD time steps at different points in
time. The error bars denote maximum and minimum runtime of any process
involved, respectively. The green line displays the imbalance. On the left:
default domain decomposition of ESPResSo. On the right: our adapted version
of ESPResSo with the SFC-based partitioner as back end. We repartition the
simulation on the right if the imbalance is greater than 1.1. The overall runtime
is determined by the maximum runtime of any process involved.

time steps and the imbalance between the processes for the default, unbalanced domain

decomposition of ESPResSo and the balanced, SFC-based one. The increasing green line

in the unbalanced simulation shows that even in this simple scenario a notable imbalance

arises which can be remedied with load-balancing. Additionally, we indicate the minimum

and maximum runtime of any process with error bars. The maximum determines the

overall runtime. These error bars are the reason for the imbalance and visually show the

maximum idle time of any involved process. Note that the average load also increases

(in both runs). This is due to the fact that the higher density within the droplets causes

more actual computational load—not to be mixed with a suboptimal distribution of load—

because particles within the droplets will have more neighbors that require distance or

force calculations. Our load-balancing is capable of keeping the imbalance at about the

requested level of 1.1. The visual effect of load-balancing we can see in this plot is that it

squeezes the error bars more tightly around the average computational runtime.
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8.2 Coupled Load-Balancing for Multi-Physics
Simulations

In this section, we evaluate our joint partitioning for MD simulations with LBM-based

background flow in a weak scaling experiment. We published these results in [Hir18].

We consider fully periodic, rectangular domains of sizes 2a× a× a, basically made of

two boxes of size a3 next to each other. Of course, both parts are connected. We use the

term “box” here only to refer to the left or right part of the domain, respectively. The left

box is filled with 24000 particles of size σ = 1. The particles interact with each other via

a LJ-12-6 potential. Initially, these particles are placed in the left box uniformly randomly

distributed. We subject the particles to a flow with an external velocity in x direction

~vext = (1,0, 0)T. This in conjunction with the particle interactions results in the particles

being transported in this direction and changes the particle distribution over time. We

use the frictional coupling described in Section 3.4.1 for the interaction between particles

and flow. The LBM grid is dynamically refined around the particles, which is necessary

for physically correct interaction, see [Lah19]. This refinement changes as the particles

move. We set the maximum and minimum refinement level to have a difference of 3.

Figure 8.3 shows the setup with the particles and the fluid grid—not the linked-cell grid.

It visualizes the effect of a joint partitioning as described in Section 5.5: The LBM grid

is distributed in box-shaped (quadratic in the 2d slice) chunks of several quadrants. For

visualization purposes, we deliberately reduce the FCT level in the image.

We perform the weak scaling experiment on “Hazel Hen” at HLRS. For the hardware

specifications, see Section A.2.1. To increase the workload with the number of processes,

we increase the LBM refinement level. Increasing the level by 1 creates a grid with 8

times more cells. Thus, we also scale up the number of processes by a factor of 8. We start

with 1 node (24 processes), scale up to 8 nodes (192 processes) and finally to 64 nodes

(1536 processes). Simultaneously to increasing the nodes, we increment the minimum

and maximum refinement level of the LBM grid by 1. For each process involved, we add

1000 particles to the left box. We conduct two scaling experiments which differ in the

refinement levels used and, thus, in the load of the LBM subsystem. We call them by their

minimum and maximum refinement level for the 1 node setup: Case 3-6 and Case 4-7.

The refinement level ranges of the octree for the fluid grid can be found in Table 8.1.

After 16 successive time steps, we perform a grid adaption. This triggers the process of

refining the fluid grid around particles and coarsening it elsewhere, as described above.

The grid adaption process, in turn, triggers a joint repartitioning of both grids (fluid and

linked-cell). We perform 10 of these adaptions, i.e. 160 time steps and measure the
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FIGURE 8.3 Setup of the coupled partitioning experiment. For visualization purposes it has
been reduced significantly. The figure shows a 2d cut through the 3d domain
at y = 0. In the left part of the subdomain we can see some initially placed
particles. The grid in the background is the LBM grid with its fluid cells. These
are refined to the maximum level (here, 7) around the particles. In the right
parts of the subdomain, most cells are of minimum refinement level (here, 4).
The color of the cells and particles indicate the subdomain. The LBM fluid
is prescribed with a flow in x direction (not shown here). Picture adapted
from [Hir18].

overall runtime. We use the number of particles as weights for MD cells and weight each

LBM cell with a constant of 1. These weights are linearly combined, both with a factor of

1.

The resulting runtimes are plotted in Figure 8.4. The results show a weak scaling

behavior that is largely dominated by the LBM subsystem. So the combined scaling,

thus, reflects the scaling of the LBM subsystem itself. The scaling of this subsystem is

analyzed in detail in [Lah19]. Overall, we have about 50 % parallel efficiency from 24

to 1536 processes in Case 3-6 and 86.5 % in Case 4-7. Our joint partitioning causes a

suboptimal partitioning of both involved subsystems because we constrain the individual

partitionings. To rule out that this is a major factor in the parallel efficiency, we inspect

the imbalance of the individual subsystems (MD and LBM). For all runs, the imbalance of

our jointly partitioned simulations is between 1.0 and 1.16 for the individual subsystems.

Thus, we conclude that the parallel efficiency is mostly driven by the non-perfect scaling

of the individual subsystems.
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1 Node 8 Nodes 64 Nodes

Case 3-6 3–6 4–7 5–8

Case 4-7 4–7 5–8 6–9

TABLE 8.1 Admissible level ranges per experimental setup and number of nodes used.
Case 3-6 starts with a minimum level of 3 and a maximum refinement level
of 6, while Case 4-7 with 4 and 7, respectively. We increase the minimum and
maximum levels by 1 for each factor of 8 added to the node count.

24 192 1536
Number of Processes

0

100

101

102

103

R
u

n
ti

m
e

[s
/1

60
δt

]

Case 3-6

Total
MD
LBM

24 192 1536
Number of Processes

0

100

101

102

103

R
u

n
ti

m
e

[s
/1

60
δt

]

Case 4-7

FIGURE 8.4 Runtime of the two weak-scaling setups for different numbers of processes
divided into MD and LBM part as well as the total runtime. Left: Case 3-6,
right: Case 4-7. We can see that the runtime in both cases is mostly dominated
by the LBM runtime. The runtime for the MD subsystem evolves comparably
as we use the same number of particles per node in both setups. The specific
runtimes vary though, because of the randomized initial placement of particles.

As said before, the moving particles require an adaption of the grid which, in turn,

triggers a repartitioning. The grid adaption itself dynamically refines and coarsens the

fluid grid around particles, repartitions, migrates the particles and LBM fluid populations

to the new processes and, finally, adapts internal data structures of ESPResSo. The joint,

FCT-based partitioning of both subsystems presented in Algorithm 5.13 only takes about

53 ms on average in the largest setup (Case 4-7, 1536 processes). The scenario has about

120 million LBM grid cells. The runtime of the joint partitioning is well below 2 % of the

total runtime of the complete grid adaption process.
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8.3 Load-Balancing Improvements

In this section we present an overview of the most important improvements to load-

balancing methods we proposed in Chapter 5. We show if and how they pay off. These are

namely: (1) Local load-balancing using ORB (cf. Section 5.3.3), (2) structure preserving

diffusion (cf. Section 5.3.4), and (3) shifting vertices over the boundary in the grid-based

scheme (cf. Section 5.3.5). For (1), we compare the runtimes and the quality of local ORB

repartitioning to the global ORB method. For (2), we compare the structure preserving

diffusive method to the standard diffusion. And finally, for (3), we compare the grid-

based method with and without vertex shifting over the periodic boundary enabled. We

implement the latter by using the most recent version of librepa and apply the diff listed

in Section A.1.1 to prohibit shifting of vertices normal to the boundary completely. With

this change, vertices on the boundary are only allowed to be shifted tangentially to the

boundary.

The promised benefits of the above changes are rather clear. The grid-based method

with vertex shift over the periodic boundary should handle heterogeneous particle dis-

tributions on the boundary better. The local ORB procedures should be much faster and

provide a trade-off to the user of how much time to invest vs. how much benefit to get. And

the preserving structure diffusion should keep the communication and synchronization

time small compared to the standard diffusion.

For each of our specific contributions to improve load-balancing methods, we could

devise special corner cases that benefited from the improvement. However, we want to

examine them in a more realistic setting to assess their benefits for non-artificial particle

distributions. Therefore, we use the spinodal decomposition scenario described in Chap-

ter 7 with 1.6 million particles and run it on 512 processes on “Hawk” at HLRS. “Hawk”

has 2 AMD EPYC 7742 processors per node, each equipped with 64 cores. For reasons

of consistency with the other experiments, we use only 64 processes per node, so our

experiments in this section are conducted on 8 nodes. For details on the hardware of

“Hawk”, consult Section A.2.2.

Each experiment measures the wallclock time of 1000 successive MD time steps at

certain points in time, t(rep)
0 , t(rep)

1 , . . . Each experiment is averaged over three runs with

distinct node allocations. At each point in time t(rep)
i , we measure two data sets. One called
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“before” for the runtime of the MD simulation at t(rep)
i with subdomains stemming from

the last repartitioning, i.e. t(rep)
i−1 . And one called “after” with the subdomains optimized

for the current particle configuration at t(rep)
i . Both data sets, in turn, consist of a mea-

surement of the three main components of an MD time step. The force calculation itself

with the linked-cell algorithm (“Force calculation”), the ghost communication, particle

resorting and exchange (“Communication”) and the integration with additional admin-

istrative communication (“Integration”). They correspond to the ESPResSo functions

short_range_loop, force_calc (force calculation and communication) and integrate_vv.

We start with the first repartitioning at time step 1000, i.e. t(rep)
0 = 1000δt and regularly

continue repartitioning every 1000 time steps. For each run, we select relevant pieces of

all these raw data and present them in the following.

8.3.1 Local Recursive Bisection

For ORB, we perform an initial global repartitioning at t(rep)
0 and then do four individual

runs that use different ORB-based load-balancing. The first one is without any additional

repartitioning at all, the second one always uses global repartition. The measurements

taken from these runs set a lower and upper limit on local ORB repartitioning. In the

third and fourth run we use local limb end and local depth-based repartitioning. For the

latter, we choose a depth of 3. The results are displayed for the first 2 · 104 time steps in

Figure 8.5.

Clearly, the data series without any repartitioning performs worst, over two times

worse than the best performing subdomain layout in this experiment. The limb end

version keeps the performance acceptable compared to the global repartitions for about

5000–7000 time steps. Its re-assignment of load is only performed in groups of two

or three processes. After 5000–7000 time steps, the heterogeneity in this scenario has

reached a level, where it cannot be remedied within these groups anymore. Resetting the

partitioning with a global step and then continuing, again, with limb end repartitioning,

would start this time frame of usefulness again—though possibly shorter because the

gradient of heterogeneity over time itself increases.

Depth-based repartitioning can be parameterized via the depth to make the subdomain

layout more suitable for a longer time span. In case of a depth of 3 in Figure 8.5, the

heterogeneity does not seem to increase over a level that cannot be remedied anymore.

It performs as good as the global repartitions throughout the time span. The burden

of repartitioning is shared between 23 = 8 processes in this experiment. The average
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FIGURE 8.5 Local ORB repartitioning compared to global ORB repartitioning and none at
all. We repartition the spinodal decomposition scenario every 1000 MD time
steps and measure the wallclock time of 1000 successive MD time steps. In
purple, the performance of a simulation using the subdomains optimized for
the initial configuration and no repartitioning at runtime. The orange upwards-
facing triangles denote global repartitioning, green dots local limb-end-based
ORB and blue crosses local depth-based ORB with a depth of 3. While the
depth-based version performs as good as the global repartitioning, the limb-
end-based repartitioning is—in this scenario—suitable for about 5000–7000
time steps.

repartition time in both local experiments is about 2–3 times less than in the global run.

We cannot expect a factor of 8 (for the depth-based version) because the tree still needs

to be reduced globally and communication within the groups can influence the others

(congestion). Pinning a repartition group of processes to the same node or CPU could be

beneficial. The average repartition time for the limb end version is with 87 ms slightly

higher to the depth-based version with 78 ms. The limb end criterion is quite complex to

evaluate because 2 or 3 processes can make up a limb end. Thus, in order to decide if a

node is the root of a limb end subtree, its parent and sibling node need to be inspected.

The complexity of this predicate matters because for a process to invalidate all limb end

subtrees, it needs to traverse the tree and check each node if it is the root of a repartition

subtree. Of course, the runtime of the depth-based local repartition procedure with a

fixed depth (e.g. 3, as in this experiment) will increase relative to the limb end version

for deeper trees. In the experiment presented here, the subdomain layout produced by

the limb end method is with an average of 6.6 s over the 20000 time steps still about
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FIGURE 8.6 Runtime of the spinodal decomposition simulation with the standard diffusive
method for repartitioning on the left and structure preserving diffusion on
the right. We plot the individual runtime components of 1000 MD time steps
about every 104 time steps. Both diffusive methods use the first order scheme
with one flow iteration for flow calculation and no profit pass through. We
can see, that the structure preserving diffusion does a good job at keeping the
communication and synchronization overhead small compared to the standard
diffusion.

20 % faster than not repartitioning at all with an average of 8.3 s per 1000 time steps.

8.3.2 Structure Preserving Diffusion

To compare the preserving structure diffusion and the standard diffusion, we start, again,

at t(rep)
0 and compare the wallclock times for 1000 successive MD time steps over the whole

50000 time steps of the spinodal decomposition scenario. We use the first order scheme

for both diffusive runs with one flow iteration each and no profit pass through. At each

repartitioning, we iterate the respective diffusive method until convergence, i.e. until the

imbalance cannot be reduced further. We term this setup “x/FO-1/–”, a varying number

of load-balancing iterations (“x”) with the first order method and one flow iteration, no

profit pass through. The results are displayed in Figure 8.6. We plot the MD runtime

about every 104 time steps and display its individual components as mentioned above:

force calculation; ghost communication and particle exchange; integration.

We can see, that the overall runtime is much faster for the simulation that uses structure

preserving diffusion. The latter produces subdomain layouts that run over 30 % faster
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than the standard diffusion. Compared to the approximately 5 s that the simulation

with global ORB repartitioning takes in Figure 8.5 at t = 2 · 104δt, the 6 s of structure

preserving diffusion are quite competitive. The standard diffusion requires a restart at

latest after 2 · 104 time steps, where another 1000 MD time steps take approximately

7.5 s.

The most important detail to note in Figure 8.6 is, that the save in total runtime does

not stem from better runtimes of the force calculation itself. These are a little higher

in later time steps for the standard diffusive method, but this does not tip the scales

in favor of the structure preserving diffusion. What actually does is the reduction of

communication and integration time—the components that involve communication and

synchronization. While the degrading subdomain layouts in the diffusive method increase

these times massively, the structure preserving diffusion prevents this quite effectively.

This is exactly as we expected and the reason to choose structure preserving diffusion

over regular diffusion for subdomain suitability over time.

8.3.3 Grid-based Periodic Boundary Shift

Though the spinodal decomposition clearly shows structures that cross the periodic bound-

ary, we cannot for sure say that cutting exactly at periodic boundaries is not (accidentally)

the best option. However, such a solution is also in the search space of our proposed

cross-boundary shift. Thus, we expect that the improved method is at least as good as

the standard one.

For both variants (with and without vertex shifts over the periodic boundary), we start

at t(rep)
0 and repartition every 1000 time steps. At every repartition point in time, we

iterate the respective partitioner until convergence with decreasing values for µ. We start

with µ= 2.5= rcutoff and iterate the load-balancing until the imbalance cannot be reduced

further, then we use µ = 1.0 and iterate again until the imbalance cannot be reduced

further and, once again, with µ = 0.5. This iterative scheme with varying values for µ

can lead to worse subdomain layouts after than before the repartitioning because we

continue (with smaller µ) for at least one load-balancing iteration, even if the subdomain

layout is in a local optimum. For both methods, we measure “before” and “after” times

as described above.

The simulation runtimes for both methods can be found in Figure 8.7(A) for the first

2 · 104 time steps. We can see, that the grid-based load-balancer performs worse than

the ORB-based and diffusive ones from before. Judging from the “before” and “after”
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(A) Performance over the first 2 · 104 δt. Both
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fest, but it remains unclear which method per-
forms better. The runtimes of the simulation
overall are bad compared to other methods
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(B) Restart with Cartesian subdomains at t = 4 ·
104δt. The downwards facing triangles at the
first data point denote the performance with
the Cartesian subdomains. The initial repar-
titioning can reduce the runtime to about the
level of the standard diffusion shown before.
The boundary shift method still seems to get
better while the non-boundary shift version
is trapped in a local optimum after the initial
repartitioning.

FIGURE 8.7 Comparisons of simulations with repartitioning with the grid-based method
with and without shifting of vertices over the periodic boundary. We mea-
sure the performance of the subdomain layout before and after repartitioning
separately. In between, we repartition with decreasing µ until convergence.

data points of the respective time series, we can see that it cannot cope with the arising

heterogeneity in this spinodal decomposition scenario—neither method. Also, neither

method seems clearly superior to the other. Restarts can improve the situation. In Fig-

ure 8.7(B), we restart the method at a much later point in time at t = 4 · 104δt. We

can see, that in fact, the grid-based method can reduce a given imbalance after a restart

with Cartesian initial partitioning. The performance after this restart is comparable to the

diffusive method (not structure preserving) in Figure 8.6. Here, we can see, that the grid-

based method with shifts over the periodic boundary seems to have a slight advantage of

producing a subdomain layout that performs up to 10 % better.
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8.4 Large-Scale Soot Particle Agglomeration Simulation

In this section, we evaluate our load-balancing methodology on the soot-particle agglom-

eration scenario presented in Chapter 4. Here, we only use the setup with the true flow

field, i.e. Kn= 11, Pe= 1. We published some of the following results and experiments

in [HKP21].

During the simulation, we took snapshots with the MPI-IO module of ESPResSo, which

we contributed. In our evaluation scripts, we load the corresponding snapshot and simu-

late it for a specific amount of time while taking wallclock time measurements. In order

to assess the performance of the simulation at a particular point in time with reasonable

averaging, we set the time step δteval = 10−16 and simulate the scenario for 1000 time

steps. This way, we prohibit motion and the scenario stays static for the duration of these

1000 time steps.

We perform all experiments on “SuperMUC-NG” at LRZ. Each node is equipped with

2 Intel Xeon Platinum 8174 (“Skylake” architecture) and 96 GB of RAM. Each of these

CPUs has 24 cores, making 48 cores per node. However, we only use 24 MPI ranks per

node because of the memory requirements of the simulation with its large number of

bonds. More hardware details can be found in Section A.2.3.

8.4.1 Scaling

First, we examine the scaling behavior of ESPResSo’s default Cartesian spatial domain

decomposition and librepa as back end to ESPResSo in a strong scaling experiment with

the agglomeration scenario at t = 2·106δt. We use the SFC-based partitioner from librepa.

As a rule of thumb, the performance of ESPResSo is best for about 104–105 particles per

process. We, thus, evaluate the runtime of 1000 time steps for 8192 (≈ 1.3 · 105 particles

per process), 16384 (≈ 6.7 · 104 particles per process), and 32768 (≈ 3.3 · 104 particles

per process) processes. Due to the memory requirement, we cannot use fewer than 256

processes with 24 ranks per node. Thus, we use 256 processes as baseline. Note, that we

deliberately choose powers of two as numbers of processes in order to make the Cartesian

decomposition as good as possible in terms of the surface-to-volume ratio. The results can
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FIGURE 8.8 Strong scaling of a snapshot of the agglomeration scenario with 109.85 million
particles at time step t = 2 · 106δt with 8192, 16384 and 32768 processes.
These numbers of processes take us into the area of about 104–105 particles per
process. Blue dots show an equidistant Cartesian spatial domain decomposition
and green triangles the librepa-based space-filling curve partitioner. The latter
is set to distribute the number of particles evenly over all processes. The y-axis
shows the runtime of 1000 time steps on “SuperMUC-NG”. We choose 256
processes as baseline because it is the fewest number of processes that the
simulation’s memory requirement allows us to use. The red crosses and the
line shows the quotient of the runtimes. For 256 processes it is about 1.6 and
consistently rises to 2.9.

be found in Figure 8.8. Unsurprisingly, the load-balanced simulation already performs

better for 256 processes. We also indicate the quotients of the corresponding values and

with these, we see, that the scaling of the load-balanced simulation is better than the

unbalanced one. This quotient gets larger with increasing numbers of processes, which

means that the librepa-based simulation scales better. Good load-balancing is imperative

for strong and weak scaling. The more processes we spend for a simulation, the lower

is the volume that each process gets assigned compared to the whole simulation box.

And this makes local heterogeneities in the particle distribution more problematic as they

cause load imbalances between processes.

Of course, the parallel efficiency in this experiment is not good. The reason is that
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the particle loading n̂ = 6.25 · 10−3 is very low. A particle loading this low imposes a

huge overhead on the runtime in terms of the number of cells, communication, etc. In a

simulation with a much larger particle loading, we can observe a much higher parallel

efficiency, see Section 8.1.

8.4.2 Time Series

Figure 8.8 suggests that our load-balancing mechanism can save wallclock time at t =
2 · 106δt. In order to verify, that we can save runtime over the whole course of the

simulation, we compare the runtime of a load-balanced simulation with an unbalanced

one over time. Again, we use the standard Cartesian spatial domain decomposition

as reference and the SFC-based load-balancer from librepa. In Figure 8.9(A) we plot

the runtime of 1000 time steps every t∗ = 104δt from time step 50 t∗ to 100 t∗. The

blue circles denote the simulation with Cartesian subdomains, the green and golden

triangles for SFC-based partitioning. The green upwards facing triangles denote the

runtime directly after load-balancing. That means with the subdomains optimized to the

current particle configuration. The golden downwards facing triangles denote the runtime

before load-balancing. This means the subdomains are optimized for the previous particle

configuration. The simulation, however, is performed with the particle configuration

indicated on the x-axis. The true performance over the 104 time steps between two

successive repartitionings ranges somewhere in between the “After Repart” and “Before

Repart” data point. As expected, the latter ones show a worse performance. We see,

however, that even the data points indicating the runtime before a repartitioning is always

noticeably below the Cartesian baseline. The “Before Repart” data points can be lowered

towards the “After” ones by repartitioning more often.

In Figure 8.9(B) we do the same experiment but with different time intervals. We

only measure the performance once every 10 t∗, i.e. 105 time steps. Instead, we cover a

longer overall simulation time span ranging from 50 t∗ to 200 t∗. Note, that the plot has

a logarithmic x-axis. The logarithmic x-axis enables us to see that the performance over

time in this interval can be described quite well by a logarithmic function. We perform

a least-squares regression of a logarithmic function—a line in a plot with a logarithmic

x-axis—to both data series. The results are overlaid as lines and printed into the graph

in the corresponding color. We see that the slope of the load-balanced simulation is

considerably lower than the unbalanced one (9.7 vs. 27.0).
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(A) Runtimes for 1000 successive MD time steps
for a standard, Cartesian spatial domain de-
composition and a librepa-based decompo-
sition using the SFC-based partitioner. The
latter is set to optimize the subdomains to
equally distribute the number of particles
among them. The green upwards facing tri-
angles depict the runtime of a simulation
where the load-balancing is optimized for
the current particle configuration at this time
step. The golden downwards facing trian-
gles depict the runtime of a simulation where
the subdomains are optimized for the particle
configuration from the previous evaluation;
but we simulate the current particle config-
uration. We use this to indicate the degra-
dation of performance of the load-balanced
subdomains until the next repartition time
step. We see, that the load-balanced simu-
lation is consistently faster and varies less,
even if we take into account the degradation
of subdomains in-between repartition steps.
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(B) Same setup as on the left but for a longer pe-
riod of time. The runtime is measured only
every 105 time steps. Please note the logarith-
mic x-axis. The x-axis grid lines in the left
part of the picture correspond to the ones
that can be seen in Figure 8.9(A). We can
see that the measured runtimes in this do-
main nicely fit to a logarithmic function of
the form f (x) = a · log(x) + b. We perform
a least squares fit of the data to f (x) and in-
dicate the resulting values for a in the plot.
For the Cartesian decomposition a1 ≈ 29 and
for the SFC-based partitions a2 ≈ 9.7. Within
the considered time frame, the runtime of the
Cartesian domain decomposition increases,
thus, almost three times faster than the SFC-
based decomposition with increasing order
of magnitude of time step.

FIGURE 8.9 Consistently saving time over the whole course of the simulation is important.
Here, we show this in a fine resolution over a time span of 50 t∗ and in a
coarser resolution over 150 t∗. The particle configurations are taken from the
agglomeration scenario. The plots show the runtime for 1000 consequent time
steps on 8192 processes and compare a standard, Cartesian spatial domain
decomposition with an SFC-based. All numbers are averaged over three distinct
runs. On the left, we include a consideration about the suitability of subdomain
layouts over time. On the right, a longer time span.
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8.4.3 Meta-Optimization

Load-balancing optimizes the subdomain partitioning. It has many parameters, one being

the weights that are used to measure load per cell. Some metrics are more suitable than

others for specific scenarios. With “more suitable” we mean they will, when used with

the same load-balancing method, produce a better partitioning. We can automate this

optimization process using our framework and search for a metric that performs best in a

given set of possible metrics. The flexibility of librepa and its integration into ESPResSo

allows us to repartition over and over again using different metrics. We can use this

to devise a “simulation” script that constantly rebalances using a different metric for

determining the repartition weights. With this, we implement a simple exhaustive search

strategy. Consider a metric of the general form

m(α,β ,γ,δ) := α · npart+ β · ndistpairs+ γ · nbondedia+δ · ncells. (8.1)

Our exhaustive search strategy finds the minimum simulation runtime for all values of

α,β ,γ,δ ∈ {0, 1, 2, 5, 10, 20, 50, 100}. This choice covers multiple scales of ratios between

the individual terms. Figure 8.10(A) shows the optimal simulation time for each value

of α,β ,γ,δ individually, at simulation time t = 2 ·106δt using the SFC-based method on

8192 processes. Again, we measure the runtime for 1000 successive time steps with an

MD time step size of 10−16. For example, the data point for ndistpairs at x = 2 (which

corresponds to β = 2) is, in turn, defined as:

t(β = 2) :=min{t(m(α, 2,γ,δ)) : ∀α,γ,δ ∈ {0,1, 2,5, 10,20, 50,100}},

where t(m) is the simulation time for 1000 time steps after partitioning the spatial decom-

position with weights stemming from metric m. The data points for t(α = 0), t(β = 0),
t(γ = 0), and t(δ = 0) are not shown because we use a logarithmic x-axis. All of these

values are larger than the corresponding data points at t(α= 1), t(β = 1), . . . We average

each individual result t(m(α,β ,γ,β)) over 3 distinct runs. In Figure 8.10(A) we can see

that the number of particles and distance pairs should be weighted an order of magnitude

less than the number of bonded interactions and a constant (number of cells). Intuitively,

this makes sense, again, because of the low particle loading of n̂= 6.25 · 10−3. This has

the effect that the overhead of traversing the cells (ncells) must be accounted for rather

strongly. The higher weights for the number of bonded interactions can be explained by

the amount of time it takes to evaluate the bonded potentials as defined in Equation (4.4)

and Equation (4.5). Especially the angular potential is expensive to compute.
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As we can see, the runtime achieved with optimal weights in Figure 8.10(A) is slightly

better than the results we got with the npart metric in Figure 8.9(B) at t = 2 · 106δt.

The difference is approx. 28.83 s in Figure 8.9(B) vs. 25.4 s in Figure 8.10(A). This is a

decrease in runtime of slightly over 10 %. It, however, also shows that in this scenario

using npart as an initial guess is reasonable.

8.4.4 Comparison of Global Partitioning Methods

The flexibility of librepa and its ESPResSo bindings also allows for changing the partition-

ing method at any point in time with no overhead other than repartitioning and migration

of numerical payload. We use this feature to quickly compare different methods from

only one simulation script. In Figure 8.10(B), we partition the agglomeration simula-

tion, again, at time step t = 2 · 106δt with different global methods and indicate the

runtimes for the MD simulation as well as the runtimes of the partitioners themselves.

We use the optimal metric from Figure 8.10(A) for weighting that was determined using

the SFC-based method. Note, that for other partitioning methods, the optimal metric

could potentially be different. We can see, that the three partitioning methods perform

comparably well, with the graph partitioning method slightly worse than SFC and ORB.

This is due to the fact, that we set ParMETIS to an acceptable imbalance of 1.05, as

mentioned in Section 5.3.1. As expected, the MD runtimes are all considerably faster

than the unbalanced, Cartesian spatial domain decomposition. Comparing the global

partitioning methods, we cannot see large differences in the performance. The runtimes

of the partitioners themselves, however, as indicated by the brown bars in Figure 8.10(B),

show a clear advantage of the SFC-based method. In our setting on “SuperMUC-NG”

with 8192 processes, the SFC-based method leveraging p4est is the fastest, followed by a

slightly worse performing ParMETIS, which is good nonetheless. Our ORB implementa-

tion suffers from the naive implementation of performing the partitioning centralized on

a single root node and broadcasting the tree afterwards. The most notable component

that consumes runtime is the gathering of cell weights of all cells of all processes on the

root node. However, if we partitioned in a scheme as used in Figure 8.9, i.e. every 10000

time steps, even this method in its currently implemented form pays off. Per 10000 time

steps it saves about 10 · 40s= 400s and costs “only” about 100 s.
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(A) Runtime of the agglomeration scenario at
t = 200 t∗ for different linear combinations
of weights. We partition this scenario with
the SFC-based method using linear combi-
nations of individual metric terms according
to Equation (8.1). We use a full grid with
logarithmically spaced point for the search:
(α,β ,γ,δ) ∈ {0, 1, 2,5, 10, 20,50, 100}4.
Each measurement is taken for 1000 con-
secutive time steps and averaged over three
distinct runs. Each plotted data point in-
dicates the best possible runtime that can
be achieved by optimally choosing the fac-
tors for the remaining three metrics. We lin-
early interpolate between the data points to
aid visual distinction of the different data se-
ries. In this example, we can see that npart
and ndistpairs should be weighted about an
order of magnitude lower than ncells and
nbondedia. The optimal metric has α = 5
(npart), β = 5 (ndistpairs), γ= 100 (nbonde-
dia), and δ = 50 (ncells).
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(B) Runtime of different global partitioning
methods and resulting runtime of the MD
simulation. We partition the agglomeration
scenario at t = 200 t∗ with the best met-
ric according to Figure 8.10(A), represented
by the weights for the linear combination:
(5,5,100,50). The runtime of the MD simu-
lation is split into its three main components:
force calculation, communication and inte-
gration. The latter one also includes some
administrative communication. For each of
these components, we plot the individual
maximum time of any process in such a way
that they add up meaningfully, i.e. the bars
stack to the maximum runtime over all pro-
cesses for all time steps. Beside the MD
runtimes which are measured for 1000 time
steps, we plot the time it takes to repartition
the snapshot. Note, that because of its high
repartition time, the ORB method requires
more than the shown 1000 MD time steps to
pay off. The other two methods do not suffer
from this problem.

FIGURE 8.10 Librepa and its ESPResSo bindings aid the optimization of the partitioning
process itself. Here, we show two examples: On the left, we fix a partitioning
method and investigate optimal weights. Conversely, on the right, we fix the
weights and investigate the differences between different global partitioning
methods. All measurements are averaged over three distinct runs.

8.4.5 Local Methods

In this section we want to quantify the performance of local methods. Since the particles

in the agglomeration scenario are initially homogeneously distributed, and it takes a while

for the distribution to get heterogeneous, we don’t want to start measurements from the
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very beginning. As mentioned in Section 5.4 however, starting local load-balancers like

the diffusive method with an already heterogeneous particle distribution is suboptimal,

too. We therefore test our hybrid partitioning scheme proposed in Section 5.4. We start

at t = 50 t∗ and do an initial graph partitioning. Then, we measure the runtime of the

simulation every t∗ for 1000 time steps. The result is the blue dotted data series plotted

in Figure 8.11(A). As we can see, the performance severely degrades over time. It gets

worse than a Cartesian baseline as shown in Figure 8.9(A). The partitions optimized for

time t = 50 t∗ by a graph partitioner do not seem suitable for more than 10000–20000

time steps. We proposed a remedy for this problem in [HPG16]: Averaging the array of

3d weight values per cell over a small neighborhood. This forces the graph partitioner to

distribute the areas around agglomerates as if they were heavily loaded, too. These are

exactly the areas that particle clusters will migrate into in the subsequent time steps. For

more details, see [HPG16].

Another option to keep the partitioning from degrading too fast is to use our hybrid par-

titioning method proposed in Section 5.4. Again, we perform an initial graph partitioning

at t = 50 t∗. In the following, we then perform diffusive steps to adapt the partitioning

to the changes in particle distribution. Every 10000 time steps, we perform two or three

diffusive load-balancing iterations. We use the first order method with a single flow iter-

ation and no profit pass through. We use the number of particles as weights. The data

can be seen in Figure 8.11(A). The two iteration scheme is shown with purple triangles

and the three iteration scheme with green triangles. We, again, mark the performance

directly after a repartition step with upwards facing triangles and the performance of a

partitioning optimized for the previous configuration but simulating the current one with

downwards facing triangles. As we can see, the runtime of the MD simulations with the

partitioning we get from diffusive load-balancing also varies. Both schemes, however, are

capable of keeping the performance on about the level established by the graph parti-

tioner. Generally, the three iteration scheme seems to have a better performance in this

test. Spending four iterations every 10000 time steps does not pay off, though.

We perform the same experiment, again, at a later point in time to counter check the

performance of the diffusive method. For this test, we cannot simply take longer intervals

in-between repartition steps in order to cover a longer time span, as we did in Section 8.4.2.

The diffusive method builds upon the current partitioning and if this partitioning has

been optimized for a particle configuration too different from the current one, it might

converge only to local optima—or not at all. Therefore, we repeat the experiment with

a load-balancing interval of 10000δt at t = 150 t∗ in Figure 8.11(B). Again, we initially

perform a graph partitioning and, then, measure the simulation wallclock time every t∗

187



8 Numerical Results

50.0 52.5 55.0 57.5 60.0 62.5
Simulation Time [t∗]

0

20

40

60

80

R
u

n
ti

m
e

[s
/1

00
0δ
t]

Initial graph partitioning

No repart
Diff. 2 it., Before
Diff. 2 it., After

Diff. 3 it., Before
Diff. 3 it., After

(A) Initially, at t = 50 t∗, all tests are graph par-
titioned. The performance of this initial par-
titioning is displayed with blue dots. It de-
grades severely over the shown 130000 time
steps. The purple triangles show the perfor-
mance of the partitioning if we do two dif-
fusive partitioning steps every 10000 time
steps. Green triangles show an analogous
strategy, only with three diffusive steps ev-
ery 10000 time steps. The diffusive partition-
ing steps are able to keep the performance
on about the level that the graph partitioner
established in the first place.
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(B) Performance at a later time. Initially, at
t = 150 t∗, we graph partition the simulation.
Note, that we plot a longer time span than
on the left, which is why the performance de-
grades much further. In green triangles show
the performance of the simulation using three
diffusive steps every 10000 time steps. Un-
like in the plot on the left, the performance be-
fore and after a repartition varies more. This
is expected as we have more heterogeneity
in later time steps. The degradation of per-
formance over the first 10 t∗ (first half of the
plot) is with about 21 % a bit better compared
to the earlier time frame on the left.

FIGURE 8.11 Performance of the hybrid partitioning method. In both plots, we initially
perform a graph partitioning and, then continue with diffusive steps every
t∗ = 10000δt. We use the first order method with a single flow iteration
and no profit pass through. The number of load-balancing iteration varies.
The upwards facing triangles denote the performance right after repartition-
ing and the downwards facing triangles the performance of the partitioning
optimized for the previous particle configuration but simulating the current
one.

for 1000 time steps. We can see, that over a time span of 10 t∗, the performance of the

diffusive method degrades from about 31.13 s for 1000 time steps to about 38 s for 1000

time steps. This is a decrease of about 21 %—as opposed to about 26 % in Figure 8.11(A).

The performance of the diffusive method, thus, does not degrade more in later time steps

than it does in earlier. We, however, plot the performance over a longer period of time in

Figure 8.11(B). And for this extended period, we clearly see, that the diffusive method

as employed here, performs way worse than in the first 10 t∗. At latest at t = 161 t∗ we

should perform a new global partitioning in order to stop the subdomain layout from
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degrading further. What does degrade more compared to the earlier time frame is the

suitability of a subdomain layout in between two repartitioning steps. This is expected

as there is more heterogeneity in later time frames.

Comparison of Diffusive Variants

To compare different diffusive setups, we average the runtime for 1000 MD time steps

over the time frame depicted in Figure 8.11(A). The results can be found in Figure 8.12.

We term different diffusive configurations “x/y-z/p”, where “x” is the number of load-

balancing iterations, “y” is the flow calculation method, “z” the number of flow iterations

and “p” the value set for profit pass through. For the latter, “–” or “1.0” means that profit

pass through is turned off. In the comparison of different numbers of load-balancing

iterations for the first order method, we see that 3 is indeed a sweet spot for this scenario

and setup. On average, it performs slightly better than 2 load-balancing iterations and

clearly better than 1 or 4. With respect to the profit pass through, the current scenario and

setup do not seem to benefit from it. The values are comparable with no clear tendency

visible. We find that the performance of the first order method is about the same as for the

per-proc method (termed “W” in the plot) for our scenario over the averaged time frame,

when appropriate configurations are chosen for both. What we can see, however, is that

the performance of the per-proc method is not as smooth with respect to the number

of load-balancing iterations spent as the first order method. Finally, the number of flow

iterations do not seem to influence the performance of the first order method much in our

scenario for the tested 3 load-balancing iterations case. Thus, the limiting issue seems

to be the number of boundary cells that can be handed away. In this test, we use the

hybrid method for partitioning with graph partitioning or the diffusive method. Currently,

librepa only supports the hybrid method in conjunction with the original diffusive method

and not with structure preserving diffusion. Since librepa implements the second order

method only in terms of the structure preserving diffusion, we cannot use the latter in

the course of this experiment.

Local ORB

In the last experiment, we test the local ORB methods. We use the same experimental

setup as the first hybrid partitioning experiment: We start at t = 50 t∗ and partition every

10000 time steps. Right before and after each partitioning, we measure the runtime of

the MD simulation for 1000 time steps. We compare the limb end version to the depth-

based repartitioning for depth 7 and 8. Depth 7, here, means that the tree is repartitioned

in 27 = 128 groups of 8192/128= 64 processes each.
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FIGURE 8.12 Comparison of different diffusive setups. We start at t = 50 t∗ with a graph
partitioning step and, then, continue with diffusive load-balancing until
t = 60 t∗. We repartition every 104 time steps and measure the runtime
of 1000 time steps of the MD simulation. We average the runtime over all 10
measurements and 3 distinct node allocations. On the top left, we compare
the first order method with one flow iteration and no profit pass through
and different number of load-balancing steps. Here, the data point for “0” is
the average value of the blue dots from Figure 8.11(A). On the top right, a
comparison of different profit pass through values for the first order method
and 3 load-balancing iterations. On the bottom left, a comparison of the first
order method with the per-proc method (“W”) for one flow iteration. Finally,
on the bottom right, a comparison of different number of flow iterations for
the first order method with 3 load-balancing iterations. The specified number
of flow iterations is performed in each of the 3 load-balancing iterations.

The results can be found in Figure 8.13. Unsurprisingly, the depth-based versions

are better than the limb end one. The limb end repartitioning is able to perform local

adaptions that reduce the runtime of the simulation but unable to cope with the dynamics

of this simulation. The performance of all local ORB methods—and especially the limb
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FIGURE 8.13 Comparison of local ORB methods. We start at t = 50 t∗ with an initial global
ORB partitioning and, then, continue with local ORB steps until t = 60 t∗. We
repartition every t∗ = 105δt. In blue, limb end repartitions, in green with
the depth-based variant with depth 7 and in purple with depth 8. Again, we
measure the performance right before and after the partitioning for 10000
time steps. Not surprisingly, the depth-based repartitioning with a depth of 7
shows the best performance because it is the most “global” one of the tested
methods. Note that unlike the other time series plots, the y-axis ranges from
0 to 100 seconds.

end one—crucially depends on the layout of the given kd-tree. If it allows for adaptions

that can cope with the arising heterogeneity, then the local methods can remedy it—

otherwise not. In this experiment, we can see, that, indeed, depth-based local ORB is

a good choice for this scenario. A repartitioning depth of 7 can keep the imbalance at

the level established by global ORB for about 60000 time steps. The higher the depth,

the lower the number of processes that participate in each individual repartitioning and,

thus, the lower the repartition quality. We can see this in the plot as depth 8 is slightly

worse than depth 7.

Compared to the hybrid method Figure 8.11(A), we see that the ORB results here are

slightly worse. On closer inspection, this can most likely be attributed to the performance

of the initial global partitioning. The graph partitioning in Figure 8.11(A) is almost 10 s

better than the global ORB method in Fig. 8.13.
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Grid-Based Method

We have also tried to use the grid-based load-balancing on the soot-particle agglomeration

scenario. Unfortunately, we were not able to get good results with it. One of the problems

of the original method [BS15] is that it does not respect the periodic boundary conditions.

We proposed a remedy for this in Section 5.3.5. This improvement alone, however, does

not seem to be enough. Even in static partitioning settings we had a hard time to get the

(improved) method to converge at all. Similar problems can be seen in Section 8.3.3.

One thing, the authors in [BS15] mention is that they do not start with an equidistant

Cartesian grid, but adapt the spacing such that the load is initially distributed equally. The

information about the initial load distribution is known a priori because, e.g., the scenario

is half empty. In the soot-particle agglomeration scenario there are no large empty regions.

Thus, we cannot take this approach because there is no a priori knowledge about the

distribution of load. If we start with an equidistant Cartesian decomposition, over- and

underloaded subdomains are randomly distributed on the grid. This causes many vertices

to not have a distinguished direction in which the load decreases. Our struggles with this

method indicate that the initial decomposition is very important.
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8.4.6 Simulation Results

In the previous sections, we detailed on how our load-balancing methodology enables

simulating our demanding main application scenario. In this section, we want to present

the results of the large-scale soot particle agglomeration simulation. We run two configu-

rations of the setup described in Chapter 4. Once with Kn = 11 and Pe = 1. As we will

see however, this scenario behaves differently as expected from [Inc17]. The shear forces

get too large to meaningfully simulate the agglomeration process for more than 2.5 · 106

time steps. In a second run, we scale down the influence of the flow field to Pe = 1/3.

This reduces the flow field velocities in Equation (4.2) and consequentially also the shear

forces.

Setup Kn=11, Pe=1

First, we simulate the scenario exactly as described before, that is Kn = 11, Pe = 1. We

run it for 2.5 · 106 time steps. This is the run used for the load-balancing analysis above.

During the simulation, agglomerates form. These agglomerates are subject to shear forces

induced by the flow field. Because the velocity gradients of the flow are high in this setup,

so are the shear forces. The size and mass of the agglomerates make them inert bodies.

This is supported by the effect that due to their size they can span different velocity profiles

in the flow field. The result is that the energy of the shear forces is transferred to the

bonds which consequently elongate. At t = 2.7 · 106δt, the cumulative shear force gets

too large and causes bonds to elongate unphysically (r > 1.5 r0, cf. Equation (4.4)). In

real life such an agglomerate would break apart. The physical model of our collaboration

partner does not incorporate a bond breakage mechanism though. Neither is it possible

in the current version of ESPResSo.1 As a result, we stop the simulation at this point and

analyze the data up to this time step.

In Figure 8.14 a visualization of the largest agglomerates at time step t = 2 ·106δt can

be found. We can see that the agglomerates are not uniformly distributed in space. This

is due to the influence of the flow field and contributes to the heterogeneous distribution

of load.

The primary interest of application scientists is morphology, shape and size of aggre-

1In the model, multiple triangular structures are created from the same collision. This makes breaking
them physically “correctly” quite complex. Technically, breaking them would make a synchronization
between neighboring processes necessary.
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FIGURE 8.14 On the left: All agglomerates that consist of more than 500 primary particles
at t = 2 · 106δt. We can see that they are not uniformly distributed over the
domain. The distribution is heavily influenced by the background flow. In
the center an exemplary excerpt of size 200σ × 200σ × 200σ. Agglomer-
ates further in the back from the point of the viewer are faded out. In both
pictures, the particle radius is enlarged for visual purposes. On the right we
visualize two of the agglomerates to get an impression of their shape. These
agglomerates have 643 and 702 primary particles, respectively. Both pictures
on the right show the true ratio of particle diameter to coordinate.

gates. We describe it with the fractal dimension. Figure 8.15(A) shows the dependence of

the fractal dimension on the radius of gyration. As we can see, for small gyration radii, Df

is also small, then rises quickly and decreases again after a maximum at rg between 2 and

6. Thereby, the location of the maximum shifts over time. Also, the gyration radii and the

fractal dimensions themselves get larger over time. For larger gyration radii, the fractal

dimension is significantly lower than at its maximum. Over time, the characteristic curves

(one for each time step) should converge. This is not yet the case. Also, the histogram

of agglomeration sizes in Figure 8.15(B) shows that the smallest cluster sizes are still

the predominant ones. Thus, the agglomeration process overall is still driven by agglom-

erations of primary particles to clusters and not yet by cluster-cluster collision. Based

on the data plotted in Figure 8.15(A), [Inc17] devises analytical models via regression.

These models, then, can be included into time- and resource-constrained engineering

applications (for real-time usage) that do not permit to running MD simulations in the

background.

Setup Kn=11, Pe=1/3

As shown above, we have to stop the Kn= 11, Pe= 1 scenario too early to get meaningful

results for the agglomeration process. In an additional setup, we want to verify that our

methodology is comparable to previous works when run over a longer time span. To
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ing of very few particles are still the major-
ity. This is an indicator that the agglomera-
tion process is not in its final state, which is
driven by cluster-cluster collisions. But in an
earlier state where the main growth of clus-
ters is due to the agglomeration of primary
particles.

FIGURE 8.15 Morphology and size of the aggregates at different time steps. We only con-
sider agglomerates with more than 15 particles and remove all of them which
cannot be associated with a meaningful 1≤ Df ≤ 3 by Algorithm 4.2.

achieve this longer time span, we reduce the shear forces acting on the agglomerates by

reducing the flow field velocities. We scale each of the components ui for ~u= (u0, u1, u2)T

in Equation (4.2) by a third. This reduces the momentum transferred from the flow field

to the particles also to a third and the kinetic energy to 1/9. The gradient ∇u also gets

rescaled by a third and, thus, also the dissipation rate ε. The dissipation rate, in turn,

lowers the Péclet number to Pe≈ 1/3.

In this setup, the simulation progresses until at t = 12.7 · 106δt, once more, the shear

forces get too large and agglomerates would break. As expected, the average kinetic

energy per particle is about 9 times smaller throughout the simulation than in the previous

setup. We take the simulation up to t = 12 · 106δt and evaluate it.

The average fractal dimension for a given radius of gyration across multiple time steps

can be found in Figure 8.16(A). As we can see, the agglomerates overall have a smaller

radius of gyration than in the previous simulation, although the latter ran for far shorter

time. This supports the claim that flow field velocity and turbulence affects the agglomer-

ation process. The average fractal dimension seems to be a bit higher which is, however,
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FIGURE 8.16 Morphology and size of the aggregates at different time steps for the Kn =
11, Pe = 1/3 scenario. We only consider agglomerates with more than 15
particles and remove all of them which cannot be associated with a meaningful
1≤ Df ≤ 3 by Algorithm 4.2.

not surprising given that Df tends to increase slightly with simulation time. The trend and

behavior of the curves in Figure 8.15(A) and Figure 8.16(A) seem comparable. Besides

the smaller rg , comparing both plots is inconclusive with respect to the influence of the

flow field on the fractal dimension. This might, however, be attributed to the comparably

short time that the previous setup ran. As we mentioned above, the agglomeration in the

previous setup was not able to reach an advanced state driven by cluster-cluster collisions;

Quite contrary to the agglomeration process in this setup. As we can see in Figure 8.16(B),

the most prevalent cluster size is about 10. This shows that the scenario is not driven

anymore by agglomeration of primary particles but by cluster-cluster collisions.

Summary

Overall we can see, that the flow field velocity (and, in turn, the gradients) definitely

have an impact on the cluster sizes. We get smaller gyration radii when rescaling the

flow field. Our rescaling does not influence the fractal dimensions that arise. The small
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difference that we see could be explained by the progress of the agglomeration process

itself. Our larger setup with 109.85 million particles leads overall to smaller, but more

realistic gradients in the turbulent flow field compared to previous works. The effect

seems to be that the average fractal dimension gets slightly larger by about 0.2 compared

to [Inc17]. Qualitatively, our results are very similar to results obtained from smaller

simulations.

Making simulations more realistic is an important effort in all natural sciences. In our

case this means making the simulation larger so that the gradients of the flow field get

closer to actual experimental setups. We enabled this upscaling by balancing the load

between all involved processes. If it were not for our load-balancing, many of the involved

processes would idle for a long time waiting for the slowest process. Our additions, thus

not only reduce the time to solution and enable the simulation of larger length and time

scales; they also make the simulation more energy efficient. To the best of our knowledge,

the simulation described above and conducted within this work is the largest simulation

performed with ESPResSo to date.

Finally, a note on the breakage of bonds. As we mentioned before, we currently do not

model it, and it is also not possible to break bonds in ESPResSo—but it is conceivable.

Breaking large agglomerates apart might drastically change the distribution of load or

the further evolution of it. With our library and additions to ESPResSo, future work on

the physics modeling has the possibility to employ load-balancing out of the box and,

for example, make the subdomain layout react dynamically to such or other (physical)

events in the simulations.
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9
Conclusion

IN this work, we have presented a research gap in terms of re-usable load-balancing

software and being able to flexibly test different load-balancing strategies. With

librepa and its ESPResSo bindings, we have introduced a flexible toolkit that cannot

only be used to assess the benefits of different load-balancing strategies but also to run

large-scale, complex simulations, as we have shown with the soot particle agglomeration

scenario. Additionally, it can be extended to incorporate different methodologies like

multi-physics simulations with the joint partitioning approach we have introduced.

Algorithmically, we have presented different partitioning/load-balancing algorithms

and classified them into a taxonomy according to their primary properties: Structured

vs. unstructured and global vs. local. We have tackled several shortcomings of the algo-

rithms. For orthogonal recursive bisection we have presented two new local repartitioning

algorithms that are based on individual groups of processes replacing their subtree in

the kd-tree. We have augmented the diffusive method to be able to keep the original

communication structure. This criterion, however, does not capture all boundary cases

as we have detailed. For the grid-based method, we have introduced the idea of shifting

vertices over the periodic boundary and have presented algorithmic details.

All the load-balancing methods presented in this work have been implemented in a

re-usable and flexible open source library called librepa in the course of this thesis. It is

not invasive into users’ codes and offers all the load-balancing methods behind a single

interface which is easy to use. To show this, we have presented a minimally invasive

integration of librepa into ESPResSo. Therefore, we have added a module called “generic-
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dd” to ESPResSo, which decouples the core of ESPResSo from librepa, as well as an easy-to-

use user interface to access the load-balancing functionality. Not taking these additional

modules into account, we have only changed about 30 lines in the ESPResSo core. We have

presented the integration of generic-dd into ESPResSo’s Python scripting interface, which

provides an excellent playground for implementing and testing load-balancing strategies.

As a last point, we have also shown how to extend the load-balancing methodology to

include multiple independent but coupled systems with our joint repartitioning strategy

based on the finest common tree. This has allowed us to ensure process-local coupling

of the involved subsystems in multi-physics simulations. These improvements enable the

efficient, highly parallel simulation of heterogeneous multi-physics simulations like, in

the future, the microscopic simulation of a DNA translocation though a nanopore.

We have evaluated our methodology in terms of scaling and imbalance reduction, and

we have shown that the changes in ESPResSo do not negatively influence the scaling

behavior of the code—on the contrary, they affect it positively. In further experiments,

our adaptions to the load-balacing methods (which are all implemented in librepa) have

proven to keep their promises but for the grid-based method. For the latter, we generally

had a hard time to get it to converge in different scenarios.

In order to quantify the heterogeneity of scenarios, we have introduced a new measure

based on standard deviation and mean of a reconstructed particle density function. For

the Gaussian Kernel Density Estimation we used, we have shown techniques to make

the results more useful: Periodic evaluation and shifting of the mode to the center. We

have evaluated the heterogeneity measure on different artificial scenarios and have seen

that it can efficiently discriminate them. Additionally, we have shown an exponential

dependency of heterogeneity on the runtime of these artificial scenarios. In terms of its

usability as an indicator for the load-balancing performance of different methods, we have

presented figures from different artificial scenarios, obtained with different numbers of

processes and different heterogeneities. We have seen certain relations of heterogeneity

and the number of processes to the load-balancing performance of different methods

which are definitely worth researching further. Also, we have shown the limits of the

proposed method in terms of assumptions, automatic bandwidth selection and sampling.

Finally, we have presented a large-scale, multi-scale, multi-physics scenario: soot parti-

cle agglomeration. We have presented the methodology, its implementation and how we

simulate it. To the best of our knowledge, this is the largest simulation ever performed

with ESPResSo. Our load-balacing has shown to save a large fraction of runtime over the

course of the simulation and, thus, enables this large-scale simulation in the first place.

It allows simulating longer time and length scales for existing simulations and scenarios.
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We have evaluated different load-balancing methods on this scenario and have shown the

benefits of hybrid (global-local) partitioning. We have shown the flexibility of our frame-

work by performing meta-optimizations with respect to the weights and load-balancing

method used. We have been able to save 10 % of runtime only by choosing different

weights. We have presented the resulting dependency of fractal dimension on the radius

of gyration for our application scenario and how velocities of the turbulent flow field

affects it.

With our load-balancing library, we actively contribute towards making parallel simu-

lations like the soot particle agglomeration more efficient. This is two-dimensional. On

the one hand, the time-to-solution is reduced such that scientists can tackle larger time

and length scales. On the other hand, it increases energy efficiency and environment

friendliness by reducing the idle time of processes during synchronous time stepping

schemes. Energy consumption awareness is one of the great accomplishments of today’s

society; and we are proud to have contributed to a more sustainable usage of electric

energy for parallel simulations.

Future Work

For our soot particle agglomeration scenario, further upscaling to cover even more scales

of turbulence in the background flow field is desirable. The software presented in this

thesis enables this. However, we have shown that it might be necessary to extend the

methodology to incorporate bond breakage. Another point which we enabled in this

thesis is the possibility to simulate the background flow field load-balanced together with

the particles at runtime. This would enable to also include the influence of the particles

(and more important of large agglomerates) on the flow.

Several points we mentioned in this thesis could be implemented in librepa and re-

searched as well. These are, for example, adaptive linked-cell grids and the distribution

of load on a coarser level (“cell blocks”). Such techniques promise to lower the runtime

of sequential simulations or increase the scalability of load-balancing itself.

Regarding load-balancing methodology, we have detailed why we implement the dif-

fusive method in an unstructured way. We have seen that the diffusive method is a

qualitatively very good local method. Therefore, incorporation into structured methods

such as diffusively exchanging load along a space-filling curve or on certain tree levels in
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orthogonal recursive bisection should be considered further.

One of the main focuses of research in recent years is data-based modeling and enriching

simulations and other applications with knowledge extracted from data. In this thesis we

have laid the groundwork for relating descriptors like heterogeneity to load-balancing

performance. We have shown several open issues with our heterogeneity measure and the

scenarios that we use as “basis” to relate others to. More research in this area is needed

and the ultimate goal could be to establish data-driven approaches for load-balancing

decisions that are usable by end users without manual selection of a strategy.
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A
Appendix

A.1 Reproducibility

Reproducibility is a key not only to validate of falsify scientific results but also to build

upon existing ones. Therefore, we present details in this section about the programs, their

versions, scripts and input files that have been used in the course of this thesis. We refer

to external GitHub repositories where possible or directly include diffs. Additionally, we

list the simulation scripts that we have used to run ESPResSo.

A.1.1 Programs and Versions

In this section, we detail which program versions we have used. The custom versions

that are used are indicated with a “+” in the tables. A brief explanation of the custom

versions and source code location can be found in Table A.1

If not explicitly stated otherwise, all our experiments use the versions of librepa,

ESPResSo and their dependencies that can be found in Table A.2. The system software

depends on the machine and is different for different experiments. All software com-

ponents that are unique to an experiment or differ from the defaults are listed in the

following tables: Table A.3 (for Section 5.1), Table A.4 (for Section 8.1), Table A.5 (for

Section 8.2), Table A.6 (for Section 8.3), and Table A.7 (for Section 7.3 and Section 8.4).
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Software Version Annotation Remark
GitHub URL (prepend https://github.com/)

ESPResSo +generic_dd Our generic-dd additions
hirschsn/espresso/tree/generic-dd-current

ESPResSo +generic_dd+timers Generic-dd and manually implemented tim-
ings of core routines

hirschsn/espresso/tree/generic-dd-current-measurement

ESPResSo +mff Coupling to external flow field
hirschsn/espresso/tree/mff

ESPResSo +lbm_md Coupled LBM/MD
hirschsn/espresso/tree/merge_py

p4est +lahnerml
lahnerml/p4est/tree/p4est-ESPResSo-integration

TABLE A.1 Custom versions of software and where they can be found.

All indications to modules on HPC machines at HLRS or LRZ are valid as of May 2021

unless otherwise stated.

Prohibiting Cross-Boundary Shifting in the Grid-based Load-Balancer

The following diff applies to librepa version 1.1.3.

diff --git a/repa/grids/gridbased.cpp b/repa/grids/gridbased.cpp
index 8ab5f65..1c591cc 100644
--- a/repa/grids/gridbased.cpp
+++ b/repa/grids/gridbased.cpp
@@ -389,7 +389,7 @@ static Vec3d shift_gridpoint(Vec3d gp,

if (dims[d] == 1)
continue;

// On non-periodic grids, shift only non-boundary coordinates
- if (!PERIODIC(d) && is_boundary_gridpoint)
+ if (is_boundary_gridpoint)

continue;
// only boundary gridpoints are allowed to shift over borders
if (!is_boundary_gridpoint && (shifted < 0. || shifted > box_l[d]))
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A.1 Reproducibility

Software Version Remark

Librepa v1.1.3 -DCMAKE_BUILD_TYPE=Release
-DCMAKE_CXX_COMPILER=mpiCC
-DCMAKE_C_COMPILER=mpicc

ESPResSo v4.1.2+generic_dd+timers -DCMAKE_BUILD_TYPE=Release
-DWITH_CUDA=off,
-DWITH_HDF5=off,
-DWITH_GSL=off.
-DCMAKE_CXX_COMPILER=mpiCC
-DCMAKE_C_COMPILER=mpicc
Content of myconfig.hpp:
#define LENNARD_JONES

Boost v1.72.0 Boost modules: mpi, serialization, system,
filesystem

ParMETIS v4.0.3 Compiled with 64 bit Integers and Reals
Arguments to make config:
shared=1 cc=mpicc cxx=mpiCC

libkdpart v1.2.1 Set mpiCC as compiler in Makefile
p4est v2.0+lahnerml Configured with --enable-mpi

CC=mpicc CXX=mpiCC FC=mpif90
libsc v2.1 (Submodule of p4est)

TABLE A.2 Software versions used in all experiments if not explicitly stated otherwise.

Section 5.1

Software Version Remark

OS Ubuntu 20.04 LTS
Compiler GCC v9.3.0 Distribution package
MPI OpenMPI v4.0.3 Distribution package

TABLE A.3 System software used for the experiment in Section 5.1.

Visualization

The agglomerate renderings in Figure 4.1 and Figure 8.14 have been created with VMD

v1.9.2 [HDS96]. The renderings of the flow fields in Figure 4.4 and the periodic boundary

setup in Figure 5.2(A) have been created with Matplotlib v3.1.2 [Hun07].
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Section 8.1

Software Version Remark

OS Cray Linux Environment On Hazel Hen
Compiler GCC v7.3.0 Hazel Hen module PrgEnv-gnu/6.0.4
MPI Cray MPI v7.7 Hazel Hen module cray-mpich/7.7.0
ESPResSo v3.4+lbm_md Additional features in myconfig.hpp:

#define DD_P4EST

TABLE A.4 System software used for the experiment in Section 8.1. The machine is decom-
missioned, thus the modules are not accessible anymore.

Section 8.2

Software Version Remark

OS Cray Linux Environment On Hazel Hen
Compiler GCC v7.3.0 Hazel Hen module PrgEnv-gnu/6.0.4
MPI Cray MPI v7.7 Hazel Hen module cray-mpich/7.7.0
ESPResSo v3.4+lbm_md Additional CMake flag:

-DWITH_P4EST=on
Additional features in myconfig.hpp:
#define DD_P4EST
#define EXTERNAL_FORCES
#define LB_ADAPTIVE

TABLE A.5 System software used for the experiment in Section 8.2. The machine is decom-
missioned, thus the modules are not accessible anymore.

A.1.2 Simulation Scripts

The simulation scripts, programs to generate input data and to perform postprocessing
as well as output data can be found in the accompanying replication dataset.

• Hirschmann, S.: Replication Data for: Load-Balancing for Scalable Simulations with Large
Particle Numbers. Version DRAFT VERSION. 2021. doi:10.18419/darus-1851. U R L:
https://doi.org/10.18419/darus-1851.
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A.1 Reproducibility

Section 8.3

Software Version Remark

OS CentOS Linux release
8.2.2004

On Hawk

Compiler GCC v9.2.0 Hawk module gcc/9.2.0
MPI OpenMPI v4.0.5 Hawk module openmpi/4.0.5

TABLE A.6 System software used for the experiment in Section 8.3.

Section 7.3 and Section 8.4

Software Version Remark

OS SUSE Linux Enterprise
Server 12.3

On SuperMUC-NG

Compiler Intel 2019.5.281 SuperMUC-NG module intel/19.0
Standard li-
brary

glibc, libstdc++ from
GCC v7.3.0

SuperMUC-NG module gcc/7

MPI Intel MPI 2019.6.154 SuperMUC-NG module mpi.intel/2019
ESPResSo v4.1.2+generic_dd Additional CMake flag:

+timers+mff -DWITH_FLOWFIELD=on
Additional feature in myconfig.hpp:
#define COLLISION_DETECTION

TABLE A.7 System software used for the experiment in Section 7.3 and Section 8.4.
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A.2 HPC Systems

Here, we briefly list the most important details about the HPC systems that have been

used in this thesis.

A.2.1 Hazel Hen

• Location: HLRS, Stuttgart

• Installed: 2015

• Decommissioned: 2020

Hardware:

• CPU: Intel Xeon E5-2680 v3, 2.5 GHz, 12 cores, “Haswell”

• RAM: 128 GB per node

• Cray Aries interconnect

# Cores # Processors # Nodes

1 Processor 12 1

1 Node 24 2 1

Machine 188,928 15,744 7872

A.2.2 Hawk

• Location: HLRS, Stuttgart

• Installed: 2020

• Decommissioned: — (still in use)

Hardware:

• CPU: AMD EPYC 7742, 2.25 GHz, 64 cores, “Zen 2”

• RAM: 256 GB per node

• InfiniBand HDR200 interconnect

# Cores # Processors # Nodes

1 Processor 64 1

1 Node 128 2 1

Machine 720,896 11,264 5632
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A.2 HPC Systems

A.2.3 SuperMUC-NG

• Location: LRZ, Garching b. München

• Installed: 2019

• Decommissioned: — (still in use)

Hardware:

• CPU: Intel Xeon Platinum 8174, 2.7 GHz (3.1 GHz ex factory), 24 cores, “Skylake”

• RAM: 96 GB per node (“Thin nodes”)

• Intel Omni-Path interconnect

# Cores # Processors # Nodes

1 Processor 24 1

1 Node 48 2 1

Machine 305,856 12,744 6372
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