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Zusammenfassung

Kolliodale Suspensionen bestehen aus Kolloiden mit einer Größe von 1 nm bis 1 µm,
welche von einem Lösungsmittel, typischerweise Wasser, umgeben sind. In diesen
Systemen ist die kinetische Energie der Kolloide bei Raumtemperatur in derselben
Größenordnung wie ihre Wechselwirkungsenergie. Daher werden diese Systeme als
weich und verformbar angenommen und fallen unter die Kategorie “Weiche Ma-
terie”. Molekulardynamik Simulationen (MD) von Suspensionen müssen daher auf
der einen Seite die Kolloiddynamik innerhalb dieser Systeme aufgrund des Lösungs-
mittels, sowie auf der anderen Seite verschiedenste Wechselwirkungen aufgrund der
Form und Ladung der Kolloide beinhalten. Im Falle eines expliziten Lösungsmittels
muss zusätzlich auch dessen Dynamik korrekt modelliert werden. Die Simulation
des Lösungsmittel durch expizite Wassermoleküle in der MD Simulation ist jedoch
selbst auf modernsten Supercomputern nicht möglich. Dies ist einfach der enormen
Anzahl (1023) von Molekülen geschuldet, die vonnöten wäre. Um diese Einschrän-
kung zu umgehen, verwenden wir eine Kombination von MD Simulationen für die
Dynamik der Kolloide und einen diskreten Kontinuumslöser für die Dynamik des
Lösungsmittels. Dabei wird das Lösungsmittel als Kontinuum behandelt anstatt die
Dynamik von expliziten Molekülen zu berechnen.

Neben der Komplexität und Menge an statischen und dynamischen Eigenschaf-
ten, die kolloidiale Suspensionen aufweisen können, sind diese auch in der Lage, eine
Vielfalt von verschiedenen flüssigen und festen Phasen anzunehmen. Die Möglichkeit
feste Strukturen auszubilden führte dazu, dass sie als ein idealisiertes Modell zur Un-
tersuchung von Kristallisations- und Nukleationsphänomenen [133, 132] verwendet
werden. Schon in den 1990er konnte mithilfe von Simulation gezeigt werden, dass
(kugelförmige) geladene Kolloide entweder kubisch körperzentrierte (BCC) order
kubisch flächenzentrierte (FCC) Kristallstrukturen ausbilden [56]. Auf der experi-
mentellen Seite werden kolloidiale Suspensionen unter anderem als Modellsystem
verwendet, das allgemein gültige Einsichten in die Natur von Kristallisationsprozes-
sen ermöglicht, da die Zeit- und Längenskalen viel einfacher zugänglich sind als es
z.B. in Metallschmelzen der Fall ist. Im Fall von Metallschmelzen ist es außerdem
aufgrund ihrer Temperatur und Leitfähigkeit äußerst schwierig, dynamische Prozes-
se experimentell zu verfolgen. Die Grundlage für die Verwendung von kolloidalen
Systemen als Modellsysteme bereitet Pusey’s Paradigma [141], das eine Analogie
zwischen kolloidalen Systemen und atomaren Systemen hinsichtlich ihrer statischen
Eigenschaften (Strukturfaktor) herstellt. Weiterhin wurde die Herstellung und Prä-
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paration von kolloidalen Suspensionen immer weiter verbessert, und es ist heutzu-
tage möglich, hochgradig monodisperse Suspensionen mit wohl definierter Stärke
der Wechselwirkungen zu erzeugen [137, 124]. Trotz der Fortschritte in der Kon-
trolle über Form und Art der Wechselwirkungen der Kolloide beinhalten kolloidiale
Suspensionen von Natur aus ein Lösungsmittel, welche langreichweitige Wechselwir-
kungen in das System einbringen. Dieses zusätzlichen langreichweitige hydrodynami-
sche Wechselwirkungen stehen im Gegensatz zu vergleichbaren atomaren Systemen.
Jedoch wird im Allgemeinen angenommen, dass Kristallisationsprozesse typischer-
weise auf viel größeren Zeit und Längenskalen stattfinden und daher nicht von den
schnellen hydrodynamischen Moden beeinflusst werden sollten. Somit sollten sich
die Beschreibung der Kristallisationsdynamik von kolloidialen Suspensionen auch
zur Beschreibung von atomare Kristallisationsphänomenen eignen. HW haben nur
einen Einfluss auf die dynamischen Eigenschaften der Suspensionen [109, 111] und
sollten die statischen Eigenschaften der Kristallstruktur [117, 56, 57] nicht direkt be-
einflussen. Obwohl bekannt ist, dass HW die Dynamik in kolloidalen Suspensionen
verlangsamt, wurden in der Vergangenheit verschiedene, auf kolloidialen Suspensio-
nen beruhende Studien über die Dynamik von Kristallisation- und Nukleationsphä-
nomen veröffentlicht [131, 186], sowohl auf experimenteller Seite [188, 167] wie auch
mit Hilfe von Simulation [178, 90]. Insbesondere Studien von dynamischen Prozessen
von ladungsstabilisierten Suspensionen, z.B. Nukleationsraten, in denen die hydro-
dynamischen Wechselwirkungen vernachlässigt werden, könnten daher fragwürdige
Ergebnisse liefern. Ob und wie HW die Kristallisation in diesen Systemen beein-
flusst, wurde im ersten Teil dieser Arbeit untersucht.

Um den Einfluss der HW auf die Kristallisation von geladenen Kolloiden zu
untersuchen, haben wir eine klassische MD Simulation für die Kolloiddynamik mit
einem Kontinuumlöser für die Hydrodynamik kombiniert. Um die Navier-Stokes
Gleichungen zu lösen und die Wechselwirkungen der Kolloide mit dem sie umge-
benden Lösungsmittel zu modellieren, verwendeten wir die Lattice-Boltzmann (LB)
Methode [49, 98]. Genauer, wir verwendeten die Multi-Relaxation Time (MRT) fluc-
tuating Lattice-Boltzmann Methode [40, 38], um die korrekte Thermalisierung der
Flüssigkeit sowie der Kolloide zu realisieren. Innerhalb dieser Methode wechselwir-
ken die Kolloide über eine Punktkraftkopplung mit dem Lösungsmittel, wobei die
Kolloide eine Kraft seitens der Flüssigkeit erfahren und eine entsprechende Gegen-
kraft zurückgeben.

Der ersten Teil dieser Arbeit zeigt Ergebnisse von Untersuchung ausgewählter
dynamischer Größen von kolloidialen Suspensionen. Weiterhin wurde die Kristallisa-
tion von ladungsstabilisierten Suspensionen untersucht. Wir werden zeigen, dass in
ladungsstabilisierten Suspensionen, die mit Hilfe der Yukawa-Wechselwirkung mo-
delliert werden, hydrodynamische Wechselwirkungen einen messbaren Einfluss auf
die Kristallisation der Kolloide haben. Diese Resultate basieren auf MD Simula-
tionen der Kristallisation von Suspensionen von geladenen Kolloiden, unterstützt
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Abbildung 0.0.1: Oben: Illustration des untersuchten kolloidalen Systems während des
Kristallisationsprozesses. Aufgrund der heterogenen Kristallisation hat die Kristallisation
an beiden Wänden begonnen. Für die Messung wurde in diesem Beispiel das Wachstum
ausgehend von der linken Seitenfläche verwendet. Unten: Einfluss der Stärke der hydro-
dynamischen Wechselwirkungen (HW) auf die Kristallwachstumsgeschwindigkeit (blaue
Dreiecke). Zum Vergleich sind die Resultate von Simulationen ohne HW aufgezeigt (rote
Quadrate).

durch die Berechnung der Flüssigkeitsdynamik mit der LB Methode. Um die Rolle
der HW, die durch das Lösungsmittel vermittelt werden, zu untersuchen, model-
lierten wir das Lösungsmittel sowohl implizit durch die Verwendung der Langevin
Dynamik sowie explizit durch der thermalisierten LB Methode. Unsere Simulationen
zeigen eine Verminderung der Kristallisationsgeschwindigkeit aufgrund der hydrody-
namischen Wechselwirkungen, illustriert in Abb. 0.0.1. Das Verlangsamen der Kris-
tallisation wird begleitet von einer Verkleinerung der Anordungsregion, was zeigt,
dass die Bildung einer neuen Kristallschicht kein reiner Langzeitdiffusionsprozess
ist, wie üblicherweise angenommen wird. Die Anordnung der Kolloide in der frühen
Entstehungsphase einer neuen Kristallschicht scheint durch die Kurzzeitdynamik
der Kolloide beeinflusst zu werden, die wiederum von den HW beeinflusst werden
kann. Die Kristallisation von Suspensionen kann sich daher stark von der von reinen
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Schmelzen unterscheiden.
Um die Qualität und Beschränkungen der durch die Lattice-Boltzmann Methode

modellierten hydrodynamischen Wechselwirkungen zu untersuchen, haben wir den
Diffusionsprozess der Kolloide innerhalb der ladungsstabilisierten Suspensionen auf
verschiedenen Längen- und Zeitskalen studiert. Um ein tieferes Verständnis der Dif-
fusionsprozesse auf kurzen Zeit- und Längenskalen zu erhalten, berechneten wir die
hydrodynamische Funktion, die ein Maß für die Stärke der hydrodynamischen Wech-
selwirkungen auf diesen Skalen darstellt. Wir haben gezeigt, dass die LB Methode
zu einer qualitativ richtigen hydrodynamischen Funktion innerhalb der verwende-
ten Parameter führt. Jedoch aufgrund der Tatsache, dass weder die LD noch die
LB Methode zu einer ausgeprägten Kurzzeitdynamik führen, kann die verwendete
Berechnungsmethode nicht zu quantitativen Aussagen herangezogen werden kann.
Gleichwohl zeigt das Auftreten einer signifikanten hydrodynamischen Funktion, dass
hydrodynamische Wechselwirkungen auch auf kurzen Zeit- und Längenskalen im
Fall von LB Simulationen vorliegen, im Gegensatz zur einfachen Langevin Dyna-
mik. Daher ist es wahrscheinlich, dass diese Wechselwirkungen einen Einfluß auf die
Schichtbildung hat und das Kristallwachstum verlangsamt.

Im letzten Kapitel des ersten Teils dieser Arbeit werden wir zeigen, dass die
Verminderung der Kristallisationgeschwindigkeit von der Form des elektrostatischen
Potentials und daher von der speziellen Wahl der Debyelänge κ und der Bjerrumlän-
ge lB abhängt. Diese beiden Parameter definieren die Wechselwirkung innerhalb des
Yukawapotentials und ermöglichen es, dessen Charakteristik vom “einkomponenti-
gen Plasma” bis hin zur “Harte Kugel” Wechselwirkung zu verändern. Die “Härte”
oder “Weiche” der Wechselwirkung ist eine notwendig Eigenschaft, um die Kopplung
von hydrodynamischen Moden mit den Gitterschwingungen der Kolloide innerhalb
der kristallinen Phase zu ermöglichen, was zu einer Beeinflussung der Wachstumsdy-
namik führt. Unsere Studien zeigen, dass der Einfluß der HW auf das Kristallwachs-
tum von geladenen Kolloiden in einem weiten Parameterbereich messbar ist, jedoch
mit “härter” werdenden Potentials an Einfluss verlieren. Wir vermuten, dass die
eingeschränkte Kurzzeitdiffusion eine Kopplung an die hydrodynamischen Moden
vermindert.

Im zweiten Teil dieser Arbeit werden wir eine Methode zur effektiven Berech-
nung der Deformationsausbreitung in einem Kupferkristall vorstellen. Hier wird an-
stelle der Kopplung eines Kontinuumlösers an eine MD Simulation eine Methode
verwendet, die einen Finite-Volumen Löser und MD Simulationen kombiniert. Dabei
wird eine große Anzahl von unabhängigen MD Simulationen gestartet um mikrosko-
pische Details und deren Einfluss auf den Spannungstensor zu berücksichtigen, deren
Ergebnisse als Eingabewerte für die Finite-Volumen Methode auf der Makroebene
dienen.

Im den computergestützten Materialwissenschaften ist es eine der dringends-
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Abbildung 0.0.2: Illustration einer thermischen Expansion verursacht durch einen Laser.
Das Material im Zentrum der Erwärmung expandiert nahezu instantan und die Deformati-
on breitet sich wellenförmig aus. Am Rand der Kupferplatte ist das Material noch in Ruhe.
Die Abbildung illustriert die Zerlegung des Simulationsgebiet in diskrete Volumen, die mit
Hilfe von Molekulardynamik-Simulationen eines Kupferkristalls ausgewertet werden.

ten Aufgaben, eine Brücke zwischen den atomaren Größenskalen und den für die
Entwicklung wichtigen Größenskalen zu schlagen. Um dieses Problem zu lösen, bie-
ten “Multiskalen Modellierungen” einen interessanten Ansatz. Ein repräsentatives
Beispiel für diese Methoden ist die so genannte heterogene multiskalen Methode
(HMM). Hier bedeutet das “heterogen”, dass die verwendeten Modelle auf den ver-
schiedenen Skalen von ganz unterschiedlicher Natur sein können. Zum Beispiel MD-
Simulationen mit Langevin Dynamik auf der Mikroskala und Kontinuumslöser auf
der Makroskala. Konkret habe wir ein Finite-Volumen-Schema implementiert, das
die zeitliche Änderung von Größen innerhalb von Erhaltungssätzen auf der Ma-
kroskala berechnet, welche zusätzliche Informationen von MD-Simulationen auf der
Mikroskala erhalten (siehe Abb. 0.0.2). Dabei muss eine große Anzahl von unabhän-
gigen MD-Simulationen ausgeführt und gehandhabt werden, was eine rechnerische
Herausforderung darstellt. In einem ersten Schritt haben wir daher adaptive Berech-
nungsmethoden entwickelt, welche die Performance der HMM durch die Reduzierung
der Anzahl der pro Zeitschritt benötigten Simulationen der Mikroskala verbessert.

Eine dieser adaptiven Berechnungsmethoden wird Distributed Database Kri-
ging for Adaptive Sampling (D2KAS) genannt und wendet ein Vorhersageschema,
genannt Kriging, innerhalb der HMM mit stochastischen (endliche Temperatur) Da-
ten an. D2KAS wird durch die Anbindung einer Datenbank unterstützt, welche die
Verwendung von MD-Resultaten von vorhergehenden Simulationschritten entweder
direkt oder als Input für das Kriging ermöglicht. Wir werden anhand von zwei Bei-
spielen der Elastodynamik aufzeigen, dass die Simulationen dadurch um einen Faktor
2.5 bis 25 beschleunigt werden können.
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Die Verwendung einer verteilten Datenbank zur Bereitstellung von Eingangs-
daten für die Interpolationsmethode basiert auf der Idee von umgebungsbewussten
Hashings, welches die Suche nach den nächsten Nachbarn in einem beliebig hoch-
dimensionalen Raum ermöglicht. Die Kombination von einer Datenbank mit einer
Interpolationsmethode erlaubt die Verwendung verschiedener Grenz-/Schwellwerte,
die die Genauigkeit des Resultats bestimmen.

In einem letzten Schritt verwenden wir drei Höchstleistungsruntimes, um die
Arbeit effizient und lastbalanciert auf Höchstleistungsrechnern zu verteilen. Im vor-
liegenden Fall verwenden wir die Runtimes Charm++ , Intel Concurrent Collections
(CnC) und Libcircle. Dazu wurden Performancemessungen durchgeführt, die zei-
gen, dass Charm++ und Intels CnC auf verteilten Systemen eine nahezu identische
Performance liefern und im Falle von shared-Memory Systemen sogar eine bessere
Performance als mit OpenMP ermöglichen können. Die Runtime Libcirlce konnte in
ersten Messungen keine adequate Performance liefern und wurde daher nicht weiter
verwendet. Aufgrund der dynamischen Anzahl von unabhängingen “Tasks” in jedem
Integrationsschritt erwiesen sich Skalierungsmessungen als schwierig. Jedoch, konn-
ten für das zweite Testproblem Messungen der schwachen Skalierung durchgeführt
werden, die ein identisches Resultat für Charm++ und Intels CnC aufzeigen.

Zusammenfassend zeigt die Verwendung einer verteilten Datenbank innerhalb
paralleler Höchstleistungsruntimes sowie die Einbindung von neuartigen Techniken
die Vielseitigkeit unserer Methode auf. Solche Kombinationen von Mikro- und Ma-
krolösern innerhalb paralleler Höchstleistungsruntimes mit adaptiven Vorhersage-
methoden könnte die Basis bereitstellen, um den Einfluss von mikroskopischen De-
tails auf makroskopische Grössen zu beachten und könnte zum Beispiel detaillierte
Studien zur Entstehung von Mikrofrakturen ermöglichen.

Die hier präsentierten Untersuchungen und Methoden zeigen deutlich, dass die
Verwendung von Höchstleistungsrechnern unablässig für die Erforschung von kom-
plexen nicht-linearen System ist. Wichtige Ergebnisse, wie der Einfluss der HW
auf Nukleation lassen sich nur noch mit Hilfe von optimierten Methoden und Al-
gorithmen auf Höchstleistungsrechnern erzielen. Ein wichtiger Grund für die Wei-
terentwicklung von Multiskalenmethoden ist, dass die Trennung der verschiedenen
Längen- und Zeitskalen oft nicht so scharf ist, wie in der Theorie angenommen wird.
Zum Beispiel wurde im ersten Teil der Arbeit gezeigt, dass mikroskopische HW das
makroskopische Kristallwachstum beeinflussen und im zweiten Teil, dass hochgradig
punktueller Lasereintrag weitreichenden Einfluss hat. Für ein physikalisch vollstän-
diges Bild komplexer Zusammenhänge werden daher Multiskalenmethoden und de-
ren effiziente Implementationen immer wichtiger. Auch sind Computersimulationen
oft der einige Weg, Nichtgleichgewichtsprozesse wie Nukleation und Laserheizung
im Detail zu verstehen und einen wichtigen Erkenntnisgewinn für die Verbesserung
von Theorie und Experiment bereitzustellen.
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Abstract

Colloidal suspensions usually consist of colloidal particles of size 1 nm to 1 µm
which are surrounded by a solvent, typically water. In these systems the kinetic
energy of the colloids at room temperature is about the strength of their interaction
energy. Hence, these systems or materials are considered as soft and deformable and
known as “soft matter”. Molecular dynamics (MD) simulation of suspensions have
to address on the one hand the colloid dynamics due to the presence of a solvent
and on the other hand various types of interactions depending on the shape and
effective charge of the colloidal particles. Furthermore, in case of a explicit solvent
its dynamics has to be correctly modeled. However, the explicit computation of
the dynamics of solvent particles represented, for example as water molecules, by
means of MD simulations is not feasible, even on modern supercomputers. This is
simply due to the enormous amount (1023) of molecules. In order to overcome this
limitation, we use a combination of MD simulations for the dynamics of the colloids
and a discretized continuum solver for the dynamics of the solvent.

Besides the complexity and richness of static and dynamic properties of colloidal
suspensions, many of them also show a variety of different fluid and solid phases. The
possibility of forming solid structures makes colloidal suspensions an ideal toy model
to investigate crystallization and nucleation phenomena [133, 132]. For example,
spherical colloids form either basic body centered cubic (BCC) or face centered cubic
(FCC) crystal structures [56]. A major advantage of using colloidal suspensions as
a toy model is that it is possible to gain insight into the nature of crystallization
processes in general, because the time and length scales are more readily accessible
than in, for instance, metal melts. The temperature and conductance of metal melts
makes tracking of dynamic phenomena experimentally challenging.

The use of colloidal suspensions as model systems for metal solidification is
based on Pusey’s paradigm [141], which states that colloidal systems and atomic
systems show comparable static properties, for example the structure factor. From
an experimental point of view it is nowadays possible to generate highly monodis-
perse suspensions with well-defined interaction strength [137, 124]. Despite recent
advances in controlling the shape and type of interactions of the colloids, colloidal
suspensions always contain a solvent by default, which induces long-range hydro-
dynamic interactions (HIs) into the system, in contrast to atomic systems. But, as
crystallization processes are typically taking place on much larger time and length
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scales, they are usually assumed to be unaffected by the fast hydrodynamics, which
would justify their use to describe atomic crystallization phenomena.

HIs are only important for the dynamics of the suspension [109, 111] and do not
affect static properties (crystal structure), which have been initially under investi-
gation [117, 56, 57]. But, in the past different studies [131, 186] of the dynamics of
crystallization and nucleation phenomena have been published, based on colloidal
suspensions for both, experimental [188, 167] and simulation [178, 90] setups. Espe-
cially, simulation studies of dynamic properties, like nucleation rates, which neglects
HIs in the system of charge-stabilized suspensions might be questionable. If and how
HIs affect the crystallization of these systems has been focused on in the first part
of this Thesis.

To investigate the influence of hydrodynamic interactions on the crystallization
of charged colloids we combined classical MD simulations for the colloid dynamics
with a continuum solver for hydrodynamics. To solve the Navier-Stokes equations
and the interaction of colloidal particles through their surrounding solvent, we use
the Lattice-Boltzmann (LB) method [49, 98]. In particular, we used the multi-
relaxation time (MRT) fluctuating Lattice-Boltzmann method [40, 38] for the correct
thermalization of the colloids as well as the solvent. In this framework the colloids
are interacting as point-particles that experience a force mediated by the fluid and
exert the reaction force back on the fluid.

The first part of this Thesis presents results of investigations of selected dynam-
ical properties. Furthermore, die crystallization of colloidal suspensions has been
investigated. We will show that for charge-stabilized suspensions, where the colloids
interact via the Yukawa potential, hydrodynamic interactions can have a remark-
able impact on the crystallization of colloidal particles. The results are based on
MD simulations of heterogeneous crystallization in a suspension of charged colloids
supported by the computation of the solvent dynamics by the LB method. In order
to investigate the role of hydrodynamic interactions mediated by the solvent, we
modeled the solvent both implicitly and explicitly, using Langevin dynamics and
the fluctuating LB method, respectively. Our simulations show a reduction of the
crystal growth velocity due to HIs even at moderate hydrodynamic coupling. The
slow down of the crystallization is accompanied by narrowing of the pre-ordering
region, which shows that the attachment to a crystal surface is not a purely long-
time diffusive process, as commonly thought. The arrangement of the colloids in the
early state of a new crystal layer seems to be affected by the short-time dynamics of
the colloids, which is again affected by HIs. Crystallization in suspensions therefore
can differ strongly from that of pure melts.

To investigate the quality and the limitations of the HIs modeled by the LB
method, we studied the diffusion process of the colloids in the bulk on various
time and length scales. The effect of the HIs on the dynamics on short time and
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length scales can be evaluated by the hydrodynamic function. We showed that
the LB method leads to a qualitatively correct hydrodynamic function within the
used parameters. However, due to the fact that neither LD nor the LB method
leads to a sufficient short-time dynamics, we cannot use our computation method
for quantitatively means. Nevertheless, the existence of the hydrodynamic function
being not constant at one proofs the existence of HIs on short time and length scales
in case of the LB method.

In the last section of the first part we will show that the reduction of the crystal
growth depends on the specific choice of the combination of the Debye length κ and
the Bjerrum length lB. These parameters define the shape of the Yukawa potential
making it possible to range from the “one-component” plasma limit to the “hard-
sphere” like limit. The “softness” of the potential is essential to allow for the coupling
of hydrodynamic modes to the lattice modes of the crystal and therefore affect the
growth dynamics. Our studies show that for a wide parameter range HIs affect the
crystal growth of charged colloids. We assume that the reduced short-time diffusion
of the colloids reduces their ability to couple to the hydrodynamic modes of the
solvent.

In the second part of this Thesis we will introduce an approach for the efficient
computation of strain evolution in a copper crystal. Here, instead of attaching a
continuum solver to an MD simulation, we used a method that combines a finite-
volume solver and MD simulations by spawning independent MD simulations to
include microscopic details into the stress computation, which serves as input for
every finite volume at the macro level.

In computational materials science a major task is to span the enormous gap
between atomic and engineering scales. Multi-scale modeling is one approach to
overcome this problem. As a representative example of such methods, we use the
Heterogeneous Multiscale Method (HMM), where “heterogeneous” emphasizes that
the models at different scales may be of very different nature, for example, Langevin
dynamics at the micro scale and continuum mechanics at the macro scale. In par-
ticular, we implemented a finite-volume scheme to compute the evolution of the
conservation laws at the macro scale, supplemented by MD simulations at the mi-
cro scale. Handling and executing a large number of independent MD simulations
is computationally challenging. In a first step, we developed adaptive sampling
methods [152, 150] to boost the performance of HMM by reducing the number of
micro-scale simulations executed in each time step.

One on the adaptive sampling methods is called Distributed Database Kriging
for Adaptive Sampling (D2KAS) and applies a prediction scheme known as kriging
to the HMM for stochastic (finite temperature) data supported by a cloud database.
We demonstrated by means of two elastodynamics test problems, that a speedup
of a factor of 2.5 to 25 can be achieved. The application of a distributed database
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to provide input data for the interpolation method is based in the idea of locality-
aware hashing, which allows for the search of nearest neighbors in an arbitrary high-
dimensional space. The combination of a database and an interpolation method
allows for several thresholds regarding the accuracy of the result. We discussed the
limits and interaction of the thresholds in combination with a Gaussian noise level
on top of the microscopic results.

In a final step, we used three high-performance runtime systems to distribute
the work efficiently and load balanced on a HPC cluster. In particular, the runtime
systems Charm++ , Intel CnC and Libcircle have been used and performance mea-
surement have been executed. While the runtimes Charm++ and Intels CnC show
a almost identical performance on distributed systems, they can even outperform
OpenMP on shared memory systems. The runtime Libcircle could not show a com-
parable performance during preliminary measurements and was therefore not used
any more. Due to the presents of a dynamic number of tasks, which have to be exe-
cuted in every integration step, measurements of the scaling are difficult. However,
we illustrate by means of the second test problem, that Charm++ and Intels CnC
show an identical weak scaling performance.

Using a distributed cloud database in a parallel high-performance runtime sys-
tems and the incorporation of next generation techniques illustrates the versatility of
our method. Such combinations of micro and macro solver within high-performance
runtime systems supported by adaptive sampling methods can be the basis to push
the resolution of microscopic details to a new level and could allow, for example, for
a detailed study of micro fracture evolutions.

The hereby presented results and methods show, that the use of high-performance
computers is essential for the investigation of complex non-linear systems. Impor-
tant results, like the effects of HIs on the nucleation can only be treated with the
help of optimized methods and algorithms for HPC systems. Furthermore, the
separation of time and length scales is often not as sharp (microscopic HIs affect
macroscopic crystallization; laser impact highly local, but with long-ranged influ-
ence) as supposed by theory. That is the reason, why multiscale methods and their
efficient implementation become more and more important. Computer simulations
are often the only way for a detailed understanding of non-equilibrium processes, like
nucleation/crystallization or shock-induced plasticity and provide valuable input to
improve theory and experiment.
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1 Introduction

Colloids are particles in the range of 1 nm to 1 µm, which are substantially larger
than the solvent particles, yet small enough to undergo Brownian motion. A lot
of products of our daily life are suspensions of colloids such as paints, fluid soaps,
coffee, and milk, to name but a few. Hence, the underlying physics of their dynamics
and interactions are of great interest. Colloidal systems are considered ‘Soft Matter’
since in these systems the kinetic energy of the colloids at room temperature is about
the strength of their interaction energy. The term Soft Matter describes the property
of certain materials that can be easily deformed under external influences, such as
thermal fluctuations, stress, shear, electric fields, or gravity. But colloidal particles
can also form solid phases found in nature, for example, opals. Technologically,
colloidal crystals are used, for example, as templates for light harvesting structures
in solar cells [118, 62].

Historically, crystallization of metal melts is one of the most important and old-
est industrial processes, namely casting [67]. The fundamental processes during the
formation of solids from melts are nucleation and crystallization. Detailed knowledge
about nucleation and crystallization processes are essential for designing high-tech
materials such as specific metal alloys or efficient structures in solar cells [173] to
medicine and biotechnology [158]. However, there is no closed theory that goes
beyond the classical nucleation theory (CNT) [180, 12, 176] available yet [42, 41].
One reason is the typical melt temperature of several hundred or thousand degrees
Celsius, making crystallization and nucleation difficult to study using direct experi-
mental observation. In a simple picture solid metals are build of regular structures of
metal ions surrounded by their ’electron gas’. For example, the radii of copper ions
are about 135pm and their crystallization takes place on very small time and length
scales at high temperatures. Moreover, metal melts are typically non transparent,
making crystallization and nucleation experimentally almost unobservable.

Thus, to investigate basic nucleation and crystallization phenomena, model sys-
tems of charged colloids in solution [110, 111], such as polystyrene (PS) or poly-
methylmethacrylat (PMMA) spheres suspended in water [87, 136, 43], have been
used in recent years. This was initiated by the first observation of colloid crystal-
lization of industrial latex suspensions by Luck et al. [114]. These colloids typically
have a radius of several hundred nanometers up to one micrometer and they are
surrounded by a viscous solution. Hence, their dynamics take place on much larger
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time and length scales compared to the metal melts. However, Pusey’s inspiring
work about the ‘Analogies between the dynamics of concentrated charged colloidal
suspensions and dense atomic liquids‘ [141] and his colloids as atoms paradigm [140]
made colloidal crystallization and nucleation a vivid scientific field. The paradigm
is based on the fact that the static structure factor [143] of concentrated charged
colloids and dense atomic liquids are very similar [140, 142].

Despite their relatively large size, it has only recently become possible to create
highly monodisperse and/or coated colloids [76]. Suspensions of highly monodis-
perse and sphere-like as well as anisotropic-shaped particles show an astonishing
variety of different solid structures, which depend not only on the volume fraction,
but also on the type of interaction. For the purpose of using colloidal suspensions of
spherical particles as a model system for crystallization and nucleation phenomena,
it is crucial that colloidal particles can be produced with a high degree of monodis-
persity and with widely tunable interactions. Their tunable interactions offer access
to a very rich phase behavior, which is assumed to be mappable to that of atomic
systems [165]. The possibility of tracking colloids individually using, e.g., confocal
microscopy [71, 103, 182] makes colloidal suspensions experimentally accessible. On
the other hand, colloids are assumed to show behavior equivalent to that of molec-
ular or metal melts [3]. Therefore, colloidal suspensions have been assumed to be
an ideal model [131, 132] for studying basic phenomena of crystallization and nu-
cleation, comparable to the phase transition kinetics of metal melts. But colloidal
systems also introduce their own specific complications, like a complex time and
length scale dependence of transport processes [132].

However, in all colloidal suspensions the solvent mediates hydrodynamic inter-
actions (HIs) between the suspended colloidal particles, which is very different in
nature to the interaction mediated by the ’electron gas’ in metal melts. The influ-
ence of HIs on dynamical properties of charge-stabilized colloidal suspensions has
been extensively studied by computer simulations since the early ’90s [124, 130]. For
example, Löwen et al. [113, 110] showed that the ratio of the long-time to short-time
self-diffusion coefficients has a universal value along the fluid freezing line. Recent
studies by Pesche [135] and Nägele [116] of quasi-2D dispersions show that HIs
have an impact on the self-diffusion function in soft-sphere suspensions. Due to the
presents of the solvent acting as an excellent heat sink colloidal crystallization is
assumed to proceed quasi-isothermally. However, as nucleation and crystal growth
happens on much longer time scales, they are commonly believed to be affected by
HIs only by a scaling factor, the tracer particle diffusion coefficient [80], which can
be measured conveniently in the bulk liquid. However, even Pusey’s [141] work was
based on the idea of neglecting HIs and describe the colloid dynamics by the many-
particle diffusion equation using an adjoint Smoluchowski operator without HIs. In
computer simulations of nucleation, hydrodynamic interactions have been neglected
under this assumption to avoid the high computational costs that are incurred by
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1 Introduction

their inclusion. Consequently, only a few studies have investigated the influence of
HIs on nucleation or crystal growth to this date. In a recent study by Radu and
Schilling [145], it was stated that hydrodynamic interactions dramatically speed up
the nucleation of hard spheres. Despite the controversy regarding these specific re-
sults (for hard spheres), we showed that hydrodynamic interactions can decrease the
heterogeneous crystallization velocity of charged colloids [148].

Homogeneous nucleation is typically superimposed by heterogeneous crystal-
lization, since container walls and impurities are almost omnipresent, especially in
industrial situations. Hence, heterogeneous crystallization is inevitable and is there-
fore of special interest. However, attaining a fundamental understanding of the
basic mechanisms underlying heterogeneous that goes beyond the simple model of
the CNT is ongoing research.

In the following, we will show that HIs do have a remarkable impact on the
dynamics of heterogeneous crystal growth in a colloidal suspension with soft inter-
actions. However, due to the very different nature regarding the interaction type
and solvent modeling of our system compared to the one used in [145], we found
a reduction in the crystallization process rather than an acceleration. We have
performed molecular dynamics simulations of the crystallization of colloids with
Yukawa interactions near a planar wall, using both Langevin dynamics (LD), which
neglects hydrodynamic par interactions, and Lattice Boltzmann (LB) simulations,
which models such interactions. By tracking the position of the crystal front, the
speed of crystallization was determined, which we found to be significantly affected
by the inclusion of HIs. Even for moderate coupling, the speed was reduced by a fac-
tor of more than two. To probe the origin of this effect, radial distribution functions
and van Hove correlations were calculated in the vicinity of the crystal front, but
the structure in this region seems to be unaffected by hydrodynamic interactions.
However, we found in agreement with previous MD simulation studies [157], that the
crystal growth front is preceded by a pre-ordered liquid accompanied by a change
in the density. We additionally found, that the width of this pre-ordered region de-
creases substantially with increasing hydrodynamic coupling. The reduced growth
speed is thus not an effect of reduced bulk transport, but rather of the difference in
local ordering processes near the crystal interface. As the crystal growth, especially
the ordering process seems to be affected by the dynamics in the system even on
small and medium length and time scales we extensively studied the dynamics of
our colloidal suspension.
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2 Theory

2.1 Hydrodynamics

For investigating the dynamics of a continuous medium, for example a fluid or a
gas, usually a continuum description is chosen as simulating the actual number of
atoms/molecules explicitly would not be feasible. The molecular structure of the
fluid is not taken into account, but the essential macroscopic phenomena are ac-
curately modeled. The description at the continuum level follows three basic prin-
ciples: mass conservation, momentum conservation, and energy conservation. In
the simplest case, which is in the absence of dissipative effects such as viscosity or
heat transport, the three conservation laws for an ideal fluid are also known as the
Eulerian equations. In the following, a short introduction to the mass and momen-
tum conservation laws will be given, followed by the description of an incompressible
Newtonian fluid via the Navier-Stokes equations, which take viscous phenomena into
account. The following short introduction to fluid dynamics summarizes essential
text book knowledge which can be found, for example, in Ref. [99].

2.1.1 Eulerian Equations

Mass Conservation

The mass m(t) in an arbitrary volume V can be written as an integral over the
density ρ(r, t)

m(t) =
∫
V
ρ(r, t)dV, (2.1.1)

and the change of mass over time reads

d

dt
m(t) = d

dt

∫
V
ρ(r, t)dV =

∫
V

∂

∂t
ρ(r, t)dV (2.1.2)

in the case of a time-independent volumes V . Here, d
dt

is the substantial differential,
while ∂

∂t
marks partial derivatives. The mass in a local volume in the absence of

sources and sinks of mass can only change by material streaming into or out of the
surface of the volume. The mass flux ρu is the density times the velocity u(r, t) of
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2.1 Hydrodynamics

the medium, and thus the change of mass in V can be written as

d

dt

∫
V
ρ(x, t)dV = −

∮
∂V
ρu · ndf, (2.1.3)

where ∂V is the surface of V and n the normal vector in the direction out of the
volume. The minus sign is based on the definition of n: if u · n is positive, mass is
streaming out of the volume. Therefore, Gauss’s theorem (divergence theorem) can
be used to convert the integral form of mass conservation (Eq. 2.1.3) to

∂

∂t
ρ+∇ · (ρu) = 0. (2.1.4)

This is the continuum equation in differential form, which is independent of the
chosen volume V and ∇ is the divergence.

Momentum Conservation

Considering a pressure p acting orthogonal to a surface ∂V , then without tangential
forces or tensions, the force on a surface element df of an ideal fluid can be written
as

F∂V = −
∮
∂V
p · n df, (2.1.5)

where n is the normal vector on the surface element. With the help of the Gauss’s
theorem, it follows that

F∂V = −
∫
V
∇p dV, (2.1.6)

and for external forces
F =

∫
V

g dV, (2.1.7)

where g = ρf is an external force density, e.g., gravitational or Coriolis forces. Using
Eq. (2.1.6) and Eq. (2.1.7), Newton’s second law can be written in integral form
as

d

dt

∫
V (t)

ρudV = −
∫
V (t)
∇p dV +

∫
V (t)

g dV. (2.1.8)

The left-hand side of Eq. (2.1.8) is the total change of momentum in the volume
V (t) due to the presence of (external) forces. Just as for the mass conservation, a
differential expression is favorable. The right-hand side of Eq. (2.1.8) can directly
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be written in the differential form. The components i of the left-hand side are

d

dt
(ρui) = ∂(ρui)

∂t
+∇ · (ρuiu) (2.1.9)

= ui
∂ρ

∂t
+ ρ

∂ui
∂t

+ ui∇ · (ρu) + ρu · ∇ui (2.1.10)

= ρ

(
∂ui
∂t

+ u · ∇ui
)

+
(
∂ρ

∂t
+∇ · (ρu)

)
(2.1.11)

= ρ
d

dt
ui. (2.1.12)

We used the mass conservation to eliminate the second term of Eq. (2.1.11).
For arbitrary volumes Eq. (2.1.8) can now be written in differential form as

ρ
d

dt
u = −∇p+ g. (2.1.13)

Here the substantial differential of the velocity d
dt

u can be written as a partial
differential plus a convection term

d

dt
u = ∂u

∂t
+ (u · ∇)u, (2.1.14)

and finally the differential form of the momentum conservation is

ρ

(
∂u
∂t

+ (u · ∇)u
)

= −∇p+ g. (2.1.15)

which can be rewritten as
∂(ρu)
∂t

+∇ · (ρu⊗ u) = −∇p+ g. (2.1.16)

Equation (2.1.16) describes the dynamics of an inviscid flow, which is the flow of
an ideal fluid that is assumed to have no viscosity. Here, ⊗ indicates the dyadic
product.

2.1.2 Navier-Stokes Equation

The Eulerian equations describe the motion of ideal fluids. An important step
towards a more realistic fluid model is the inclusion of dissipative and heat transport
phenomena. Let us first restrict ourselves to dissipative phenomena. While the mass
conservation law is also applicable to viscous fluids, the conservation of momentum
and energy must be modified. Thus far, only forces orthogonal to the surface have
been taken into account. Including shear forces is done by examining two fluid
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2.1 Hydrodynamics

volumes moving adjacent to each other. Due to the difference in velocities of the
particles at the surfaces, friction forces appear. The force acting on a single surface
is

F∂V =
∮
∂V

(−p(r, t)n + σ(r, t) · n)df, (2.1.17)

where σ is the viscous stress tensor. Usually the momentum flux σ ·n is not parallel
to n. The general form of σ is

σij = η

(
∂ui
∂xj

+ ∂uj
∂xi

)
+ λ(∇ · u)δij. (2.1.18)

The pre-factor η is called the first and λ the second Lamé coefficient. The term ∇·u
is the rate of expansion of the flow. The stress tensor can be decomposed into its
isotropic and deviatoric parts

σij = (λ+ 2
3η)(∇ · u)δij + η

(
∂ui
∂xj

+ ∂uj
∂xi

)
− 2

3η(∇ · u)δij. (2.1.19)

Due to the isotropy of the fluid, the first Lamé coefficient η and the second Lamé
coefficient λ have to be constant, but in general these coefficients depend on the
thermodynamic variables (ρ, T ). Equation 2.1.19 is known as the linear stress consti-
tutive equation, where η is the dynamic (shear) viscosity coefficient and ζ = (λ+ 2

3η)
is the bulk viscosity coefficient. For an incompressible fluid (∇ · u = 0) the bulk
viscosity term vanishes. Both bulk and shear viscosity depend on the temperature
and the pressure in the system. In order to take this result for the description of
the dynamics of a fluid into account, the stress has to be added to the right-hand
side of Eq. (2.1.16), leading to the Cauchy momentum equation

d

dt
(ρu) = ∇ · σ + g. (2.1.20)

Calculating the derivative of the stress given in Eq. (2.1.19) explicitly results in the
Navier-Stokes equation

ρ
∂

∂t
u + ρu · ∇u = −∇p̄+ η∇2u + 1

3η∇ (∇u) + g, (2.1.21)

for a compressible fluid. Here, the mechanical pressure p̄ is not equivalent to the
thermodynamic pressure p

p̄ = p− (λ+ 2
3η)(∇ · u). (2.1.22)

The non-linear terms of u make the Navier-Stokes equation difficult to solve ana-
lytically in all but the simplest cases.
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2 Theory

In the case of on an incompressible Newtonian fluid, Eq. (2.1.21) simplifies to
the incompressible Navier-Stokes equations

ρ
∂

∂t
u + ρu · ∇u− η∇2u = −∇p+ g, (2.1.23)

with η the dynamic viscosity. Since ρ is assumed to be constant Eq. (2.1.23) is
often reformulated using the kinematic pressure, the acceleration, and the kinematic
viscosity ν = η/ρ.

The terms in Eq. (2.1.23) can be directly connected to physical phenomena. The
first term on the left-hand side is the temporal change of the velocity, the second
term is the convection, and the third term is the diffusion of the fluid. The right-
hand side contains forces due to internal sources, namely the pressure and forces due
to external sources. The relative importance of the inertia term ρu ·∇u compared to
the viscous term η∇2u can be expressed using the dimensionless Reynolds number
Re:

Re = ρ|u|d
η

, (2.1.24)

where |u| is the typical velocity of the fluid and d is a characteristic length, e.g. the
channel width or the size of an obstacle.

2.1.3 Stokes Equation

In case of incompressible fluids and low Reynolds numbers, the flow of a fluid is
governed by the Stokes equations

∇ · u = 0, (2.1.25)
∇p = η∇2u, (2.1.26)

They are a good approximation to the Navier-Stokes equations in colloidal sus-
pensions where the flow is typically caused by the movement of colloids. The low
Reynolds number approximation assumes that the degrees of freedom of the fluid
relax much faster than those of the colloids. Hence, the fluid relaxes instantly and
the time derivative and the convection term of the incompressible Navier-Stokes
equation (2.1.23) are eliminated. This leads to a pseudo-steady state description,
which means that the fluid information is transmitted instantaneous throughout the
system, compared to the retarded time-dependent Navier-Stokes equation with its
speed of sound transport. The advantage of this description is that Eq. (2.1.26)
is linear. Equation (2.1.26) can be solved analytically for simple geometries and
boundary conditions. Furthermore, linearity allows for a superposition of solutions
of simpler problems to describe more complex systems, e.g., a dense colloidal sus-
pension. This means that, solutions of Stokes equations for motion involving one
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2.1 Hydrodynamics

or more spheres (colloids) can be combined. In general, the flow field sufficiently
far from a sphere is expected to be the same as caused by a point force of equal
magnitude. The far-field approximation of point forces is of great importance for
this work and provides the basis for the superposition method. Oseen [129] was the
first to employ a Green’s functions approach to obtain the point-force solution. For
a point force in an unbounded fluid volume, the Stokes equations read

∇ · u = 0, (2.1.27)
∇p = η∇2u + F · δ(r), (2.1.28)

where F · δ(r) represents a point force density acting at the origin. The solution for
the flow field u(r) is given by

u(r) = 1
8πη

(
I
r

+ r⊗ r
r3

)
· F, (2.1.29)

where I is the identity matrix and the pressure p

p = 1
4πr3 r · F. (2.1.30)

The factor in front of F in Eq. (2.1.29) is called the Oseen-tensor

J = 1
8πη

(
I
r

+ r⊗ r
r3

)
, (2.1.31)

and the strength F can be expressed in terms of α as

F(α) = 8πηα. (2.1.32)

The force strength F is called a Stokeslet of strength α. But this solution is only
valid in case of a point-like colloids. The solution taking an extended object (sphere)
into account leads to a flow field described by the Rotne-Prager tensor [85]. Here,
additional rotational degrees of freedom can be described with a Rotlet [48]. The
strength of the interaction due to rotational degrees of freedom is fast decaying
(1/r3), which means that their discussion would go beyond the scope of this work.
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2 Theory

2.2 Dynamics of Colloidal Suspensions

2.2.1 Diffusion in Dense Systems

In systems where the mass of the solvent atoms/molecules is much smaller than that
of the colloidal particles, we can assume a separation of time and length scales, which
means that the particle motion and fluid dynamics can be treated independently.
Furthermore, we neglect fast degrees of freedom (e.g. inertia). Hence, Gaussian
stochastic forces are driving the particles to perform an irregular (Brownian) motion
proportional to the temperature. Depending on the density of the colloidal particles,
the particle-particle interactions mediated by the fluid as friction forces can be of
importance, since the hydrodynamic interaction is long-ranged and decays with
1/r.

Figure 2.2.1: Illustration of the random collisions of solvent particles/molecules with a
colloid. The collisions lead to Brownian motion.

In general, the dynamics of the particles can be described by the linear many-
body momentum Langevin equation. The translational phase-space trajectories of
N interacting Brownian spheres with velocities v = v1, ...,vn and positions r =
r1, ..., rn are given by

mi
d

dt
vi(t) = −

∑
i

ξij(r) · vj(t)−∇iΦ(r) + f ri (t). (2.2.1)

Here, the force of particle i consists of three terms. The first term is the steady-state
hydrodynamic friction force exerted on the ith particle. It is a linear combination
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2.2 Dynamics of Colloidal Suspensions

of the velocity of the particle vj and the symmetric second-rank friction tensor
ξij(ri). In this equation coupling due to rotational degrees of freedom is neglected.
The second term accounts for the particle pair forces mediated by an interaction
potential, for example, Lennard-Jones [183] or Debye-Hückel [34], which is of the
basic type

Φ(r) = 1
2
∑
i

u(|ri − rj|), (2.2.2)

where u(r) is the effective pair potential. The third term takes contributions of the
stochastic forces f ri (t) into account, which satisfy

〈f ri (t)〉 = 0 (2.2.3)
and 〈

f ri (t)f rj (t′)
〉

= 2kBTξij(r)δ(t− t′). (2.2.4)
This relates the correlation of fluctuating forces to the temperature and the friction
tensor [124]. Equation 2.2.4 is also known as fluctuation-dissipation theorem. At
this level of description each sphere creates a flow pattern which would affect the
motion of other spheres.

The actual form of ξij depends, among others, on the density of spheres in
the system and the viscosity of the fluid. In the limiting case of all N spheres
being placed at large distances from each other, it is found for no-slip boundary
conditions [98] that

ξij(r)→ δijξ
0
i1, (2.2.5)

where ξ0
i = ξ = 6πηai is the Stokes friction. No-slip boundary conditions for viscous

fluids state that at the boundary, i.e. the surface of the particles, the velocity of fluid
is zero relative to the boundary. In case of closely spaced particles, ξij can become
arbitrarily complicated, often making an analytic treatment impossible. Therefore
in Section 5.4 we present results of simulations, measuring the diffusion constant in
dense systems for varying friction and viscosity without calculating ξij analytically.
In case of infinite dilution, the diffusion constant D is related to the mobility via
the Einstein-Smoluchowski relation

D = kBTµ. (2.2.6)

In the simple case without HIs and infinite dilution of the colloids and therefore
isometric symmetry in the spatial distribution, the mobility tensor µ is simply a
scalar mobility, which is the inverse of the friction shown in Eq. (2.2.5). In this case
the particles independent undergo Brownian motion depending on the temperature
of the fluid only. In MD simulations this can be described by Langevin dynamics
and Eq. (2.2.1) reads

mi
d

dt
vi(t) = −ξvi(t)−∇iΦ(r) + f ri (t). (2.2.7)
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The properties Eqs. (2.2.3) and (2.2.4) imply that the stochastic force f ri (t) is a
widely fluctuating function and it is not obvious that the differential equation (2.2.7)
has a unique solution for a given initial condition, or even d

dt
vi(t) exists. If f ri (t) is

continuous, a standard theorem guarantees the existence of a local solution. The
stochastic force is then

f ri (t) =
√

2ξkBTmiζ(t), (2.2.8)
where ζ(t) is a (Gaussian) random number. Calculating the variance of the positions
of the Brownian particles 〈

[r(t)− r(t′)]2
〉

= 2kBT
ξ

t (2.2.9)

and comparing the long-time result with the diffusion result〈
[r(t)− r(t′)]2

〉
= 2D0t, (2.2.10)

yields the Einstein relation
D0 = kBT

ξ
. (2.2.11)

According to Stokes’ law, a perfect sphere traveling through a viscous fluid experi-
ences the drag force

fs(r, t) = 6πηav(r, t), (2.2.12)
with a the radius of the sphere and v(r, t) its relative velocity. Hence, we can
combine Eqs. (2.2.11) and (2.2.12) to yield the Stokes-Einstein relation

D0 = kBT

6πηa. (2.2.13)

A rearrangement leads to the hydrodynamic radius rH :

rH := a = kBT

6πηD0 . (2.2.14)

The hydrodynamic radius is an important measure for the strength of the hydrody-
namic interactions in a colloidal system. Furthermore, the hydrodynamic radius can
be used to assign a point force an effective extent. A point force with hydrodynamic
radius rH exerts the same drag on the fluid and therefore leads to an identical fluid
profile (Stokeslet) as a sphere with the radius a = rH would.

2.2.2 Wave-Number-Dependent Diffusion Coefficient

In this section important quantities for the measurement of the HIs in the colloidal
system will be introduced. We will focus on the description via a wave-vector k or
wave-number k.
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2.2 Dynamics of Colloidal Suspensions

The static structure factor S(k) characterizes the response of a suspension to
an external potential of scattering wave-number k and magnitude kBT . The static
structure factor S(k) in the case of an isotropic fluid (k = |k|) is defined as

S(k) =
〈

1
N

N∑
i,j=1

eik[ri−rj ]
〉
, (2.2.15)

with ri,j = 1...N the positions of N identical constituents (e.g. colloids) at a certain
time. For small scattering wave-numbers k � 1, the static structure factor reduces
to the osmotic compressibility and for large k � 1 the correlations between particles
vanish, making S(k) = 1.

A possibility to measure the strength of HIs with regard to the short-time dif-
fusion is given by the hydrodynamic function H(k). The hydrodynamic function
can be interpreted in physical terms as a generalized mean particle sedimentation
velocity for a suspension [94]. The hydrodynamic function is defined as

H(k) =
〈

1
N

N∑
i,j=1

k̂ Dij(rN) k̂ eik·[ri−rj ]
〉
, (2.2.16)

with the many-body diffusion tensors Dij and k̂ the unit vector in the direction of
k. The hydrodynamic function contains the configuration averaged effect of the HIs
on the short-time dynamics [124]. The effective diffusion can be expressed as the
ratio of the hydrodynamic function H(k) and the structure factor S(k) depending
on the wave-number k and is defined as

Deff(k) = H(k)
S(k) . (2.2.17)

The dynamics of colloidal suspensions takes place at four different characteristic
times:

sound propagation time: τc = a

c
, (2.2.18)

viscous relaxation time: τη = a2

η
, (2.2.19)

momentum relaxation time: τB = m

ξS
, (2.2.20)

structural relaxation time: τI = a2

D0 , (2.2.21)

with c the speed of sound. Here, ξS = 6πηa is the Stokes friction for a colloid with
radius a and mass m.

15
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Typically two regions of linear increase can be observed in the mean-square
displacement

W (t) = 1
2
〈
[r(t)− r(0)]2

〉
. (2.2.22)

The short-time diffusion appears after the ballistic regime for times τB � t � τI
and the long-time diffusion for times τI � t. The short-time diffusion is caused by
particle interactions acting on the “undisturbed” movement of the particles. For
example, the interaction of the particle with the fluid and vice versa the fluid with
particles mediates forces on the particle due to the movement of the particles through
its surrounding. The short-time self-diffusion coefficientDs,short is defined as the time
derivative of the mean square displacement for times τB � t� τI

Ds,short = 1
2
d

dt

〈
[r(t)− r(0)]2

〉
. (2.2.23)

and for long times τI � t the diffusion is

Ds,long = 1
2
d

dt

〈
[r(t)− r(0)]2

〉
. (2.2.24)

In case of vanishing HIs and the absence of other long-ranged forces, H(k) becomes
simply Ds,short leading to [139]

Deff(k) = Ds,short

S(k) . (2.2.25)

Another possibility of calculating Deff(k) is based on the dynamic structure
factor S(k, t), which asymptotically decays as

S(k, t) = S(k)e−k2Deff(k)t, (2.2.26)
where S(k) is the static structure factor. The dynamic structure factor is defined
as

S(k, t) =
〈

1
N

N∑
i,j=1

eik[ri(t)−rj(0)]
〉
. (2.2.27)

To be more precise, the decay depends on the time regime as there exist different de-
cays for the short- and the long-time. Experimentally, as well as in case of computer
simulations, it can be difficult to measure different decays of S(k, t).

Measuring S(k, t) and calculating Deff(k) by Eq. (2.2.28) is effectively done by
fitting the exponential decay of the dynamics structure factor:

Deff(k) = − 1
k2 lim

t→0

d

dt
S(k, t) (2.2.28)

Knowledge of Deff(k) allows for the computation of the hydrodynamic function and
therefore an insight to HI effects on the dynamics at different length- and time-scales.
The hydrodynamic function can than be extracted by using

H(k) = Deff(k)S(k). (2.2.29)
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2.3 Crystallization

2.2.3 Van Hove Correlation Function

The van Hove function is the time resolved particle distribution function and thus
gives information on mean field ordering processes. Strictly speaking, it measures
the probability density of finding a particle at time t at a given distance from the
origin, provided that there was another particle located at the origin at time zero.
The real space van Hoove correlation function is a time dependent radial distribution
function (RDF). For t = 0 the van Hove function is thus equal the RDF. For times
t > 0 the van Hove function measures possible changes of the structure over time.
The van Hove self-correlation function is defined as

G(r, t) = 1
N

〈
N∑
i

N∑
j

δ(r− ri(t) + rj(0))
〉
, (2.2.30)

where r(t) maps out the trajectory of a specific colloid. The van Hove self-correlation
function contains all information on the single particle dynamics, such as self-
diffusion, the mean-square displacement, and the velocity auto-correlation function
of a statistically arbitrary particle i.

2.3 Crystallization

As introduced, “soft matter” describes material states where the interactions are
rather weak compared to external/thermal driving forces and therefore the colloids
have a high mobility and form lose, deformable structures. Decreasing the mobility
and stabilizing the current state typically leads to the formation of periodic struc-
tures, which depends sensitively on the type of interaction between the particles.
This state is generally known as a crystal or crystalline state, which is an important
part of “condensed matter”. The question is now, how does the dynamics of a fluid
or suspension differ from that of a solid. In general, the microscopic structure and
internal mobility always compete and therefore both undergo simultaneous changes.
The spatial order of atoms or molecules in crystalline structures consists over macro-
scopic distances and restricts the movement of the atoms or molecules to oscillations
around their grid space. In the fluid phase, the mobility of the particles is only af-
fected by a short-ranged order, which undergoes continuous changes. Besides simple
fluids, consisting of atoms or quasi-spherical molecules, so-called complex fluids ex-
ist. Structured molecules that have a internal conformational mobility, which can
be stiff as well as shape mutable and are known as liquid crystals. Besides that
glass-like conformations or materials with coexisting crystalline and fluid-like parts
are known. But, in the following we will restrict ourselves to simply fluids and
crystalline states.
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2 Theory

Crystals are recognized by their periodic structure, which is extended over
macroscopic distances in space, with the ’unit cell’ being the repeating unit. The
unit cell of a certain crystal is that repeating unit with the least number of of atoms
or molecules from with the crystal can be built of. The elementary cells for the

(a) BCC unit cell (b) FCC unit cell

Figure 2.3.1: Illustration of the BCC (left) and FCC (right) unit cells.

FCC and BCC structure are shown in Figs. 2.3.1 (a) and 2.3.1 (b). These cubic
unit cells lead to hexagonal periodic structures. A detailed discussion about basic
crystal structures can be found in various solid state textbooks [86, 162]. Hence,
we will leave these details to the interested reader and focus on the crystallization
process.

Solid structures or more specifically crystal structures are usually formed out
of melts. In a melt the average amplitude of thermal vibrations of the atoms is
relatively high compared with inter-atomic distances and therefore no macroscopic
periodic order can exist. To form a solid out of a melt or vise versa, a driving force
is necessary. Only if the state of the solid is energetically favorable compared to the
fluid state, a crystal will spontaneously form. Typically the driving force is caused by
a decrease in temperature. However, there are several other possibilities to enforce
a phase transition, such as a variation of the interaction potential, external pressure
or a change in the chemical potential.

During the formation of a solid, typically a energy barrier must be passed that
prevents its formation. In case of stable external conditions the state of the lowest
thermodynamical potential is always preferred. For example, if the temperature
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2.3 Crystallization

and the pressure are fixed the free enthalpy1 must reach its minimum. Phase di-
agrams always illustrate the state of the system depending on equilibrium values,
for example, temperature and pressure. At the melting line, the free enthalpy of
the melt and the crystal phase must be identical, while above the melting line a
lower free enthalpy leads to the thermodynamical favored fluid state and below to
the solid state. Cooling of a melt induces a driving force, which is proportional to
the difference of the free enthalpies of the fluid Gf and solid state Gs

F ≈ ∆G = Gf −Gs. (2.3.1)

2.3.1 Homogeneous Crystallization/Nucleation

Homogeneous nucleation can be described by the classical nucleation theory (CNT)
[180, 12, 176]. If a melt is cooled down below its melting temperature the solid can
never be formed instantly throughout space. The crystallization process starts with
the formation of a nucleus, which is typically a small region where the desired crystal
structure is randomly achieved, typically in a spherical subset of the melt. This early
state of crystallization is called nucleation and the microscopic details of nucleation
processes are still under investigation by various research groups [6, 64, 78, 91].
The initial nucleus has to be formed spontaneously by thermal fluctuations which is
therefore a rare event and makes it experimentally and computationally challenging
to examine and describe this process.

The formation of a spherical nucleus within the bulk is called homogeneous nu-
cleation or crystallization. Above the melting temperature the nucleus is metastable
and is dissolved more quickly than it can grow. Not only thermal fluctuations pre-
vent nucleation. Forming a surface is energetically costly. Hence, there is a interplay
of the energy gained by the lower free enthalpy in the ordered volume and the energy
spend forming a surface. For a spherical nucleus with radius r the change in the
free enthalpy follows

∆Gn = −4
3πr

3∆G+ 4πr2σ, (2.3.2)

where σ is the surface tension for the formation of an interface. Here, ∆G is the dif-
ference in free energy per unit volume between the thermodynamic phase nucleation
is occurring in, and the phase that is nucleating. Since the enthalpy is increasing
with the surface r2 and decreasing with volume r3 a critical radius r′ exists, such
that for r > r′ it is energetically favorable for the nucleus to grow further instead
of dissolve. Figure 2.3.2 shows the free enthalpy depending on the radius r of the
nucleus. The energy barrier located at the maximum in the free enthalpy has to
be passed to ensure the formation of a crystal. The critical radius r′, which is lo-

1G = U − TS + pV
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Figure 2.3.2: Free enthalpies depending on the radius r of the nucleus. The energy barrier
∆G′ has to be passed to prevent the nucleus to dissolve again. The increase of enthalpy
due to the growing surface is proportional to r2 and the decrease due to the volume is
proportional to −r3.

cated at the maximum of the free enthalpy can be calculated by the derivative of
Eq. (2.3.2)

d

dr
∆Gn = 0,

−4πr3∆G+ 8πr2σ = 0,
8πσ = 4πr∆G,

2σ
∆G = r = r′.

(2.3.3)

At the maximum of the free enthalpy the chemical potential of the nucleus and the
surrounding phase are equal. Equation (2.3.3) is only valid for first-order phase
transitions. However, this equilibrium is unstable, since the increase or decrease
of the nucleus affects the free enthalpy of the system. Thermal fluctuations are
essential to pass the maximum in the free enthalpy. The nucleation rate ṅ due to
thermal fluctuations is proportional to the height of the energy barrier

ṅ ≈ exp
(

∆G′
kBT

)
. (2.3.4)

Since ∆G′ is dependent on the temperature, even small deviations in temperature
can lead to large differences in ṅ.
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2.3.2 Heterogeneous Crystallization/Nucleation

Spontaneous formation of a spherical nucleus within the bulk fluid or melt is ener-
getically expensive. However, in every real world experiment the undercooled fluid
or melt is contained in a reservoir and therefore in contact with mesoscopically flat
walls. Sufficiently large impurities in the melt can even be considered as a “wall”. In
case of heterogeneous nucleation on a flat wall CNT predicts a spherical crystalline
cap on the substrate [68, 176]. The nucleation barrier for heterogeneous nucleation
on a smooth planar substrate is reduced by a factor f(θ), depending on the con-
tact angle θ between the substrate and the nucleus. The free enthalpy in case of
heterogeneous nucleation is then

∆Ghet = f(θ)∆Ghomo, (2.3.5)

where f(θ) is in case of a flat wall

f(θ) = 1
4(2 + cos θ)(1− cos θ)2. (2.3.6)

The ∆Ghomo is ∆G introduced in the previous section. If wetting angle θ is large, the
wetting of the drop is reduced and nucleation gets close to the homogeneous case.
However, typically the free enthalpy reduce is about a factor of two, for example,
in case of a wetting angle of 90◦. For strongly undercooled melts a competition
between homogeneous and heterogeneous crystallization takes place, which can affect
the quality of the crystal. Therefore, it is favorable to induce slow growth out of
the wall layers of the container. Equations (2.3.5) and (2.3.6) are only valid for
mesoscopically flat walls, in case of structured substrates the classical theory can
not be applied.

The formation of a crystal starting with planar wall layers can typically be
divided into six basic steps illustrated in Fig. 2.3.3. First, the new building block
must be transported to the crystal layer. Then, it has to be absorbed on the existing
crystal layer. Afterwards, the building block has to be transported to the stage,
which is followed by accretion at the step. Then the building block has to be
transported along the step and be placed in its final location.

The scope of this work is the investigation of phase separation of charged under-
cooled colloids. Here, only two steps are of importance, since the fluid-solid interface
is not sharp [20, 18]. First, the transportation of the colloids towards or away from
the crystal layer. Second, the ordering process of the colloids inside of the crystal
layer. The transportation of colloids to the crystal surface depends on the collective
long-time diffusion, introduced in Section 2.2.1. The diffusive particle stream jD
follows the first Fick’s law

jD = −K∇µ = −D∇c, (2.3.7)
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1 234 56
Figure 2.3.3: The formation of new crystal layers can be divided into six distinct steps.

where c is the particle concentration, µ the chemical potential, and K is

K = Dc

RT
, (2.3.8)

with R the universal gas constant and T the temperature. In colloidal suspensions
the diffusion constant D is assumed to be the long-time tracer diffusion in the bulk
Ds,long. This will be discussed in Sec. 4.3. The arrangement of the particles in the
crystal layer is assumed to be mediated by the short-time diffusion Ds,short. Both
dynamics can be affected by the hydrodynamic interactions. In general, first a fluid
layer is formed which then crystallizes [55].

To investigate the dynamics of crystal growth, hard sphere systems are of-
ten used since they allow for a detailed description via density functional theo-
ries [109, 78] and comparable methods. Therefore, theoretical descriptions as well
as experimental data for the crystallization dynamics of soft spheres is rather sparse.
But, in an extensive study Würth el al. [188] showed that a Wilson-Frenkel law can
be matched to the crystallization of charged spheres. The Wilson-Frenkel law de-
scribes the growth velocity of a crystal on the difference in the chemical potential.
It will be introduced and discussed for the case of charged spheres in Section 4.3, in
which we also discuss our model system and consider the historical developments of
its description.
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2.3.3 Crystallization/Nucleation of Colloids

In metallurgy, solid materials are formed during the cooling process of metal melts.
In a solid metal, the ionic atom hulls are located at lattice sites surrounded by the
delocalized “electron gas”. Different composites of metals lead to different types
of unit cells and therefore important properties such that the conductivity or the
strength may differ vastly. Detailed knowledge and control of the crystallization
process is a prerequisite to develop novel crystalline materials with extraordinary
properties. The cooling process is important for the quality of the formed metal,
since it defines the number of vacancies and other defects. Theories or computer
simulations should not only be able to predict the physical properties of the formed
alloys, but also account for the dynamics and hence quantify the quality of the
formed solid. Especially, the early stage of crystallization is of great importance for
the reduction of vacancies and defects and can be seen as the birth of a new material.
However, the description of nucleation processes and crystallization dynamics is
complicated and often even impossible as they might not be sufficiently described
by the Classical Nucleation Theory(CNT) [180, 12, 176]. In the past decades, many
experiments searching for new materials with specific properties were simply based
on trial and error.

The major problem of understanding crystallization and nucleation in detail
is that the observation of nucleation and crystallization processes in a metal melt
is almost impossible, due to the fact that melts are not transparent. To improve
and test state-of-the-art nucleation [102] and crystallization theories [17], computer
simulations [91] as well as experiments are applied [131]. Experimentally colloidal
suspensions of polystyrene spheres are assumed to provide an idealized model system
to investigate basic nucleation and crystallization phenomena.

The relatively large size and slow dynamics of colloids allows for the investiga-
tion of nucleation and crystallization by confocal microscopy [134]. Their tunable
interactions offer access to fluid phases and crystals of BCC or FCC/HCP structure,
which is assumed to be mappable to that of atomic systems [143, 141, 165].

Heterogeneous crystallization appears naturally, since container walls and im-
purities are almost omnipresent, especially in industrial situations. Hence, hetero-
geneous crystallization is inevitable and is therefore of special interest. The current
goal is to achieve a fundamental understanding of the basic mechanisms underlying
heterogeneous nucleation that goes beyond the simple model of the classical nucle-
ation theory [180, 12]. As discussed in Section 2.3, heterogeneous crystallization
is induced by flat or curved interfaces, which can be realized by large seed par-
ticles [176, 47, 6], particle assemblies [64, 78], or (un-)structured walls [68]. The
presence of a surface reduces the free-energy barrier to nucleation and enhances
crystallization (compare Sec. 2.3). However, surfaces and particles can also act as
impurities and suppress crystallization [33].
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3.1 Velocity-Verlet Integration Scheme

First, we want to take a look at the standard integration scheme for the particle
dynamics on the CPU, namely the Velocity-Verlet integration scheme. Afterwards
we discuss the Langevin dynamics, which was used for all simulations excluding long-
range HIs and the implementation of the LB method on GPUs for the computation
of an explicit fluid.

MD simulations are based on known potential (interaction) energies from which
the dynamics of the system can be computed via the forces on the particles. Using
Newton’s second law

mi
d2

dt2
ri(t) = f(ri) = −∇iΦ(r), (3.1.1)

forces are used to compute the (change) of momentum of particles. With known
boundary conditions, for example, initial position, velocity, and momentum of the
particles, the location of every particle at every time can be derived using temporal
integration. For this we need to discretize Eq. (3.1.1) in time tn := n ·∆t and space
ri using the differential operator

d2

dt2
r(tn) ≈ 1

∆t2 [r(tn + ∆t)− 2r(tn) + r(tn −∆t)] . (3.1.2)

Equation (3.1.1) can than be written as

mi
1

∆t2 [ri(tn + ∆t)− 2ri(tn) + ri(tn −∆t)] = fi(tn), (3.1.3)

and simple rearrangement leads to

ri(tn + ∆t) = 2ri(tn) + ri(tn −∆t) + fi(tn)
mi

∆t2. (3.1.4)

This formulation is known a the standard Verlet [179] integration scheme. The
advantage of this method is that only positions and forces have be computed, but
it lacks precision due to large roundoff errors in the last term on the right-hand
side of Eq. (3.1.4). To overcome this problem the leap-frog algorithm [65] and the
Velocity-Verlet [172] take the velocities into account, too. The leap-frog algorithm
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uses velocities at half time steps to compute the new location, which is then used
to compute the new force. Afterwards the new force and the velocity at the half
time step is used to compute the new half-time step velocity. More important for
this Thesis is the Velocity-Verlet algorithm, since it is the standard integrator of the
MD simulation package, which was used to perform the simulations of the first part
of this Thesis. In order to compute the velocity the central differential scheme

d

dt
r(tn) ≈ r(tn+1)− r(tn−1)

2∆t (3.1.5)

is used. The velocity reads then

vi(tn) = ri(tn + ∆t)− ri(tn −∆t)
2∆t . (3.1.6)

Resolving this equation for ri(tn−∆t) and inserting the result into Eq. (3.1.4) leads
to

ri(tn + ∆t) = ri(tn) + vi(tn) ∆t+ fi(tn) ∆t2
2mi

, (3.1.7)

and the new velocity can be written as

vi(tn + ∆t) = vi(tn) + [fi(tn) + fi(tn + ∆t)] ∆t
2mi

. (3.1.8)

To summarize, first use the location ri(tn), the velocity vi(tn) and the force fi(tn)
and Eq. (3.1.7) to compute the new location ri(tn+∆t). Afterwards we use the new
location to compute new forces fi(tn + ∆t) and in the final step the new velocity
vi(tn) get calculated by Eq. (3.1.8). The advantage of the Velocity Verlet algorithm
is a small error of order O(∆t3) compared to O(∆t2) of the standard Verlet scheme,
but the velocities have to computed explicitly.

Besides the computation of long-range interactions, simple short-range interac-
tions such as the Lennard-Jones interaction are often present in MD simulations. To
handle short-range interactions efficiently, a linked-cell structure is used to eliminate
the contribution of particle pairs that are far away from each other. In parallel-
computing environments, domain-decomposition cell systems, based on the link-cell
algorithms boost the performance, since only particles in adjacent cells have to be
sent to neighboring processors. Additionally, ESPResSo keeps record of interacting
particles using Verlet lists [107]. For each pair of neighboring cells, a list (Verlet list)
is created including all interacting particle pairs and all pairs that might interact
soon. Only the interactions between these pairs have to be computed as long as
none of the particles have moved further than half of the skin length. If a particle
has moved further than half the skin, the link cells have to be rebuild, since adja-
cent cells do not contain all interacting particle pairs anymore. Therefore, for each
particle the location where the last sorting process took place has to be stored, to
be able to check whether the current position differs from that by more than half of
the skin length.
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skin

Figure 3.1.1: The Verlet list scheme consists of an area (inner cycle) where all pairs of
particles that interact with each other are stored and a skin area which determines the
rate of refreshing the Verlet list.

3.2 Langevin Dynamics

As introduced in Sec. 2.2.1 the Stokes-Einstein relation describes the diffusion of a
particle as a response to small “random” forces mediated by the surrounding fluid
particles. By that, we treat the small random forces of the fluid particles as external
forces. This is an insight on which the more general fluctuation-dissipation theorem
is based, too. The fluctuation-dissipation theorem links the dissipative friction forces
in combination with stochastic forces to the dynamics of the diffusion process.

Based on the idea of the fluctuation-dissipation theorem, Langevin [100] sug-
gested an modified Newton’s equation with dissipation to take the stochastic forces
of the solvent particles into account. The first expression on the right-hand side of
the Langevin equation

mi
d

dt
vi(t) = −

∑
j

ξij(r) · vj(t)−∇iΦ(r) + f ri (t), (3.2.1)

accounts for the colloid interactions mediated by the solvent due to the coupling
to a fluid. For infinite dilute systems the first term can be replaced by an effective
friction force

f di (t) = −ξvi(t). (3.2.2)

The stochastic force f ri due to the collisions of the colloid with the solvent molecules
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is assumed to be of zero mean and finite variance [151]

〈f r(t)〉 = 0, (3.2.3)

and
〈f r(t)f r(t′)〉 = 2kBTξδ(t− t′), (3.2.4)

in case of infinite dilution (compare Sec. 2.2.1). In general, it is necessary to calculate
averages over all realizations of the stochastic process given by Eq. (3.2.1). In case of
the presence of an external force based on a potential Φ(r) that diverges for r→ ±∞
in the long-time limit, the probability density to fin a particle at position r reads

p(r) ≈ exp
(
−Φ(r)
kBTξ

)
. (3.2.5)

This means that by applying a velocity-dependent friction force and a random force
of the right magnitude to a particle, it is possible to generate configurations accord-
ing to the Boltzmann distribution [82]. As a consequence, it is possible to perform
computer simulations using the Langevin equation to include a temperature, compa-
rable to that mediated by an underlying solvent, but without computing the solvent
explicitly. The friction force f di (t) and the stochastic force f r(t) model a heat bath at
fixed temperature, which is coupled to the system. Hence, this method is also known
as Langevin thermostat. In MD simulations the Langevin thermostat is widely used
due to its small computational expense, but it has to be stressed that long-range
hydrodynamic interactions are excluded.

3.3 The Lattice-Boltzmann Method

In this section we will introduce the basics of the Lattice-Boltzmann (LB) method.
The theoretical framework of the multi-relaxation-time (MRT) LB method has un-
dergone continuous development over the past twenty years leading to the fluctuating
LB scheme used in this Thesis. The fluctuating LB method implementation is based
on the work of Ulf Schiller [159].

The fluctuating LB method is essential for the correct thermalization of the fluid
as well as for the colloidal particles interacting with it. Despite the introduction of
the Lattice Boltzmann method in the early ’90s and the presentation of the more
advanced MRT LB in 2003 by d’Humières et al. [98], the important stochastic model
for the correct temperature of the fluid and therefore the ability to represent the
solvent in soft-matter simulations via a point-particle coupling scheme has been
introduced by Ahlrichs and Dünweg [2], but the correct thermalization of the fluid
are recent results by Dünweg [40]. We will only summarize the fundamental results,
which are necessary for the understanding of the underlying structure of the LB
method.
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3.3.1 Historical Development

Historically, the LB method is based on the lattice-gas cellular automata (LGCA).
The first LGCA was proposed in 1973 and is called HPP after the initials of the
three authors (Hardy, de Pazzis, and Pomeau). Although these LGCAs were de-
veloped to simulate fluid dynamics in terms of discrete microscopic methods, early
developments of LGCAs were not able to reproduce the solution of the Navier-
Stokes equations in the macroscopic limit. The first LGCA that correctly solved the
Navier-Stokes equations was introduced by Frisch et al. in 1987 [49] and it was also
able to calculate the viscosity.

In general, all lattice-gas models are based on the constraint that the macro-
scopic flow has to reproduce the continuum description of a fluid at every time step,
independent of the underlying microscopic structure of the method. For all meth-
ods three essential relations have to be fulfilled: the conservation equation of the
fluid density and the Navier-Stokes equations have to be satisfied in the macroscopic
limit. Additionally, energy conservation can be required.

In 1988 McNamara and Zanetti introduced the LB models as an independent
numerical method to solve the Navier-Stokes equations [187]. A subsequent devel-
opment is the model by Bhatnagar-Gross-Krook (BGK) introduced in 1992 using
the BGK collision operator [15]. This single-relaxation-time method marked a new
level of abstraction, since collisions are no longer defined explicitly.

However, in 2003, a more general view of the LB method was presented by
d’Humières et al. [98]: the multi-relaxation-time method, which is numerically more
stable and solves the limitation of the fixed ratio of bulk to shear viscosity. Over
the years, multi-component [22] and thermalized fluid [40] simulations using the
LB method have been developed. Boundary conditions [190] as well as different
methods for the coupling of colloids, either as modeled as point particles [2] or as
excluded volume with moving boundaries [96] for the simulation of suspensions or
aerosols have been proposed. Nowadays, a wide variety of LB methods for different
applications exist, but some open questions remain.

3.3.2 Kinetic Theory

As shown in Chapter 2.1.2 the Navier-Stokes equation describes the time evolution
of the flow field of a solvent at the continuum level.

∂

∂t
(ρu) +∇ · (ρu⊗ u) = −∇p+∇ · σ + g, (3.3.1)

where ρ is the mass density, ρu = j the momentum density, p the scalar pressure, σ
the viscous stress tensor, and g an external force density. In a closed system without
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any sinks or wells, mass conservation is assumed

∂

∂t
ρ+∇ · (ρu) = 0. (3.3.2)

These equations describe the fluid as a continuum in the hydrodynamic limit. The
important quantities (and usually the unknown variables) are the mass density ρ
and the momentum density j. These two quantities describe the state of the fluid
as macroscopic or hydrodynamic fields at any time.

As introduced in Section 2.1.2, the Navier-Stokes equation describes fluids at
the continuum level independent of their explicit microscopic interactions. The
microscopic interactions are covered by macroscopic transport coefficients like the
viscosity of the fluid. As already mentioned, microscopic models like the LB model
can vary widely in their specific implementation, but they all have to reproduce
the solutions of Navier-Stokes equation on large length and time scales. In the
following we derive the LB equation from a microscopic point of view using the
Boltzmann equation. Afterwards we will show how the MRT collision operator for
three dimensional LB equation can be constructed in case of 19 discrete velocity
densities on every node. Furthermore, the description of the LB method in moment
space will be used to consistently apply thermal fluctuations. We will conclude
with discussions about external forces, boundary conditions and the point-particle
coupling.

3.3.3 The Boltzmann Equation

The statistical description of a gas or fluid is based on the distribution function
n(r,v, t) in its velocity space. This is usually a function of generalized coordinates
of atoms and molecules and their generalized moments. The distribution function
describes the probability to find a particle with velocity v around the point r at time
t. In this particular case, the distribution function n(r,v, t) contains the information
about the quantity and the velocity of the particles representing the fluid. It can be
used to access macroscopic physical values by calculating the moments, which will
be described in Sec. 3.3.6.

In the original approach the LB method was formulated using only the distribu-
tion function n(r,v, t) as a representation of the so-called kinetic level of the fluid,
while the computation of the moments was only used to access the macroscopic (hy-
drodynamic) level. Within a modern framework, most computations are actually
executed in moment space, namely the computational demanding collision step and
only the streaming step will be done at the kinetic level. A deeper insight is gained
by understanding the integration as an averaging process, that reflects the statistical
nature of the underlying the kinetic theory.
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In general, the well-known Boltzmann equation describes the time evolution of
interacting particles, merged in the function n(r,v, t):(

∂

∂t
+ v · ∇+ f

m
· ∇v

)
n(r,v, t) = δncoll. (3.3.3)

In this equation m is the mass of the particles and f is an external force acting
on them. Here, δncoll describes the collision between particles, also know as the
collision integral or collision operator. The left-hand side of the equation describes
the motion of the particles, which can be affected by the presence of an external
force. A special solution of the Boltzmann equation in the absence of external forces
and with respect to δncoll = 0, is the Maxwell-Boltzmann equilibrium distribution.

neq(r,v, t) = ρ

m

(
m

2πkBT

) 3
2
exp

(
−m [v(r, t)− u(r, t)]2

2kBT

)
, (3.3.4)

where kB is the Boltzmann constant.
One of the simplest forms of the collision operator δncoll, a linear expression, is

known as the BGK approximation by Bhatnagar-Gross-Krook [15]:

δncoll = −λnneq, (3.3.5)

where the abbreviation nneq = n(r,v, t)−neq(r,v, t) is used. This collision operator
mediates a linear relaxation towards the Maxwell-Boltzmann equilibrium, while the
relaxation rate is given by λ. Within the BGK approximation, Eq.(3.3.3) can be
written as (

∂

∂t
+ v · ∇+ f

m
· ∇v

)
n(r,v, t) = −λnneq. (3.3.6)

The factor λ can also be interpreted as a collision frequency for the particles. It
defines the fraction of particles that have relaxed to their equilibrium during the
interval dt.
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3.3.4 The Lattice Boltzmann Equation

Discretizing the Boltzmann equation in time and space leads to the LB equation.
Describing the discretization process in detail goes beyond the scope of this Thesis.
The interested reader will find more details in [159]. In the following we will discuss
the basic ideas of the discretization process. We replace the BGK collision operator
λ with a general linear collision operator L(

∂

∂t
+ v · ∇+ f

m
· ∇v

)
n(r,v, t) = −Lnneq(r,v, t). (3.3.7)

For simplicity, we first take a look at Eq. (3.3.7) without the external force term.
Including an external force will be presented in Section 3.3.8. Basically, three major
steps have to be executed to discretize the Boltzmann equation. First, we discretize
the velocity space with the help of a Hermitian expansion nN of the velocity density
function n(r,v, t) and a Gauss-Hermite quadrature. Second, the configuration space
and the time has to be discretized in the same way. Third, the derivatives in the
Boltzmann equation are replaced by finite differences. This is one of the most
delicate step, since there is no simple recipe for how to construct discrete derivatives.
The discretization of the velocity space by the Hermitian expansion nN leads to
discrete velocities ci and weights wi at discrete points in space, which we will call
nodes in the following. The term ’node’ is based on the picture of an N -dimensional
mesh placed in our simulation space on which our populations ’live’. The exact
numbers and values of ci, the discrete (lattice) velocities, and wi, the weights depend
on the chosen model. Explicit values for the D3Q19 model will be given in the next
section.

The final result is the general Lattice Boltzmann equation (3.3.8) with the equi-
librium distribution (3.3.9), which realizes a total discretization of space and time.
That is,

ni(r + τci, t+ τ) = ni(r, t)− Lij[nj(r, t)− neqj (r, t)]. (3.3.8)

The equilibrium distribution is based on the macroscopic fluid density and velocity.
Consistency with the mass density, momentum density and Euler stress for a given
ρ and u, uniquely determines the equilibrium distribution [39]

neqi (r, t) = neqi (ρ(r, t),u(r, t)) = wiρ

[
1 + ci · u

cs2
+ (ci · u)2

2c4
s

− u · u
2c2
s

]
. (3.3.9)

and the speed of sound
cs

2 = 1
3

(
a

τ

)2
. (3.3.10)

Equation (3.3.8) can be interpreted in the D3Q19 model (see next section) using
Fig. 3.3.1: the population of particles are contained in the discrete distribution
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Figure 3.3.1: Illustration of the D3Q19 model velocity vectors. The zero velocity vector is
colored yellow, the nearest neighbors vectors red, and the next neighbors vectors blue.

functions ni(r, t), which reside on every node r. The number i labels the particular
population on a single node i, as illustrated using arrows. The population update
can be separated into two steps. First, the populations are redistributed on the local
node during the collision step. The redistribution of the populations is given by the
collision operator. Second, the updated populations of the local node need to be
streamed to the node at r + τci (see Fig. 3.3.1), leading to a new set of populations
at time t+ τ . This is called the streaming step.

The explicit order of these two steps defines two separated schemes. In the
pull scheme, the streaming step is executed first, followed by the collision step. For
the push scheme, the collision step is executed first and afterwards the streaming
takes place. The choice of the scheme affects the implementation of the boundary
conditions.

3.3.5 The D3Q19 Model

As there is basically no upper bound for the number of populations on a single
node, neither a restriction to any dimensionality of the model, it is common to
use abbreviations DxQxx to define the used dimension D of the model and the
number of discrete velocity densities Q representing the microscopic model. We
use a three-dimensional regular lattice (D3) and a set of 19 (Q19) discrete velocity
vectors/populations on a single node. Using 19 populations is a trade off between
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computational effort, memory consumption, and precision of the microscopic model.
The 19 velocity vectors are split in the zero velocity vector, the six nearest neighbors
and twelve next nearest-neighbor vectors. Including the node itself, its nearest and
next nearest neighbors can be seen as three shells of velocity and mass distribution.
Higher order models can include further shells, e.g. next next nearest neighbors.
Including additional shells leads to a smoother distribution of the velocity and mass
within a single integration step, but it also significantly increases memory consump-
tion and computation times.

The three-dimensional lattice vectors ĉi can be summarized as columns of the
matrix

C =

 0 1 −1 0 0 0 0 1 −1 1 −1 1 −1 1 −1 0 0 0 0
0 0 0 1 −1 0 0 1 −1 −1 1 0 0 0 0 1 −1 1 −1
0 0 0 0 0 1 −1 0 0 0 0 1 −1 −1 1 1 −1 −1 1

 .
The discrete ci are calculate with ci = ĉia/τ . An ansatz for the equilibrium distri-
bution with respect to the low Mach number expansion is

neqi (r, t) = wiρ
(
1 + Auci +B(uci)2 + Cu2

)
. (3.3.11)

Using the normalization condition for the weights wi∑
i

wi = 1 (3.3.12)

and further conditions for neqi (r, t) leads to weights for the D3Q19 model of

w0 = 1
3 (3.3.13)

w1..9 = 1
18 (3.3.14)

w10..18 = 1
36 . (3.3.15)

3.3.6 Collision Operator and Moment Space

From the equilibrium distribution we can construct the (linear) collision operator
of the D3Q19 model. It must satisfy mass and momentum conservation and be
compatible with the symmetries of the lattice. The collision operator has to yield
the Navier-Stokes form of the viscous momentum flux, since it has to be related
to the viscosity of the fluid. A general collision operator Lij was introduced by
d’Humiéres et al. [98] within the multi-relaxation time model (MRT). The MRT
model enhances the numerical stability and more importantly provides a diagonal
representation of Lij within moment space. A diagonal representation of the collision
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matrix allows for independent updates of the individual moments, making it simpler
to implement as well as providing performance advantages, due to efficient use of
cache lines and vectorization. The moment space representation is also necessary
for the correct thermalization of all degrees of freedom. In the following we use the
abbreviation for the velocity densities ni = ni(r, t) and the corresponding moments
mk = mk(r, t).

Given a basis in velocity space, we can select or construct different (orthogonal)
bases in moment space. The space transformation can than be written in the form
of a transformation matrix. In this case a 19 × 19 matrix allows to transform
between the two different mathematical bases. To start the construction of a basis
in moment space, a set of basis vectors ek of the moment space is needed, which can
be constructed by orthogonalizing polynomials of the dimensionless velocity vector
ĉi. The orthogonalization condition reads∑

i

wiekieli = bkδkl, (3.3.16)

with wi the weights of the equilibrium distribution (3.3.9) and bk normalization
factors

bk =
∑
i

wie
2
ki. (3.3.17)

Starting with e0i, 18 further eki have to be constructed. The first four basis vectors
are:

e0i = 1
e1i = ĉix
e2i = ĉiy
e3i = ĉiz.

(3.3.18)

The complete basis used in this work is the one chosen/constructed by Schiller [159],
a different basis is presented in the publication of Dünweg [38]. In the present case
the normalization factor reads for the D3Q19 model:

b =
(

1, 1
3 ,

1
3 ,

1
3 ,

2
3 ,

4
3 ,

4
9 ,

1
9 ,

1
9 ,

1
9 ,

2
3 ,

2
3 ,

2
3 ,

2
9 ,

2
9 ,

2
9 , 2,

4
9 ,

4
3

)T
, (3.3.19)

and is also necessary for the back transformation

ni = wk
∑
k

b−1
k mkeki, (3.3.20)

from moment space to velocity space. The basis vectors are used to calculate a
complete set of momenta, sometimes called modes, but we will use the term moments
throughout this work. The moments mk are then calculated via

mk =
∑
i

ekini. (3.3.21)
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Generally, 19 moments are created out of the 19 velocity densities to include all the
information about the fluid in moment space. As already mentioned earlier, low
order (0..9) moments mi represent directly macroscopic properties of the fluid, for
example, the mass density, velocity density, and energy density:

ρ = m0
jx = m1a/τ
jy = m2a/τ
jz = m3a/τ
Παα = (m0 +m4) (a/τ) 2

Πxx = 1
3m5 (a/τ) 2

Πyy = −m5−3m6
6 (a/τ) 2

Πzz = m5+3m6
6 (a/τ) 2

Πxy = m7 (a/τ) 2

Πxz = m8 (a/τ) 2

Πyz = m9 (a/τ) 2.

(3.3.22)

The stress tensor
Π = pI + ρu⊗ u− σ, (3.3.23)

is here decomposed into its trace and traceless part

Παβ = Παβ + 1
3Πγγδαβ. (3.3.24)

The momenta 0..3 are conserved hydrodynamics moments, hence their non-equili-
brium values are equal to zero and they are not directly affected by the collision
operator. The higher momenta m10..18 are called kinetic or ghost moments, because
they have no direct relation to macroscopic hydrodynamics properties. They are
connected to the additional degrees of freedom due to the kinetic representation of
the model1. Despite the fact that the ghost momenta do not influence values at the
hydrodynamic level, they become important within the fluctuating LB and in case
of boundary conditions. The non-conserved momenta can basically be chosen at
will, depending on the chosen set of basis vectors in moment space. But, moment
space basis’ vectors that are not orthogonal usually lead to an additional set of
parameters.

The basis vectors eki are now used to construct a diagonal collision operator
L′ij

L′ij =
∑
k

λkekiekj, (3.3.25)

realizing a linear relaxation of the non-equilibrium momenta

m∗neqk = ξkm
neq
k , (3.3.26)

1D3Q19: 19 velocity densities represent the kinetic model

35



3 Methods

with ξk = 1 + λk. The choice of the eigenvalue ξk is done with respect to the
symmetry of the lattice. The eigenvalues ξb and ξs for the bulk and shear momenta
correspond to the relaxation of the trace and the traceless part of the stress tensor

Π∗neqαα = ξbΠneq
αα , (3.3.27)

Π∗neqαβ = ξsΠ
neq

αβ . (3.3.28)
This allows for an independent adjustment of the bulk and the shear viscosities,
which are fixed ratios in the single τ BGK model. The Chapman-Enskog expansion
provides a mathematical method that averages sub-sections of the LB grid and
proves that the LB method leads to the correct macroscopic behavior of the fluid.
The Newtonian viscous stress can thus be shown to be

ηs = −ρcs
2τ

2
2 + λs
λs

, (3.3.29)

ηb = −ρcs
2τ

3
2 + λb
λb

, (3.3.30)

where the viscosities are given in terms of the eigenvalues.

3.3.7 Thermal Fluctuations

The LB model described in the previous sections is completely deterministic as a
result of the coarse-graining procedure, despite the presence of distribution proba-
bilities. The macroscopic fluid does not have an adjustable temperature even though
it is based on a statistical microscopic model. In general, this is not a problem as
the temperature of the fluid is unimportant for large scale macroscopic flows. But in
case of microfluids including fluctuations becomes important, for example realizing
Brownian motion of colloidal particles.

In this section we will extend the LB model to include thermal fluctuations,
leading to an adjustable temperature. The correct thermalization of all degrees of
freedom in moment space is presented in [159]. The fluctuations can be incorporated
into the Lattice Boltzmann equation via the addition of a stochastic contribution
∆′i to the collision operator

∆i = Lijn
neq
i + ∆′i. (3.3.31)

Mass and momentum conservation requires that the zeroth and the first moments
of the stochastic contribution must vanish∑

i

∆′i = 0,∑
i

∆′ici = 0.
(3.3.32)

36



3.3 The Lattice-Boltzmann Method

Dünweg and Schiller pointed out in Ref. [40], that from a statistical mechanics view-
point the thermalization can be described as a Monte Carlo process and presented
a detailed analysis of the statistical mechanics of the LB method.

Based on the LGCA theory [49], the probability distribution for the non-equili-
brium parts in moment space can be expressed as

P ({mneq
k }) ∝

∏
k>3

exp
(
−(mneq

k )2

2µbkρ

)
, (3.3.33)

where µ = mp/a
3 is a mass density with mp the mass of a particle and a the lat-

tice spacing. The non-equilibrium moments mneq
k correspond to the non-equilibrium

velocity densities nneqi . The variable µ is needed for the connection between dimen-
sionless integer variables and hydrodynamics variables. The fluctuations in moment
space have to be independent and Gaussian distributed with variance µbkρ. In
moment space the extended update rule reads

m∗neqk = ξkm
neq
k + ϕkζk, (3.3.34)

where ξk = 1 +λk and ζk is a Gaussian random number with zero mean. In order to
calculate the scaling factor ϕk, which gives us the strength of the fluctuations and
therefore defines the temperature of the fluid, we use equation 3.3.33 to write the
condition of detailed balance as

w (mneq
k → m∗neqk ) exp

(
−(mneq

k )2

2µbkρ

)
= w (m∗neqk → mneq

k ) exp
(
−(mneq

k )2

2µbkρ

)
.

(3.3.35)
Explicit calculations of detailed balance show that it can only be satisfied for

ϕk
2 = µbkρ(1− ξk2) = ρkBT

cs2a3
(1− ξk2). (3.3.36)

Here T is the temperature of the fluid, kB the Boltzmann constant and ρ its den-
sity.

3.3.8 External Forces

An external force can be applied to the LB method by adding an additional term
to the introduced collision operator (with or without fluctuations)

∆i =
∑
i

Lijn
neq
i + ∆′i + ∆′′i . (3.3.37)

For simplicity, the deterministic case without fluctuations ∆′i will be discussed in
the following. The additional term ∆′′i has to fulfill two conditions. On the one
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hand the mass density must not be changed, on the other hand the momentum has
to be increased by the force f. A detailed analysis is presented in [38], in which an
expression is derived for ∆′′i fulfilling these conditions:

∆′′i = fαciα
cs2

+ 1
2cs4

Σαβ

(
ciαciβ − cs2δαβ

)
, (3.3.38)

with

Σαβ = 1
2 (1 + ξs)

[
uαfβ + uβfα −

2
3uγfγδαβ

]
+ 1

3 (1 + ξb)uγfγδαβ. (3.3.39)

With Eqs. (3.3.38) and (3.3.39) we can obtain the stress update as

Π∗neqαβ = ξsΠ
neq

αβ + 1
3ξbΠ

neq
γγ δαβ + Σαβ. (3.3.40)

This description is suitable for the D3Q19 MRT model, where only the momenta
m1, ..,m9 have to be updated. Including an external force to the fluid is, e.g.,
necessary to realize a continuous flow within complex geometries by compensating
for the loss of momentum caused by no-slip boundary conditions. No-slip boundary
conditions will be discussed in the next section.

3.3.9 Fluid Boundary Condition

One of the simplest boundary conditions for LB models is the bounce-back [98] rule,
realizing no-slip conditions for the fluid. They can easily be modified to allow for
tunable-slip conditions, but we will only present the no-slip case. The no-slip condi-
tion is implemented as part of the streaming step, where the populations streaming
into a boundary node are being reflected back to their origin node. The velocity
densities of a fluid node rB linked to a boundary node in direction i is reflected via

ni(rB, t+ τ) = ni(rB − τci, t+ τ). (3.3.41)

A disadvantage of this simple method is that it can be shown analytically, that
the link-based bounce-back rule leads to hydrodynamic boundaries that are shifted
into the fluid. The actual position of the hydrodynamic boundary depends on the
viscosity of the fluid. In Fig. 3.3.2 the hydrodynamic boundary is illustrated as
dashed line in the middle between fluid and boundary nodes, which often used as a
rule of thumb. As the bounce-back rule has no direct analog in the kinetic theory, it
can be constructed at the macroscopic level by demanding a vanishing flow velocity
at the boundary as would be the case for no-slip conditions.

Analyzing the flow profile in a channel constrained by two flat walls, the well-
known Poiseuille flow profile is obtained. The analytical expression of the Poiseuille
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Figure 3.3.2: The bounce-back boundary condition is illustrated in the figure. The red
arrows are the original velocity densities which are “bounced back” as illustrated by the
blue arrows.

flow can be compared with the simulation result. But for simple flows it is actually
possible to solve the linear LB equation with bounce-back boundary conditions
analytically. The result shows that the bounce-back rule is only exact to first order.
The flow velocity profile deviates from the exact no-slip solution by a constant
offset

∆u(rB) = βumax
a2

L2 , (3.3.42)

where L is the channel width. The correction factor β depends on the collision
operator and the definition of the hydrodynamic momentum density. For the MRT
collision operator β reads

β = 1
3

(8
λ
− 7

)
, (3.3.43)

in case of equal eigenvalues λ = λs = λb. Executing a detailed asymptotic analysis
of the bounce-back rule, it can also be shown that the pressure is at most first-order
accurate.

3.3.10 Molecular Dynamics Particle Coupling to the Fluid

The main goal of this work is to investigate the dynamics of colloids in a solvent
(water), for example, suspensions or aerosols. Therefore, mesoscopic particles have
to be coupled to the fluid and the correct dynamics and statistics have to be re-
produced. That is to say, colloids have to undergo Brownian motion! It can be
assumed that the important length and time scale of the colloidal dynamics and
the fluid dynamics are separated by at least one order of magnitude [124]. Hence,
the microscopic details of the coupling should not play a role for the trajectory of
the particle, as long as one ensures that hydrodynamics evolves in the fluid on time
scales faster than the diffusion time scale of the particle. In a coarse-grained de-
scription the microscopic shape of the particle, e.g., the roughness of its surface is
unimportant for the particle’s long-time dynamics and the interaction with the fluid,
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∆a−   x

a−   y∆

Figure 3.3.3: Particle interpolation scheme in two dimensions. The simulation box, di-
vided into elementary cells by the two dimensional LB grid contains the point particles.
Every particle can be assigned to exactly one elementary cell. The figure illustrates the
interpolation scheme for the fluid velocity at the position of the particle.

thus it can be treated as point particle. In the following the particle fluid interaction
by Ahlrichs and Dünweg presented in [2] will be explained. Similar to the Stokes
equations handling a sphere in a viscous fluid, one can assume that the force on the
particle exerted by the fluid is proportional to the difference of the velocity v(r, t)
of the particle and the fluid velocity u(r, t) at the position r of the particle. Hence,
it can be written as

ffl(r, t) = −ξ[v(r, t)− u(r, t)]. (3.3.44)
The parameter ξ is the friction coefficient. As the LB fluid resides on discrete nodes
the fluid velocity at the position of the particles has to be interpolated by using
the surrounding nodes. The simplest scheme is a linear interpolation using the grid
points of the elementary cell containing the particle, as illustrated in Fig. 3.3.3. The
relative position of the particle in this cell is given by (∆x,∆y,∆z). With the origin
being in the lower-left corner, one can define

δ(0,0,0) = (1−∆x/a)(1−∆y/a)(1−∆z/a), (3.3.45)

δ(1,0,0) = (∆x/a)(1−∆y/a)(1−∆z/a), (3.3.46)
and so on. With these expressions, the formula for the linear interpolation reads

u(r, t) =
∑
r∈N

δru′(r, t), (3.3.47)

with N the grid points belonging to the LB cell enclosing the particle. When
coupling to a thermalized fluid a stochastic term has to be introduced, and from
Eq. (3.3.44) follows that

f rfl(r, t) = −ξ[v(r, t)− u(r, t)] + f r(t), (3.3.48)
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where f r(t) is a stochastic force of zero mean and〈
f ri (t)f rj (t′)

〉
= 2δijkBTξδ(t− t′), (3.3.49)

where the shape of the correlation is inspired by the fluctuation-dissipation-theorem.
In order to conserve the total momentum of the fluid and the particles the

opposite force acting on the particles has to be assigned to the fluid. This purely
local interaction is given by

∆j = −ffl
τ ·∆t
a

, (3.3.50)

where ∆t is the MD time step. Furthermore, mass conservation of the fluid has to
be ensured ∑

i,r∈ng
∆ni(r, t) = 0. (3.3.51)

In case of more than one particle interacting with the same fluid nodes, a simple
linear superposition of the forces is applied.

In general, there are several methods known of computing the corresponding ∆ni
at the nearest grid points. The approach used in the code relies on the application
of an external force, introduced in Section 3.3.8. The change of the momentum
density ∆j has to be distributed over the eight nodes of the surrounding elementary
cell and can be done using the weights δr. The force on the node r ∈ ng caused by
the particles reads then

f partr = ∆j · δr. (3.3.52)

Already present external forces f extr on node r are simply added to the force on the
node:

f noder = f extr + f partr , (3.3.53)

which is then applied as described in Section 3.3.8.
The fluctuating LB method can serve as a thermostat, where the temperature

is mediated by a stochastic force f r (compare Eq. 3.3.53) and with the fluid velocity
ui(r, t) at the location of the colloidal particle the equation of motion becomes

mi
d

dt
vi(r, t) = −ξ[vi(r, t)− ui(r, t)]−∇iΦ(r) + f ri (t). (3.3.54)

3.3.11 Unit System of the Lattice-Boltzmann Method

The LB method presented above is part of the Molecular Dynamics package ESPRes-
So, which will be introduced in Section 3.4. ESPResSo does not predefine any units.
This means, that the user can chose length, time, and energy scales, which best suit
the desired system. The LB code takes quantities in MD units at the code interface
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level and converts them into so-called lattice units. The core of LB uses only lattice
units. Aside from the aforementioned unit conversion to set up the fluid at the
start of the simulation, one only needs to convert units during the particle-fluid
interaction. The lattice units use grid-spacing a = 1, LB time step τ = 1, and mass
of the fluid particles mp = 1. All quantities can be transformed form MD to LB and
vice versa using these units. For example, a quantity with dimension [m]i · [l]j · [t]k is
transformed from LB to MD units by division bymi

p ·aj ·τ k, where the corresponding
values of mi

p, aj, and τ k in the MD unit system are used.

3.4 Lattice-Boltzmann on GPUs with ESPResSo

The simulation package ESPResSo2 is designed to perform MD simulations of Soft
Matter systems on parallel computers. The abbreviation ESPResSo stands for
Extensible Simulation Package for Research on Soft Matter Systems. Its purpose is
to provide an easy to use simulation tool which at the same time serves as a research
platform allowing for the incorporation of user specific algorithms/interactions. The
main focus of ESPResSo is the efficient treatment of long-range interactions in a
parallel computing environment [5], for example, electrostatic and hydrodynamic
interactions. As user interface the scripting language TcL provides for an great
flexibility, since it enables interactive adjustment of simulation parameters as well
as analysis routines. Recent developments include a Python interface, and GPU
support for extensive force calculations.

Being extensible is a key feature, providing the framework to include new, ad-
vanced force/energy algorithms or different algorithms for the inclusion of hydro-
dynamic interactions. Two established methods for the efficient computation of
hydrodynamic interactions are the dissipative particle dynamics (DPD) and the
already introduced fluctuating MRT Lattice-Boltzmann method. Recently, a Stoke-
sian dynamics solver [16] on GPUs has been implemented, which was used for certain
simulation results presented in Section 5.4. Despite the complexity of algorithms for
long-range interactions, computationally expensive parts of the code are parallelized,
dedicated to be executed either massively parallel on High Performance Computers
(HPC) or simply on multi-core desktop systems. In recent years scientific computing
on accelerators like GPUs were pushed by vendors like NVIDIA, introducing their
extended C/C++ library/language CUDA [127]. These accelerators allow for a mas-
sive performance gain for HPC system and for single workstations, too. Therefore,
parts of ESPResSo have been implemented in CUDA, being compatible to new high
performance systems and to systems with consumer NVIDIA graphic cards. There
again simulations running on desktop systems can benefit from the performance of
modern GPUs as well.

2http://www.espressomd.org
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In recent years scientific simulations using Graphic Processing Units (GPUs)
have become more and more popular. Based on the outstanding performance of
modern GPUs and the streamlined programming using either CUDA or OpenCL
a large number of implementations realizing different LB models have been pre-
sented. Starting with simple approaches like the BGK model presented by W. Li et
al. [105] in 2003 using 8-bit 2D textures, complex MRT models [98], or multicom-
ponent fluids [36, 161] are now state of the art. Also in 2003, the GPUs became
able to perform general floating-point operations, not limited to graphics operations,
as NVIDIA released CUDA, an extended C programming model, to facilitate the
ease of parallel programming using GPUs. But CUDA is not simply a programming
model, additional hardware was added to the chip to provide direct access to the
GPU without using graphics interfaces (APIs) such as OpenGL or DirectX. Instead
of using APIs, a new general interface on the silicon enables the programmer to use
GPUs for calculations without any respect to its “graphical“ background. Hence
the CUDA programming model is specified for scientific programming, combining
hardware and software aspects dedicated for high performance computing. Never-
theless, it has to be noted, that there are important differences in architecture and
the programming of CPUs and GPUs, based on their historical development and
assignment.

In order to use the advantages of the architecture of GPUs, which are designed
to execute the same code massively parallel, lattice-based algorithms are well suited.
The LB method is such a lattice based algorithm representing a complex fluid on
a mesh. The goal of the implementation is not simply to present the calculation of
a solvent on the GPU, but also the interaction with molecular dynamics particles,
whose dynamics is calculated on the CPU at the same time. Before we will go into
the details of the implementation, we will explain the concurrent execution scheme,
since the main functions (kernels) will be explained. For the coupling of an MD sim-

CPU

GPU

PCIe  Bus

long/short range force calculation

  fetch
pos/vel

particle-fluid
    kernel

 send
forces

   particle
propagation

fluid update
    kernel

  fetch
pos/vel

particle-fluid
    kernel

 send
forces

   particle
propagation

fluid update
    kernel

long/short range force calculation

Figure 3.4.1: Lattice-Boltzmann execution scheme. The concurrent use of CPUs and GPUs
is illustrated. At the same time as the short- and long-ranged (electrostatic) particle
interaction are executed on the CPU, the LB fluid is updated on the GPU. The only
barrier is executed when all forces have to be collected for the Langevin integrator.
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ulation to a LB fluid, the fluid-particle interaction is essential. Hence, we divided the
LB code into to main parts: the fluid-particle kernel and the fluid-update kernel. The
particle-fluid kernel computes the interaction between the particles and fluid, i.e., it
interpolates the fluid velocity at the position of the particle and with Eq. (3.3.44)
the force action on the particle is calculated. Afterwards it uses Eq. (3.3.53) to
compute the force back on the fluid. The fluid-update kernel computes an integra-
tion step for the entire MRT LB fluid, which will be explained in detail later. As
illustrated in Fig. 3.4.1, the update and particle interaction with the LB fluid is
executed concurrently to the computation of short- and long-ranged forces and the
particle propagation on the CPU. The only barrier for synchronization is necessary
after the collection of the particle forces, which are needed to execute the particle
propagation on the CPU. Hence, while the CPU computes short and long-ranged
forces an MPI function collects the particle’s position and velocities and transfers
them to the GPU. During the execution of the particle propagation on the CPU,
the fluid-update kernel computes an integration step for the hole fluid on the GPU.
The fetching of the particle positions and velocities is even done with asynchronous
memory copy operations and therefore it can be executed concurrently to the fluid
update computation.

Implementing the GPU fluid solver into the MD simulation package ESPResSo
[147], presents several problems specific for GPU computing. Besides the reasonable
usage of the different types of memory available on modern GPUs, computing the
correct results without inference between different threads has to be ensured by
avoiding race conditions. Due to the dynamic execution order of the threads, handled
by the scheduler, schemes like the double buffering method or the use of intrinsic
functions, e.g., atomic operations, were essential. Moreover, the parallel execution
of parts of the CPU code and the GPU code depends on the correct alignment of
the execution order of the kernels, realized with the so-called streams [127].

As every fluid node is dedicated to a single execution thread on the GPU, a
closer look at the thread scheduling and organization is necessary. To distinguish
the threads, every thread has its own unique identity. This identity is computed
from a hierarchical organization scheme, in which the threads are arranged in three
dimensional blocks, which in turn are arranged in a two dimensional grid. With
the Fermi architecture 1024 threads per SM are possible, which can be arranged in
one 1024× 1× 1 block or two 512× 1× 1 blocks and so on. The maximum size of
dimension of a block can be 1024 × 1024 × 64 and the maximum size of a grid is
65535× 65535× 1.

Due to the complexity of the method every thread needs up to 63 registers,
which reduces in case of the fluid-update kernel, or the particle-interaction kernel
the number of physically in parallel executed threads to 256 on a state of the art
Fermi GPU. As every thread reads the velocity densities from the global memory,
modifies them during the collision step, and writes them back to a new position in
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a dynamically arranged order, a double buffering method, guarantees the execution
without any race conditions.

Despite the fact that the double buffering method doubles the needed memory,
which is limited on a single GPU, it is vital to the GPU code due to the dynamic
order of executing the lattice update. Since the presented code runs only on a single
GPU, it is not necessary to use methods such as domain decomposition with halo
regions, as the CPU code or a multi-GPU code does.

vd(0)[0] vd(1)[0] vd(1)[1] vd(n)[n]

number of velocity

vd(0)[1]

number of node

vd(n)[n−1]

(a) Simple memory management LB GPU

vd(0)[0] vd(1)[1] vd(n)[n]

number of velocity

number of node

vd(1)[0] vd(0)[1] vd(n−1)[n]

(b) Advanced memory management LB GPU

Figure 3.4.2: Illustration of the coalesced (b) memory alignment of the velocity densities
in the global memory compared to the uncoalesced (a).

ESPResSo’s intention is to be extensible and to be built of user readable codes,
several computationally expensive structures must be used. One of these structures
contains pointers for values of the fluid nodes. Using only pointers, the position
of the individual velocity densities in the memory has to be calculated within the
code. To ensure coalesced access to the node structures, the velocities are stored
in a specific order: at first the zeroth densities of all adjacent nodes, followed by
the first densities and so on, as shown in Fig. 3.4.2 (a). This memory alignment
ensures coalesced memory access for these large structures, because it is aligned in
the same order as the execution is done. On the Fermi architecture, a speedup of
up to 30%, compared to a previous implementation, illustrated in Fig. 3.4.2 (b) has
been detected. Moreover, older GPU architectures will benefit from the coalesced
memory alignment even more, because the Fermi architecture is the first generation
with a L2 cache, which helps to reduce the latency due to frequent global memory
accesses. But the L2 cache is not that large. Hence, several cache lines have to be
loaded, if the memory is not coalesced, slowing down the performance.
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3.5 Steinhardt Order Parameter

In order to distinguish liquid and different solid phases, the use of order param-
eters is state-of-the-art. For cubic and hexagonal structures the Steinhardt order
parameter [166] analyzes the spatial distribution and orientation of the particles j
in the neighborhood of particle i. The spherical harmonics are used to weight the
placement of the particles and the Steinhardt parameter of order l reads

ql(i) =

√√√√ 4π
2l + 1

l∑
m=−l

|qlm(i)|2, (3.5.1)

where

qlm(i) = 1
Nb(i)

Nb(i)∑
j=1

Ylm(rij), (3.5.2)

is a complex quantity based on the spherical harmonics Ylm and order l, Nb(i) is
the number of nearest neighbors of particle i and rij the distance vector between
particles i and j.

Depending on the choice of l, the Steinhardt order parameter is sensitive to
various crystal symmetries. In the present case of the Yukawa interaction the solid
phases are either FCC or BCC crystals, where the q6 order parameter can be used
to distinguish the solid phase from the liquid phase [123]. In order to dampen the
thermal fluctuations, we applied an averaging method introduced by Lechner [101]:

ql(i) =

√√√√ 4π
2l + 1

l∑
m=−l

|qlm(i)|2, (3.5.3)

with

qlm(i) = 1
Ñb(i)

Ñb(i)∑
k=0

qlm(k), (3.5.4)

where Ñb(i) is the number of the neighbor particles and the particle i itself. The lit-
erature values [101] for the averaged Steinhardt order parameter of a Lennard-Jones
system are q6(BCC) = 0.408018, q6(HCP) = 0.42181, and q6(LIQ) = 0.161962. As
shown by these numbers the Steinhardt order parameter of order six q6, respectively,
the average q6 is sufficient to distinguish between solid and liquid phase. However,
it is rather difficult to differ between the BCC and the FCC crystal structure. For
structural analyzes purposes the order parameter of order four can be used addi-
tionally and a plot of q6 over q4 allows for a suitable distinction. As the structures
are known and therefore not of special interest we restrict ourselves to the use of
the averaged q6 order parameter. The interested reader is referred to Ref. [101] for
further details.
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4.1 Yukawa Interaction

Interactions that occur between charges at the surface of particles and those that
are in solution, for example, salt ions, play an important role in colloidal systems.
Charged surfaces are characterized by a charge density σ. The relationship between
the potential Φ(r) and the charge density ρions of a solution with a dielectric constant
εr is given by the Poisson equation

ε0εr∆Φ(r) = −ρions(r), (4.1.1)

where the solution’s charge distribution is given by

ρions(r) =
∑
i

zieci(r). (4.1.2)

Here, zi is the ion valency, ci(r) the concentration of the species i, e is the elemen-
tary charge, and ε0 is the permittivity of vacuum. In addition to the electrostatic
interaction, the entropy associated with the solution must be considered. While
the electrostatic interaction favors an ordered and very localized ion arrangement,
a random distribution of ions is preferred entropically. In an external potential this
can be described by a Boltzmann distribution

ci(r) = ci0 exp
(
−zieΦ(r)

kBT

)
, (4.1.3)

where ci0 is the bulk ion concentration of the ion species i at the reference point
where Φ(r) = 0. Combining Eqs. (4.1.2) and (4.1.3) leads to

ρions(r) =
∑
i

zieci0 exp
(
−zieΦ(r)

kBT

)
. (4.1.4)

Inserting Eq. (4.1.4) into Eq. (4.1.1) leads to the Poisson-Boltzmann equation

ε0εr∆Φ(r) = −
∑
i

zieci0 exp
(
−zieΦ(r)

kBT

)
. (4.1.5)
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Solutions for Φ(r) are known for simple cases, for example, for symmetric ion valency
zi = zj = z. Solutions for more general systems can be obtained by Taylor expanding
the exponential

exp
(
−zieΦ(r)

kBT

)
≈ 1− zieΦ(r)

kBT
, (4.1.6)

which is possible for small values of Φ(r), i.e. weakly charged systems. Equa-
tion (4.1.6) leads to the linearized Poisson-Boltzmann equation

∆Φ(r) =
∑
i

(zie)2ci0
ε0εrkBT

Φ(r)−
∑
i

zieci0
ε0εr

. (4.1.7)

Equation (4.1.7) is know as the Debye-Hückel (DH) approximation [34]. The second
term of Eq. (4.1.7) vanishes in case of electrostatically neutral systems and homo-
geneous bulk ion concentrations. The square-root of the pre-factor in the first term
is known as the inverse Debye-Hückel screening length κ−1

D = λD. This is based on
the fact that the dimension of this pre-factor is an inverse square length. λD can be
written as

λD =
(

ε0εrkBT∑
i(zie)2ci0

) 1
2

=
(

4πlB
∑
i

(zi)2ci0

)− 1
2

, (4.1.8)

with the Bjerrum length lB
lB = e2

4πε0εrkBT
. (4.1.9)

The principal assumptions thus far are that the electrolyte is an ideal solution with
uniform dielectric properties, the ions are point charges, and the potential of mean
force and the average electrostatic potential are identical.

With these assumptions the Debye-Hückel approximation reads

∆Φ(r) = λ−2
D Φ(r). (4.1.10)

A solution of Eq. (4.1.10) for two spheres of radius a→ 0 and with surface charges
q = ∑

i e · zi is known as screened Coulomb or Yukawa potential

Φ(r) = kBT
lBz

2

r
exp

(
− r

λD

)
. (4.1.11)

Due to the isotropy of the system, the strength on the interaction depends on the
distance r between the particles. The first part of Eq. (4.1.11) is the plain Coulomb
potential, while the exponential factor account for the screening of strength κD.
In case of λD = ∞ the Yukawa potential is identical to the Coulomb potential,
and for λD <∞ the interaction is screened as illustrated in Fig. 4.1.1. The Yukawa
potential in fact describes the effective interaction between two charged spheres with
radius a→ 0 (point charge) surrounded by oppositely charged ions. Here, spherical
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Figure 4.1.1: Yukawa potential Φ(r) for several screening lengths λD and Bjerrum lengths
lB. The Coulomb case (λD=0, turquoise line) shows the expected unlimited range, while
the Yukawa potentials approach zero rather fast.

coordinates have been used, assuming an isotropic distribution of ions around the
point charges. Hence, the potential Φ(r) and thus the force F (r) = −∇Φ(r) between
the spheres only depends on their distance r. The effective interaction of more than
two spheres is not taken into account, despite possible three-body interactions in
dense charge-stabilized suspensions [19]. The effective range of the potential is
determined by the Debye-Hückel screening length λD and its absolute strength by
the Bjerrum length lB.

The static properties of such a Yukawa system can be characterized by two
independent dimensionless parameters [56]

κ = rws
λD

and Γ = q2

4πε0rwskBT
= lBz

2

rws
, (4.1.12)

where rws = (3/(4πn))1/3 is the Wigner-Seitz radius of particles in the crystal phase
and n the particle number density. The Wigner–Seitz radius rws is the radius of
a sphere whose volume is equal to the mean volume per atom in a solid [53].
Phase diagrams of systems with Yukawa interactions have been calculated both
by Monte Carlo simulations [117] and MD simulations [146, 57], where consistently
three regimes have been found: a fluid phase and two different solid phases with
BCC or FCC structure, respectively.
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4.2 Phase Diagram for Yukawa Interactions

The phase diagram of Yukawa systems has been excessively studied during the 1990s.
A major contribution was provided by Hamaguchi [57] et al., who published the
phase diagram for a large range of the dimensionless parameters κ and Γ introduced
in Section 4.1, presenting precise values for the triple point quantities and other. The
Yukawa systems can exist in three stable regimes: a fluid phase, and solid BCC and
FCC phases. Figure 4.2.1 shows the phase diagram published in Ref. [57]. Explicit

 100

 1000

 10000

 0  1  2  3  4  5  6

Γ

κ

BCC

FCC

liquid

Figure 4.2.1: Phase diagram of Yukawa systems in the (κ,Γ) plane with data from [57].
The filled circles are the results of MD simulations, while the solid lines are guidelines to
the eye.

values were given for the structure coexistence lines in Table 4.2.1, where Γfs denotes
the fluid-solid (BCC) and Γss denotes the solid-solid (BCC-FCC) transition values.
The values shown in table 4.2.1 are taken from Hamaguchi et al. [57]. Verification
of these transitions will be presented in Section 6.1.
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κ Γfs Γss
2.0 440.1 1228
2.6 758.9 1273
3.0 1185 1634
3.6 2378 2884
4.0 3837 4185
5.0 15060 N/A

Table 4.2.1: Literature values for the fluid-solid and solid-solid (FCC-BCC) transition
parameters.

4.3 Crystal Growth Kinetics

Detailed knowledge about the disorder-order transitions is not only important for
a fundamental understanding of crystallization that goes beyond the simple pic-
ture of the Classical Nucleation Theory(CNT) [180, 12, 176], but also for industrial
applications. Of special interest are the kinetics and pathways of such processes.
Applications range from material science, namely metallurgy [67], the fabrication of
nanoparticles, and the creation of optical band-gap crystals [173], to medicine and
biotechnology [158], where the crystallization of proteins is an important issue.

In this Thesis we want to investigate the heterogeneous crystallization of charge-
stabilized suspensions. Typically, charged suspensions wet a (charged) wall, leading
to the formation of heterogeneously nucleated crystals oriented with their closed
packed plane parallel to the wall [70]. Despite its relevance, quantitative particle-
level information of heterogeneous crystallization is still sparse. Mainly bulk meth-
ods have been applied to investigate crystallization [144, 37]. However, to improve
the understanding of the underlying processes, microscopic information at the par-
ticle level is desirable [157].

Many studies of nucleation and growth focused on hard sphere (HS) systems.
But, compared to HS systems, suspensions with electrostatic stabilization solidify
at considerable smaller packing fractions depending on the surface charge and the
amount of screening electrolyte [146, 117, 57]. The nucleation and crystallization of
charged spheres has been investigated within the framework provided by the clas-
sical nucleation theory [180, 12, 176]. Crystallization seem to be less affected by
changes in the parameters of the colloidal suspension than nucleation [35]. It is
assumed that for more concentrated systems hydrodynamic interactions diminish
the self-diffusion coefficient and may affect the crystal growth rate. To the authors
best knowledge, there is no other systematic study about the effects of solvents on
the crystal growth rate available to this day besides the authors work presented
in [148, 149]. It will be shown in this manuscript that the hydrodynamics of sus-
pensions can be of importance for the nucleation and crystallization dynamics. The
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main scope of our work is to show by means of an ideal model system that growth
velocities of crystals that form out of charge-stabilized suspension can be affected
by hydrodynamic interactions.

However, we first have to take a closer look what the literature provides for the
heterogeneous crystallization of charge-stabilized systems. In a systematic study of
highly charged systems by Aastuen et al. [1], a linear growth illustrated in Fig. 4.3.1
and a slow but monotonous increase in the growth velocity v as a function of the
packing fraction Φ has been reported. The evolution of the crystal front built
of charged spheres and detected by confocal microscopy techniques is shown in
Fig. 4.3.1.
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Figure 4.3.1: Measured interfacial velocities as a function of the salt concentration for
particles with volume fraction Φ = 0.003 (circles) and Φ = 0.0022 (squares).The data for
the figure was taken from [188].

The growth velocity v can be determined for both homogeneous and heteroge-
neous crystallization. To be more precise, it is the radial growth velocity v = v(r)
in the first and the velocity into the direction of growth v = v(x) in the latter case.
The growth dynamics follows the Wilson-Frenkel growth law

v = v0

[
1− exp

(
∆µ
kBT

)]
, (4.3.1)

where kBT is the thermal energy and the limiting velocity v0 is assumed to depend
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on the lateral diffusion of particles towards their target place in the crystal and
therefore be

v0 ≈
D0

ξ
. (4.3.2)

The simplest approximation for the diffusion of the particles uses the free Stokes-
Einstein diffusion coefficient D0. However, Würth et al. [188] combined their results
of experimental data and computer simulations with the Wilson-Frenkel growth law
by using the long-time self diffusion coefficient Ds,long. They reported that using
Ds,long instead of D0 allowed for the best fit of the data to Wilson-Frenkel law,
which is shown in Fig. 4.3.2 a.

 0

 1

 2

 3

 4

 5

 6

 7

 8

 9

 10

-0.1  0  0.1  0.2  0.3  0.4  0.5  0.6  0.7  0.8

v
(t

) 
[µ

m
 s

-1
]

Π
*

(a) Wilson-Frenkel law of charged colloids
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(b) Growth velocities of charged colloids

Figure 4.3.2: Left: Growth velocity plotted versus the reduced density difference Π∗ for
three different experimental series (symbols). A Wilson-Frenkel law is fitted to the data
and shown as dashed line. Right: Measured interfacial velocities as a function of the
salt concentration for particles with volume fraction φ = 0.003 (circles) and φ = 0.0022
(squares) with data taken from [188] for both figures.

They further reported a dependence of the growth velocity on the screening of
the particles’ interactions by measurements of different salt concentrations as well
as by the packing fraction Φ, shown in Fig. 4.3.2 (b). Therefore, the choice of the
Debye-Hückel screening and the Bjerrum length affects the growth velocity. This
allows for a setting up suitable simulation parameters to meet the experimental
results, which will be discussed in Chapter 6.
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5 Hydrodynamic Interactions in
Colloidal Systems

In this chapter we present our results and calculations for the static and dynamic
properties of charge-stabilized suspensions. We start with an introduction of our
model system in Sec. 5.1, where we describe its dimensions, colloid densities and
interaction parameters. In Sec. 5.2 we introduce our method of setting up “equiv-
alent” simulations with and without hydrodynamic interactions (HIs). In Sec. 5.3
we discuss the solvent models and the correct initialization of the temperature in
the system. This is followed up on in Sec. 5.4, where measurements of the short-
and long-time diffusion and the corresponding diffusion constants of the bulk system
are shown. The strength of the HIs and the way to measure those are presented in
Sec. 5.5 and Sec. 5.6.

5.1 The Colloidal System

As we want to study the dynamics of colloidal suspensions undergoing phase tran-
sitions, we need a simulation package that allows for coarse-grained soft matter
simulations. Additionally, the package has to allow for user specific modification
and inclusion of analysis routines. Therefore, the ESPResSo MD software [5, 147]
has been used, as it provides a highly versatile and robust environment for the sim-
ulation of our systems of interest. ESPResSo provides Langevin dynamics (LD) as
well as the Lattice-Boltzmann (LB) method, required to examine the effect of HIs
on the growth dynamics of colloidal crystals. It also contains a Stokesian dynamics
(SD) solver and the Yukawa (Debye-Hückel) potential for the screened electrostatic
interaction. In the case of heterogeneous crystallization, ESPResSo allows for in-
troducing unstructured flat walls using a Weeks-Chandler-Andersen (WCA) [183]
interaction for the colloids and no-slip boundary conditions for the fluid.

In the following all simulations were performed with colloid densities
ρ = 0.01 [m]/[x3], ρ = 0.05 [m]/[x3], and ρ = 1.0 [m]/[x3]. Here, [m] is the mass
unit and [x] is the length scale that has to be defined for example by values used in
comparable experimental setups. This will be discussed in Sec. 6.7. However, data
for all densities are shown only when there are significant differences. All parameters
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5.1 The Colloidal System

are given in simulation units unless otherwise specified. Due to the limitations of
the LB method certain properties of the solvent depend, for example, on the grid
spacing. To eliminate any internal inconsistencies, we thus chose to perform all
simulations with fixed grid spacing aLB = 1.0[x]. This resulted in simulations with
colloid density ρ = 1.0 [m]/[x3] achieving the best performance of the LB solver with
regards to the simulation time, which was the limiting factor especially in the early
period of this research. This is the reason why we achieved the best statistics for
the crystal growth with these simulations. Colloid density ρ = 0.01 [m]/[x3] allowed
for the best resolution of the hydrodynamics, especially in the near field. However,
due to the challenging computational efforts in combination with large inter-particle
distances, we could only sample a subset of the original parameter space. The colloid
density of ρ = 0.05 [m]/[x3] is a trade-off between performance and resolution of the
fluid field as well as strength of the HIs. Furthermore, this density is close to that
used in experimental studies of colloidal crystal growth [167] making it of significant
interest.

In all systems we used an interaction potential of Yukawa type with varying
Γ and κ as introduced in Sec. 4.1, chosen to be near the phase transition located
at temperature T = 1.0 in simulation units. Since we want to compare the same
systems with and without HIs at finite temperature, we performed simulations with
both Langevin dynamics and the LB method. The fluctuating LB method can
be used as a thermostat, as discussed in section 3.3.7, and results of temperature
measurements for the bulk systems will be shown in Sec. 5.2.

A crucial questions was how to set up “equivalent” simulations with and without
HIs. We investigated several dynamic properties of dense charge-stabilized suspen-
sions and decided to focus on the long-time tracer diffusion in the bulk Ds,long. Using
Ds,long is motivated by the assumption that the crystallization is mainly driven by
the long-time diffusion of the colloids in the bulk as presented in Ref. [188] and by
the fact that experimental measurements of Ds,long are available in the literature. As
introduced in Sec. 2.2.1, measurements of Ds,long can be rather complicated, even
in simulations, since it depends strongly on the chosen type and strength of the
interactions and on the properties of the solvent. Therefore, a large number of pro-
duction runs have been executed to measure the mean-square displacements (MSDs)
and the corresponding tracer diffusion of the colloids in cubic systems, without any
constrains or walls, taking periodic boundaries into account. These runs were nec-
essary to sample a certain range of friction coefficients and viscosities to compare
the short- and long-time diffusion of the colloids.
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In the following sections, when results are reported for systems with and with-
out hydrodynamic interactions, the friction coefficients were always chosen such
that the same long-time diffusion coefficient of tracer particles in bulk is identical.
Due to the interactions between the particles, there is no simple law connecting
these two quantities, which made accurate measurements and a matching procedure
indispensable.

5.2 Solvent Model

In experimental setups of colloidal suspensions HIs are unavoidable due to the ubiq-
uitous solvent. Depending on the particular system HIs mediated by the solvent
could strongly affect dynamic properties. Hence, MD simulations of colloidal sus-
pensions for the measurement of dynamic properties, for example, nucleation rates,
should include HIs. In order to include HIs into MD simulations, different methods
have been developed, which can be categorized into three main groups. The first
group contains the particle-based methods, where fluid atoms or molecules are ei-
ther considered individually or clustered together such that each particle represents
a few constituents. Example for methods of this category include Dissipative Par-
ticle Dynamics (DPD) [69] and Multi-Particle Collision Dynamics (MPCD) [115].
The second group of fluid models consists of mesh-based methods, where the fluid is
represented by fluxes between discrete nodes. Examples are the introduced Lattice-
Boltzmann Method [95, 2], Finite Element Methods (FEM) [153], or Finite Volume
Methods (FVM) [104]. While the first two categories compute the fluid explicitly
and can be used to model fluid dynamics without colloids, a third category allows
for the direct computation of HIs between colloids without an explicit fluid. Such a
method is used for some results presented in this Thesis, namely Stokesian dynamics
(SD) [16].

Mesoscopic particles in a solvent at room temperature undergo Brownian mo-
tion, which is caused by random collisions of fluid atoms or molecules with the
surface of the colloid. The ‘apparent’ movement of the colloids is on larger time
and length scales than that of the fluid atoms or molecules. Hence, the details of
the small and fast solvent particles can be neglected and the fluid is considered as
a hydrodynamic continuum. This significantly reduces the number of degrees of
freedom. The evolution of the fluid follows the Navier-Stokes equations (2.1.21).
As introduced in section 2.1, the strength of the hydrodynamic interaction between
two colloids mediated by the solvent decays with 1/r, as given by the Oseen tensor
in Eq. (2.1.31) in case of point-particles. Here, r is the distance between the two
colloids. The strength of the HIs affects the dynamical behavior tremendously. How-
ever, in the limit of an infinitely dilute system, the hydrodynamic forces between
colloids become negligible. An efficient treatment of such systems can be achieved
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5.2 Solvent Model

by using the Langevin dynamics, which represents the thermal and frictional proper-
ties of a solvent model without capturing hydrodynamic inter-particle interactions.
The LD leads to Brownian motion of the colloids, which is proportional to the given
temperature, but neglects HIs even in closely packed systems.
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Figure 5.2.1: The diffusion coefficient of the tracer particles in the bulk Ds,longτ/a2 with a
the mean particle distance as a function of the single particle diffusion coefficients D0τ/a2

(in simulation units). Red squares show results for the system without HIs and the blue
triangles for the systems with HI. The gray dashed lines are a guide to eye. The black
lines illustrate the matching of the diffusion coefficient. Two different single particle dif-
fusion coefficients D0τ/a2 using LD or LB coupling result in the same long-time diffusion
coefficient Ds,longτ/a2.

The long-time diffusion constant in the bulk Ds,long of charge-stabilized colloidal
suspensions depends on the hydrodynamic interactions, as well as on the particle-
particle interactions [124]. Hence, the tracer diffusion coefficient in the bulk Ds,long

differs for Langevin dynamics (LD) and Lattice-Boltzmann (LB) simulations even
with the same bare friction parameter ξ. The matching of Ds,long is based on precise
measurements of the diffusion constant via the MSD of tracer particles in a pure
bulk system, both with LD and with the LB method. These measurements were
performed in three-dimensional periodic systems consisting, for example, of 16, 384
particles in a box of size 64.0 × 16.0 × 16.0 [x3] for colloid density ρ = 1.0 [m]/[x3]
without confining walls. This setup ensures that the same finite-size effects are
present in these simulations as in the production runs. To estimate finite-size effects
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on the tracer diffusion, we also measured it in different cubic boxes of volumes
between V = 7.53 [x3] and V = 30.03 [x3] and found that the effects for boxes larger
than 16.03 are less than 5%, which can be estimate by Hasimoto’s expressions [61]
as well.

Figure 5.2.1 shows the measured long-time diffusion coefficient Ds,long of tracer
particles in the bulk as a function of the single particle diffusion coefficient D0.
The tracer diffusion coefficients of LD and the LB method differ significantly due
to hydrodynamic interactions and the discretization error of the LB method, which
will be discussed in Sec. 5.4.

To match the tracer particle diffusion coefficient Ds,long, we used the data similar
to that shown for colloid density ρ = 1.0 [m]/[x3], in Fig. 5.2.1. In order to find com-
binations where the resulting diffusion coefficient in the liquid phase in case of LD
and LB simulations are the same, we performed a vast number of simulations with
different friction coefficient ξ. The black line in Fig. 5.2.1 illustrates this matching:
in order to obtain for example the same diffusion coefficient Ds,long = 0.018 τ/a2, we
have to apply ξLD = 4.0 [m]/[τ ] for LD and ξLB = 7.0 [m]/[τ ] for LB simulations.
We normalized the diffusion coefficient by the inter- particle distance a to make it
independent of the different colloid densities. In the following, we only report data
with matched tracer diffusion coefficients in the bulk, where the given values pro-
vided for ξ are for the LB coupling. The corresponding value of ξLD is smaller and
can be determined using Fig. 5.2.1.

5.3 Solvent Temperature

5.3.1 The Langevin Thermostat

When the hydrodynamic effects of the solvent are not relevant for the description of
the system’s behavior, the solvent can be simulated implicitly [45, 8] without taking
into account HIs. Implicit models also disregard effects such as liquid layering or
the conformation of solvent molecules around the colloids. The layering around the
colloidal particles can be captured by a modified effective friction and a screened
electrostatic interaction, introduced in Sec. 4.1. The drag force exerted by the fluid
on the colloids enters the simulation through the random forces in the Langevin dy-
namics, which is therefore called Langevin thermostat, too. As presented in Sec. 3.2
the dynamics of these systems are captured by the Langevin equation (Eq. (3.2.1)).

Measurements of the temperature of the colloids in simulations with a Langevin
thermostat with friction ξ = 1.0 [m]/[τ ] and time step ∆t = 0.005 [τ ] both values
in simulation units are shown in Fig. 5.3.1 (a). The temperature was calculated by
using the kinetic energy of n = 2621 particles in periodic box of V = 643 [x3].
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Figure 5.3.1: Particle temperature T/T0 = 1.0 for the Langevin dynamics (left) and the
Lattice-Boltzmann method (right). The temperature was measured in a system with
colloid density ρ = 0.01 [m]/[x3] and time step ∆t = 0.005 [τ ].

In case of the Langevin thermostat for every stable combination of the friction
ξ [m]/[τ ] and time step ∆t, i.e. ξ [m]/[τ ] ∆t < 1.0 [m], the desired temperature
can be measured very precisely and shows the expected target value. The results
shown on the left-hand side of Figs. 5.3.1 and 5.3.2 illustrate the independence of the
friction by means of a measurement of friction ξ = 1.0 [m]/[τ ] and ξ = 5.5 [m]/[τ ]
using the same target temperature and time step.

Figures 5.3.1 (b) and 5.3.2 (b) also show results of measurements with the LB
method. For the LB method, the fluid temperature must be adjusted in order to
achieve the correct colloid temperature, which will be discussed in the next section.

5.3.2 The Lattice-Boltzmann Method

The LB method is a discrete solver of the Navier-Stokes equations, which can be
extended to include a finite temperature of the fluid and for the colloids, respectively.
As introduced in Sec. 3.3.7, within the fluctuating MRT LB a point-particle coupling
in used leading to an effective friction exerted on the particles and a force of equal
magnitude in the opposite direction on the fluid. The dynamics of such a system
follows from Eq. (3.3.54).

Measurements of the temperature of the colloidal particles with the fluctuating
LB method are shown in Figs. 5.3.1 (b) and 5.3.2 (b). A friction ξ = 1.0 [m]/[τ ] and
ξ = 10.0 [m]/[τ ], both with time step ∆t = 0.005 [τ ], were used. The temperatures
were calculated by using the kinetic energy of n = 2621 particles in the periodic
box of V = 643 [x3]. Additionally, the temperature of the fluid was measured using
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the total fluid momentum. As shown in Fig. 5.3.2 (b) for friction ξ = 10.0 [m]/[τ ],
time step ∆t = 0.005 [τ ] and colloid target temperature T/T0 = 1.0, the actual
temperature of the colloids shows a dependence on the friction and the time step
due to the reduced precision of the first-order particle coupling, which has been
discussed by Nash et al. [125] and Ollila et al. [128]. For higher values of the friction
coefficient the coupling scheme is more and more affected by numerical issues, hence
the average temperature of the colloids becomes slightly too high, as illustrated
by the black and gray line in Fig. 5.3.2 (b). To compensate for this effect and
to ensure the more important colloid temperature (red line) is consistent with the
target temperature of T/T0 = 1.0, it was necessary to reduce the temperature of the
fluid (blue line).
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Figure 5.3.2: Particle temperature T/T0 = 1.0, for different frictions ξ for the Langevin
thermostat (left) and the Lattice-Boltzmann method (right). The temperature was mea-
sured in a system with colloid density ρ = 0.01 [m]/[x3] and time step ∆t = 0.005 [τ ].
The temperatures θcol(E) and θfl(p) are the results for setting the fluid temperature to
T/T0 = 1.0. The temperature of the LB fluid has to be decreased to achieve the desired
colloid temperature T/T0 = 1.0.

Figure 5.3.3 shows the adjusted temperature of the colloids (red line) and the
corresponding temperature of the fluid (blue line) for friction ξ = 100.0 [m]/[τ ],
time step ∆t = 0.001 [τ ], and target temperature T/T0 = 1.0. In order to achieve
the target temperature of T/T0 = 1.0 for the colloids, the fluid temperature has to
be decreased by 1%. We assume that this minor reduction of the temperature of
the fluid does not affect the strength of the hydrodynamic interactions or the fluid
dynamics notably.
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of simulations with the LB method for different frictions ξ. The fluid temperature stays
at 1.0T/T0 within the precision of the measurement, while the colloid temperature is
increasing for larger friction coefficients. The dashed lines are guidelines to the eye.

5.4 Diffusion in Dense Yukawa systems

5.4.1 Short- and Long-Time Diffusion

Section 5.2 introduced the matching of the long-time diffusion in the bulk for the
Langevin dynamics and the Lattice-Boltzmann method in order to explain the ra-
tionale for the used parameters. In this section we take a closer look at the origin
of this effect. The results for the long-time dynamics of colloids at infinite dilution,
discussed in Sec. 2.2.1, holds for the Langevin thermostat and Stokesian dynamics.
However, for Lattice-Boltzmann the colloid mobility at infinite dilution is not sim-
ply the inverse of ξ LB, but also depends on the dynamic viscosity η and the lattice
spacing aLB of the LB grid, due to the feedback from the moving fluid [2, 177]. In
fact, the diffusion constant of an isolated particle reads

D0 = kBT

(
1
ξ LB

+ g

ηaLB

)
, (5.4.1)

where g is a numerical factor that depends on the details of the applied coupling
method. Additionally, the numerical factor g has a finite-size dependence. For
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5 Hydrodynamic Interactions in Colloidal Systems

the applied first-order coupling g approaches 0.044 in the infinite box limit, but
for small box sizes it depends sensitively on the box length to grid spacing ratio.
Further details can be found in Ref. [177].

Thus, identical input parameters for simulations with implicit and explicit sol-
vent simulations do not lead to the same diffusion coefficient even in case of isolated
colloids. However, in charge-stabilized suspensions the colloid dynamics is also af-
fected by the electrostatic interaction. Hence, the differences in the long-time dif-
fusion Ds,long due to the discretization cannot be corrected in an analytic way as in
case of D0.
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Figure 5.4.1: Mean-square displacements W (t) of Yukawa particles with density
0.01 [m]/[x3], κ = 3.0, and Γ = 1260 in a box of size V = 643 [x3] for various frictions
ξ [m]/[τ ] and constant viscosity η = 0.8 [m]/([x][τ ]) in case of LB simulations.

In order to find the correct long-time diffusion coefficients the only possibility
are measurements of the diffusion in the bulk. In Sec. 5.2 we explained how to
find suitable parameters to ensure identical long-time diffusion coefficients Ds,long in
bulk, in simulations with and without HIs.

To investigate the dynamics at all time and length scales in dense systems of
colloids interacting via the Yukawa potential, we set up simulations with colloid
density ρ = 1.0 [m]/[x3], ρ = 0.05 [m]/[x3], and ρ = 0.01 [m]/[x3]. Since, there is no
crucial difference between the results at different colloid densities, we only report
the measurements in case of colloid density ρ = 0.01 [m]/[x3] in a box of volume V =
64.03 [x3] resulting in n = 2621 colloids. The mean-square displacements (MSDs)
of all colloids for two different sets of matched friction coefficients for both the LD
thermostat and the LB method are shown in Fig. 5.4.1 (a). Figure 5.4.1 (b) shows
the mean-square displacement W (t)/a2 for various frictions at constant viscosity
η = 0.8 [m]/([x][τ ]) in simulation units, ranging from the ballistic to the long-time
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5.4 Diffusion in Dense Yukawa systems

regime. We normalized the mean-square displacement by the inter-particle distance
a to make it independent of the different colloid densities.

The time derivatives of W (t) shown in Figs. 5.4.1 are plotted in Figs. 5.4.4.
The ballistic regime ranges from t/τ = 0.001 to t/τ = 0.01..0.1, depending on the
friction ξ [m]/[τ ]. A clear short-time diffusion regime is missing for both the LD and
LB method in the chosen parameters range.

As shown in Figs. 5.4.1 and 5.4.4 the measuredW (t)s and their time derivatives
for friction ξ = 1.0 [m]/[τ ] are identical, while in case of friction ξLD = 5.5 [m]/[τ ]
and ξLB = 10.0 [m]/[τ ], the LD the diffusion on medium length and time scales
differs despite their identical long-time diffusion. It seems that the LB method
produces a reduced mobility in the short-time regime, while the ballistic and the
long-time regime are identical to the LD. This might be of importance for the effects
of HIs on crystal growth discussed in Chapt. 6.

The corresponding long-time diffusion coefficients Ds,long are shown in Fig. 5.4.2.
Here, we report non-normalized measurement results to illustrate that Ds,long still is
proportional to 1/ξ, but with an unknown pre-factor. The differences between LD
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Figure 5.4.2: Long-time tracer diffusion constants in simulation units for Langevin and
Lattice-Boltzmann simulations with colloid density ρ = 0.01 [m]/[x3]. The values repre-
sent the measurements shown in Fig. 5.4.1 and Fig. 5.4.4. The frictions represent the
parameters used for the investigations of the crystal growth, presented in Sec. 6.3.

and LB seem comparable to the ones present in the infinitely dilute case (compare
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5 Hydrodynamic Interactions in Colloidal Systems

Eq. (5.4.1)), but there is no analytic expression available. The only possibility to
determine Ds,long are direct measurements and matching of the tracer diffusion in
the bulk.

To demonstrate the influence of the fluid viscosity η on the long-time diffusion,
Fig. 5.4.3 shows the results of measurements for various frictions ξ and viscosities η.
Increasing the viscosity results in a decreased strength of the HIs. Figure 5.4.3 (b)
shows that the LB simulations are approaching the LD results for viscosity η =
5.0 [m]/([x][τ ]), exemplary for friction ξ = 2.0 [m]/[τ ] and ξ = 10.0 [m]/[τ ].
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Figure 5.4.3: Long-time tracer diffusion coefficients in simulation units for LD and LB
simulations with colloid density ρ = 1.0 [m]/[x3]. In the case of LB, several different
viscosities are used. For larger viscosities Ds,long of the LB are approaching the values for
the LD. The plot illustrates that for greater viscosities the long-time diffusion in case of
HIs is approaching the Langevin dynamics result.

The detailed discussion of the diffusion of charge-stabilized suspensions at dif-
ferent time and length scales as well as the dependence on the fluid viscosity, is the
basis for the discussion of effects of HIs on the crystallization. We will see in Chap-
ter 6 that the dynamics at short length and time scales can be of importance for the
ordering process in crystal layers. Therefore, we want to summarize the results of
this section and give an outlook of their connection to the crystallization process.

The important long-time diffusion coefficient in the bulk has been measured
for both LD dynamics and the LB method. We showed that Ds,long has to be
measured and that the simulation parameters can be chosen such that an identical
long-time diffusion is present in both systems. An important observation is the
phenomena that for small frictions and especially for small viscosities the LD as
well as the LB show almost no short-time diffusion. This means that there is a
direct transition from the ballistic regime via an intermediate diffusion regime to
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5.5 Hydrodynamic Effects on Short-time Dynamics

the appropriate long-time diffusion. In Figs. 5.4.4 we plotted the time derivative
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Figure 5.4.4: Time derivative of the short-time regime of the MSD for different set of
frictions and viscosities. Important is the existence of an plateau area, which is indicative
of the short-time diffusion regime. For small viscosities the plateau is not present, while
for larger viscosities and larger frictions it becomes increasingly pronounced. For LB
simulations a constant viscosity of η = 0.8 [m]/([x][τ ]) has been used.

of the MSDs W (t) for different combinations of frictions and viscosities. These
were chosen such that the hydrodynamic radius rH divided by a, the inter-particle
distance, is between 0.0625 and 0.435, which is used later for the investigations of
the crystallization. Choosing a suitable viscosity is crucial for capturing the correct
behavior and dynamics of the system. If the viscosity is too small the LB becomes
numerically unstable resulting, for example, in a deformed Stokeslet flow-field for a
single particle. Too large viscosities lead to a too slow relaxation of the fluid kinetics
and thus a linearized (false) Stokeslet can appear in a finite box, due to interactions
of the particle with its periodic images. Accurate measurements of the Stokeslet and
the velocity auto-correlation function for our set of parameters have been shown in
Ref. [82].

In the next section, we will present further investigation of the colloid dynamics
and the strength of the HIs on short-time and length-scales. This will be followed by
a verification of the assumption that the hydrodynamic radius is a suitable measure
for the strength of the HIs in case of dense charge-stabilized suspensions.

5.5 Hydrodynamic Effects on Short-time Dynamics

We assume that the presented effect of the HIs on the angular ordering process
can be affected by the short-time dynamics. The hydrodynamic function H(k) is a
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5 Hydrodynamic Interactions in Colloidal Systems

suitable measure to estimate the strength of the HIs on the short-time diffusion. In
Sec. 2.2.2 the hydrodynamic function is defined in Eq. (2.2.16). However, due to the
complexity of the general diffusion matrix Dij we can not calculate the hydrody-
namic function directly. In experiments as well as in simulations the hydrodynamic
function can be calculated by measurements of the dynamic structure factor S(k, t).
In order to do so, we first use Eq. (2.2.28) to evaluate the wave-number depen-
dent diffusion Deff(k) by fitting the exponential decay of S(k, t). The quality of the
measurement strongly depends on the correct evaluation of the time resolution of
the decay. Especially for small wave-vectors k, the decays in the dynamic struc-
ture factors are not well expressed. Based on the wave-number dependent diffusion,
Eq. (2.2.29) can be used to calculate the hydrodynamic function H(k).
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Figure 5.5.1: Diffusion coefficient depending on the scattering length k and the static struc-
ture factor S(k) and the hydrodynamic function H(k) divided by D0 for particle density
0.01[m]/[x3] (left) and density ρ = 0.05[m]/[x3] (right) and Yukawa type interaction. The
friction and the viscosity are chosen such that rH/a is 0.09 for 0.01[m]/[x3] and 0.155
ρ = 0.05[m]/[x3].

Figure 5.5.1 shows the results for the wave-number dependent diffusion D(k)
and the hydrodynamic function H(k). For comparison the static structure factor
S(k) is also shown. In case of no HIs H(k) should be a constant with value one, but
deviations could appear due to electrostatic interactions, since the hydrodynamic
function measures every interaction at these time and length scales. Apparently, the
deviations between this ratio, assuming a constant diffusion, and the wave-number
dependent diffusion are small in case of weak HIs (see Fig. 5.5.1 (a)). Therefore,
the effects of the electrostatics on the measurement of the hydrodynamic function
appear to be weak as H(k) shown in Fig. 5.5.1 (a) has only small deviations from a
constant value of one. We assume that in case of strong HIs (Fig. 5.5.1 (b)) the shape
of the hydrodynamic function is thus also not strongly affected by the electrostatic
interactions. As already mentioned, for very small wave-numbers (k · a < 2.5) the
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5.6 The Hydrodynamic Radius

error is large, but we plot it without the error bars for better visibility.
In Fig. 5.5.1 (b) the hydrodynamic function is clearly pronounced, illustrating

that with enhanced hydrodynamic interactions the effects on the short-time dynam-
ics are also enhanced. This can be of importance for the crystallization of colloids,
which we will discuss in Sec. 6.5. The hydrodynamic function shows that despite
the lack of a well-defined short-time regime, hydrodynamic interactions are affect-
ing the dynamics at these time and length scales. Because of the unclear short-time
regime, we are not able to provide systematic measurements and can only discuss
those plots qualitatively. Moreover, we can not quantitatively connect the strength
of the hydrodynamic function to the reduced ordering process, but our results prove
the existence of HIs on short time and length scales in case of the LB method.

A suitable method to calculate the hydrodynamic function in dense charge-
stabilized suspension is the renormalized concentration fluctuation (termed δγ)-
expansion method of Beenakker and Mazu [13, 14], which goes beyond the scope
of this thesis. For a detailed discussion of the δγ-method and their application to
dense charge-stabilized suspensions the interested reader is referred to Ref. [63].

5.6 The Hydrodynamic Radius

The hydrodynamic radius is well known in the infinite dilute case, where it can be
measured by different methods shown in Ref. [83]. However, it is not clear if the
reduced mobility in charge-stabilized suspensions leads to the same hydrodynamic
radius rH as in the infinite dilute case. In order to compute the hydrodynamic
radius four different methods are known. The first uses the short-time diffusion.
This method, however, is not applicable, since the short-time regime is not strong
enough pronounced in simulations with the LB method. Hence, we cannot use the
time derivative of the W (t) in the short-time regime. Using the long-time diffusion
coefficient leads to unrealistic large rH due to the small mobility of particle in the
bulk. The second method, suggested in Ref. [128], calculates the rH from the torque.
Since, our colloids are modeled as point particles we do not have any rotational
degree of freedom and therefore this method cannot be applied.

For a single colloid a third method, which is based on the drag force exerted on
the colloid, can be used and its results is given by

rH = |f|
6πη|v| , (5.6.1)

where usually only one component of the drag force f is non-zero and leads to a
velocity v in that particular direction. To ensure momentum conservation one can
either apply a opposing force of the same magnitude to the fluid or use two or more
particles, which are moving in opposite directions.
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Figure 5.6.1: Comparison of the derivative of W (t) for Stokesian dynamics (SD), Lattice-
Boltzmann (LB) method and Langevin (LD) dynamics. We assume that the simulation
with SD is the closest representation to the dynamics in a real fluid. The LB method
under-estimates the mobility in the short-time regime compared to SD, while the LD
over-estimates it. The simulation with SD shows that the hydrodynamic radius calculated
for the infinite dilute case of LB also holds for our dense system.

Based on Eq. (5.4.1) the hydrodynamic radius of a point particle, measured by
the diffusion in the infinite dilute case coupled to the LB fluid is

1
rH

= 6π
(
η

ξLB
+ g

aLB

)
. (5.6.2)

The radius of the particle depends not only on the viscosity and friction of the fluid
but also on the grid spacing of the LB. One can estimate the range of rH in case of
grid spacing aLB = 1.0[x] and by taking g = 0.042, which is suitable for large L/x,
which is the ratio of the box length to the length scale. Assuming that the viscosity
of the fluid is equal or to smaller than the friction

0 ≤ η

ξLB
[1/x] ≤ 1 (5.6.3)

it follows that
0.051 ≤ rH/a ≤ 1.33. (5.6.4)

A fourth approach is provided by utilizing the Stokesian Dynamics method. The
SD method by Brady et al. [16] has an explicit parameter for the hydrodynamic ra-
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dius. We executed several simulation runs where we used the hydrodynamic radius
calculated with Eq. (5.6.2) for the LB method as input parameter for the SD simu-
lation. The results of the measurements are shown in Fig. 5.6.1.

The long-time diffusion of tracer particles in the bulk Ds,long for a hydrodynamic
radius of rH/a = 0.0434 in case of LB and SD hardly differ. For comparison the
LD simulation with matching long-time diffusion is also shown. Both LB and SD
measurements used a viscosity of η = 0.8 [m]/([x][τ ]). These exemplary cases lead
to a long-time diffusion coefficient of the SD and LB method, which are in good
agreement. Hence, the calculation of the rH in the infinite dilution limit for the
LB method is also valid in the dense system for our specific setups. Therefore,
the hydrodynamic radius is a suitable measure for the strength of the HIs in our
simulations. However, the diffusion on short length and time scales are different for
all three methods, which can be of importance for the crystallization dynamics and
will be revisited in Chapter 6.
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6 Crystallization

This chapter starts with a general investigation of phase transitions of colloids with
Yukawa-type interactions introduced in Sec. 6.1. In Sec. 6.2 we give an introduction
of our crystal phase detection in constrained systems. This is followed by a discussion
of the results for the growth velocity of our colloidal crystals in systems with and
without hydrodynamic interactions in Sec. 6.3. Further details of the structure and
their dynamics characterized by means of the van Hoove correlation function, are
shown in Sec. 6.4. Results of measurements of static and dynamic properties at the
crystal front are given Sec. 6.5, followed by Sec. 6.6 where we discuss how the shape
of the interaction potential affects the effects of the hydrodynamic interactions on the
crystal growth. Section 5.6 closes with an approximation by means of an exemplary
calculation of the crystal growth velocity, as well as time and length scales, which
are then compared with published experimental values.

6.1 Phase Transitions

In this section, we investigate the phase transition of colloids interacting via the
Yukawa potential. As introduced in section 4.2 the phase diagram of Yukawa sys-
tems shows a fluid phase and two different solid phases (BCC and FCC). In a first
step we want to recompute the phase diagram published by Hamaguchi [57] in or-
der to verify our setup. We performed simulations for several points in the (Γ, κ)
phase diagram near the coexistence line and slowly cooled the system down, cross-
ing the transition line and heated the system up afterwards. Here, Γ and hence
the Bjerrum length lB was changed by decreasing or increasing the temperature,
respectively. The corresponding inverse Debye length κ was kept constant, since it
is independent of the temperature. In terms of the phase diagram we sampled along
vertical lines for κ = 2.0, κ = 3.0, and κ = 4.0, starting in the fluid phase (compare
Fig. 4.2.1). Again, all parameters are given in simulation units. We always reached
the solid BCC first with some probability to exceed into the FCC phase, i.e., for
κ = 4.0. The simulations were performed for particle density ρ = 0.01 [m]/[x3] in
a periodic simulation box of V = 64.03 [x3], ρ = 0.05 [m]/[x3] with V = 48.03 [x3],
and ρ = 1.0 [m]/[x3] with V = 16.03 [x3]. This leads to n = 2621, n = 5530, and
n = 4096 particles that can be simulated efficiently by ESPResSo using the Debye-
Hückel interaction. In the absence of essential differences between the setups, we
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report results for the density ρ = 0.01 [m]/[x3], if not stated otherwise.
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Figure 6.1.1: Transition from fluid to solid (BCC or FCC) in a 3D periodic Yukawa system
of 5530 particles. Three different test values published by Hamaguchi [57] are verified by
the drop in the pressure profile at the expected positions in the plot.

As κ is non-zero in all cases, we can treat the Yukawa interaction as short ranged
and define a cut off at a radius where the interaction energy has decreased by a factor
of 10 from its contact value. Using U(rcut) = 0.1 · U(a) ensures that the interaction
energy is sufficiently small avoiding the occurrence of large forces in combination
with the chosen time step ∆t, which would affect the numerical stability of the
simulation. Figure 6.1.1 shows the phase transitions for κ = 3.0 and κ = 4.0. The
appearance of hysteresis’ has been avoided by executing long simulations runs for
every temperature in combination with a slow cooling process by using small ∆T .
For short simulation runs and/or large ∆T hysteresis was observed.

To illustrate the different states of the system during the cooling or heating
process, Fig. 6.1.2 shows snapshots of the average Steinhardt order parameter q6.
The size of the spheres is unrealistically large and was only chosen to better visualize
the q6 parameter values. Starting with the fluid phase where q6 is in the range of
0.0 to 0.15, going to the solid BCC phase q6 ≈ 0.40 to the FCC phase q6 ≈ 0.48.

Due to the fact that the transition from BCC to FCC for κ = 4.0 is close to the
triple point of the system, some FCC nucleation spots can be recognized within the
BCC structure of Fig 6.1.2 (b). For lower temperatures, illustrated in Fig 6.1.2 (c),
the FCC structure is almost perfect. However, reaching a perfect crystal structure
is computationally demanding and is typically be done by using advanced sampling
tools. A suitable rare event sampling tool would be FRESHS [91].
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(a) Fluid phase (b) Solid BCC

(c) Solid FCC

Figure 6.1.2: Snapshots of three different phases of the Yukawa system. a) Fluid phase with
low values of the q6 order parameter. b) Solid BCC with q6 in its desired range, but with
some FCC spots, too (dark blue). c) Solid FCC phase with increased q6 compared to BCC
phase. The colloid size is unrealistically large, but was chosen for a proper visualization
of the q6.

For the constrained system, the bulk values need to be modified due to the
heterogeneous crystallization at the wall, lowering the crystallization barrier. The
reduction of the nucleation barrier in case of heterogeneous nucleation was intro-
duced in Sec. 2.3. The actual values are the result of carefully tuning procedures to
achieve a slow growth velocity for precise measurements and a reduction of crystal
defects. These values might result in a too undercooled fluid compared to a realistic
experimental setup, but leads to a growth velocity which is comparable to those
found in experimental setups [188, 167].

6.2 Crystal Phase Detection

We studied the heterogeneous crystal growth initiated by the wetting on a flat
wall. For an efficient treatment we expanded the simulation box into the direction
of growth. For colloid density ρ = 1.0 [m]/[x3] we used a box of V = 96.0 ×
16.0× 16.0 [x3], for ρ = 0.05 [m]/[x3] a box of V = 242.0× 48.0× 48.0 [x3], and for
ρ = 0.01 [m]/[x3] a box of V = 322.0× 64.0× 64.0 [x3]. In case of colloid density of
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6.2 Crystal Phase Detection

ρ = 0.01 [m]/[x3], the box size was set to V = 321.0×64.0×64.0 [x3] confined by two
planar walls located at x = 0.5 [x] and x = 320.5 [x] resulting in n = 13, 107 colloids.
Since, the hydrodynamic boundaries and the particle-wall interaction (WCA) are
both shifted by |x| = 0.5 [x] into the suspension, the actual area containing the
suspension is d = 320.0 [x] wide. The same shifts hold for the smaller boxes in
case of higher colloid densities. Figure 6.2.1 shows a snapshot of the simulation,

Figure 6.2.1: Snapshot of the colloidal crystal growing from the walls, color refers to the
q6 parameter (blue solid, red fluid). Single crystal layers can be seen, starting from both
walls. The insets show the orientation inside of a layer, which is perpendicular to the
overview. The wall layer (right) shows slightly better ordering than a random layer in
the crystal (left), while the layer located at the crystal front (middle) has obvious several
defective areas (red).

where the insets illustrate the structure within the layers at certain positions. On
the right-hand side the wall layer is shown, while on the left-hand side a randomly
chosen crystal layer is shown. Both show a perfect arrangement of the colloids,
supported by the green to blue color of the average q6 bond-order parameter [101].
The inset in the middle shows a layer at the crystal front shows several regions (red
to yellow), where the crystal structure according to the q6 bond-order parameter is
not well established yet. Obviously, the layer lacks a perfect crystal structure.

In order to track the progress of the crystal front, we record the density profile
and the average q6 bond-order parameter across the simulation box, which we com-
puted on the fly to reduce the amount of output data. Typical production runs use
a single 8 core node with MPI [50] parallelization and the attached GPU. To obtain
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6 Crystallization

sufficient statistics dozen successful runs are needed, since even heterogeneous nu-
cleation can take rather long to set in. We performed the simulations close to the
transition line in order to achieve a slow crystal growth. A slow crystal growth is
important to reduce the amount of defects in the crystal structure and to separate
the time scales as much as possible. Additionally, a slow growth is preferable for the
comparison with experimental measurements as we will show in Sec. 6.7. However,
being that close to the transition line results in many unsuccessful simulation runs,
where either the crystal did not grow at all or even melted. To improve the overall
number of successful runs we used initial configurations, where several crystal layers
in front of the left wall are already present.
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Figure 6.2.2: Position of the crystal front rx normalized by the average particle distance in
the crystal a at a different times t1 < t2 < t3. The fit used to determine the position of the
front is given by the black dashed line, while the vertical black dashed lines represents the
calculated actual position of front. The symbols give the peaks of the q6 order parameter,
therefore the value in bulk regions is higher as expected.

The chosen parameters for the Yukawa potential are based on the work of Ham-
aguchi et al. [56] for phase diagrams of Yukawa-type systems, which have been ad-
justed regarding the lowering of the nucleation barrier due to wetting at the walls.
We used κ = 2.0, κ = 3.0, κ = 4.0, and κ = 5.0 with corresponding Γ = 470.1,
Γ = 1260.0, Γ = 4137.0, and Γ = 15000.0. Besides the simulations with κ = 5.0,
which lead to a FCC structure, all other simulations lead to BCC structures. As the
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6.3 Crystal Growth Velocity

undercooled fluid is confined between two planar walls, the values differ from the
bulk transition values mentioned above. Furthermore, the values given in Ref. [56]
do have a certain error threshold. As shown in Fig. 6.2.1 and Fig. 6.2.2 the crystal
structure is starting from a HCP wall layer as expected.

In Fig. 6.2.2 three snapshots of the average q6 bond-order parameter at different
times are shown. A HCP, BCC and undercooled fluid phase are detected. The points
represents the peaks in histogram measurements, which correspond to single crystal
layers. To evaluate the position of the crystal we performed a fit of the q6 data
points with a function of shape

f(x) = −h
[

1
π

arctan
(

(x− s)
w

− 0.5
)]

+ q6,bulk, (6.2.1)

where x is the x-position in the simulation box, h is the height difference between
bulk q6, and the BCC q6, w is the width of the liquid-crystal transition region
and s is the position of the crystal front. We normalized the x-dimension by the
inter-particle distance a to make it independent of the different colloid densities.

6.3 Crystal Growth Velocity

In this section we discuss the measurements of the crystal growth and our findings
on the effect of HIs on the growth velocity u(t). To determine the growth velocity
of the crystal, we measured the location of the crystal front over time with the help
of a post processing procedure based on the detection method introduced in the
previous section. The results of this procedure for several randomly chosen runs are
shown in Fig. 6.3.1. We restrict our measurements of time-dependent position of
the front d(t) to the linear growth regime. In this regime the velocity of the front
can be fitted with a linear function of type:

d(t) = u(ξ, η) + d(t = 0), (6.3.1)

where u(ξ, η) is the velocity of front. Basically, the velocity of the front depends on
the friction ξ and the viscosity η at constant electrostatic interaction parameters.
However, the results presented here were all obtained by fixed viscosity of η =
0.8 [m]/([x][τ ]). Typically, the growth starts with a small non-linear regime, then
proceeds linear and ends up in a non-linear regime again. Due to the limited reservoir
of colloids in the area between the two crystal fronts, the crystal stops growing
further if the conditions in the bulk have changed too much.

Figure 6.3.2 shows on the y-axis the velocity u(ξ) of the crystal front, measured
for varying friction ξ and fixed viscosity η. Changing the friction ξ at fixed viscosity η
results in varying hydrodynamic radii, given in Eq. (2.2.14). To provide comparable
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Figure 6.3.1: Example of the position of the crystal front as a function of time. Red
symbols are used for results for weak and blue symbols are used for results with strong
HIs. Both systems show a linear trend, as illustrated by the black dashed lines and their
slope are the front growth velocities.

measurements, we normalized the growth velocity by the tracer diffusion coefficient
in the bulk Ds,long and the inter-particle distance a. Every measurement is the mean
growth velocity sampled from at least 24 to 30 runs with standard error of mean
calculations.

The results shown in Fig. 6.3.2 were done using a colloid density of ρ = 1.0 [m]/[x3].
In this system we could vary the radio of the hydrodynamic radius to the inter-
particle distance a over a large range without running into computational limits.
Increasing the friction reduces the colloidal diffusion and hence increases the time
τ on which the crystal growths. Furthermore, the time step need to be adjusted
accordingly. For example, by increasing the friction ξ by a factor of 10 [m]/[τ ] results
in a 100 [m]/[τ ] times longer simulation run, due to the combination of the decrease
in the time step and the reduced dynamics.

The growth velocities of the crystals shown in Fig. 6.3.2 are normalized by the
corresponding diffusion coefficient of tracer particles in the bulk, as it is assumed to
be the relevant parameter. On the one hand, the tracer diffusion accounts for the
transport of colloids away or to the growing crystal front and is assumed to take place
on much larger time and length scales than the ordering process in the layer. On the
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Figure 6.3.2: Growth velocity u(ξ, t) normalized by the bulk diffusion coefficient as a
function of the relative hydrodynamic radius (theoretical hydrodyn. radius divided by the
mean particle distance in the crystal). The red symbols show the results for simulations
without HIs, leading to a constant trend within the error bars. The blue symbols represents
the results for simulations with HIs, which show a strong decay of the growth velocity for
elevated HIs (larger hydrodynamic radius).

other hand, in experimental setups only the tracer diffusion is accessible, since the
single particle diffusion in the bulk can only be measured in quasi-2D configurations.
Measurements of the tracer diffusion in the bulk Ds,long have been discussed in
Sec. 5.4, where finite-size effects, as well as discretization effects due to the grid
spacing of the LB method have been taken into account. However, the measurements
are rather sensitive to Ds,long and therefore require precise measurements.

To provide a dimensionless ratio a theoretical hydrodynamic radius based on
the friction has been calculated in the absence of HIs. For very small ratio of the
hydrodynamic radii rH/a < 0.15 to the mean particle distance in the crystal a, the
influence of HI is almost negligible. But in case of moderate ratio 0.15 < rH/a < 0.3
the HIs decelerate the crystal growth, leading to non-overlapping data points within
the error bars. For larger ratios of 0.3 < rH/a < 0.45, the reduction follows a
linear trend. However, these ratios are rather large, compared to typical ratios in
experimental setups as we will see in Sec. 6.7.
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6 Crystallization

To validate the results, simulations with colloid densities ρ = 0.01 [m]/[x3] and
ρ = 0.05 [m]/[x3] have been executed. Reducing the colloid density leads to a better
resolution of the fluid field, since we need to keep the grid spacing aLB = 1.0 con-
stant. As mentioned above, the ratio of rH/a is limited by computational demands,
since for lower colloid densities higher frictions and therefore slower dynamics appear
and smaller time steps are necessary. Therefore, only a small fraction of the original
parameter space could be sampled, shown in Fig. 6.3.3. While the simulations with
colloid densities ρ = 0.05 [m]/[x3] still lead to sufficient statistics and ratios, the
simulations for ρ = 0.01 [m]/[x3] caused more difficulty. Nevertheless, the results
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Figure 6.3.3: Growth velocity u(ξ) normalized by the bulk diffusion coefficient as a function
of the relative hydrodynamic radius (theoretical hydrodyn. radius divided by the mean
particle distance in the crystal). The red symbols show the results for simulations without
HIs, leading to a constant behavior within the error bars. The blue symbols represent
the results for simulations with HIs, which show a strong decay of the growth velocity for
elevated HIs (larger hydrodynamic radius).

support the observed linear trend, and therefore validate the original data, within
the limits of the model and methods. The observed phenomena is recognized for
varying colloid densities and varying interaction parameter combinations.

However, in experimental studies of colloidal crystal growth the volume frac-
tions used are rather small, resulting in small rH/a ratios, too. A comparison with
experimental data by means of an exemplary calculation and values for typical rH/a
ratios with be discussed in Sec. 6.7.
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6.4 Van Hoove Distribution Function

6.4 Van Hoove Distribution Function

The crystallization of charged-stabilized colloidal suspensions consists of two major
effects: colloid transport and the ordering process. The transport of the colloids
towards or away from the growing front corresponds to the tracer diffusion in the
bulk. The effect of the transport was removed by normalizing the growth velocity by
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Figure 6.4.1: Van Hove function for time zero (RDF) and t = 40 [τ ]. The left-hand side
shows results in the liquid-like phase slightly ahead of the crystal front with and without
HIs (rH/a = 0.4). For short times no differences are visible, but for longer times the
simulation without HIs seem to have a slightly better ordering. Hence, the HIs seem to
affected the ordering process. The right-hand side shows the results within the crystal
phase for both cases, with and without HIs, where even the small differences disappear.

the tracer diffusion in the bulk. Therefore, the effects of the HIs appear to affect the
angular ordering or the layering process. To analyze the structure and the stability
of the structure over time we used the the radial distribution function (RDF) and
the van Hove auto-correlation function, respectively. The van Hove function is the
time resolved particle distribution function and thus gives information on mean-field
ordering processes. Strictly speaking, it measures the probability density of finding
at time t a particle at a given distance from its location at time t = 0 [τ ]. Therefore,
the first measurement at t = 0 [τ ] of the van Hove function is equal to the RDF.
While RDFs in the fluid phase have only one significant peak and quickly decay to
1, in a crystal structure strong correlations extended over several particle diameters
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6 Crystallization

can be recognized as shown in Fig. 6.4.1. For times t > 0 [τ ] the van Hove function
measures possible changes of the structure over time, which would be apparent in a
reduced high and increased width of the peaks.

Using the van Hove function perpendicular to the direction of the front growth
allows for the investigation of the stability of the structure and to some extend the
ordering process. For that, we used a binning of our system, where the position
and exact width of the bins are such that every bin contains a single crystal layer.
Afterwards, we evaluated the two-dimensional van Hove function inside these layers
(in the yz-plane).
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Figure 6.4.2: Van Hove function for time zero (RDF) and t = 40 [τ ]. The left-hand side
shows results at the density front with and without HIs (rH/a = 0.4). The right-hand side
shows the results at the q6 parameter front for both cases, with and without HIs, where
even the small differences disappear.

The left-hand side of Fig. 6.4.1 shows the van Hove functions in the liquid phase
perpendicular to the direction of growth. For short times no differences between
the simulations with and without HIs are visible. However, for longer times the
simulation without HIs seem to have a slightly better ordering, which means that
the structure was better established. We assume that the HIs are hindering the
local ordering even in the liquid phase, which will supported by investigation of the
pre-ordering region in Sec. 6.5. The right-hand side shows the results within the
crystal phase for both cases, with and without HIs, where no differences appear.
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This was expected since the static crystal structure cannot be affected by the HIs.
In Fig. 6.4.2 the van Hove auto-correlation function is shown in the solid phase

(right-hand side) and nearby the crystal front, located by the density profile, both
for times t = 0 [τ ] (RDF) and for t = 40 [τ ]. Apparently, the crystal structure and
their time dependence are equal with and without HIs and the structure as well as
the locations of the particles inside the crystal are stable. Again, the static structure
of the crystal is not affected by the HIs. Surprisingly, the van Hove function is very
crystal-like already in the region where we detect single layers by the density profile,
but no angular order has been established (compare Fig. 6.5.1). The establishing
of crystal symmetry is thus a purely local effect that cannot be captured by the
van Hove correlation function. We therefore need further investigations of this pre-
ordering region to elucidate its role in crystal growth.

6.5 Radial Distribution Function and Pre-ordering
Region

To further study the ordering process, we concentrate on the depletion region in
front of the growing crystal. As shown in Fig. 6.5.1, there is a notable pre-ordering
region in front of the crystal, where the density and layering already correspond to
the final crystal structure, but the local order as measured by q6 is still disturbed.
Figure 6.5.1 shows examples for the width of this region for different frictions ξ. The
density profile (red or green triangles) shows a already a layering where the angular
arrangement detected by the q6 order parameter is not yet established.

To gain a deeper insight into the ordering process, we analyzed the two-dimensional
radial distribution function (RDF) g(r) = n(r)/〈ρ〉 in slices perpendicular to the
growth direction. We again binned our system such that each bin contains a single
crystal layer and compute the RDF once at the location of the front detected by
the q6 order parameter and once by the density profile. The results for the q6 order
parameter are shown on the right-hand side and for the density front on the left-
hand side of Fig. 6.5.2. However, even at the position of the density front, which
is between one and three particle layers ahead of the crystal structure detected by
the q6 order parameter, the RDFs hardly show any difference to the crystal phase.
While RDFs in the fluid phase have only one significant peak and quickly decay to 1,
here strong correlations extend over several particle diameters. Thus, the long-range
order of the crystal is already well established in the pre-ordering region, indepen-
dent of the strength of hydrodynamic interactions. However, Fig. 6.5.1 contains a
remarkable difference. The q6 and density fronts grow virtually equally fast as shown
in Fig. 6.5.3, so that we can define and measure the width ∆h of the pre-ordering
region. Figure 6.5.3 shows two randomly chosen measurements of the width ∆h of
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Figure 6.5.1: Peaks of density ρ (red triangles) and q6 order parameter (blue circles) during
a simulation for a case with stronger HIs (rH/a = 0.4). This (arbitrarily chosen) snapshot
illustrates the lag between the density front and the q6 order parameter front. The dashed
black lines show the location of the front determined from fitting Eq. (6.2.1) for density
and q6, respectively.

the pre-ordering region normalized by the colloid distance a for strong HIs (blue)
and no HIs (red).
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Figure 6.5.2: Left: radial distribution function (RDF) parallel to the confining walls at the
density front with and without HIs at rH/a = 0.4. The density front is located 2.5 rH/a
after the q6 front for the LD simulations and 1.6 rH/a for the LB simulations. Right: RDF
deep in the crystal phase for the same parameters. Two features are remarkable: first, the
long-range order is already established far in front of the q6 front. Second, the long-range
order does not seem to be affected by HIs.

The results shown in the Fig. 6.5.4 illustrate that the width of the pre-ordering
region decreases depending on the strength of the HIs. In case of an implicit solvent
(LD) the width of the pre-ordering region is constant. Only at small hydrodynamic
radii, LD and LB simulations lead to the same width in consistence with the identi-
cal growth velocity. The decrease seems to follow a linear trend comparable to the
decrease of the crystal growth speed shown in Fig. 6.3.2. This shows two things.
First, HI seem to hinder the pre-ordering, so that the local arrangement can catch
up, while the overall growth is slower. However, as we have shown before, long-
time transport properties are not responsible for this slower pre-ordering, but rather
processes on intermediate time scales. Second, and more importantly, this HI depen-
dent width of the pre-ordering region shows that the system is out of equilibrium,
because otherwise the width would not be affected by the underlying dynamics. The
fact that the Langevin simulations do not show this behavior underlines that this is
not just a bulk transport effect. Thus, the mechanism of crystal growth in colloidal
suspensions cannot be fully described as purely diffusive process, where all other
degrees of freedom relax much faster than the colloids order at the crystal surface.
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Figure 6.5.3: The width of the pre-ordering region ∆h(t) over the time t/τ , exemplary
shown for two cases of Fig. 6.3.1 in the regime of linear growth. The red curve shows the
results in case of no HIs, while the blue case is with HIs. The width ∆h(t) is virtually
constant and clearly reduced in case of mediate HIs.

However, the present results might be limited to our simple model system, where
no counter charges are present. Despite the detailed investigation of many static
and dynamic properties of the system, the LD and the LB method produce artifi-
cial short-time dynamics, which will not be present in “real” colloidal suspensions
(compare Sec. 5.4). Nevertheless, our results show that the dynamics of charge-
stabilized suspension and especially their simulation are delicate and predictions of,
for example, nucleation rates must be carefully interpreted.
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Figure 6.5.4: The difference ∆h/a between the position of the front detected by the density
profile and by the q6 order parameter. While ∆h/a is virtually constant in the absence of
HIs, it decreases practically linearly with increasing rH/a if HIs are taken into account.
The dashed lines are guides to the eye highlighting the respective constant and linear
trends.

6.6 Effects of Softness of the Yukawa Interaction on
Crystallization

In this section we present our results on the influence of the softness of the Yukawa
interaction. As discussed in Sec. 6.1 we have chosen several combinations of the
normalized inverse Debye-length κ and the normalized Bjerrum-length Γ near the
transition line of the phase diagram. For κ = 3.0 the potential is quite soft leading
to a large cut-off radius and computationally demanding simulations. Larger values
of κ result in a steeper potential and hence the interactions can be considered be
“harder”. This leads to a increasingly restricted movement of the particles in their
cage and therefore a reduction of the short-time diffusion. We wanted to investigate
if the reduced fluctuation around the lattice place affects the colloid’s ability to
couple to hydrodynamic modes.

Figure 6.6.1 shows the results of our measurements of the crystal normal-
ized crystal growth velocity for different κ,Γ combinations for colloid density ρ =
1.0 [m]/[x3]. Apparently, the softness of the interaction plays an important role.

85



6 Crystallization

 0.1

 0.15

 0.2

 0.25

 0.3

 0.35

 0.4

 0.05  0.1  0.15  0.2  0.25  0.3  0.35  0.4  0.45  0.5

u
(t

)/
(D

s,
lo

n
g
 a

)

rH/a

LB(κ=3.0, Γ = 1260.0)
LB(κ=4.0, Γ = 4137.0)

LB(κ=5.0, Γ = 15000.0)

Figure 6.6.1: The growth velocity for κ = 3.0, κ = 4.0, and κ = 5.0 for different strength
of HIs, normalized by the long-time diffusion constants in bulk. The measurements were
executed for LB simulations with colloid density ρ = 1.0 [m]/[x3]. Apparently, the effects
of the HIs are present even in case of rather ‘hard’ Yukawa interaction (κ = 5.0), but are
reduced. This is due reduced ability of colloids to couple to the hydrodynamic modes of
the solvent.

We assume that only soft interaction enables the hydrodynamic modes to couple to
modes of the arrangement of the colloids within a crystal layer. If the interaction
becomes steeper, which means that the interaction is harder, the effects of HIs ap-
pear to become less important as shown in Fig. 6.6.1. Nevertheless, the basic trends
can be recognized despite the large error bars, which allows for a fitting of the data
to linear functions with different slopes.

These results show that the effects of HIs on the nucleation of hard spheres,
presented by Radu and Schilling [145] must be of different nature. To study the
nucleation of hard spheres is impossible within our models and methods, as the LB
method does not include a proper near-field flow on a static grid. However, including
Ladd particles [93] might allow for the investigation of hard sphere nucleation with
HIs, but is computationally very demanding.
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6.7 Comparison with Experimental Data

In this section we give some example calculations of important physical quantities
that were given dimensionless or in simulation units in the previous sections. We will
start with an estimation of the growth velocity given by experimental measurements
using confocal microscopy of Stipp et al. [167]. Using the data of Fig. 6.7.1 we
estimate the growth velocity to be about uexp = 3.0 − 4.0 µm/s for PS156 colloids
of diameter d = 156 nm.
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Figure 6.7.1: Experimental measurements of the crystal growth of polystyrene colloids.
The data for the figure was taken from [167], were additional details about the interaction
parameters etc. can be found.

Based on the radius of the spheres we define the length scale of our simulations
to be [x] = 78 nm. The energy scale is given by

E = kBT, (6.7.1)

with T = 300K we get [E] = 4.14 · 10−21 J. The mass density of polystyrene used
for the colloids is ρcol = 970 kg/m3. The mass of a polystyrene sphere with radius
r = 78 nm is defining our mass unit [m] = 1.93 · 10−18 kg. With these these three
basic units we can calculate all length and time scales in our system. First we
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compute the time scale

[t] = [x]

√√√√ [m]
[E] = 1.68µs. (6.7.2)

The viscosity of ν = 0.8 [x2]/[τ ] of the LB fluid of density ρ = 1.0 [m]/[x3], both in
simulation units, lead to an dynamic viscosity of

ηLB = νLBρ = 0.8[x]2
[t] 1 [m]

[x]3 = 11.56 · 10−6 kg
m s . (6.7.3)

We assume that the mass density of the fluid and the mass density of the colloids is
about the same, since otherwise the colloids would sink to the top or bottom. The
mass density of water is ρH2O = 999.97 kg/m3 and the dynamic viscosity of water is
ηH2O = 1.0 · 10−3 kg/ms.
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Figure 6.7.2: Measurements of the growth velocity exemplary for an LB run with hydro-
dynamic radius rH/a = 0.4. The fit was used to estimate the growth velocity.

We now estimate the growth velocities present in our simulations for a simulation
with LB friction ξ = 10.0 [m]/[τ ] plotted in Fig. 6.7.2, which run for τ = 1000 [t] =
1.68ms. In this time the crystal grew about five layers, that is a distance of [d] =
11.52 µm. The growth velocity is therefore

usim = [d]
[τ ] = 533.0µm

s . (6.7.4)
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6.7 Comparison with Experimental Data

However the dynamic viscosities are important for the time scales in the system and
we therefore have to take into account the differences of the dynamic viscosities. We
rescale the simulation result according to

urescaledsim = usim
ηLB
ηH2O

= 6.17µm
s . (6.7.5)

Apparently, the growth velocity of the simulation is slightly faster than the ex-
perimental values of about uexp = 3.5 µm/s for PS156 colloids at number density
n = 0.17 µm−3. This difference is due to the combination of limitations of the simu-
lation model as well as limitations in computational power. Nevertheless, the results
can be seen as in good agreement with the experimental data and we are convinced
that all the essential physical quantities are captured. To substantiate our finding we
will examine the dimensionless Schmidt number and discuss the idea of telescoping
down of time scales.

The Schmidt number is the ratio of the diffusive momentum transfer, here the
fluid viscosity η, to the rate of diffusive mass transfer for the colloids D0

Sc = η

D0 . (6.7.6)

Realistic values are usually in the range of Sc = 1000 − 10000. In the case of a
hydrodynamic radius of rH/a = 0.434 we have a particle diffusion in an infinite
dilute system for the LB given in Eq. (5.4.1), we calculate in simulation units

Sc = 0.8
( 1

10.0 + 0.042
0.8 ) = 5.24. (6.7.7)

This is a known issue in simulations of colloidal suspensions. As discussed by
Padding and Louis [130], the relevant time scales of a single colloid can span as
many as 15 orders of magnitude, which is impossible to capture with simulations.
Hence, the idea of telescoping down the time scale states that it is not necessary to
exactly reproduce all different time scales as long as the important ones are at least
separated by one order of magnitude as illustrated in Fig. 6.7.3. These values are
suitable for colloids of radius in the order of r = 100 nm. If the radius is decreased,
for example, to r = 10 nm, all times are reduced by an order of magnitude, too [124].
But the relative differences between the time scales are unaffected. The time scale
on which the crystal growth take place is much larger than the time scale of the
colloidal diffusion. For example, the unscaled time it takes to grow a single layer of
the crystal takes at least

τc = 1.286 µm
533 µm/s = 2.4ms, (6.7.8)

which severely separates this time from the other two time scales of importance:
The viscous relaxation time of the momentum dissipation of the fluid and the time
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6 Crystallization
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Figure 6.7.3: Telescoping down of time scales according to Padding and Louis [130]. The
figure illustrates the idea of telescoping the large time scale of 15 orders of magnitude for
colloidal suspensions, to four time scales separated by at least one order of magnitude. In
the present case the kinematic (viscosity) time scale of the fluid and the time scale of the
colloid diffusion are important. τη is also known as viscous relaxation time.

scale of colloidal diffusion. This kinematic time over which the momentum diffuses
one colloidal radius can be estimated by the ratio of the characteristic length scale
a and the kinematic viscosity

τη = a2

η
. (6.7.9)

In our example calculation we use the hydrodynamic radius rH/a = 0.4 as colloidal
radius times the time scale [t] = 1.68 µs, leading to τη = 0.396 µs. The colloidal
diffusion time over which a colloid diffuses over its radius is

τD = a2

D0 . (6.7.10)

Multiplied by the time scale we get a value of τD = 2.07 µs, which is slightly to
small. But the single particle diffusion is not present in the bulk system, where
the mobility is reduced due to the interaction with the surrounding colloids. A
discussed in Ref. [112], the tracer diffusion in the bulk Ds,long is about 0.1D0, which
leads to a sufficient separation of the time scales. Even if we would assume the
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6.7 Comparison with Experimental Data

highest mobilities present in the short-time regime we end up a with the necessary
separation of more than one order of magnitude.

Last, but not least, we have to give an estimate for the ratio of the hydrodynamic
radius rH and the mean particle distance a present in experimental setups. Again the
values of the system discussed in Ref. [167] are used. The hydrodynamic radius was
given with rH = 78.3 nm and the colloid number density n = 0.47 µm−3. This results
in a ratio of rH/a = 0.06. In Ref. [188] a hydrodynamic radius of 51 nm and a volume
fraction Φ = 0.003 has been used, which leads to a ratio of rH/a = 0.09. Comparison
with Fig. 6.3.3 shows that both values are located at the left-hand side where the
strength of the HIs are weak and therefore no reduction of the growth velocity has
been recognized. Nevertheless, the motivation of this work was the investigation
of systems with increased colloid densities where nucleation phenomena have been
investigated either by experiments [163] or simulations [7, 46, 90].
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7 Summary and Discussion

In the first part of this Thesis, we investigated the dynamics of charge-stabilized
suspensions of colloids and the effects of hydrodynamic interactions (HIs) on crys-
tallization in such a system by means of numerical simulations. The interaction
between the colloids is of Yukawa-type (see Sec. 6.1), in order to model electrostatic
interactions caused by screened charges in a polar/salty suspension. In experiments
such systems are realized by, for example, polystyrene colloids in water [87, 136].
The dynamics of charge-stabilized suspensions is a vivid research topic and has been
considered by theory [109, 111], experiments [131, 132, 43], and simulations [124, 130]
in the past decades. To study the dynamics of crystallization, we focused on the
bulk diffusion of the colloids and we compared different simulation methods that
include explicit, implicit, and no hydrodynamic interactions. These methods are
the Lattice-Boltzmann (LB) method [40, 38], the Stokesian Dynamics (SD) [16],
and the Langevin Dynamics (LD) [100], respectively.

To set up comparable simulations with and without HIs we imposed that the
long-time tracer diffusion in the bulk Ds,long has to be identical. This assumption is
based on the observation of Würth et al. [188] that the Wilson-Frenkel growth law
in case of charged colloids fits best to experimental data, when the tracer diffusion
in the bulk Ds,long is used in the pre-factor. Therefore, the long-time tracer diffusion
seems to be a crucial parameter that governs the crystal growth, which is often
(erroneously) assumed to be diffusion driven only.

In Sec. 5.2, we showed that the long-time dynamics in the bulk are sufficiently
captured by the LD and the LB method. We showed in Sec. 5.4, that the long-time
diffusion of the colloids in case of the LB method depends on the chosen viscosity,
which in turn is crucial for the strength of the HIs. In order to measure the strength
of the HIs, we focused on the hydrodynamic radius rH , which is well-defined in the
infinite-dilute limit. Here, we investigated the reliability of this approach for dense
charge-stabilized suspensions (see Sec. 5.6). Comparing our LB results to the long-
time diffusion of the colloids modeled by SD showed that the hydrodynamic radius
is a suitable measure in case of charge-stabilized suspensions.

The measurements of the wave-number dependent diffusion D(k) presented in
Sec. 5.5 and the corresponding hydrodynamic function H(k) showed qualitatively
that the strength of the HIs on short time and length scales is affected by the LB
parameters. However, due to the absence of a pronounced short-time regime and
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no suitable exponential decays of the dynamic structure factors, the measurements
are not very precise and can only interpreted qualitatively. These results were
accompanied by a comparison of the short-time diffusion of the three methods. We
found that the short-time diffusion produced by the three different methods differs
vastly. While the LD and the LB method produce a ballistic, followed by a super
diffusive regime, the SD is the only algorithm to produce a pronounced short-time
diffusion. However, due to the limited numerical efficiency of the SD solver and
the problems in implementing boundary conditions, most simulations have been
performed with the LD and the LB method.

Phase transitions (liquid-solid) have a strong dependence on the temperature.
Measurements of the temperature in our charge-stabilized suspension for LD and LB
method were shown to be inconsistent in Sec. 5.3. In this section, we also discussed
other limitations of the point-coupling scheme to model colloids [2] in an LB fluid.
We further explained how to set up desired temperatures in the LB algorithm.

The main result of this part are the significant effects of HIs on the crystal-
lization in charge-stabilized suspensions. We have performed molecular dynamics
simulations of the crystallization of colloids with Yukawa interaction starting from
a planar wall, modeling the solvent either implicitly without inter-particle HIs by
LD or explicitly using a LB fluid. Heterogeneous nucleation and subsequent crystal-
lization allowed for a directed growth. This reduced the technical complexity of our
simulations, since we could forgo the development of suitable rare-event sampling
methods. We performed a large amount of simulations, with and without HIs for
colloid densities ρ = 1.0 [m]/[x3], ρ = 0.05 [m]/[x3], and ρ = 0.01 [m]/[x3], where [m]
is the mass unit and [x] is the chosen length scale. The first density was chosen for
performance reasons and in order to gather sufficient statistics at the early stage of
the project. The second density is close to that used in experimental setups. The
third one provides the best resolution of the underlying solvent because the grid
spacing has to be kept constant. All measurements reported in Sec. 6.3 are in good
agreement and show that within the limitations of our model and the applied meth-
ods the crystallization velocity of charged colloids is reduced in case of increased HIs
with the LB method [148]. The LD simulations performed for comparison showed
that in this case the growth speed normalized by the long-time tracer diffusion of
the bulk is constant. This can lead to the (false) assumption that the crystallization
velocity is independent of the underlying dynamics.

The Steinhardt order parameter q6 [101] allows for a state-of-the-art detection
of the crystal structure and, more importantly, for a proper detection of the crys-
tal front, shown in Sec. 6.2. While the appearance of a crystal structure can also
be recognized by investigating the colloid density in the direction of growth, the
bond-order parameter is additionally sensitive to angular arrangements in the lay-
ers. Hence, we were able to detect a pre-order region, where the layers in the colloid
density are already present, but the angular orientation of the colloids is not estab-

93



7 Summary and Discussion

lished yet (see Sec. 6.5). Further investigations of the van Hoove correlation function
and the radial distribution function in the crystal presented in Sec. 6.4, in the liquid
and especially in the pre-ordering region showed that the angular orientation of the
colloids seems not to be affected by the HIs. However, we found that the width
of the pre-ordering region is reduced in case of enhanced HIs, consistent with our
findings of the reduced growth velocity. The initial formation of new crystal layers
is affected by the HIs, while the angular arrangements are not and can catch up in
case of stronger HIs. Thus, the attachment of colloids to a growing crystal cannot
be described as a purely long-time diffusive process as often assumed.

Our detailed investigations lead to the conclusion that the short-time dynamics
can also be of importance, affecting the transition of the liquid phase into new
crystal layers. Further investigations of the short-time dynamics modeled with the
LB method lead us to believe that this method leads to a specific dynamics on
short time and length scales and might therefore be responsible for the parts of the
reduction in the growth velocity (see Sec. 5.4). However, due to the complexity
of the system, we could not directly exclude hydrodynamic coupling effects of the
present crystal layers on the diffusion of the colloids ahead of the growing crystal.
But due to the restricted ability to move along the layer we assume that this effect
can be neglected. However, if the short-time dynamics affect the formation of new
crystal layers, the crystallization in charge-stabilized suspensions cannot be fully
described as a purely long-time diffusive process, where all other degrees of freedom
relax much faster than the colloids order at the crystal surface.

We conclude that the LB method and the LD showed significant differences in
the short time and length scale regime. Thus it is important to correctly model the
dynamic properties of these systems in order to, for example, calculate nucleation
rates. Future investigations should examine, which of the three methods (LD, LB,
SD) and for what parameters (compare Ref. [160]) the experimental results can be
best described.

For hard colloids embedded in a Multi-Particle Collision Dynamics (MPCD)
fluid, it has recently be shown by Radu and Schilling that hydrodynamic interac-
tions speed up nucleation [145]. This might seem surprising at first, but our studies
indicate that the main effects are on length and time scales, where the different inter-
particle potentials come into play (hard-sphere compared to screened electrostatic).
Colloids modeled via a screened electrostatic interaction are considered to be “soft”
compared to the hard-sphere model. Unlike soft colloids, hard colloids cannot over-
lap and thus probe longer length scales during attachment. Since hydrodynamic
interactions are omnipresent in suspensions of charged colloids, crystallization and
nucleation in these systems cannot be described well as purely diffusive processes.

In light of the findings in Ref. [145], we performed simulations for different
(Γ, κ) combinations in order to investigate the susceptibility of the colloids to HIs
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for different shaped interaction potentials. We assumed that in case of ‘harder’
Yukawa potentials, i.e. those with κ = 4.0 and κ = 5.0, the short-time dynamics
of the colloids are less able to couple to the hydrodynamic modes. Indeed, we
recognized a trend that the slow down in case of ‘harder’ interactions is reduced,
which is shown in Sec. 6.6. However, a reduction in the growth velocity due to HIs
is still recognizable.

In Sec. 6.7 we showed by means of an example calculation that the growth
velocity of the simulations are close to the values measured in experimental setups.
A problem is that we cannot precisely determine the level of undercooling of the
suspension in the simulations due to the reduction of the nucleation barrier by the
presence of the walls. Additionally, the uncertainty of the actual strength of the
interactions between the colloids in experimental setups limits the precision of our
calculations. To ensure a proper separation of time and length scales we calculated
important physical times and showed that the time scale of the colloidal diffusion is
at least one order of magnitude larger than that of the kinetics of the solvent.

To conclude, we found that there is a significant decrease in the growth velocity
in charge-stabilized suspensions consistent with the strength of the HIs, accompa-
nied by a reduction of the width of the pre-order region. Despite the comparison of
the simulation results to experimental data, which showed that the crystal growth
velocities are almost identical, we want to mention the limits of our simulations
due to the simplicity of the colloid model, which neglects, for example, the elec-
trophoretic screening effect and dynamics of the ions of the solvent. We discussed
the general problems that one faces when telescoping-down time and length scale
separations. Nevertheless, simulation results of the nucleation of soft colloids as well
as the often drawn analogy between metal melts and colloidal suspensions should
be taken with a sizable grain of salt.

Further investigation of the phenomena studied in this Thesis should focus on
the exact nature of the short-time dynamics in the experiment. Preliminary in-
vestigations in this Thesis show that Stokesian dynamics simulations are a good
candidate to describe short-time diffusive processes, but suitable parameters for
LB may be established as shown in Ref. [160]. Another way to investigate the
short-time dynamics is the δγ-expansion method, which provides a suitable tool
for charge-stabilized suspensions and might give further insight into the short-time
dynamics. As the experimental setups [167, 188] have been in the range of small
hydrodynamic radius to inter-particle distance ratios rH/a and have therefore been
unaffected by the HIs, new setups can increase this ratio and could deliver valuable
input to support our findings. In case of suitable experimental data revisiting the
Wilson-Frenkel growth law would be urgent to account for the short-time dynamics
in systems with larger rH/a ratios.
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8 Introduction

A fundamental challenge in computational materials science is to span the enormous
gap between atomic and engineering scales. Hence, one of the major computational
challenges is found in handling the sample size, since a massive number of atoms
(O(1023)) is necessary to represent even a microscale piece of material. Many phys-
ical phenomena are more successfully described on the continuum level, in which
a large collection of statistically homogeneous atoms can be described with a few
physical values. Such a description can be effective to investigate the basic proper-
ties of ideal materials. However, in most materials systems, properties are crucially
affected by atomic and microscale inhomogeneities. To incorporate atomistic details,
simulations tend to be more appropriate than a theoretical approach. Unfortunately,
it is completely impractical to simulate any sizable piece of material in full atomistic
detail for a time-scale of seconds using molecular dynamics (MD) simulation, even
on modern supercomputers.

The development of coarse-graining techniques is a highly active field [54, 44,
126, 23, 154], which are applicable for adaptive mesh refinement [174, 175, 108] and
machine learning [32, 164]. These techniques leverage scale separation to effectively
integrate out fine-scale degrees of freedom, and to produce a statistical description
of the dynamics at the macroscale. In multiscale simulations the coarse-grained
macroscale dynamics is enhanced with constitutive data supplied at the microscale.
In this work we focus on accelerating multiscale simulations with adaptive sampling,
which seeks to improve efficiency by eliminating unnecessary microscale simulation
without neglecting essential properties of the material.

A promising approach to multiscale modeling is the Heterogeneous Multiscale
Method (HMM) [184, 104, 185]. Here, “heterogeneous” emphasizes that the models
at different scales may be of very different nature, for example, molecular dynam-
ics at the microscale and continuum mechanics at the macroscale. A similar and
concurrently developed framework is the “equation free” approach [84].

HMM assumes a well defined set of equations at the macroscale. In our case,
these are the multidimensional hyperbolic conservation laws, which we evolve using
a finite-volume scheme, specifically a non-oscillatory central scheme [75, 74, 92].
Separation of time and length scales is assumed. This allows for independent micro-
scale simulations, which are connected at the macroscale as input for the continuum
description.
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8 Introduction

Figure 8.0.1: Schematics of the physical problem considered here. Impact (laser beam)
on a copper plate. The finite-volume cubes represent the material on the continuum level,
while the microscopic response of each volume element is provided by MD simulations of
the underlying copper crystal.

We applied HMM to a set of differential equations for elastodynamics in order to
model deformation-propagation in solid materials, specifically a defect-free copper
crystal, including temperature and stochastic effects, as illustrated in Fig. 8.0.1.
Simulating a macroscale sample with this level of detail using pure MD simulations
would be impossible even on state-of-the-art high performance computers. Despite
the enormous efficiency gains enabled by HMM, spawning a microscale simulation at
every macroscale volume element at every time-step remains prohibitively expensive
in many cases.

We demonstrate that adaptive sampling methods can further boost HMM per-
formance by reducing the number of microscale simulations executed in each time
step. This work is complementary to previous adaptive sampling methods [88, 9,
152], that reduce the number of microscale simulations by means of prediction or
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interpolation on the macroscale. A comparison of the strain at the continuum level
with the computation of ‘all atom’ simulations of the stress evolution in an MD
simulations was shown in our first publication [152].

In this Thesis we will introduce our implementation of an adaptive sampling
scheme, which we call Distributed Database Kriging for Adaptive Sampling (D2KAS).
The method is based on the adaptive sampling method introduced by Knap [88] and
Barton et al. [9]. These authors used a prediction scheme based upon a metric-tree
database, while assuming a deterministic system. In our approach, we applied the
prediction scheme to the HMM model for stochastic data supported by a cloud
database. The adaptive sampling method is based on the “best linear unbiased pre-
diction”, also known as kriging. Kriging in context of machine learning has been
applied to a vast amount of different problem, ranging from its origins in geostatistics
for environmental data mining and modeling [81] to multipolar electrostatics [119]
computations or constructions of accurate polarisable water potentials [59]. In our
approach we utilize the high-performance cloud database Redis [156] to store the
results of the MD simulations, which we either use directly as a look-up table or
as input for kriging. D2KAS also uses a basic mapping to avoid duplicated MD
as well as kriging interpolations to reduce the total number of parallel tasks. In
order to gain suitable input data from the database, we use a method known as
locality-aware hashing [72].

In this part of the Thesis, we will show by means of two test problems that our
adaptive scheme is sufficiently robust and efficient and provides a general framework
for different prediction methods and cloud databases. Our approach is suitable for
emerging programming models, highly parallel and heterogeneous computing ar-
chitectures, and implementation with task-based programming languages, libraries,
and runtime systems such as Charm++ [79] or Intel’s CnC [89].

The second part of this Thesis is structured as follows: Chapter 9 starts with a
short survey and some general remarks about theD2KAS workflow. In Sec. 10.1, we
take a look at the general HMM framework and its application to elastodynamics.
An introduction to kriging follows in Sec. 10.3, and in Chapter 12 the key-value
database Redis usage as well as the implementation and its features, which include
gradient analysis and task mapping are explained. Chapter 13 presents two test
problems, which are used to demonstrate our method and assess the performance of
the adaptive sampling and its dependence on different numerical tolerance. Finally,
in Chapter 14 we close with an outlook on possibilities and challenges the D2KAS
framework provides.
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9 D2KAS in a nutshell

The basic workflow diagram in Fig. 9.0.1 shows the main loop of our adaptive
sampling method. Assuming a simulation of an area divided into small domains
(see Fig. 8.0.1), we need to compute fluxes (e.g. the stress tensor) through the
surfaces of the volume based on conserved quantities (e.g. the strain tensor) inside
the volume (Chapter 10). To gather the necessary data for each volume we have
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Figure 9.0.1: Schematic of the implementation of the Distributed Database Kriging for
Adaptive Sampling (D2KAS). Execution starts after some initial routines with a check
of the database (top of diagram). The execution scheme shows one loop for computing a
half step in time. A detailed description of the single loops is given in section 12.

three possibilities: First, use a result stored in our database, accessed by a key
based on the conserved quantities (Sec. 12); Second, estimate the fluxes with the
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9 D2KAS in a nutshell

help of kriging based on a subset of results stored in the database (Sec. 10.3); Third,
compute new fluxes by executing a microscale simulation (Sec. 10.1.1). The results
of the MD runs are stored in the database using a different set of keys as the kriging
results. This avoids the use of estimated values as input for the kriging.

Figure 9.0.1 shows the path of decisions made during the update loop over
the field. We start with checking the database for results which match our input
data. If this was not successful, we apply our gradient analysis of the stress field
to decide whether we will try to estimate the result using kriging or if we have to
execute an MD simulation. If the gradient is smaller than a certain threshold we
add the input data to a task list collecting all kriging tasks. A similar list collects
all the MD simulations that have to be executed. After mapping the tasks to
remove duplicated ones, we start all tasks in parallel. If a kriging task has not been
successful, which depends on the computed error, an MD simulation is immediately
started. After all tasks have been accomplished the results are distributed back to
the field. Further information about the implementation and a detailed schematic
are given in section 12. We utilized a cloud database, which can be accessed by
the parallel tasks to gather information as well as write results to it. This general
scheme is based on a macroscale framework solving partial differential equations,
which is supported by a highly parallel database and a dynamic runtime that spawns
independent micro tasks for parallel execution. Reducing costly micro tasks by
a prediction method using the results stored in the database leads to a further
boost in the performance of our model. In our specific case we use a finite-volume
solver with a non-oscillatory central scheme for hyperbolic differential equations
on the macroscale, solving a set of PDE for elastodynamics as described in the
next section. The simulations on the microscale are classical molecular dynamics
simulations, executed by the proxy application CoMD [121]. As prediction method
we use kriging, a best linear unbiased predictor. The novelty of our approach is
utilizing a distributed cloud database for both table lookup and input for the kriging
in combination with adaptive sampling.
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10 Methods

10.1 The Heterogeneous Multiscale Method

10.1.1 HMM for Elastodynamics

In the present work, we take a look at two test scenarios with different complexity.
Both are describing an elastic wave propagation in a perfect crystal with finite
temperature. Based on the continuum description with macroscopic conservation
laws HMM incorporates momentum and energy fluxes calculated microscopically
using time-averaged MD computations. One assumes that the microscopic MD
simulations are ergodic and that the microscopic quantities are unique functions of
the macroscopic inputs, although finite sampling times introduce stochastic noise
into the results, as opposed to the deterministic fine-scale models used in previous
adaptive sampling works [9, 88]. Therefore, it is valid to extend the microscopically
averaged quantities e.g. stress, momentum and energy density, to the macroscopic
scale [106].

Starting with the microscale molecular dynamics, e.g. Newton’s equations, the
following set of conservation laws for elastodynamics on the macroscale

∂tρ+∇ · q = 0 (10.1.1)
∂tq +∇ · τ = 0 (10.1.2)
∂te+∇ · j = 0, (10.1.3)

can be derived [73]. Here, ρ is the density, q is the momentum density, τ is the
Cauchy stress tensor, e is the energy density, and j is the energy density flux. To
account for the continuum level description, microscopic quantities have to be aver-
aged over larger subsets of the simulation area. The mass, momentum, and energy
densities are given as distributions,

ρ(r, t) =
∑
i

miδ(r− ri(t)) (10.1.4)

q(r, t) =
∑
i

mivi(t)δ(r− ri(t)) (10.1.5)

e(r, t) =
∑
i

1
2miv2

i + 1
2
∑
j 6=i

φ(rij(t))
 δ(r− ri(t)), (10.1.6)
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where mi, ri, and vi are the mass, position, and velocity of particle i and φ(rij(t)) is
the pairwise interaction potential, with rij(t) = ri(t)− rj(t). An extension to more
complex potential forms is straight forward.

The fluxes are spatial averages over the domain Ω. The average momentum flux
is

τΩ = − 1
|Ω|

∑
i,j

cij [δijmivi ⊗ vi + fij ⊗ rij] , (10.1.7)

and the energy flux is

jΩ = 1
2|Ω|

∑
i,j

cij

{
vi
[1
2miv2

i δij + φ(rij)
]
− 1

2(vi + vj) · fijrij
}
. (10.1.8)

The force fij acts between atom i and atom j. The parameter 0 < cij ≤ 1 represents
the fraction of the line connecting ri and rj that lies within Ω, which results in
cij = 1 in case of periodic boundary conditions.

The equations (10.1.1)–(10.1.8) represent the basis of the HMM concept. While
the conserved fields ρ, q, and e are integrated on macroscopic space and time scales,
the fluxes τ and j are estimated as statistical MD averages on microscales. The
virial stress τΩ from MD simulations has to be averaged over time in order to be
equal to the continuum Cauchy stress. In fact, we average over length and time
scales much smaller than what is being represented at the macroscale. The validity
of HMM is based on the ergodicity of MD, a strong separation of both time and
length scales, and the assumption of local equilibrium.

The conservation laws of Eqs. (10.1.1)–(10.1.3) are expressed in Eulerian coor-
dinates r(t) = r0 + u(t), where u is the displacement from the undeformed material
position r0. To model materials deformation, it is convenient to work in Lagrangian
coordinates r0, and the equivalent conservation laws are [106],

ρ0∂tA−5r0q0 = 0 (10.1.9)
∂tq0 −5r0 · τ 0 = 0 (10.1.10)
∂te

0 +5r0 · j0 = 0. (10.1.11)

where A = 5r0r is the deformation tensor or deformation gradient. The strain is
defined as

ε = 5r0(r− r0) = A− I. (10.1.12)
The mass, momentum, and energy densities are now expressed per unit Lagrangian
volume,

ρ0(r0) = ρ(r) det A (10.1.13)
q0(r0) = q(r) det A (10.1.14)
e0(r0) = e(r) det A. (10.1.15)
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10.1 The Heterogeneous Multiscale Method

Li and Weinan derived the averaged Lagrangian fluxes as analogues of Eqs. (10.1.7)
and (10.1.8), but lacking kinetic energy terms [106],

τ 0
Ω′;L&E = − 1

|Ω′|
∑
i,j

cijfij ⊗ r0
ij (10.1.16)

j0
Ω′;L&E = − 1

4|Ω′|
∑
i,j

cij(vi + vj) · fijr0
ij, (10.1.17)

where Ω′ denotes a reference volume in Lagrangian coordinates. The flux τ 0 in
Eq. (10.1.16) is interpreted as the first Piola-Kirchoff stress tensor [106]. These
equations are valid when the microscale dynamics is fully Lagrangian [51, 4]. How-
ever, actual MD simulation is typically performed in Eulerian coordinates, where
the lack of kinetic energy terms in Eqs. (10.1.16) and (10.1.17) was found to be
invalid [170] (contradicting earlier work [189]). In our numerics, we calculate the
Lagrangian fluxes by straightforward transformation of the Eulerian ones. The full,
careful derivation of proper fluxes is subtle, and beyond the scope of this work.

In the two-dimensional HMM scheme, we integrate the conserved quantities a0
ij

(deformation gradient), q0
i (momentum) and e0 (energy) on the macroscale. To

complete the dynamical equations, the averaged virial stress τij and the energy
density ji must be provided by microscale simulation. At each relevant macroscale
point r0 we perform an MD simulation of a perfect copper crystal in a volume, which
can be deformed an amount a0

ij along the x−,y− and/or xy−, yx−components, and
with total Lagrangian energy density e0 to set up a finite temperature. We evolve the
MD simulations until the estimate of the virial stress τij is obtained with sufficient
accuracy at each macroscale point r0. The MD estimated stresses and energy density
fluxes are then used during the update at the macroscale, which is described in the
next section.

10.1.2 Non-Oscillatory Central Schemes

The use of a non-oscillatory central schemes reduces computational costs while pro-
viding numerical stability. A second order scheme for the two-dimensional case was
published by Jiang and Tadmor [75]. The scheme is a two-step predictor-corrector
method. The first step is based on given cell averages whose change in time are
estimated with the help of computed fluxes through the surfaces of the cells. After-
wards, the corrector step uses so-called staggered averaging to correct the predicted
midvalues and to realize the evolution of these averages. For the present problem a
two-dimensional system of conservation laws can be written as:

∂tw + ∂xf(w) + ∂yg(w) = 0. (10.1.18)

Here w is a conserved quantity and f(w) and g(w) are its corresponding fluxes. In
[75] the time derivative of ∂tw written in terms of spatial derivatives ∂xf(w′) and
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∂yg(w‘) is given as:

w
n+ 1

2
jk = w̄njk −

λ

2f(w′)jk −
µ

2 g(w‘)jk, (10.1.19)

To compute the midvalues (10.1.19), the approximate fluxes have to be evaluated.
Using these values together with the staged average the corrector step reads:
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Figure 10.1.1: Illustration of the fluxes f and g through the surface and the conserved
quantities w inside the volume.

106



10.1 The Heterogeneous Multiscale Method

w̄n+1
j+ 1

2 ,k+ 1
2

= 1
4
(
w̄njk + w̄nj+1,k + w̄nj,k+1 + w̄nj+1,k+1

)
+ 1

16
(
w′jk − w′j+1,k + w′j,k+1 − w′j+1,k+1

)
+ 1

16 (w‘jk − w‘j,k+1 + w‘j+1,k − w‘j+1,k+1)

−λ2

[
f(wn+ 1

2
j+1,k)− f(wn+ 1

2
j,k ) + f(wn+ 1

2
j+1,k+1 − f(wn+ 1

2
j,k+1)

]
−µ2

[
g(wn+ 1

2
j,k+1)− g(wn+ 1

2
j,k ) + g(wn+ 1

2
j+1,k+1)− g(wn+ 1

2
j+1,k)

]
,

(10.1.20)

where λ = ∆t/ ∆x and µ = ∆t/ ∆y. As indicated by j + 1 and k + 1, the new
calculated values of w̄n+1 are on the surface, which means that this is only a half
step in space. Figure 10.1.1 illustrates the conserved quantities inside the volume
and the fluxes through the surface of the volume for one half step. For the full step
we need to execute these half steps twice. A difficult question is what the spatial
derivative looks like on the mesh point. Reference [75] used the MinMod limiter
scheme to reduce high frequency oscillations and increase stability [60, 171]. The
MinMod scheme relies on the maximum principle for scalar approximations and the
direct slopes for w′ and w‘ are:

w′jk = MM
{
w̄nj+1,k − w̄nj,k,

1
2(w̄nj+1,k − w̄nj−1,k), w̄nj,k − w̄nj−1,k

}
, (10.1.21)

and

w‘jk = MM
{
w̄nj,k+1 − w̄nj,k,

1
2(w̄nj,k+1 − w̄nj,k−1), w̄nj,k − w̄nj,k−1

}
. (10.1.22)

Here, the MinMod-operator is defined as:

MM{v1, v2, ...} =


minp{vp} if vp > 0 ∀p,
maxp{vp} if vp < 0 ∀p,

0 otherwise
(10.1.23)

For more details about the staggered average corrector scheme we refer to [75].
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10.2 Classical Molecular Dynamics Proxy Application
(CoMD)

CoMD is a proxy-app for a broad class of molecular dynamics simulations. The
term proxy-app is based on the goal to provide a light-weighted MD software as
back-end or library to the user. CoMD focuses on the fast calculation of short-
range (e.g. uncharged metallic materials) interactions, typically found in solid state
models. These simulations require the evaluation of all forces between atom pairs
within the cutoff distance. Therefore, CoMD uses Verlet-list introduced in Sec. 3.1
for the computation of the force between the atom pairs. So far, only the simple
Lennard-Jones (LJ) [183] and embedded atom method (EAM) [66] potentials are
provided. Besides the EAM potential, which is of particular interest and will be
introduced below, CoMD is a standard implementation of a MD software utilizing
Langevin dynamics, presented in Sec. 3.1. More detail about the implementation
can be found in [122].

10.2.1 The Embedded Atom Method

The embedded atom method (EAM) provides access to potentials for MD sim-
ulations of metals and metal alloys. The EAM has been successfully applied in
simulations of fractures [66], phase transitions in solids [77], or surface defects [168].
It was originally introduced by Daw and Baskes [29, 31] and has been substantially
improved by several publications [10, 11, 181]. Nowadays, the EAM is an established
standard method for MD simulations of metals.

EAM is based on the idea that the electron density present, for example, in
a metal crystal can be used to define a potential. Therefore one constructs the
potential with the help of the electron density of the metal atoms. In a (pure)
metal crystal, every atom i is surrounded by a specific number of other atoms of the
material. The energy of atom i depends on the electron density caused by the other
atoms of the host material. The effects of the electron density ρi at the location
ri of the host can be described by the embedding function Fi. The function Fi is
the energy needed to embed an atom i into the total electron density of the host
material. The energy Ui thus reads

U emb
i =

N∑
i

Fi(ρ̂i). (10.2.1)

Here, ρ̂i is the electron density of the host material without the atom i at location
ri and is simply defined as

ρ̂i =
N∑

j=i,j 6=i
ρj(rij). (10.2.2)
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The electron densities ρj(rij) are assumed to be radial symmetrical, depending only
on the distance rij. Additionally to the embedded potential U emb

i a pair potential

Upair
i = 1

2

N∑
j=i,j 6=i

φij(rij) (10.2.3)

is used to account for the interaction of different types of atoms. The interaction
φij between different types of atoms can be approximated by the geometrical mean
of φii and φjj [30]. With this approximation Eq. (10.2.3) can be written as

Upair
i = 1

2

N∑
j=i,j 6=i

zi(rij)zj(rij)
rij

, (10.2.4)

with suitable functions zi capturing the effective charge of different species, depend-
ing on the distance rij. The effective charge functions zi have to be short ranged
and are beyond several Å equal to zero.

To determine the embedding energy Fi and the pair potential φij or effective
charge function zi, a semi-empirical method is applied. For that an Ansatz for Fi and
zi with cubical splines is used, where the coefficients are approximated such that the
values of physical quantities like the lattice constant, the elastic constant, vacancy
energies and so on are reproduced as good as possible. The density functions ρi
are calculated by the Hartree-Fock method [24]. As the calculations are only semi-
empirical, several tables for the coefficients exist for the same material, for example,
we use the EAM tabular used by LAMMPS [138].

10.3 Best Linear Unbiased Prediction - Kriging

The use of the word “kriging” in (geo-)statistics stands for “optimal prediction”.
The power of this method lies in its ability to treat not only scalars, but also vectors
located in a high-dimensional space to predict the value of a vector located at a
certain position in the high-dimensional space by computing a weighted average of
the known vectors in the neighborhood of the point. Making use of matrix repre-
sentations for the formulas allows not only for an efficient implementation for the
computation of the predicted values, but computes an error of the estimation at the
same time. In this Thesis, we only give a brief introduction to ordinary kriging, fur-
ther information can be found, for example, in Refs. [25, 26, 27]. Originating in the
spatial prediction on a two dimensional surface in geophysics it has recently become
a useful tool for adaptive sampling, shown by Knap et al. [88]. Mathematically, the
method is closely related to regression analysis, because both theories derive a best
linear unbiased estimator, based on assumptions on covariances, and make use of
Gauss-Markov theorem to prove independence of the estimate and the error.
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Suppose prediction of Z(s0) at some spatial location s0 using a linear function
of the data is given by

Z ′(s0) =
n∑
i=1

λiZ(si) (10.3.1)

that is unbiased and minimizes the mean-square error

E[Z(s0)− Z ′(s0)]2. (10.3.2)

Then the optimal λ satisfy the following (n+1)-dimensional linear equation

Γλ = γ (10.3.3)

with λ = (λ1, λ2, ..., λn,m)′ and the variogram γ = [γ(s1 − s0), ..., γ(si − s0), 1]. Γ
is a symmetric (n+ 1)× (n+ 1) matrix with

Γ =


γ(s1 − s1) γ(s2 − s1) · · · 1
... ... ... ...
γ(sn − s1) γ(sn − sn) · · · 1
1 1 · · · 0

 . (10.3.4)

The parameter m is a Lagrangian multiplier, which imposes the constraint
n∑
i=1

λi = 1. (10.3.5)

This is a consequence of Eq. (3.5.3) being uniformly unbiased. The minimized mean-
square error can than be calculated as

σ2
k(s0) =

n∑
i=1

λiγ(si − sj) +m. (10.3.6)

Basically, three different parameters can be used to tune the result and the
error of the estimation given by the kriging prediction method. In fact, all the
parameters are contained in the computation of the theoretical variogram [25], which
is a function that describes the degree of spatial dependence of a spatial random field
or stochastic process, in the present case Z(s0). The empirical variogram cannot be
computed at every lag distance h = si − sj and due to variation in the estimation
it is even not ensured that it is a valid variogram. However, kriging only works
with valid semivariograms. To overcome this problem the empirical variograms are
therefore typically approximated by model functions ensuring its validity [26]. The
most important models are [27]:

1. Exponential variogram model:

γ(h) = (s− n)
(
1− e− h

ra

)
+ n1(0,∞)(h) (10.3.7)
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2. Spherical variogram model:

γ(h) = (s− n)
((

3h
2r −

h3

1r3

)
10,r(h) + 1[r,∞)(h)

)
+ n1(0,∞)(h) (10.3.8)

3. Gaussian variogram model:

γ(h) = (s− n)
(

1− e−
h2

r2a

)
+ n1(0,∞)(h) (10.3.9)

The three models rely on an sufficient choice of the parameters of the variogram,
which can be achieved, for example, by the application of kriging on training data
sets. Using sufficient training data in advance of the simulations allows to improve
the latter prediction and reduce the error. This lead to a larger number of successful
predictions. The parameters of the variogram can be interpreted as:

1. Nugget n: The measurement errors occurring as offset of the variogram at the
origin.

2. Sill s: The convergence value of the variogram (variance).
3. Range r: The distance in which the variogram (almost) equals the value of

the sill.
For our purpose the spherical variogram model has been the best choice, since

the error estimation needs to be symmetric, too. For two other models (Gaussian,
exponential), we tested the values themselves were symmetric with respect to neg-
ative values, but the error estimations showed small differences which led to an
asymmetric acceptance of the predicted values. For the present study, we used the
spherical model of Eq. (10.3.9) with and the chosen parameters being the results of
a training procedure using exemplary datasets.

10.4 Database - Redis

As previously discussed, much of our method depends on the use of a high speed
database. While our method could be adapted for many different types of database,
we determined that the following characteristics were needed:

1. Key-value database
2. Distributed/Highly parallel
3. Multiple values allowed per key

Key-value storage is essential for fast generation of matching input and output fields,
while the ability to allow for multiple values per key is necessary for locality-aware
hashing, which was introduced by Indyk and Motwani [72, 52]. As such, we chose
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to avoid traditional SQL databases and instead utilize a NoSQL database [58] with
a key-value store approach [169, 21]. More specifically, we chose the open-source
database Redis [156] due to its demonstratively high performance and the ability to
use its set data structures to create buckets of nearest neighbors. Redis is an open-
source NoSQL database [58] that maintains the data in-memory and supports access
across a network, to decrease access times and increase performance. Persistence,
and fault tolerance, is achieved through a combination of snapshotting, where the
dataset is periodically written to disk, and an approach that records each operation
in an on-disk journal and periodically applies the operations to conserve space. This
combination greatly decreases the time required to store the data while also ensuring
that the current state can be reconstructed at any point.

While the core is written in ANSI C, interfaces for most modern languages are
provided. Specifically, we used hiredis [155], a C interface, that allows connecting
and sending to the Redis client.

For the purpose of scalability, Redis utilizes a hierarchical master-slave repli-
cation [156] in which each instance of Redis is capable of being both a master of
some instances and a slave to another. This allows data to be replicated across the
entire distributed database for the purpose of scalability and resiliency through data
redundancy. The use of a distributed database is essential due to the large number
of TCP/IP connections requested by the parallel tasks.
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In order to handle the dynamic workload efficient we made use of several HPC
runtime systems. Such runtime systems are designed to allow for an easy to use high
level parallelization of programs. The idea is to define tasks or packages that have to
distributed during the integration step. Due to the adaptive nature of our sampling
method a different number of CoMD tasks and kriging tasks need to be performed
for every time step. In the following sections we will introduce two state-of-the-art
HPC runtime systems used for the implementation of D2KAS, namely Charm++

[79] provided by the Parallel Programming Laboratory of the University of Illinois
and Intel’s Concurrent Collections [89]. Besides those two we used Libcircle [97] and
OpenMP [28], which will not discussed in detail due to their lack of performance or
limitations to shared memory only.

11.1 The Chare Kernel Parallel Programming
Language

Chare Kernel Parallel Programming Language Charm++ programs are written in
C++ with a few library calls and an interface description language in order to han-
dle Charm++ objects. Charm++ is a parallel programming system, which makes
use of different parallelization back-ends like OpenMPI [50] or OpenMP [28]. Be-
sides the automatic choice of an efficient parallelization method it provides dynamic
load balancing. Both, the actual parallelization and load balancing is hidden by
medium-grained processes, called chares. These processes interact with each other
via messages. It is possible to produce thousands of medium-grained processes on
each processor, or just a few, depending on the application. Generating a large
number of light-weighted processes that are handled by the runtime reduces the idle
time of CPU cores, comparable to the scheduler on modern GPUs.

Charm++ is a C++ -based parallel programming system, founded on the migra-
table-objects programming model, and supported by an adaptive runtime system.
It can be used to specify task parallelism as well as data parallelism in a single ap-
plication. In order to support task-parallel and data-parallel applications Charm++

can make use of separate suites for load-balancing strategies. Based on its message-
driven execution model, it allows for an automatic latency tolerance, modularity
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and parallel composition. Charm++ also supports automatic checkpoint/restart, and
fault tolerance based on distributed checkpoints. For more information the inter-
ested reader is referred to Ref. [79] or the web-page of the parallel programming
laboratory of the University of Illinois.

11.2 Concurrent Collections for C++

The major goal of Intel’s Concurrent Collections for C++ (CnC) is to provide a
simpler way for parallel implementations. It provides a high-level management of
tasks, that consume and produce data. CnC is based on the idea of an automatic
detection of data producers and consumers and their dependencies. Additionally,
its data and control flow control allows for a dynamic management of dependent
or independent tasks. The high-level abstractions leads to a flexible and efficient
mapping of a CnC program to the target platform. By this it simplifies parallelism
as it hides the details of the actual parallelization, for example via OpenMPI, from
the user.

It is designed to create parallel applications, but not for expressing parallelism
explicitly, since the programmer only declaratively specifies the dependencies among
computation tasks. The programmer declares certain dependencies between two
(or more) computation units, which is simpler than expressing parallelism directly.
Therefore it does not depend on the platform or any specific parallelization tech-
nique. Additionally, it exposes more parallelism back-end potential because it does
not bind a particular parallelism to the algorithm/program. The CnC runtime tries
to automatically figure out how to execute things in parallel. Therefore, it will focus
on maximal parallelism, which is limited only by the ordering constraints defined
by the programmer.

These two relationships are the only relations needed to determine semantically
correct parallel or sequential execution orders. This information is known to every
programmer, also in case of sequential programming and a CnC program specifies
explicitly the dependencies between tasks. For more information the interested
reader is referred to Ref. [89].
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The following section describes the implementation of the D2KAS scheme. Some
parts of the implementation were done in cooperation with other researchers. The co-
author Robert Pavel implemented most of the locality aware-hashing, the database
interface and the mapping of the tasks. Christoph Junghans implemented the Lib-
circle support. The code is open source and available as git repository:

https://github.com/roehm/CoHMM.git.
The key to our approach lies in our use of locality-aware hashes [72] and the

Redis database’s set data structure. Essentially, we create a range along all seven
dimensions of our conserved vector and use the truncated values to generate a hash.
The hash is used to access a set of to stored fluxes with a key generated by the
truncated conserved vector. This allows to receive a bucket of fluxes of the nearest
neighbors in an arbitrary high-dimensional space.

When processing a point, we generate the set key based upon the conserved
vector to obtain the bucket and check the CoMD database, a database consisting
of previously computed values obtained via CoMD. Prior to returning the results
of the execution, we sort the conserved vectors with respect to their distance to
the actual value so that the first returned value can be checked to determine if it
fulfills a threshold, which can be zero, to see if the computed result is already in
the database. If the first returned value falls within the threshold, we can write the
result. Otherwise, we then check the gradient in four directions. If the gradient is
small enough, we repeat the process with the kriging database. If it is not, we use
CoMD to compute said point. Furthermore, the gradient threshold is dynamically
adjusted, based on the percentage of successful kriging tasks. E.g. if all kriging
tasks have been successful the gradient threshold gets increased. This ensures that
the overhead due to unsuccessful kriging tasks is minimized (see below).

The kriging database behaves similarly to the CoMD database but contains only
the results of kriging. In fact, if we speak about a kriging database we are using
the same Redis database but with another set of keys for the kriging results. Once
again we check if the nearest neighbor falls within the threshold. If not, we perform
kriging to predict the value of the point, as previously discussed. If this prediction
does not fall within a specific threshold, CoMD is called at the point.

Our implementation is designed around a task-based approach, with two major
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Figure 12.0.1: Schematic of the implementation of the kriging supported adaptive sampling
(KAS) model for stochastic data. Execution starts after some initial routines with a check
of the database (top of diagram). The execution scheme shows one loop for computing
equation two or three for a half step in time. Therefore, to complete one total time step,
it is necessary to execute four times the illustrated scheme over the field.

kinds of tasks with drastically varying execution lengths, as seen in Fig. 13.2.3.
The first task is a CoMD task which simply consists of a call to the CoMD library
to compute the value. The second type, the kriging task, consists of checking the
kriging database and then either using said value as a result or using kriging itself
to compute a value. If the value is not sufficient, the kriging task becomes a CoMD
task.

By utilizing a task-based approach we are able to take advantage of the largely
embarrassingly parallel nature of HMM while also accommodating for the drastically
varying execution times of the tasks. While any given CoMD task will take approx-
imately the same amount of time, a kriging task may consist solely of a database
access, a database access and the kriging function, or everything and a CoMD hit as
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well. Additionally, the database access itself involves communication and is subject
to contention.

However, first we focused primarily on the benefits of the kriging technique itself
as opposed to any additional benefits that can be gained through more complex
runtimes. The performance of the runtimes will be discussed afterwards.
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13 Distributed Database Kriging for
Adaptive Sampling

13.1 The Metal System

In this section we will present the performance and the stability of the method
described above. To do this, we investigated the behavior of the system for two
different test problems. The first test problem (TP1) is a quasi-1D wave propagation
as illustrated in Fig. 13.1.1. The second test problem (TP2) is a circular impact,
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Figure 13.1.1: Illustration of the stress (z-axis) and the corresponding tasks (colormap at
the top), for TP1, with a two-dimensional grid containing 100× 10 [a2] grid points. Dark
blue are the CoMD hits, light blue the similar CoMD hits, which are evaluated with the
mapping procedure. Turquoise are database values and green the kriging database values.
The kriging hits are orange and red are the similar kriging hits, which are evaluated with
the mapping procedure like the CoMD hits.

affecting all components of the strain tensor (see Fig. 12.0.1 time series in Fig.
13.1.2).
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Figure 13.1.2: The figures illustrate a time series of a TP2 simulation with circular initial
conditions of the strain with radius 5 for timestep 1, 19, 49 and 99. The two-dimensional
grid has 50 × 50 [a2] grid points. The colorscheme at the top indicates the different hit
types (dark blue: CoMD, orange: kriging, turquoise: database), while the illustration on
the bottom shows the strength of the strain. The anisotropy due to the copper crystals
strain-stress relation at the MD level is leading to the observed asymmetric response.

Unless otherwise specified, the following setup was used. The MD simulations
are based on a defect-free crystal of copper using an embedded atom method (EAM)
interatomic potential [120]. The periodic simulation domain consists of 6 × 6 × 6
fcc unit cells with lattice constant alat = 3.618 Å and a box length of a = 2.17 nm.
The output of the estimated virial stress and the energy density are a time-average
over the last 20% of our MD simulation. We integrate for a time τ = 10 ps using
velocity-Verlet time steps of size ∆t = 10 fs. On the macroscale level we introduce
a strained region in an unstrained system thermalized to the temperature 129K.
This equilibrium configuration has energy density e = −0.296 eV/Å3. The time
and length scales of the macro solver can be independent of the microscale, but
with no explicit system in mind we do not introduce any separation of time and
length scale. Therefore, the total area on the macroscale corresponds to either
217.08 nm × 21.708 nm (TP1) or 108.5 nm × 108.5 nm (TP2). As time step on the
macro level we chose ∆t = ∆x/c, with the speed of sound in a metal of about
c = 6000m/s. This lead to a time step of ∆t = 8.33 ps, which is in good agreement
with the MD time scale. In case of the second test problem a total simulation time
of τ ≈ 1ns has been performed.
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Features TP1 np = nt TP1 np < nt TP2 np < nt
DNS 408591.0 1109110.0 325152.0

Mapping 40859.1 110911.0 325152.0
CoMD DB. 40853.2 67498.6 145379.0
Kriging 40454.2 45322.1 118231.0
Kr. DB. 40256.1 46221.6 118908.0

Table 13.1.1: The table shows the absolute simulation time of our two test problems (TP1
HMM step/N = 0.4, TP2 HMM step/N = 0.08) having different features disabled/enabled
and different compute node/cores to tasks ratios. The results are reported in seconds.
The first row shows the result for the DNS run, e.g. only CoMD tasks are executed. The
measurements in case of mapping enabled are done by removing all duplicated tasks. The
third row shows the results with enabled CoMD database. The execution times for the
runs with enabled kriging as well as enabled kriging database are shown in the last two
rows. All measurements were executed on AMD Opteron Processor nodes.

The reported strain is the norm value of all four components

ε =
√
ε211 + ε212 + ε221 + ε222. (13.1.1)

Table 13.1.1 shows the wall-clock simulation time for our two test problems
(TP1 and TP2) using various feature combinations. The direct numerical simulation
(DNS) result is the time that would have been required if CoMD simulations were
always executed at every volume element, every timestep, as in the original HMM
approach. In case of mapping, CoMD tasks with duplicated input parameters are
removed. The third case utilizes the CoMD database (CoMD DB) on top of the
mapping scheme. Finally, the remaining cases are using the kriging feature (with
duplicate mapping for kriging tasks as well), which can be supplemented by a kriging
database (Kr. DB).

Mapping helps to reduce 90% of the execution time for TP1 (with perfect sym-
metry in the y-direction), but has no benefit for TP2. When the number of compute
nodes/cores np is smaller (np < nt) than the maximum number of independent tasks
nt, enabling the CoMD database leads to an speedup of ≈ 65% on top of the map-
ping speedup. And furthermore, the kriging predictor leads to another speedup up
to ≈ 49% in the first case. The kriging database feature must be treated carefully,
since it can even increase the total simulation time, caused by too few successful
hits. In case of an equal number (np = nt) of nodes/cores and tasks only minor dif-
ferences appear, since the total time is limited by the execution time of the CoMD
tasks (see Table 13.1.1 for details).
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13.2 Quasi-1D Initial Strain (Test Problem I)

In this example an initial deformation of 4% in the x-direction is applied to 10% of
cells in the center of the simulation area (e.g., a grid of 100×10 cells per volumes in
the present example). The initial condition has to be applied on the macroscale, since
our adaptive sampling relies on the conserved quantities in the first place. In order
to present the results of our simulations, we first take a look at the dynamic workload
and the reduction of the actual number of executed CoMD instances per time-step.
Figure 13.2.1 illustrates the different tasks executed to provide the necessary data
for each finite volume. The snapshot was taken after a few integration steps. In
the regions with high strain, many CoMD tasks (dark-blue) need to be executed,
whereas kriging (red) can be successfully applied to the front of the wave. In the
so-far unaffected area, the database can be directly used (turquoise).
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Figure 13.2.1: The distribution of different tasks for the flat wave example of Fig. 13.1.1.
Obviously the mapping of similar points (duplicates) leads to a reduction of the workload
by 90%. Due to the evolved state the wave, which almost reached the periodic boundaries
in the x-direction, the amount of plain database values is reduced. While the access of
plain database values is reduced, the amount of successful kriging database access is already
notable at the front of the traveling waves. Besides the direct access of the database values,
the values are used to execute the kriging, which leads to a reduction of almost 50% in
this example.

Fig. 13.2.2 shows the percentage of each of the different tasks in a solution of
the system over a long simulation run that results in waves traveling several times
throughout the system. However, due to the finite volumes so called numerical
friction leads to a decreasing strength of the strain over time. Hence, after the very
first step with only two CoMD hits (due to initial condition, resulting in 0.2% of the
total number of possible hits), the database can be used to access exact values for the
unaffected nodes. As the wave evolves over time the number of database values that
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can be directly reused decreases and the number of necessary CoMD hits increases.
This is offset by an increase in the number of duplicate hits our method is able to
detect and eliminate as well as an increase in the number of opportunities for kriging
(and the detection of duplicate kriging hits).
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Figure 13.2.2: Percentage of total tasks per quarter step for TP1. Turquoise diamonds
are showing the number of CoMD database tasks and green triangles are representing
the number of kriging database tasks. The dark-blue line shows the number of CoMD
tasks, while the light-blue line shows the number CoMD duplicates. The red line shows
the number of kriging tasks, while the orange line shows the number of kriging duplicates.
For the measurement we used a database threshold of 10−3 [GPa] and a kriging error
threshold of 10−1 [GPa]. After a increase of the CoMD tasks at the beginning, due to
the evolving of the wave through the area, the number of CoMD reaches a stable value
at around 4% of the total number of tasks. All the other 96% of the tasks are either
evaluated with the help of kriging (6%), the databases or are duplicates.

In addition to the use of the CoMD database as a plain lookup table, we intro-
duced a database error threshold, which allows for the use of results gained by input
values that are within the threshold. Hence, the CoMD database hit rate depends
on that database threshold. For this specific test problem the number of CoMD
and kriging tasks reach an almost constant rate for the long time limit. Apparently,
only a small number of tasks are using the kriging database, where no threshold is
allowed. Restricting the kriging database to exact results only is due to the already
present error of the predicted values. Allowing for values with an additional error as
input for the prediction would result in an uncontrolled error exposure throughout
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the system.
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Figure 13.2.3: Duration of different tasks per quarter step normalized by the CoMD ex-
ecution time for TP1. For every hit type the time was measured, showing the relative
duration independent of the available parallelization. Obviously, the CoMD tasks take
way longer compared to the almost negligible duration of the other tasks. The CoMD
task includes the time storing the value in the database, too, despite this time is negligi-
ble. The database task contains the total time it takes to check, sort and get the desired
bucket/value for the values within the threshold for the entire macro-solver grid. The
same is true for the kriging database task. The kriging task includes sorting and getting a
bucket from the database, executing the kriging and if successful storing it in the kriging
database. A database threshold of 10−3 [GPa] and a kriging threshold of 10−1 [GPa] has
been used.

Figure 13.2.3 shows the time required by each task during the simulation. We
focus on the time in terms of tasks, as we dynamically schedule tasks so as to support
a wide range of host system configurations with a varying number of available CPU
cores. For example, a CoMD task takes about 20 seconds on an AMD Opteron
Processor 6168 core, which is substantially longer than any other tasks. Since the
actual execution time is strongly affected by the underlying hardware, we normalize
our measurements by the CoMD execution time. The database task, which includes
searching the bucket and sorting the result for the entire field, takes, at most, about
0.007%. While the kriging database tasks become increasingly slow as the database
gets populated, we measure it to take, at most, 0.01%. To avoid excessive database
access for the kriging, we restrict the input to the ten nearest neighbors. With the
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latter, kriging itself is, again, much faster, despite the need to both read from and
write to the database. This is due to the non-blocking nature of writes with the
Redis database.

0.00010.0010.010.11
10100

10-5 10-3 10-1

Hits [%]

Kriging Error Threshold [GPa]

CoMDCoMD DuplicatesCoMD DatabaseKriging DatabaseKrigingKriging Duplicates
Figure 13.2.4: Percentage of tasks per total simulation as dependence on error threshold for
the kriging estimation for TP1. The figure shows the percentage of hits by the different
tasks over the kriging error threshold. The database threshold is kept constant with
10−5 [GPa]. Apparently, for the lowest threshold the number of kriging hits drops to
zero, because the database catches all possible kriging tasks in advance. As expected with
increasing kriging threshold the total number of successful kriging tasks rises.

Next, we investigate the influence of certain thresholds on the actual number of
different tasks during the example simulation. We set up two different thresholds:
one for the acceptance of the kriging result and one for the acceptance of the database
value. Figure 13.2.4 shows the number of task hits as a percentage of the total
simulation over the size of the kriging error threshold. As the error threshold for
the kriging increases, the number of successful kriging tasks also increases, while
the number of CoMD tasks and database tasks decreases. In the first place mainly
database hits are reduce/replaced by the kriging task, but for larger thresholds a
significant number of CoMD tasks are replaced, too. For this particular test problem
a kriging threshold larger than 10−2 [GPa] leads to more kriging tasks than CoMD
tasks, which results in a massive speedup.

Figure 13.2.5 shows the execution of different tasks a function of the database
error threshold. As the database error threshold increases, the plain database hits
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are increasing. Due to the fact that we have to increase the kriging error threshold at
the same time, to ensure at least some successful kriging tasks, the total number of
kriging tasks rises for small thresholds, too. However, for a threshold of 10−2 [GPa]
the number of successful database hits is so large that the number of kriging tasks
is decreasing, while for error threshold beyond that every tasks is either a database
hit or a CoMD task.
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CoMDCoMD DuplicatesCoMD DatabaseKriging DatabaseKrigingKriging Duplicates
Figure 13.2.5: Percentage of tasks per total simulation as dependence on error threshold
of the database results for TP1. The plot shows the percentage of hits with a kriging
error threshold, which is always one order of magnitude bigger than the different database
thresholds, in order have at least some points successfully evaluated by the kriging. This
leads to an increasing number of successful database hits as well as kriging for low thresh-
olds. For an error threshold of 10−2 [GPa] so many database hits are successful, that
only a minor number is of tasks is left to be either evaluated by CoMD or the kriging.
Apparently, for thresholds larger than that all hits are either database or CoMD type.

In summary, increasing error thresholds leads to a reduction in the number of
expensive CoMD hits and therefore reduces the execution time significantly. Due
to our specific implementation, the database always gets checked in the first place,
reducing the number of possible kriging tasks (e.g. especially in case of using the
same error threshold for the database and the kriging). In turn this gain in perfor-
mance must be paid with a reduction in the accuracy, which appeared to be always
at least in the order of the thresholds.
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Besides the performance of the model, we have to be careful about the stability
of the simulation. In order to check the effects of the different thresholds and
statistical errors, we applied Gaussian noise onto the CoMD as well as the database
and kriging results. Our method seems to be extremely stable and is able to provide
reliable results, even with Gaussian noise about the order of the values of the fluxes.
However, at some point the kriging prediction breaks down which results in an
increase in the number of CoMD tasks.

13.3 Circular Expansion (Test Problem II)

The flat wave example discussed above is appropriate for investigating the mapping
of the duplicated CoMD/kriging hits and the basic behavior of the prediction via
kriging. But for simulations of impacts like the laser application on a copper plate
it suffers from simplicity. In this section, we will apply D2KAS to the most difficult
setup: A circular “impact” in the center of the plate affecting all components of the
strain tensor and interference due to the periodic boundaries. We start with a setup
similar to the flat wave example, but in a region with 50× 50 cells (≈ 10, 000 nm2)
and a deformed area in the center with radius r = 5.425 nm. Again, we induce a
deformation of 2% in x-direction but this time into the y-direction, too. In order
to gain the maximum complexity we also introduce a12 = 0.02 and a21 = −0.02,
leading to a small rotation. The resulting simulation is illustrated in a times series
of snapshots shown in Fig. 13.1.2.

After the initial deformation the wave travels throughout the system. During
the simulation the number of CoMD hits as well as the number of successful kriging
tasks are rising, while the number of plain database hits is decreasing. Figure 13.3.1
shows a snapshot of the applied tasks. The circular task distribution is a result of the
combination of all three thresholds. While the center has to be computed by CoMD,
the border region can be successfully evaluated with the help of kriging and database
values. The circular shape is a direct result of the database threshold because of
the underlying scheme; a quadratic/rectangular area. Without a database threshold
(threshold = 0.0 [GPa]) kriging tasks are applied in this area. But with the database
threshold taking away the tasks with the smallest deviations, the resulting circular
shaped area appears.

Figure 13.3.2 shows the percentage of successful hits for our second example
system. We observed that the number of necessary CoMD tasks is rising to almost
80% in the end. This is due to the complexity of the setup leading to an interference
of waves throughout the periodic boundaries. In the first part of the simulation the
number of CoMD hits is continuously rising as well as the number of kriging hits,
while the number of plain database values is decreasing, as in the flat wave example.
But since there are no duplicated hits the actual number of hits is much larger then
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Figure 13.3.1: The different tasks for the circular example are illustrated after a small
number of time steps. Obviously, there are no duplicates (compare TP1) and therefore
all the points in the center have to be evaluated by single CoMD runs. In this example
a rather high database error threshold of 10−2 [GPa] was used, leading to the observed
circular area of kriging duplicates surrounding the CoMD hit area. Without the database
threshold a squared area of kriging hits would surround the CoMD hits (based on the
rectangular grid). In the area with a small gradient in the strain the kriging can reduce
the number of CoMD hits significantly.

in the flat wave example. In Fig. 13.3.2 one recognizes a dip in the number of
kriging hits around 0.4, which refer to the wave reaching the periodic boundaries.
After this te complexity increases, and the number of kriging hits drop to a fairly
small amount of about 20%.

This worst case scenario shows the limit of the method, where either more ad-
vanced kriging methods or additional adaptive sampling methods need to be applied.
However, the basic question is how realistic this worst case scenario is with respect to
any production run. We are interested in the simulation of extended metal “plates”,
where waves of different complexity can travel through leading to small regions of
high strain and large initially unaffected regions. Under such circumstances, the
largely unaffected regions will consist of a number of database accesses and detected
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Figure 13.3.2: Percentage of tasks per quarter step as trend over the total simulation run
(see Fig. 13.1.2 for setup). Red diamonds are showing the number of database tasks and
black triangles are the number of kriging database tasks (rare in this case). The blue
line is the number of CoMD tasks and the green line is number of kriging tasks. We used
again a database threshold of 10−3 [GPa] and a kriging error threshold of 10−1 [GPa]. The
number of CoMD tasks as well as the number of kriging tasks is quadratic as expected and
shows a remarkable kink at time 0.4 when the wave reaches the periodic boundaries. Due
to the strong interference of the wave at the periodic boundaries the number of necessary
CoMD hits rise to almost 80% and the remaining tasks are mainly evaluated with the help
of kriging.

duplicate hits comparable to the quasi-1D wave. Therefore, this methodology is
sufficient to reduce the number of CoMD hits, so that it can be handled by state-
of-the-art supercomputers.
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13.4 Performance of HPC Runtime Systems

In this section we will present performance measurement results for the difference
high-performance runtimes studied with the help of the two test cases. For all runs
the GNU Compiler Collection (GCC/G++) 4.9.2, OpenMPI 1.7.2, Intel Composer
15.0.0, Intel MPI 5.0.1.035, Boost library 1.55, Intel CnC 1.0.100, Charm++ 6.6.1,
Libcircle v0.2.1 and Redis 2.6.16 have been used. The runs were executed on a
cluster equipped with AMD Opteron 6168 with 4x12 cores per node and a cluster
with two Intel XEON E5-2630 CPUs with 2x8 cores per node. For the matrix
operations the GNU lapack and blas libraries have been used.

Now we want to compare the performance of the runtimes on HPC clusters.
First we want to take a look at test problem I (TP I) running on a single compute
node with 48 cores. The time measurement is shown in Fig. 13.4.1 (a). Surprisingly,
Charm++ showed a even better performance as OpenMP, while Intels CnC showed
the same performance than OpenMP, as expected. Libcircle takes much longer
despite the basic ability of MPI to make use of the shared memory environment.
The measurements indicate that Libcircle suffers from a larger amount of overhead.
The left-hand side of Fig. 13.4.1 illustrates the performance measurements for TP I
using three compute nodes with a total of 144 CPU cores. The plot also documents
our efforts to improve the performance of our implementation by comparing its
current state with a previous version (Intel CnC old and Charm++ old). Again,
Charm++ shows the best performance. However, the performance is only slightly
ahead of the Intel CnC code, while Libcircle is much slower.
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Figure 13.4.1: Performance comparison for TP1 on a single node with 48 cores (shared
memory) and three nodes with 144 cores using a single database for both. The right plot
illustrates different optimization stages of the codes.
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Figure 13.4.2 shows the total time for simulations of test problem II (TP II)
running on 10 compute nodes with 480 cores in total. Apparently, during the entire
simulation, Charm++ is slightly slower than Intel CnC.

To investigate the strong scaling of the runtimes, we used TP II with an area
of 100 × 100 grid at the macroscale, leading to 8155 CoMD and 211 tasks during
the final integration step in case of 40 compute nodes. Due to the large number of
tasks, we could not perform the entire simulation for less than 10 compute nodes.
Due to that limitation we calculated the strong scaling for the maximal number of
integration steps achieved by the single node run.
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Figure 13.4.2: Performance comparison of TP II executed on 40 nodes with a total of 640
cores using a distributed database. The inset illustrates the number of CoMD and kriging
tasks executed during the simulation run.

Figure 13.4.3 (a) the average time per integration steps it plotted over the
number of CPU cores. Both runtimes show an almost identical performance for all
simulation runs. In Fig. 13.4.3 (b) the strong scaling behavior is shown. The scaling
is quite good up to 160 CPU cores, but for larger number of CPU cores it is not as
good as expected. In case of 640 CPU cores the efficiency has dropped to ≈ 50%.
This is due to the fact that we could use only a fraction of the total integration steps
due to the total simulation time limitation is case of less than 10 compute nodes.
By that the early stage of the simulation, where only a small number of tasks has
to be executed per integration step has a strong effect on the total simulation time.
For comparison we plotted the strong scaling for 10, 20, and 40 compute nodes
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P t(N,P) S(N,P) E(N,P)
16 29734.7s - -
32 15394.5s 1.93 96.5%
80 6710.52s 4.43 88.62%
160 3787.45s 7.85 78.5%
320 2259.12s 13.16 65.8%
640 1495.84s 19.89 49.7%

Table 13.4.1: The total time t(N,P) for different number of processes (P) and similar
dynamic task numbers N. The speedup (S) and efficiency (E) are measured for the Intel
CnC and Charm++ runtime.

(light-blue and orange line in Fig. 13.4.3 (b) to illustrate that for longer runs the
scaling becomes better and is not limited by the runtimes or the implementation,
but due to the dynamic load based on the chosen test problem. Nevertheless, the
efficiency still only reaches 73.1%. However, one has to keep in mind that this is the
worst case scenario and every other test problem is assumed to scale better as long
as there are more tasks than available CPUs. If there are less tasks than CPUs it is
obvious that the scaling would break down.
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Figure 13.4.3: Performance comparison for 1 to 40 compute nodes, supplied with 2x8
CPU cores per node. The left-hand side shows the total simulation time for TP II for
both runtimes, while on the right-hand side the strong scaling behavior is shown for the
same data.

Due to the nature of TP II of circular problem, the number of tasks increases
quadratically, which can be recognized in the total time measurements shown in
Figs. 13.4.2 and 13.4.3 (a). This has to be taken into account for the interpretation
of the strong scaling measurements.
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To conclude, the performance measurements of several runtime environments
showed that our implementation using Intel’s CnC and Charm++ achieved the best
and almost identical performances for both shared and distributed memory sim-
ulations. The performance of Libcircle was never in a comparable range and we
therefore neglected its scaling measurements.

The runtimes Intel CnC and Charm++ provide a strong basis for high perfor-
mance computing codes. Both runtimes undergo continuous improvements despite
their very different age. Charm++ has now been around for more than 20 years and
has been changed massively over the years. It provides a user basis and ongoing
support by the Parallel Programming Laboratory of the University of Illinois. In
contrast to this, Intel’s CnC is rather new and has just recently been released in
version 1.0.xxx. However, the programming model as well as its compiler offer a
stable and well-designed environment.
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13.5 Accuracy

We further investigated the accuracy of the strain throughout the simulation as a
function of the two different thresholds. Additionally, we tested the accuracy and
stability by applying a Gaussian noise of various strength. The accuracy is defined
as:

Acc = 1
T

∫
dt
√

1
A

∫
dF | ε′ − ε |2, (13.5.1)

where A is the field area, ε′ is the reference strain and ε is the measured strain. The
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Figure 13.5.1: Accuracy of strain (z-axis) as a function of the database error threshold (x-
axis) and the Gaussian noise strength (y-axis), both in [GPa]. The Gaussian noise shows
a perfect linear behavior as expected, but the database error threshold has a non-linear
part for big error thresholds. This is due to the ordering process, which gives always
the closest (distance) result back. Therefore, the accuracy is improved by preferring the
optimal values instead of random ones.

database threshold accounts for the precision of the of MD simulation results of the
stress, which are used as input value for the computation of the stress at the macro
level. Since only the flux values have a direct connection to the temperature on
the MD level and are therefore affected by fluctuations in the system, we artificially
increased the stochastic fluxes by the application of a Gaussian noise of various
strength. This shows on the one hand the numerical stability of the non-oscillatory
central scheme and on the other hand we measured the accuracy of the strain in
correspondence of the Gaussian noise strength. Figure 13.5.1 shows the results of
our measurements of the accuracy of the strain as a function of the database error
threshold and the Gaussian noise strength.
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The accuracy shows a linear correlation with the Gaussian noise strength (as
expected), but it shows a non-linearity in case of large database error threshold.
This is due to the fact, that the returned database bucket is sorted by distance from
the input value, which results in the use of the value with the highest accuracy.
Therefore, the accuracy is much better in case of increased database error thresholds
as one would naively assume.

Figure 13.5.2 shows the accuracy of the strain as a function of the database
and the kriging error threshold. The database as well as the kriging error threshold
shows non-linear behavior for large threshold values. Additionally, the accuracy is
limited by the database error threshold leading to an offset for the kriging error
threshold.
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Figure 13.5.2: Accuracy of strain (z-axis) as a function of the database (x-axis) and kriging
(y-axis) error threshold, both in [GPa]. Both thresholds show a non-linear behavior for
increased values. However, the accuracy of the kriging is limited by the threshold of the
database or to be more precise if the database threshold is equal or smaller than the
kriging threshold, all possible kriging tasks are already taken by the database.

Figure 13.5.3 shows the accuracy of the strain as a function of the kriging error
threshold and the Gaussian noise strength. Since, the Gaussian noise strength accu-
racy is linear, but the kriging error behavior is non-linear, the illustrated correlation
appears. Additionally, the accuracy is is dominated by the Gaussian noise strength,
leading to an almost linear trend for large values.

To summarize, the present scheme seems to be stable even when the Gaussian
noise strength is of the order of magnitude of the strain as this does not cause a break-
down or affect the general behavior of the simulation. Even a Gaussian noise strength
in the order of the magnitude of the strain does not affect the general behavior or
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13.5 Accuracy
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Figure 13.5.3: Accuracy of strain (z-axis) as a function of the kriging error (x-axis) thresh-
old and the Gaussian noise strength (y-axis), both in [GPa]. The Gaussian noise has again
a linear trend, while the kriging shows a non-linear behavior for large thresholds. That
means that the resulting accuracy in this region is better than expected.

lead to numerical instabilities. The strain evolution is simply overlapped by the
Gaussian noise. Furthermore, both the database error threshold and the kriging
error threshold show a non-linear behavior for large threshold values, leading to
higher accuracy. Therefore, larger thresholds can be used to reduce the execution
time of the simulation without the loss of too much accuracy.
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14 Summary and Discussion

In the second part of this Thesis we discussed the implementation and efficiency of
a combination of the heterogeneous multiscale method [104] (HMM) with a parallel
database and a prediction scheme for stochastic data. Our analysis was performed
for the specific physical example of an elastodynamic deformation propagation in a
perfect crystal. Here, the conservation laws in case of elastodynamics of the mass,
momentum and energy are used to compute the dynamics of the system. In fact,
the conservation laws can be split into two different sets of parameters. The first set
includes conserved quantities (strain, momentum density and energy density) and
the second set contains the fluxes (momentum, stress and energy density flux). A
comparison of the strain at the continuum level with the computation of ‘all atom’
simulations of the stress evolution in an MD simulations was shown in Ref. [152].
The strain-stress relation is of most importance, since it accounts for the response
of the specific material to (thermal) expansion. However, our results are not limited
to the specific choice of the physical model system. As long as the problem can be
described by suitable conservation laws for the HMM our adaptive sampling method
is applicable.

HMM is based on the idea of time and length scale separations and has been
revisited in Sec. 10.1. It allows for the combination of models at different scales,
which can be of very different nature. In our specific case we combined a finite-
volume (FV) solver as method to solve the continuum equations for the dynamics
of the conserved quantities at the macro level, which are supported by molecular
dynamics (MD) simulations for the dynamics and responses at the micro level. MD
simulations are used to model a defect-free copper crystal using the Embedded Atom
Method (EAM), introduced in Sec. 10.2 for the particle interactions. Performing
such independent MD simulations at every finite volume leads to a massive number
of tasks, which is computational demanding.

To reduce the computational overhead we used the following approach. As a
first step, we reduced the actual number of independent MD simulations by em-
ploying a distributed database to store results of these simulations, as discussed
in Chapter 12. As a second step, we applied a prediction method known as krig-
ing [26, 27] to further reduce the number of MD simulation. The combination of a
cloud database and a prediction scheme within the HMM framework lead to a novel
adaptive sampling scheme, which we call Distributed Database Kriging for Adaptive
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Sampling D2KAS [150]. The present scheme shows that a NoSQL database can be
used to provide input for the prediction method introduced in Sec. 10.3. To provide
suitable input for the kriging, locality-aware hashing [72] has been applied. We used
the distributed cloud database Redis [156], which can serve as a key-value storage
(see Sec. 10.4) and allows for locality-aware hashing. The input for the database
consists of stochastic data, which are the results of classical molecular dynamics
simulations at finite temperature.

In the first part of the results, presented in Chapter 13, we focused on the perfor-
mance of the adaptive sampling scheme using the parallel high-performance runtime
(Charm++). Due to the varying number of tasks in every step, an efficient distribu-
tion of the work on a HPC cluster using a load-balancer is essential. The runtime
systems introduced in Chapter 11 provide both various load-balancing strategies and
back-end parallelizations. To investigate the performance of our adaptive sampling
method, we introduced two test problems with different complexity. The results
of our measurements are presented in Secs. 13.2 and 13.3, which illustrate the re-
duction of CoMD and kriging tasks as well as scaling measurements and accuracy
investigations.

Our results showed that a huge number of CoMD tasks can be saved without
affecting the stability of the method. The runtime efficiently distributed the inde-
pendent MD and prediction tasks on state-of-the-art compute clusters. Furthermore,
additional features such as the mapping of similar tasks and the use of a different
key for the kriging results are discussed. Our D2KAS method (Charm++ version)
showed that if the maximum number of tasks is larger than the number of compute
nodes/cores – which is usually the case – a speedup of a factor of 2.5 to 25 can be
achieved for our test problems.

To improve the performance and in order to efficiently handle the tasks, which
can be of very different nature and varying in execution times, we implemented
the solver using three different high performance runtimes. The HPC runtimes are
Charm++ [79], Intel’s CnC [89], and Libcircle [97]. These HPC runtimes are designed
to hide back-end parallelization techniques from the programmer and provide au-
tomated load-balancing, to efficiently distribute the work on HPC clusters. We
compared the performance and the scaling of these HPC runtimes using our two
test problems. We showed in Sec. 13.4 that our optimized implementation with of
Charm++ and Intel’s CnC resulted in an almost identical performance. The runtime
Libcircle could not provide a sufficient performance.

In Sec. 13.5 we showed measurements of the accuracy of the strain for varying
error thresholds for the database and the prediction via kriging. This illustrated
that a combination of the kriging prediction and an error threshold for the plain
database results lead to the best performance. Finally, we discussed the stability of
our framework by measurements of the accuracy in relation to the strength of an
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14 Summary and Discussion

Gaussian-noise applied on the results of the MD simulations. Here, the framework
showed that it is numerically stable even if the strength of the noise is on the order
of the strain/stress.

Our adaptive sampling method with the distributed cloud database can pro-
vide the base for further enhancements of the physics including micro/mesoscopic
details like defects, fractures as well as crystal domains. It also shows the necessity
of dynamic runtime systems and schedulers that can deal with the load imbalance
arising from the varying number of tasks in every time step. The distribution of
the tasks by these runtimes cause high traffic, which can only be handled by the
distributed database support. Using a (exchangeable) cloud database in a paral-
lel high-performance runtime and the incorporation of next generation techniques
illustrates the versatility of our method.

138



15 Conclusions and Outlook

In the first part of this Thesis we showed by means of MD simulations that the
crystallization of charge-stabilized suspensions can be affected by hydrodynamic
interactions. The discussion starts with basic investigations of the dynamics of
charge-stabilized suspensions, presented in Chapter 5. We introduced our model
system and discussed the proper initialization of the temperature in Sec. 5.3. This
is followed by Sec. 5.4 including measurement of the mean-square displacement and
its time derivative to illustrate the differences between different solvent methods.
Subsequently, in Secs. 5.5 and 5.6 we described how we measured the strength of
the hydrodynamic interactions on different length and time scales.

In Chapter 6 we introduced the setup for the crystallization and showed by
means of homogeneous nucleation that the system undergoes the phase transitions
at the expected points in the phase diagram. In Sec. 6.2 we discussed the system
for the heterogeneous crystallization and how we detect solid structures. This is fol-
lowed by results for the measurement of the crystallization velocity in Sec. 6.3, where
we found that the growth velocity is reduced with increasing strength of the hydro-
dynamic interactions. This fact represents the main result of the first part of this
Thesis. In the following we identified the reason of this slow-down. We discussed in
detail the colloid arrangement in the layers by measurements of the van Hoove cor-
relation function and the radial distribution function inside the layers. We showed
that the width of the pre-ordering region is affected by the strength of the HIs,
which means that the attachment of the colloids cannot be modeled as a pure diffu-
sion effect, as often assumed (Sec. 6.5). Additional measurements of the dynamics
of the charge-stabilized suspensions at different time and length scales showed that
the short-time dynamics modeled using the Langevin Dynamics (LD) differ from
those of the Lattice-Boltzmann (LB) method. More specifically, the fact that the
LB has different short-time dynamics explains part of the observed slowdown. Our
results clearly underpin the relevance of HI on the dynamics on such short length
and time scales, as was also shown using SD in Sec. 5.4. The short-time dynamics
affect the crystal growth speed, so that correctly modeled short-time hydrodynamic
interactions are vital for studies of colloidal suspensions. Moreover, studies of nu-
cleation phenomena are likely to suffer even more from an inaccurate modeling of
the short-time diffusion. Therefore, methods based on simple LD or Metropolis-
Monte-Carlo simulations produce questionable results for the dynamic properties of
charge-stabilized suspensions like nucleation and crystallization velocity.

139



15 Conclusions and Outlook

The ability of the colloids to couple to hydrodynamic modes and therefore to
be affected by the HIs depends on the particular shape of the interaction potential,
shown in Sec. 6.6. We close with Sec. 6.7, where we compare our simulation results
with experimental measurements and showed, that the time and length scales in our
system are well separated.

Based on the comparison with experimental data we showed that typical colloid
densities lead to a small ratio of the hydrodynamic radius to the inter particle
distance. A sufficiently large ratio is necessary for the effects of the HIs on the
crystallization and therefore the example experimental measurements seem not to
be affected. However, due to the limits in our model, in both the colloid interaction
as well as the solvent models comparisons with experimental setups are difficult.
Realizing a sufficiently large ratio of the hydrodynamic radius to the inter particle
distance could break down the modeling by the Yukawa potential, since it captures
only two-particle interactions. Additionally, changing the solvent viscosity (which
means replacing the solvent by another) will affect the particle interaction and thus
makes it difficult to reproduce similar variation of the system’s properties in an
experimental investigation.

Due to the importance of the short-time properties shown in this Thesis, future
investigations should focus on the different methods and how to match best the
experimental data. This would include the search for suitable parameters for the
LD and LB method as illustrated in Ref. [160], but could still be computationally too
demanding. Furthermore, the implementation of the SD solver needs to be revisited
to include (two) boundary conditions. This is a non-trivial task, but essential for
the simulation of heterogeneous crystallization.

The second part of this Thesis deals with a novel and efficient implementation
of a heterogeneous multiscale framework for the simulation of deformation evolution
in copper, presented in Chapter 7. Here, we implemented a finite-volume solver
for the computation of the evolution on the macroscale and MD simulations on the
mircoscale. We implemented an adaptive sampling method based on a prediction
scheme called kriging, supplemented by a distributed database. Here, we showed by
means of two examples that the performance could be boosted by a factor of 2.5 to
25.

We started our discussion with an introduction of the heterogeneous multiscale
method for the specific case of elastodynamics in Sec. 10.1. This is followed by
a short introduction to CoMD, the MD library used for the simulations of the
microscale and the modeling of metals via the embedded atom method in Sec. 10.2.
We introduced the interpolation based on the best linear unbiast prediction (also
called kriging) and the distributed database in Secs. 10.3 and 10.4.

The use of several runtime systems (Chapter 11) for the implementation and
efficient dynamic execution of the code is shown in Chapter 12. Afterwards, we
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illustrate in the results Chapter 13 by means of two test problems for the strain
evolution in copper, the adaptivity and performance of the Distributed Database
Kriging for Adaptive Sampling (D2KAS) framework. We discuss in detail the num-
ber of different tasks per integration step and compare the total execution time for
different runtime systems in Sec. 13.4. We close with an investigation of the accu-
racy of the strain in Sec. 13.5, which is based on several thresholds that are user
defined. Additionally, we applied Gaussian noise of different strength to the results
on the microscale, to illustrate the stability of our method.

The adaptive sampling framework and its implementation using several high-
performance runtime systems targets towards future applications that will close the
gap between atomic and engineering time and length scales. An urgent question
is how to include mesoscopic crystal domains into the HMM framework and still
includes a separation of the time and length scales. Without the separation of
time and length scales the computational efforts are still demanding but could be
used, for example, for investigations of micro fracture evolution in metals. However,
including the non-linear strain-stress relation and finite temperature naturally via
the MD simulations, allows to model larger areas with atomic resolution including,
for example, for statistically distributed defects. Our method to perform large-
scale simulations with atomic resolution at finite temperature provides the basis for
advanced multiscale modeling and the discovery of new physical findings.

The presented results and methods show, that the use of high-performance
computers is essential for the investigation of complex non-linear systems. Important
results, like the effects of HIs on the nucleation can only be handled with the help
of either modern computer architectures equipped with general purpose accelerators
or optimized methods and algorithms for HPC systems. In general, the separation
of time and length scales is often not as sharp as supposed by theory. We showed by
means of two examples, i.e. microscopic HIs that affect macroscopic crystallization
and highly local laser impact with with long-ranged influence, that the dynamics
on different length and time scales are important and affect each other. That is the
reason, why multiscale methods and their efficient implementation become more
and more important. Additionally, computer simulations are often the only way for
a detailed understanding of non-equilibrium processes, like nucleation and elastic
wave evolution and to provide valuable input to improve theory and experiment.
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