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Abstract

Molecular dynamics simulations can give detailed insights into the properties of
biomolecules on an atomistic level. Improvements in the domain of simulation
codes as well as of the available hardware enable the simulation of invariably
more complex molecular processes. Molecular simulation is therefore often
described as a “computational microscope” that makes it possible to run ex-
periments virtually and thus gain insights into the function of proteins and
other biomolecules. Although molecular dynamics simulations have inherent
restrictions, the results can partially be obtained more reproducible, reliable,
and safely than using wet lab experiments. The scope of application ranges
from fundamental questions like the formation of protein conformations or
the effect of mutations to complex analyses like synthesis rates of biodiesel in
biotechnology or drug binding in medicine.

Visualization of the simulation results is an essential part of the interpretation
of these virtual experiments. It is so to say the ocular of the computational
microscope, which makes the data visible. Interactive visualization facilitates
making discoveries, since it fosters an exploratory visual analysis of the data.
Molecular models tailored to specific problems illustrate the particular proper-
ties of the visualized biomolecules. Examples are abstract representations that
show the functional structure of a protein, or molecular surfaces that depict
the contact surface between a molecule and a solvent. Available visualization
techniques are, however, often not efficient enough to ensure an interactive
exploration of large, dynamic data. A more comprehensive analysis that goes
beyond this direct visualization of the simulation data is attained through fea-
ture extractions, which are executed as part of the visualization. Here, derived
features of the simulated biomolecules like potential binding sites for reactants
are extracted from the raw data, that is, the positions and elements of the atoms.
Similar to the existing visualization techniques, previous analysis methods are
in most cases not applicable in real-time and, thus, restricted to static data
like single time steps of a simulation. For simulation data, however, processes
that extend over a period of time can be of particular interest, for example
conformational changes of a protein. Since the available feature extraction
methods are not applicable in real-time, the results have to be precomputed for
all time steps. Parameter changes imply a costly recalculation for the whole
simulation. Hence, an exploratory visual analysis requires new methods that
can be applied interactively to dynamic data.
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Abstract

In this work, various methods that support the interactive visual analysis of
biomolecular processes are introduced and discussed. The presented GPU-
accelerated methods are parameterizable in real-time by the user and enable
an exploratory analysis on current desktop computers. The basis for a visual
exploration is the interactive visualization of complex molecular models for
large, dynamic data sets without resorting to precomputed data. Consequently,
this allows the user to switch between different representations without delay,
which could otherwise disrupt and impair the analysis process. Hence, the
user can analyze the dynamics of the simulated biomolecules. To facilitate
the visual analysis, several real-time rendering methods have been developed
and introduced, which for example enhance depth perception or provide a
clearer, less cluttered depiction using non-photorealistic rendering. Based on
these techniques, analysis methods and tools have been developed that extract
complex properties of the simulated molecules. An example is the detection of
cavities and channels, which play an essential role for the function of proteins.
This enables analyzing the accessibility of binding sites for reactants, which
can trigger an enzymatic reaction, or the permeability of a channel protein
for a certain species of solvent molecules. Since the visual analysis of the
simulation data is fully interactive, it supports the user not only in verifying
existing hypotheses about the properties of the biomolecules but also allows for
unexpected findings. Experts from the field of biochemistry have for example
been able to find a channel to the binding site of a protein that did not agree
with the predicted one. The combination of various analysis methods allows
for a comprehensive, consistently interactive, exploratory visual analysis of
biomolecular simulations, which gives users detailed insights into the data in
real-time and fosters the discovery of new, unanticipated phenomena.
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German Abstract
—Zusammenfassung—

Molekulardynamik-Simulationen können weitreichende Einblicke in die Funk-
tionsweise von Biomolekülen auf atomarer Ebene geben. Fortschritte sowohl
auf dem Gebiet der Simulationsprogramme als auch der verfügbaren Hardware
sorgen dafür, dass immer komplexere molekulare Vorgänge simuliert werden
können. Molekulare Simulation wird deshalb oft als “Computer-Mikroskop”
bezeichnet, das es ermöglicht, Experimente virtuell durchzuführen und somit
Einblicke in die Funktionsweise von Proteinen und anderen Biomolekülen zu
gewinnen. Zwar sind Molekulardynamik-Simulationen methodenbedingten
Einschränkungen unterworfen, aber trotzdem können die Ergebnisse zum Teil
einfacher reproduzierbar und sicherer zur Verfügung gestellt werden als durch
Labor-Experimente. Das Anwendungsgebiet reicht von grundlegenden Fragen
wie der Bildung von Protein-Konformationen und der Auswirkung von Muta-
tionen bis hin zu komplexen Untersuchungen wie Synthetisierungsraten von
Biodiesel in der Bio-Verfahrenstechnik und Wirkstoffbindung in der Medizin.

Die Visualisierung der Simulationsergebnisse ist ein wichtiger Teil der Auswer-
tung dieser virtuellen Experimente. Sie ist sozusagen das Okular des Computer-
Mikroskops, welches die Daten sichtbar macht. Interaktive Visualisierung för-
dert den Erkenntnisgewinn, da sie eine explorative visuelle Analyse der Daten
ermöglicht. Auf die Problemstellung zugeschnittene Molekülmodelle erlauben
es, bestimmte Eigenschaften der visualisierten Biomoleküle hervorzuheben.
Beispiele hierfür sind abstrakte Darstellungen, welche die funktionale Struk-
tur eines Proteins zeigen, oder Moleküloberflächen, welche die Kontaktfläche
zwischen dem Molekül und einem Lösungsmittel abbilden. Verfügbare Visua-
lisierungsmethoden sind jedoch oft nicht effizient genug, um eine interaktive
Exploration großer, dynamischer Daten zu gewährleisten. Neben der direk-
ten Darstellung der Rohdaten aus der Simulation ermöglichen Merkmalsex-
traktionen, welche im Rahmen der Visualisierung durchgeführt werden, eine
umfassendere visuelle Analyse. Hierbei werden aus den Rohdaten, d. h. den
Positionen der Atome und ihrem Element, abgeleitete Eigenschaften der si-
mulierten Biomoleküle extrahiert, beispielsweise potentielle Bindungsstellen
für Reaktionspartner. Bisherige Methoden sind meist nicht echtzeitfähig und
deshalb auf statische Daten begrenzt, z. B. einzelne Zeitschritte einer Simulation.
In Simulationsdaten sind jedoch insbesondere Vorgänge von Interesse, die sich
über einen Zeitraum erstrecken, beispielsweise Konformationsänderungen eines
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Proteins. Da die verfügbaren Merkmalsextraktionen nicht echtzeitfähig sind,
müssen die Ergebnisse für alle Zeitschritte vorberechnet werden. Parameterän-
derungen ziehen eine aufwändige Neuberechnung für die komplette Simulation
nach sich. Zur explorativen visuellen Analyse werden deshalb neue Methoden
benötigt, welche interaktiv auf dynamische Daten angewendet werden können.

In dieser Arbeit werden verschiedene Verfahren zur interaktiven visuellen Ana-
lyse biomolekularer Vorgänge vorgestellt und diskutiert. Die beschriebenen
Methoden ermöglichen eine explorative Analyse, welche vom Benutzer parame-
trierbar ist. Ein wichtiger Faktor ist die Berechnung in Echtzeit auf aktuellen
Desktop-Rechnern. Dies erlaubt es dem Benutzer, zwischen verschiedenen Dar-
stellungen zu wechseln ohne Wartezeiten in Kauf nehmen zu müssen, welche
die Analyse unterbrechen und beeinträchtigen könnten. Die interaktive Visua-
lisierung komplexer Molekülmodelle für große, dynamische Datensätze ohne
Vorberechnungen bildet die Grundlage für die visuelle Exploration. Dies erfor-
dert optimierte Algorithmen und die effiziente Ausnutzung der verfügbaren
Hardware, beispielsweise die Auslagerung parallelisierbarer Berechnungen auf
die Graphikkarte. Der Benutzer kann somit die Dynamik der simulierten Biomo-
leküle auswerten. Zur Erleichterung der visuellen Analyse wurden verschiedene
Echtzeit-Rendering-Methoden entwickelt und eingesetzt, welche beispielsweise
die Tiefenwahrnehmung verbessern oder durch nicht-photorealistisches Ren-
dering eine klarere, weniger überladene Darstellung erreichen. Aufbauend auf
diesen Techniken wurden Analysemethoden und -werkzeuge entwickelt, welche
komplexe Eigenschaften der simulierten Moleküle extrahieren. Ein Beispiel hier-
für ist das Auffinden von Hohlräumen und Kanälen in Proteinen, welche eine
wichtige Rolle für die Funktion spielen. Dies erlaubt die Analyse der Zugäng-
lichkeit von Bindungsstellen für Reaktionspartner, welche eine enzymatische
Reaktion auslösen können, oder der Permeabilität eines Kanalproteins für eine
bestimmte Spezies von Lösungsmittelmolekülen. Auch bei der Analyse stand
die interaktive Merkmalsextraktion mittels GPU-beschleunigter Algorithmen
im Vordergrund. Die dadurch mögliche visuelle Analyse der Simulationsdaten
unterstützt den Benutzer nicht nur bei der Verifikation bestehender Thesen
zum Verhalten der Biomoleküle. So konnten Anwender aus dem Bereich der
Biochemie mit der oben erwähnten Analysemethode beispielsweise einen Kanal
zur Bindungsstelle eines Proteins finden, welcher nicht den Vorhersagen ent-
sprach. Die Kombination der verschiedenen Methoden erlaubt eine umfassende,
konsequent interaktive, explorative visuelle Analyse biomolekularer Simula-
tionen, welche den Anwendern detaillierte Einblicke in die Daten in Echtzeit
ermöglicht und die Entdeckung neuer, unerwarteter Phänomene fördert.
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Introduction

If you want to understand function,
study structure.

Francis Crick [Cri88]

Proteins are involved in almost all reactions inside an organism. Together with
other biomolecules like DNA and RNA, they form the building blocks of life. It
is critical to understand their function on a nanoscopic—that is, atomistic—level
in order gain deeper insights into their mechanics that suggest their macroscopic
influence. This is for example essential for drug design in biomedical or phar-
maceutical engineering. Biotechnology is also used in industrial applications,
for example for biofuel synthesis using proteins. Besides classical wet lab exper-
iments, Molecular Dynamics simulations are today used in many application
domains to investigate the characteristics and properties of biomolecules on an
atomistic level. The simulation codes are constantly refined and improved in
order to model the actual behavior of the simulated biomolecules as realistically
as possible. This requires more compute power, which is provided by the
continuous progress on the hardware side as well as the development of more
efficient algorithms that make use of this new hardware. Clusters with several
thousands of compute nodes enable the simulation of larger and more complex
molecular systems. Molecular dynamics simulations, however, have inherent
limitations. They can, for example, not model chemical reactions that include
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the formation or breaking of covalent bonds between atoms. Furthermore, the
simulated systems only remain stable for a certain time, especially for larger
systems. Nevertheless, molecular dynamics simulations are a viable tool for the
analysis of biomolecular systems since they allow to run virtual experiments. In
contrast to wet lab experiments, the results are reproducible since they can be
executed under fixed starting conditions and reliable since they cannot suffer
from environmental factors like contamination. For hazardous substances like
viruses, simulations also provide more safety. Furthermore, simulation allows to
examine biomolecules under almost arbitrary environmental conditions. Most
importantly, however, molecular simulation can give detailed insights into the
atomistic structure of biomolecules, which is beyond the scope of imaging
methods for real experiments. This is essential since the function of a protein
is not only determined by its chemical composition but also its shape and
structure. Molecular dynamics simulation has been dubbed the “computational
microscope” by leading scientists in the field like Klaus Schulten [LHS+09] and
David E. Shaw [DDG+12], because it enables to investigate large biomolecular
structures in unparalleled detail to gain deeper insights into their function.

In order to enable the analysis of the results of molecular dynamics simulations,
they have to be made visible to the analyst. Scientific visualization of molecular
simulations can therefore be seen as the ocular of the computational microscope,
which is crucial to investigate the outcome of these virtual experiments. The
general goal of visualization is to create an image from raw data that allows
a human observer to understand these data, draw a conclusion from them,
and thereby gain new insights. Therefore, it is vital to devise a meaningful
representation of the data. For biomolecular data, there are a wide variety of
such representations called molecular models. Each of these established models
is designed to reveal certain properties of the depicted molecule. Simple models
like the well-known ball-and-stick representation that shows the position of
each atoms and their covalent bonds are based on early physical models by
Hofmann [Mei06]. More complex models like the abstract representation of the
functional structure of a protein [Ric81] or molecular surfaces that show the
contact surface between the molecule and a solvent [Ric77] were only made
usable in practice by computer graphics. For dynamic, three-dimensional data
such as the one originating from molecular dynamics simulations, interactive
visualization is important for data analysis. It allows the user to interact with
the visual representation of the data in real time, for example by adjusting the
virtual camera or viewing a smooth animation of the simulation results.
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1.1 Motivation

This thesis focuses on the interactive visual analysis of biomolecular structures.
The structure of a biomolecule is often essential for its proper function. This
aspect is also highlighted by the quote at the beginning of this chapter by Fran-
cis Crick, who discovered the structure of the Deoxyribonucleic Acid (DNA)
double helix together with James Watson in 1953 [WC53]. As mentioned above,
the dynamics of molecular structures are nowadays commonly investigated
using molecular dynamics simulations. Visual analysis of molecular dynamics
simulation data is an important tool to understand the results of these simu-
lations. Interactive visualization facilitates making discoveries, since it fosters
an exploratory visual analysis of the data. By visually exploring the data, a
domain scientist can identify interesting processes that occurred during the
simulation and analyze them. In order to support this visual analysis, a wide
variety of methods for visualizing molecular dynamics simulations has been
developed. Overviews of modern molecular visualization techniques are for ex-
ample given by O’Donoghue et al. [OGF+10], Chavent et al. [CLK+11], or Lipşa
et al. [LLC+12]. An overview of visualization methods that show the structure
of biomolecules was recently given by Kozlíková et al. [KKL+15]. Some of these
methods have been implemented in molecular visualization tools. This includes
freely available software like Visual Molecular Dynamics (VMD) [HDS96], Py-
MOL [DeL02], or UCSF Chimera [PGH+04] as well as commercial software
like Molsoft ICM Browser Pro1 or Amira [SWH05]. These programs offer a
wide range of common functionality for molecular visualization and analysis.
Although they are constantly maintained and improved, they sometimes lack
special functionality. Furthermore, the available visualization and analysis tech-
niques in the aforementioned programs are often not efficient enough to ensure
an interactive exploration of large, dynamic data. Therefore, novel algorithms
that can be executed in parallel and exploit current hardware like programmable
graphics processing units are needed to maintain interactivity even for large
data sets. The resulting interactive rendering of appropriate molecular models
can be seen as a direct visualization of the simulation data. This enables domain
scientists to assess the dynamics of the simulated biomolecules.

Direct interactive visualization of the dynamic data is, however, only the first
step for a comprehensive analysis. Feature extractions that are executed in
real time as part of the visualization can aid the analysis process greatly. Here,
derived features of the simulated biomolecules are extracted from the raw

1 Molsoft LLC., http://www.molsoft.com/icm_browser_pro.html (accessed 11/18/2014).

http://www.molsoft.com/icm_browser_pro.html


4 Chapter 1 • Introduction

data, that is, the positions and elements of the atoms. These features can be
purely geometrical, for example indentations in the molecular surface that can
potentially act as binding sites for reactants. Other features like hydrogen
bonds require additional chemical information. The tools mentioned above
partially include such analysis methods, which yield satisfactory results for
static data, for example single time steps of a simulation. Similar to existing
visualization techniques for molecular models, however, these available analysis
methods are in most cases not applicable to dynamic data. Previous methods
often cannot provide the required computational speed, which is necessary
to provide results interactively during visualization, or the algorithms are
restricted to static data, since they do not correlate the results of consecutive
time steps. For simulation data, however, processes that extend over a period of
time can be of particular interest. An example would be conformational changes
of a protein like the opening of a transport channel. Precomputation of the
results for all time steps of can only partially remedy this issue. If the feature
extraction method only supports single time steps, the results would still be
uncorrelated, which impedes an intuitive visual analysis. Moreover, parameter
changes for the feature extraction implies a time-consuming recalculation for
all time steps of the simulation. This would disrupt the analysis process and
render an interactive exploration of the simulation results virtually impossible.
Consequently, new feature extraction and data analysis methods that can be
applied interactively to dynamic biomolecular data are required to enable an
exploratory visual analysis.

The results of the feature extractions can often be visualized directly or mapped
to the representation of the biomolecule. Hydrogen bonds can, for example, be
rendered as additional connections between atoms in a ball-and-stick model.
Another example would be a special coloring of parts of the molecular surface
that has a previously determined affinity to bind water molecules. Such enriched
visualizations that offer a wealth of information to the analyst support the
data analysis in an intuitive way and can help to gain novel insights. In
some applications, however, it can be more practical to show the additional,
extracted information in a separate visualization, independently of the spatial
representation of the molecule. Such multi-modal visualizations can be used
to prevent visual clutter that occurs when mapping too much information
to a single model. Although this concept is partially used in available tools,
the different visualizations have to be tightly coupled for a seamless data
exploration. The goal would be to combine various interlinked visualizations
that are suitable to represent the simulation results as well as the derived data
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in order to facilitate an exploratory visual analysis, which can ultimately lead
to new and possibly unexpected discoveries about the simulated biomolecular
systems by illustrating their dynamics and other complex properties.

Ongoing advances of the simulations codes as well as the increasing capabil-
ities of the available compute clusters lead to steadily growing data set sizes.
Therefore, the visualization algorithms also have to be constantly adapted to
new hardware capabilities in order to keep up with the data. While molecular
dynamics simulations are typically run on compute clusters, the results are often
analyzed on a single desktop workstation. Therefore, the algorithms for visual-
ization and analysis should be implemented so that they reach the demanded
interactivity on an off-the-shelf computer with a high-end consumer graphics
card. The last point is especially important since many parallel computations
can be offloaded to the graphics hardware. The available tools, however, are still
typically using mainly the Central Processing Unit (CPU) for data processing.
Consequently, there is a clear need for efficient data processing that leverages
the latest hardware.

1.2 Structure and Contribution

This section gives an overview of the structure of this thesis and summarizes
the contributions of the author to the discussed publications. All subsequent
publications were co-authored by the author’s PhD advisor Thomas Ertl, with
the exception of [HKOW14] and [KKL+15]. If not noted otherwise, the co-
authors mentioned below were with the Visualization Research Center of the
University of Stuttgart (VISUS) at the time of the collaboration.

Chapter 2 provides an overview of the basics that are required for the rest of the
thesis. This includes the fundamentals of scientific visualization, rendering, and
general purpose computations on graphics hardware as well as the biological
background. This first part of the chapter reviews the respective subjects based
on previous work found in the literature. The last part describes the MegaMol
visualization framework [GKM+15] that was used as a prototyping platform for
the implementations discussed in the rest of the thesis. MegaMol was designed
and implemented by Sebastian Grottel [Gro12]. The author of this dissertation
contributed the biomolecular visualizations described in Chapter 4 – 6 as well
as other functionality, e.g. methods for rendering volumetric data.

Chapter 3 describes commonly used molecular models and reviews their
strengths and weaknesses for certain analysis tasks. These models are widely
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used in molecular visualization programs. An extended version of the classifica-
tion for molecular models presented in this chapter was used in a state-of-the-art
report about molecular visualization that was co-authored by the author of this
thesis [KKL+15] (as joint first author together with Barbora Kozlíková from
Masaryk University in the Czech Republic).

In Chapter 4, several interactive visualization methods for the most important
molecular models introduced in Chapter 3 are discussed. This includes technical
descriptions of the implemented algorithms as well as performance tests. All
methods are tailored towards visualizing large, dynamic biomolecular data sets
in real-time without precomputations. Therefore, most of the presented methods
offload parallelizable computations to the Graphics Processing Unit (GPU). The
Cartoon representation for proteins discussed in Section 4.2 was the first one to
use the geometry shader [KBE08]. Section 4.3 describes a fast method to render
the Solvent Excluded Surface (SES) of a molecule using GPU-based ray casting
of implicit geometry [KBE09], which received an Honorable Mention at the
2009 VisWeek conference. Both aforementioned methods were developed by the
author under the supervision of Katrin Bidmon. A subsequently implemented
parallel computation of the underlying data structures on the GPU achieved
only a minor speedup [KDE10]. Therefore, another GPU-accelerated algorithm
was developed [KGE11], which is still one of the fastest SES implementations for
dynamic data. Section 4.4 describes an even faster computation for molecular
surfaces [KSES12], which only approximates the SES. The methods runs com-
pletely on the GPU and was developed in collaboration with John Stone while
the author of this thesis visited Klaus Schulten’s lab at the University of Illinois
at Urbana-Champaign. Section 4.5 describes a method to interactively visualize
coarse-grained whole-cell simulations at atomistic detail, resulting in multiple
billion of particles. The method was developed in collaboration with Martin
Falk. It was awarded Best Paper at the VCBM conference [FKE12] and, thus,
invited to the journal Computer Graphics Forum [FKE13]. In a collaboration
with Finian Mwalongo, the method was shown to be also suitable for web-based
visualization using WebGL [MKK+14].

Chapter 5 discusses several shading and rendering techniques that enhance
the image quality in a way that it supports the visual analysis of the data.
Thus, the methods aim at emphasizing the shape and spatial complexity of
molecules, since these are important for structural biology. This includes a
method to render the SES semi-transparently [KKP+13b], which was developed
in collaboration with Daniel Kauker and Alexandros Panagiotidis who devised
the underlying Order-Independent Transparency (OIT) rendering method. This
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OIT method can also be used to create a depth-of-field effect. Section 5.3
describes an Ambient Occlusion (AO) method that can be used for large particle-
based data sets [GKSE12]. The method was developed together with Sebastian
Grottel. An illustrative visualization technique that highlights salient regions of
molecular surfaces [LKEP14] was developed in collaboration with Kai Lawonn
and Bernhard Preim (University of Madgeburg).

Chapter 6 describes different methods to analyze derived properties of the sim-
ulated molecules. In cooperation with Sasha Rehm and Jürgen Pleiss from the
Institute of Technical Biochemistry (ITB, University of Stuttgart), a method to ex-
tract and track hollows (also called cavities) in proteins was developed [KFR+11].
Martin Falk contributed to the implementation. This method was later refined
and extended to channels and indentations of the molecular surface [KRS+13],
which play a vital role for protein function. Parts of the implementation were
contributed by Guido Reina and Christoph Schulz (as part of his diploma thesis).
The work was evaluated together with Tobias Kulschewski and Jürgen Pleiss
from ITB. A visual analysis application based on this work was built together
with Guido Reina and Daniel Kauker [KKRE14]. This application allows the
user to analyze and explore the aforementioned surface features—hollows,
channels, and indentations—and their properties in real-time.

A visual analysis method for solvent interactions is discussed in Section 6.2.
The technique was devised together with Bertram Thomaß during a cooperative
project [TWK+11]. Expertise in thermodynamics was provided by Jonathan
Walter and Hans Hasse from the University of Kaiserslautern.

Section 6.3 describes two comparative visualizations for molecular data. The
first technique uses superimposition of rigid molecular surfaces and calculates
their distance in image space [KKP+13a]. It is based on the aforementioned
OIT method developed by Kauker and Panagiotidis. The author of this thesis
contributed the molecular visualizations used for the comparison. The second
technique uses deformable models to define a point-to-point correlation of
two molecular surfaces, which allows to compare the surface structure as well
as physico-chemical surface properties [SKR+14]. The method was mainly
developed by Katrin Scharnowski during her diploma thesis, which was super-
vised together with Guido Reina. The author of this thesis contributed to the
underlying idea and to the implementation of the method.

Complex molecular interactions can depend on multiple, correlated properties.
In collaboration with Julian Heinrich and Sean O’Donoghue (CSIRO, Sidney),
an application that combines 3D structures and parallel coordinate plots using
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linked views was developed [HKOW14]. The author of this thesis contributed
molecular visualization and analysis methods to this work. The application,
which is detailed in Section 6.4, is intended for the visual analysis of ensembles
of similar molecules.

Chapter 7 concludes the thesis by discussing the opportunities and benefits for
application domain scientist provided by interactive, exploratory visual analysis
approaches and examines their usability to solve actual research questions. This
includes examples of discoveries from molecular simulations that were made
by visual data exploration, for example the analysis of ion movement near
DNA [EKK+14], which was conducted together with Stefan Kesselheim and
Christian Holm from the Institute for Computational Physics (ICP, University
of Stuttgart). Katrin Scharnowski contributed the implementation of pathline
rendering. The concept of exploratory visual analysis was also successfully
applied to solve the 2012 SciVis contest2 [SKS+13]. The work was mainly
carried out by Katrin Scharnowski as part of a student research project under
the supervision of the author of this thesis. Expert feedback was provided
by Philipp Beck from the Institute for Theoretical and Applied Physics (ITAP,
University of Stuttgart) and Filip Sadlo. The chapter also briefly reviews the
applicability of some of the presented methods in other fields, for example an
investigation of material boundaries obtained by fluid simulations carried out
in collaboration with Manuel Hirschler and Ulrich Nieken from the Institute of
Chemical Process Engineering (ICVT, University of Stuttgart) [KHS+14]. The
chapter concludes with a discussion of promising directions for future research
based on the results of this thesis.

2 IEEE SciVis Contest 2012, http://sciviscontest.ieeevis.org/ (accessed 11/18/2014).

http://sciviscontest.ieeevis.org/
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Fundamentals

This chapter gives an introduction to the fundamentals on which this thesis
is built. First, the basics of scientific visualization and the required technical
foundations for rendering as well as computation on modern graphics hardware
are briefly discussed. After this, the biological basics are explained, followed by
a short introduction to molecular dynamics simulations. Finally, the employed
software infrastructure including data formats and preprocessing are detailed.

2.1 Interactive Visualization and Rendering

Visualization is the process of generating a graphical depiction of numerical
data. The goal of visualization is to give a meaningful picture that allows to see,
understand, and analyze such data. The data can originate from various sources
like sensors or simulations and can be spatial or non-spatial. In the context
of biomolecular simulations, the data is usually spatial and time-dependent.
The following subsections introduce the basics of visualization with a focus
on three-dimensional representations of such data. This is commonly called
scientific visualization as opposed to information visualization, which comprises
visualization methods for non-spatial data.
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Figure 2.1 — The visualization pipeline as described by Weiskopf [Wei06].

2.1.1 The Visualization Pipeline

The visualization pipeline is a reference model of the visualization process.
Although there is controversy about this pipeline, most visualization applica-
tions follow the common scheme given by Weiskopf [Wei06] and outlined in
Figure 2.1. The visualization pipeline is independent of the type of input data.

Prior to visualization comes the data acquisition. Data can be acquired from
a wide variety of sources, like simulations, sensors, or data bases. While the
data acquisition itself is not part of the visualization pipeline, it provides the
raw data. These raw data are the input for the visualization process. In the
first stage, filters can be applied to transform the raw data into visualization
data. Filters can for example remove, interpolate, quantize or classify certain
data values. The filter stage does not necessarily imply that there is exactly one
operation. Sometimes, no filtering at all is needed, while in other cases, many
different algorithms are applied successively. The next stage is the mapping.
Here, the visualization data is transformed into a renderable representation. The
potentially abstract visualization data is mapped to graphical primitives. An
example for this would be the assignment of color values to density or pressure
values using a transfer function. Another example would be the mapping of a
particle to a geometric primitive like a sphere and its discretization into triangles.
In the next stage, the rendering, a displayable image is generated and presented
to the user. For interactive visualization of three-dimensional data, the rendering
stage often uses a hardware-accelerated graphics Application Programming
Interface (API) like OpenGL or Direct3D. The next section introduces this
concept by explaining the rendering pipeline for modern OpenGL.

As indicated in Figure 2.1, all three stages—filtering, mapping, and rendering—
can involve user interaction. This may for example include the definition of a
threshold value for filtering, the selection of a tessellation level during mapping,
or the adjustment of the virtual camera for the rendering. User interaction is
a vital part of visualization since it allows the user to explore the parameter
space. The resulting image might show different aspects of the data, which in
turn can lead to new insights.
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Figure 2.2 — The simplified pipeline of OpenGL 4.4. Blue stages illustrate the
programmable shaders. During rasterization (green), vertex data is converted
to fragment data. All data (orange) is stored in GPU memory.

2.1.2 The OpenGL Rendering Pipeline

In traditional computer graphics, a three-dimensional object in a scene is rep-
resented by a mesh of polygonal primitives. The vertices of a primitive can
have attributes like colors, texture coordinates, or normals for lighting. The
image generation of early graphics cards offering hardware acceleration for
3D rendering followed a fixed-function pipeline where the primitives were
transformed to the eye space of the virtual camera, rasterized and shaded (see
[FvDFH90] for more details). With the advent of programmable graphics cards,
the vertex and fragment processing stages of this pipeline were the first to
become programmable. On a modern Graphics Processing Unit (GPU), almost
the whole rendering pipeline is programmable, with only few fixed operations.
As the computations for image generation can be executed in parallel, GPUs
are parallelized for Single Instruction, Multiple Data (SIMD) execution. That is,
the same calculations are executed for all data points.

A simplified diagram of the OpenGL 4.4 pipeline [SA14] is shown in Figure 2.2.
It comprises four programmable stages: the vertex shader, the tessellation
shader, the geometry shader, and the fragment shader. These shaders can be
programmed using the OpenGL Shading Language (GLSL), which is a high-
level programming language similar to C. For each shader, a set of in- and
output values can to be defined in addition to the built-in variables. All shaders
can read data from texture memory.

The vertex shader allows to modify the input values. The input data are the
vertices of the primitives in the scene and their optional attributes (e.g. position,
color, or normal). Usually, the model-view-projection matrix is applied here. The
model matrix transforms the initial objects coordinates to world coordinates that
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are transformed to eye coordinates using the view matrix. The eye coordinates
are transformed to clip coordinates using the projection matrix.

The optional tessellation stage subdivides polygonal patches into smaller primi-
tives and consists of two shaders. The tessellation control shader is used to define
the level of subdivision, which determines the amount of resulting primitives.
These new primitives are generated in the fixed-function tessellator. The tessella-
tion evaluation shader is used to define the actual positions and other attributes
of the resulting vertices, similar to the vertex shader.

The optional geometry shader is executed for each primitive. The output is zero
or more primitives. That is, it can not only be used to generate new primitives
but also for culling (i.e. the removal of unnecessary geometry). Compared to
the tessellation shader, it offers greater flexibility but is usually slower and more
limited in the number of primitives that can be emitted.

After these three stages, the final positions of the vertices can be read back
using the transform feedback. The vertices can for example be downloaded to
main memory for further processing by the CPU or to store them to permanent
memory. The next stages in the pipeline are clipping, which removes primitives
that are outside the view frustum of the virtual camera, and rasterization.

The results of the rasterization are the position and depth as well as the interpo-
lated attributes (e.g. color, normal, or texture coordinate) per fragment. These
are the input of the fragment shader, which can modify the output values and
the fragment depth. Typically, the output of a fragment shader is the color of
the fragment stored as red, green, blue, and alpha values (RGBA format), and
its depth value. For the final image generation, optional non-programmable
per-fragment operations like blending can be executed prior to writing the
fragment values to the output buffer. This can be the framebuffer in case of
direct rendering or a buffer object on the GPU in case of offscreen rendering.

As mentioned above, GPUs are traditionally optimized for triangle rendering.
Therefore, many modern 3D rendering techniques and applications still con-
struct the geometry of a scene solely using polygons, which can be subdivided
into triangles by the GPU. The modern, programmable OpenGL pipeline can
also be used for advanced rendering methods like ray casting for direct vol-
ume rendering (see e.g. [KW03, HLSR08]) or the implicit geometry rendering
explained in Section 4.1.
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2.2 General Purpose Computation on Graphics Pro-
cessing Units

As explained in Section 2.1.2, modern GPUs have a programmable SIMD
architecture. Due to the high degree of parallelism compared to a CPU, a
GPU can achieve much lower run times for many parallelizable algorithms that
execute the same computation on a large set of data points. Therefore, General
Purpose Computation on GPUs (GPGPU) is often used to accelerate algorithms.
Early approaches required to use the shaders of the graphics pipeline. Today,
there are many approaches that are more convenient and flexible since they are
decoupled from the graphics processing. For example, OpenGL and DirectX
offer Compute Shaders that are programmable in the respective high-level
language (GLSL or HLSL). The Open Computing Language (OpenCL) supports
parallel computing not only on GPUs but also on CPUs and various other
processors. Nvidia created the Compute Unified Device Architecture (CUDA)
programming model, which allows to implement GPU programs using a C-like
programming language. CUDA has the disadvantage that it is limited to Nvidia

graphics hardware, but has the advantage that it offers unique functionality such
as recursion. Several algorithms discussed in Chapter 4 – 6 were implemented
using CUDA (version 6.5).

A CUDA program follows a common scheme, which is similar for all models
mentioned above. If there is any input data, it has to be transferred from the
memory of the CPU (host) to the memory of the GPU (device) first. Then,
the CUDA code—called kernel—is executed on the GPU. Each thread on the
device executes the kernel. The threads are organized in thread blocks that
are executed concurrently. Each thread has a unique ID that can for example
be used to access an individual data point from the input data. Results can
be written to device memory. If the results are needed in the host, another
memory transfer is necessary. In general, memory transfer between device
and host should be kept to a minimum, since this is often a bottleneck due to
the relatively low bandwidth. A more detailed introduction to CUDA was for
example given by Sanders and Kandrot [SK10] or Wilt [Wil13].

2.3 Biological Background

All processes in living organisms are based on biochemical interactions. In
almost all of these processes proteins play a major role. But protein interactions
are not only occurring in living organisms. Today, many industrial applica-
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tions use catalytic proteins called enzymes to transform or synthesize other
substances. This section gives a very brief introduction to the biological funda-
mentals that are required throughout the rest of this thesis. For more details,
refer to the books of Watson et al. [WBB+13] and Alberts et al. [AJW+07].

Proteins are biomolecules that conduct and regulate almost all processes in the
organism. Thus, they occur in a variety of shapes and sizes. Small peptides
like insulin work as hormones and transport signals. Large protein complexes
incorporated in cell membranes can act as transport channels for certain smaller
molecules and ions. Enzymes such as lipases or isomerases catalyze reactions.
Hemoglobin binds oxygen and transports it through the organism. Long actin
filaments are part of the cytoskeleton that stabilizes the cells. Muscle contraction
is carried out by myosin. These are just a few examples for the extreme
versatility of proteins. Together with nucleic acids, saccharides, and lipids,
proteins are among the most important types of biomolecules. Structurally,
however, proteins consist of only a few different components.

In all living organisms, the Deoxyribonucleic Acid (DNA) stores the genetic
code. The genetic code of an organism serves as a construction manual for
proteins, which are the building blocks of the “machinery of life” [Goo09]. DNA
is a polymeric biomolecule build up of nucleotides. All nucleotides consist of a
sugar, phosphate groups, and a nucleobase. In the case of DNA, the sugar is
the eponymous deoxyribose and the nucleobase can be adenine (A), guanine
(G), cytosine (C), or thymine (T). The nucleobases A and G are called purines,
C and T are pyrimidines. Each purine base has a corresponding pyrimidine
base to which it binds by hydrogen bonds. Adenine pairs with thymine (two
hydrogen bonds) and guanine with cytosine (three hydrogen bonds). In the
DNA polymer, the sugars form the backbone. The characteristic DNA double
helix is formed by two complementary DNA polymers. That is, the opposite
DNA strand always has a T in place of an A, a G in place of a C and vice versa.
This duplication of the genetic information allows to repair the DNA in case
a part of one strand of DNA is missing or damaged. The helical structure is
caused by the binding angles of the atomic bonds. Viruses store their genetic
code either in DNA or Ribonucleic Acid (RNA). RNA is structurally similar
to DNA but incorporates the sugar ribose in place of deoxyribose and the
pyrimidine uracil (U) in place of thymine. Furthermore, RNA usually does not
form a double helix but is single-stranded.

Proteins are macromolecules formed by one or more polypeptides. A polypep-
tide is polymer that consists of a linear chain of amino acids. There are twenty
standard amino acids that are encoded in the DNA. Their sizes are ranging from
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10 to 25 atoms. Each amino acid has a backbone part, which is identical for all
amino acids, and a specific side chain. The backbone consists of a central carbon
atom (the Cα atom or α carbon), an amino group (–NH), and an carboxyl group
(–COOH), as shown in Figure 2.3. The side chain defines its biochemical prop-
erties. Based on these properties, the amino acids can be sorted in the following
six groups: aliphatic, hydroxyl or sulphur-containing, cyclic, aromatic, basic,
and acidic. The side chain of an amino acid can be charged and hydrophilic
or hydrophobic. In a polypeptide, the amino group and the carboxyl group of
consecutive amino acids are bound together by peptide bonds, thereby forming
the aforementioned linear chain. The chain of connected backbone parts of all
amino acids in a polypeptide is called the backbone of the protein.

Proteins are synthesized using the information encoded in the DNA during
gene expression. The first step of the gene expression is the transcription,
where the information of the DNA is read by the RNA polymerase protein. A
complementary strand of messenger RNA (mRNA) is produced. The next step
in gene expression is called translation. Here, the genetic information encoded
by the sequence of nucleobases in the mRNA is read by the ribosome, which
is a large protein complex. Each triplet of consecutive nucleobases encodes an
amino acid. The sequence of individual amino acids defines the protein. This
information about the sequential arrangement is called the primary structure
of a protein. A protein can consist of only a few to several tens of thousands
of amino acids. The average chain length is 300 amino acids [WBB+13]. One
end of the amino acid chain has a free carboxyl group, this end is called the
carboxyl- or C-terminus. At the other end, a free amino group terminates the
chain. Therefore, it is called amino- or N-terminus. By convention, the primary
structure is written from the N-terminus to the C-terminus, because the amino
acid at the N-terminus is the first to be expressed during translation.

Due to biochemical properties and binding angles of the amino acids, the
polypeptide will coil onto itself in order to reach an energetically favorable
configuration. This is called the folding of the protein. There are several patterns
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into which parts of the chain can fold. The most important motifs are helical
structures (α helix), flat structures formed by several straight chain segments
(β sheet), and turns. All remaining parts of the chain with no definite folding
are called random coil. The sequence of the folding patterns is the secondary
structure of the protein. The secondary structure was primarily categorized
by Pauling and Corey [PC51]. Richardson [Ric81] created a comprehensive
taxonomy for the secondary structure of proteins. A polypeptide will fold
spontaneously in order to reach an energetic minimum. Furthermore, there
are special proteins called chaperons that may assist certain other proteins to
fold correctly. The three-dimensional arrangement of the folded polypeptide
chain is called the tertiary structure. If a protein consists of more than one
polypeptide, the three-dimensional assembly of these subunits is called the
quaternary structure. The structure also plays an essential role for the function.
Misfolded proteins may simply be inoperable, but they can also cause illnesses
in an organism in some cases. Examples for such illnesses caused by misfolded
proteins are Creutzfeldt-Jakob Disease, Bovine Spongiform Encephalopathy,
and Alzheimer Disease. However, there is also a class of proteins that do not
have a rigid, functional conformation. These proteins are called intrinsically
disordered [UD10]. Unless noted otherwise, the rest of this thesis follows the
paradigm that a protein folds into a specific structure, which is the case for
most proteins. A comprehensive overview of the theory of protein secondary
structure was given by Kabsch and Sander [KS83].

As previously mentioned, the amino acid sequence is important for the function
of the protein, because the side chains define its chemical properties. For
example, hydrophilic side chains have an affinity for water. One or more side
chains can act as a binding site for a specific molecule (the so-called substrate
or ligand). In enzymes, a binding site can be the active site where the reaction
takes place. Substrate binding can also lead to conformational changes, which
might affect the accessibility of other binding sites. Some binding sites can be
blocked by a certain substrate, hence making it inaccessible for another substrate
that would trigger an enzymatic reaction. Binding sites are often located in
so-called pockets, cave-like indentations that can accommodate a substrate.

Another example of protein function are channels. A large protein or a protein
complex can for example be embedded in a cell membrane and form a channel
through it. Smaller molecules can pass through this channel in order to enter
or leave the cell. Conformational changes can cause a channel to be open or
closed. A channel protein may also be inactivated by a molecule that binds to
the protein inside the channel, thereby blocking it.
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While channels have an immediate effect on the protein function, hollows can
also play an important role. Hollows can be described as sealed-in bubbles
within the protein. A binding site can be located inside a hollow that merges
with a pocket due to a conformational change, making the binding site accessible.
Hollows can also influence the stability of a protein, since a protein that has
many hollows may be less stable [KCH+03, RCN+12].

2.4 Molecular Dynamics Simulations

Molecular simulations are widely used in many application fields, ranging from
drug design in biomedical research to the optimization of biofuel production
rates. In general, the goal of molecular simulations is to investigate the be-
havior of a certain molecule under specific boundary conditions. To give a
few examples, this includes whether a ligand will dock to a receptor molecule,
the accessibility of binding sites, or the influence of different solvents on the
conformation of a molecule. To reproduce the molecular behavior and interac-
tions as realistically as possible, the simulation would have to include quantum
mechanics. These so-called ab-initio methods are, however, very demanding
and can currently only be executed for very limited system sizes. Therefore,
Molecular Dynamics (MD) simulations that speed up the calculations by using
a classical description of the molecular system are commonly used for larger
systems. This section gives a very brief introduction to the fundamentals of
MD simulation. A detailed explanation of the MD simulation method can for
example be found in the books of Haile [Hai97] and Frenkel and Smit [FS01].

MD simulations can achieve a good approximation of the behavior of a molecu-
lar system, but have the limitation that covalent bonds cannot be newly formed
or broken since no orbitals are computed. That is, only movement and conforma-
tional changes can be simulated, but no chemical reactions. The strong repulsion
between neutral atoms and molecules is typically modeled by a Lennard-Jones
potential with an r−12 term, where r is the distance. Consequently, atoms can
be considered approximately as hard spheres; that is, they are characterized
only by their mass, radius, and the forces they exert on other atoms. Since
the atoms are treated as classical objects, they move due to the equation of
motion (Newton’s second law), where the force that is exerted on the atom is
an artificial multi-body force, a so-called force field, that mimics quantum effects.
The MD simulation computes the trajectory for each atom in the simulation
using numerical integration, typically Verlet integration [FS01]. The integra-
tion time step has a large impact on the discretization error as well as on the
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computational runtime. Especially for longer simulation runs, the simulated
systems tend to become unstable due to numerical errors if the time step is too
large. The time step is usually in the order of femtoseconds. To reduce memory
requirements for the trajectory file, simulation frames are not written for each
time step but in a fixed interval (e.g., every tenth frame), which is sufficient
for analysis. Typical protein-solvent simulations cover several nanoseconds.
Depending on the complexity of the simulation, this can take several millions of
CPU hours. That is, such simulations will run for days to weeks even on large
compute clusters. To accelerate the computation, MD simulations often use
periodic boundary conditions to simulate an infinitely large, uniform system.
Here, it is important that the size of the simulated domain is sufficiently large
so that a molecule is not influenced by its own periodic instance.

In conclusion, it is important to keep in mind that MD simulations are only
an approximation based on a set of assumptions and simplifications. Haile
summarizes this in his statement that “in error are those who claim that molec-
ular dynamics simulates argon, or water, or proteins, or whatever. We simulate
molecular models of such substances” [Hai97]. It is, however, a widely accepted
opinion that MD simulation can faithfully describe a wide range of molecular
systems under specific conditions and is, therefore, a useful tool to gain new
insights into the properties of the simulated molecular systems. As noted by
Haile, “the interpretation of molecular simulations as computer experiments [is
pervading the literature]”. This corresponds to the idea of using MD simula-
tion as a “computational microscope” that allows researchers scrutinizing the
characteristics of molecular systems as mentioned in Chapter 1.

2.5 Software Infrastructure

The methods explained in the following chapters rely on certain prerequisites
concerning input data and software environment for the implementation. In
this section, data formats and preprocessing steps, which are not part of the con-
tribution of this thesis, are explained. Subsequently, the MegaMol visualization
framework is introduced. MegaMol was used as a basis for all implementations
discussed in the following chapters with the exception of the visualization
presented in Section 4.5, which is included in the CellVis framework [Fal13].
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2.5.1 File Formats and Data Preparation

One of the most widely used file formats for protein data is the RCSB Protein
Data Bank (PDB) [BWF+00] file format. It is a simple and easy to parse ASCII
file format. The information about an entity in a PDB file—for example an
atom of a protein—is contained in one line that starts with the respective
keyword. Each attribute of an entity is defined by data type and position
(column numbers). Although tailored towards proteins, PDB files can also be
used for other types of molecules. The RCSB PDB collects all known protein
structures. Each data set has a unique 4-character identifier (the PDB ID).

For each atom, the PDB file format provides the element, a name, the position
in R

3, and the residue that the atoms belongs to. The position is usually given
in Ångström (1 Å = 0.1 nm). In case of a protein, the residue is the respective
amino acid. There are also optional attributes like the secondary structure, the
charge or temperature factor of an atom, or binding sites for a ligand. Some
information are encoded implicitly. Covalent bonds for example have to be
extracted from the atomic positions and the overlap of Van der Waals radii,
which can be derived from the element. If the radii of two atoms overlap by a
certain factor (∼ 0.6), the two atoms are assumed to be covalently bonded.

The PDB file format is designed for static data. It is often used to define the
topology of the data that stays the same during a simulation. For example,
since MD simulations do not include chemical reactions, all covalent bonds
stay present during the entire simulation run. Consequently, the bonds have to
be determined only once in a pre-computation step. MD simulation software
packages like Gromacs [HKvdSL08] or Namd [PBW+05] typically write their
dynamic data to a second file. This so-called trajectory files contain only the
time-dependent data like the position of all atoms for each frame. A typical
simulation run outputs several tens of thousands of time steps.

For this work, the PDB file format was used for the topology and the XTC file
format by Gromacs was used for the trajectories. XTC is a binary file format,
which is beneficial compared to ASCII in terms of file size and loading times.
Other file formats used by different simulation packages can be converted to
these two file formats (e.g. using freely available software like VMD [HDS96]).

Frequently, MD simulations are used to study a single macromolecule, e.g.
a protein in solvent. The protein may get translated or rotated during the
simulation. This diffusional motion is often undesired for the visual analysis,
since it purveys no information. Therefore, it can be filtered from the trajectory
in a pre-processing step, leaving the internal motion of the protein intact.
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Kabsch [Kab78] presented an algorithm to align two rigid molecular structures
by minimizing the Root Mean Square Deviation (RMSD) between them. For
proteins, usually only the positions of the backbone atoms (or even only the
Cα atoms) are used, since the side chains of the amino acids are much more
mobile and might confound the overall alignment. In case of a trajectory, all
time steps are superimposed onto a reference frame. Furthermore, the RMSD
minimization is common practice in bioinformatics to measure the similarity of
the two molecular structures. A variation of Kabsch’s algorithm was presented
by Coutsias et al. [CSD04] who used quaternions to represent the rotations to
get rid of coordinate singularities inherent to Euler angles.

2.5.2 The MegaMol Framework

MegaMol is a framework that was designed to support rapid prototype de-
velopment for large, particle-based visualizations. It originates from a joint
research project between biologists, physicists, material scientists and visualiza-
tion experts working with large, particle-based data sets.1 Within this project,
there was the need for high-performance, GPU-accelerated computer graphics
for rendering particle data in order to create diverse visualization applications
for the application domain scientists. Specialized applications for biomolecu-
lar MD data range from small or special-purpose tools like AtomEye [Li03],
TexMol [BDST04], or QuteMol [TCM06] to established and comprehensive pro-
grams like VMD [HDS96], PyMOL [DeL02], or Chimera [PGH+04]. Although
some of them employ state-of-the-art GPU rendering techniques, their appli-
cation scenario is limited making them inapt to serve as basis for broader
visualization research. Large general-purpose visualization systems like Para-
View [HAL04] oftentimes provide acceptable extensibility and usability. These
systems, however, usually adapt new techniques emerging in science commu-
nities slowly because their foundations are difficult or impossible to change
without breaking existing applications. Hence, the gap between such systems
and research prototypes utilizing the GPU very efficiently needed to be filled.
Emerging frameworks like DAX [MAGM11] or PISTON [LSA12] that shift the
focus to GPU-accelerated implementations were not available in 2006 when the
MegaMol project was started. The design goals of MegaMol were to provide
a development platform that offers consistent, low-level GPU access and a
modular, flexible structure to support implementations for varying goals while

1 SFB 716 “Dynamic Simulation of Systems with Large Particle Numbers”, http://www.sfb716.
uni-stuttgart.de/ (accessed 10/29/2014).

http://www.sfb716.uni-stuttgart.de/
http://www.sfb716.uni-stuttgart.de/
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I Figure 2.4 — The upper level of Mega-
Mol’s architecture. The core library
(green) provides the interface between
front end (blue) and back end (gray) and
provides common management code.
Specialized implementations are orga-
nized in plugins (orange).

Plugin
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Plugin
Plugin
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maintaining a basic degree of usability for project partners. Therefore, the main
aspect of the MegaMol software framework is to provide only a thin supporting
layer on top of the OpenGL graphics API. Additionally, administrative code
assists the implementation (e.g. for creating and managing GPU resources like
shaders, textures, and buffer objects). Fixed, enforced data structures or scene
graphs were eschewed explicitly in order to retain all possibilities in terms of
access to low-level GPU functionality.2

The system architecture is modular on two different levels of abstraction. The
upper level directly relates to binary files, that is, executables and dynamic
linked libraries (DLLs) or shared objects (SOs). The lower level defines the
application logic from functional components, i.e. modules and calls.

On the upper level, MegaMol consists of a core library, a front end, and
optionally one or more plugins (see Figure 2.4). The core library of MegaMol
provides common management functionality as well as the interface between
front ends and the back end. Common functionality includes loading and
management of application configurations and runtime plugins. The core
library furthermore contains a variety of utility functions (e.g. for creating and
managing GPU resources like shaders, textures, and buffer objects). The front
end provides the user interface. The actual implementations are organized in
independent plugins, which are loaded at runtime by the core library.

MegaMol was implemented using C++ as primary programming language and
runs on Microsoft Windows and Linux. The need for cross-platform portability
implies the use of OpenGL as primary graphics API. For the Graphical User

2 Parts of this section have been published in: S. Grottel, M. Krone, C. Müller, G. Reina, and
T. Ertl. MegaMol - A Prototyping Framework for Particle-based Visualization. IEEE Trans. Vis.
Comput. Graphics, 21(2):201–214, 2015.
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Interface (GUI) design, however, developers are not limited to C++. The core
library publishes a C API providing access to its main functions. The C pro-
gramming language has the advantage over C++ that it can easily be interfaced
with most other languages including C# and Java. Thus, the developer can
choose the most convenient GUI technology for front end implementation. To
support the developers, a generic, minimalistic front end for testing and debug-
ging was implemented using freeglut3 and AntTweakBar4. Several specialized
front ends that are tailored towards the needs of different domain experts were
implemented, including an interface written using Qt5 that supports the visual
and quantitative analysis of biomolecular structures [KFR+11].

On the lower level of abstraction, Modules are the functional components that
form the building blocks of the application logic. One important design aspect
is that the functional granularity of these Modules is not globally specified,
leaving a maximum of flexibility to the programmer.

The interconnection of modules is realized through Calls, which model interfaces.
Instances of Call classes form the connections between Modules, providing
access to multiple functions of the targeted module. That is, Calls define the
control flow using the common pull pattern. A Call can connect multiple callback
functions modeling different calling intents specifying the reasons for invoking
the Call. Example intents are to probe for data updates, to request meta data,
and to request a portion of or all data values. Calls can also perform data
conversions or update information.

Calls form interconnections between Modules, more precisely from caller slots
to callee slots. In Figure 2.5, red arrows indicate caller slots and green arrows
indicate callee slots. Multiple callers can be connected to the same callee. The
Module appoints the types of the Calls that are compatible with its caller and
callee slots. A Module can query which type of Call is connected to its caller
slots, set input parameters, and invoke one or more intents of the caller slot.
This invocation triggers the corresponding callback method on the callee side,
which can retrieve the input parameters and set the requested output data.

The pull paradigm used by MegaMol implies requesting new data, contrary to
the push paradigm that publishes new data. The rationale for choosing the pull
paradigm was the focus on dynamic data and interactive graphics. That is, data
updated are only triggered (pulled) as soon as the Module that processes them

3 Free OpenGL Utility Toolkit http://freeglut.sourceforge.net/ (accessed 10/29/2014).
4 AntTweakBar http://anttweakbar.sourceforge.net/ (accessed 10/29/2014).
5 Qt Project http://qt-project.org/ (accessed 10/29/2014).

http://freeglut.sourceforge.net/
http://anttweakbar.sourceforge.net/
http://qt-project.org/
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is ready. To avoid costly copy operations, the ownership of the data should
remain with the creating Module (e.g. a data file loader) and other Modules
will only get read-only references to this data. That is, the Calls making this
data available to other Modules will only store a pointer, reference, or handle
to the memory resource and the required meta data. If the data is sensitive to
concurrent access, the system provides a locking mechanisms, which can be
automatically used by the Calls. This focus on data and the extreme avoidance
of data duplication was also identified by Childs et al. [CGS+13] as one of the
key challenges for high-performance scientific visualization systems. This is
especially true for GPU resources. As long as two Modules directly work with
data on the GPU, there is no need for data transfer.

Update checks or caching can help to avoid unnecessary computations. There-
fore, all data provider Modules compute hash values, that is, numeric values
that only change if the data have changed. These values can be implemented
using an actual hash function or incrementing a counter (i.e. Lamport times-
tamps [Lam78]). Any Module can use the corresponding intent to check whether
the hash value of the data has changed to request data only if necessary.

The primary means for interacting with a Module are Parameters. These are
exposed for interactive manipulation using a GUI front end. Parameters range
from simple types like strings, integers, or floats to types with inherent semantic
like colors or file paths. All value changes of a parameter—originating from user
input, automatic synchronization, or programmatic updates—set a so-called
dirty flag in the parameter and, optionally, invoke a callback function.

MegaMol uses a module graph constructed from Modules and Calls for ex-
ecution. Classes of these two types are required to implement an interface
providing the necessary meta data for runtime object instantiation and man-
agement. This interface mainly includes type and capability identifiers. While
the meta data for object instantiation is statically inserted at compile time,
information about slots for calls and parameters is evaluated at runtime. This
allows Modules to dynamically adjust their interfacing points, e.g. providing
parameters depending on the connected Modules or the type of the connections.

The Modules and Calls of the module graph, which defines the application logic,
are instantiated by the core on request of the front end. The core library either
loads this module graph from an XML file or gets its content from the front
end. For building module graphs, a specialized Configurator tool for MegaMol
is available, which is shown in Figure 2.5. This tool analyzes the MegaMol core
library and all suitable plugins and collects the available Modules (list on the
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Figure 2.5 — The Configurator tool for designing module graphs. Blue boxes
are Modules, gray boxes are Calls. The shown module graph loads a PDB data
set and additional binding site information and passes the data to a molecular
rendering module using the appropriate Calls.

upper left) and Calls. The user can then graphically edit the module graph
(right) and specify Parameter values (editor on the lower left).

The focus of MegaMol on particle-based data visualization has broadened over
time, especially because of the derived and abstract visualizations that were
developed. As of 2015, MegaMol comprises more than 200 Modules and more
than 50 Calls, located in the core library and over 10 plugins. The rendering
Modules not targeting particle-based data sets include triangle-mesh rendering,
volume rendering, and 2D diagrams for non-spatial data.

The most frequently needed data structures for particle data are unsorted lists
storing the position, radius and color of each particle. Due to the minimal com-
plexity, this data structure is ideal for early development stages and debugging.
It also maps perfectly to the GPU for fast rendering. Extended versions of this
data structure are flexible with respect to the number of attributes they store per
particle, which depends on the type of the particle. For biomolecular data like
proteins, specialized Calls that contain more information were implemented (e.g.
amino acid chains and secondary structure). The principle Call for biomolecular
data is the MolecularDataCall. It stores a list of atomic positions that can be
transferred to GPU memory without conversion for direct rendering. Attributes
of the atoms like element and atomic radius are also stored in lists. On top of
these atom list, there is a hierarchical data structure that collates the respective
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atoms into residues, for example amino acids. Covalently bonded amino acids
are again collated into molecules, which are organized into chains (the chain
information is typically obtained from a PDB file). In case of a protein, an
additional list stores the secondary structure elements, if this information is
available. Additional optional meta data can be stored in the respective struc-
ture, for example whether a residue is an amino acid or whether a molecule is a
protein or belongs to the solvent. All lists in the hierarchical data structure store
only indices to the other lists. This facilitates fast traversal and low memory
consumption. The only constraint is that the atoms have to be ordered, which
is the case for data loaded from a PDB file. For other file formats, an order has
to be defined when loading the data. For dynamic data, only the list storing the
atomic positions has to be updated when switching to another time step, since
the other, topological information will not be changed by a MD simulation.

A Module was implemented that loads a PDB file and uses the data structures
provided by the MolecularDataCall. The particle trajectories of a MD simula-
tion provided by an XTC file (see Section 2.5.1) can be loaded by this PDBLoader
Module as well. The loader supports caching of the dynamic data. If the cache
is full, the simulation frames are streamed from permanent memory on demand.
As soon as a simulation frame is requested by another Module, it is locked.
After the frame is processed, the Module has to unlock the frame data. The
PDBLoader will automatically try to preload the next frames until the cache
is full again. In addition, the PDBLoader can use the library Stride [FA95] to
estimate the secondary structure of a protein from its atomic coordinates. Two
molecules can be aligned using the RMSD algorithm by Kabsch [Kab78].
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In chemistry, many three-dimensional molecular models have been established.
They are based on different model concepts and, consequently, their graphical
representations illustrate different attributes of the depicted molecule. There-
fore, the choice of the model used for visualizing the data depends on the
analysis task. Furthermore, the meaningfulness of a model also depends on
the information that is available from the input data. For biomolecular data
originating from MD simulations, the models or representations can be grouped
into two classes: atomistic models and abstract models.1 An extended version
of this taxonomy for molecular models was used in the state-of-the-art report
by Kozlíková et al. [KKL+15].

1 Parts of this chapter have been published in: M. Krone, K. Bidmon, and T. Ertl. GPU-based
Visualisation of Protein Secondary Structure. In Theory and Practice of Computer Graphics, vol. 8,
pp. 115–122, 2008.
M. Krone, K. Bidmon, and T. Ertl. Interactive Visualization of Molecular Surface Dynamics.
IEEE Trans. Vis. Comput. Graphics, 15(6):1391–1398, 2009.
M. Krone, J. E. Stone, T. Ertl, and K. Schulten. Fast Visualization of Gaussian Density Surfaces
for Molecular Dynamics and Particle System Trajectories. In EuroVis - Short Papers, vol. 1, pp.
67–71, 2012.
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(a) Space-filling (b) Ball-and-Stick (c) Stick

Figure 3.1 — Simple atomistic visualizations of insulin (PDB ID: 1RWE) colored
by element (carbon: gray, nitrogen: blue, oxygen: red, sulfur: yellow).

3.1 Atomistic Models

Atomistic models are directly depicting the positions of the atoms. These models
can be classified into simple models that show all individual atoms and surface
models that depict the interface between a molecule and its environment.

3.1.1 Simple Models

The most simple molecular model is the Space-filling or calotte model. Here, each
atom is represented by a sphere whose center is at the position of the atom center
and whose radius is proportional to the atomic radius of the respective element.
The Space-filling model does not show atomic bonds explicitly. However, if the
radii are equal to the atomic radii, atoms that are bound to each other result in
highly overlapping spheres. The spheres of non-bonded atoms will not or only
marginally intersect. The Space-filling model is also called CPK model after the
chemists Robert Corey, Linus Pauling, and Walter Koltun [CP53, Kol65], who
also defined the CPK coloring scheme that assigns individual colors to some of
the chemical elements (see Figure 3.1a). Variations of the CPK coloring scheme
that use more or different colors are widely used for molecular graphics.

The Ball-and-Stick model illustrates the atomic bonds as well as the positions of
the atoms. Simple lines or thin cylinders connect pairs of bonded atoms (see
Figure 3.1b). Double bonds are sometimes depicted by two connections. The
atoms are usually represented by small spheres. The radius of these spheres
can either be fixed or proportional to the atomic radius, but has to be much
smaller than the actual atomic radius so that the bonds are still visible.
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(a) Van der Waals surface (b) Solvent Accessible Surface (c) Solvent Excluded Surface

Figure 3.2 — Comparison between (a) Van der Waals surface, (b) Solvent Ac-
cessible Surface, and (c) Solvent Excluded Surface of an amyloid-fibril forming
peptide (PDB ID: 2ONV). Notice the two crevices in the VdW surface that are
closed in the SAS and SES.

The Stick model was originally introduced for early computer graphics as
a simple version of the Ball-and-Stick model. Traditionally, the bonds were
only shown as lines. Nowadays, thin cylinders are typically used to create
high-quality images that give a better impression of the spatial context (see
Figure 3.1c). The bonds are often colored halfway according to the element (or
another property) of the atom. The advantage of the Stick model compared
to the Ball-and-Stick model is that it provides a simpler and slightly sparser
representation of the data, thereby often resulting in a clearer image without
loss of information.

3.1.2 Surface Models

The Van der Waals (VdW) surface is a Space-filling model where the radius of
the spheres is not proportional to the atomic radius but equals the VdW radius.
It is based on the model that each atom has a force field with a specific radius
around the atom center. That is, the VdW surface is the union of all spheres
representing the atoms. The VdW surface shows the molecular volume, that
is, it illustrates how much space a molecule occupies (see Figure 3.2a). The
drawback of the VdW surface is that it only shows the general shape of the
molecule, but does not model the actual accessible region of the molecule with
respect to the surrounding solvent or other interacting molecules. For example,
solvent channels cannot be identified reliably using this representation.

The Solvent Accessible Surface (SAS), which was defined by Richards [Ric77],
highlights which parts of a molecule are accessible to another molecule of a
certain radius. It is defined by a spherical probe of radius rp that rolls over the



30 Chapter 3 • Molecular Models

Probe

VdW Surface
(Atoms)

Probe paths

Solvent Accessible Surface

Solvent Excluded Surface

J Figure 3.3 — Schematics of re-
lated molecular surface definitions.
The Solvent Accessible Surface (red)
and the Solvent Excluded Surface
(green) are both defined by a probe
(depicted orange in two sample po-
sitions) rolling over the Van der
Waals surface of the molecule atoms
(blue). The hypothetical paths of
the probe are shown as dashed gray
lines. © 2011 IEEE.

VdW surface of the molecule without intersecting any other atom. The center
of the probe traces out the SAS while rolling. In practice, the radius of the VdW
spheres is increased by the probe radius rp. The SAS is the union of all enlarged
spheres. Figure 3.3 shows a schematic of the SAS. The probe represents the
possible interaction partners for the molecule. Consequently, all atoms whose
sphere surface contributes to the SAS are accessible to a molecule or atom with
a radius equal to or smaller than the probe radius. This makes the SAS feasible
for analyzing possible binding partners. The disadvantage of the SAS, however,
is that it does not show the molecular volume since the molecule is inflated
(see Figure 3.2b). This can lead to intersections with other molecules when
visualizing a molecular simulation.

The Solvent Excluded Surface (SES) was also defined by Richards [Ric77] as Smooth
Molecular Surface and is also traced out by a spherical probe rolling over the
VdW surface. In case of the SES, however, not the probe center but the surface
of the probe traces out the surface as shown in Figure 3.3. Consequently, the
SES consists of a set of three types of geometric primitives:

Spherical patches occur when the probe is rolling over the VdW surface of a
single atom and has no contact with any other atom sphere. The probe
has two degrees of freedom for rolling without losing contact with the
sphere. All areas of the atom surface that can be in contact with the probe
surface will be part of the SES, resulting in a convex spherical patch.

Toroidal patches are formed when the probe is in contact to two atom spheres.
The probe has a single degree of freedom, that is, it can rotate around the
axis connecting the atom centers. Consequently, the probe traces out a
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torus. The contact points of the rolling probe and the two atom spheres
are forming small circle arcs on the spheres’ surfaces. The surface parts of
the torus in between these small circles belongs to the SES, resulting in a
saddle-shaped toroidal patch.

Spherical triangles are generated by the probe surface when the probe is
simultaneously in contact with three or more atoms. The probe cannot
roll any further without losing contact to at least one of the atoms, that is,
it has zero degrees of freedom. The resulting concave spherical patches
are spherical triangles, that is, they are bounded by great circle arcs on
the surface of the probe sphere.

Greer and Bush [GB78] gave an alternative definition for the SES, which is equal
to the one of Richards. They defined the SES as the topological boundary of
the union of all possible probes that do not intersect any atom of the molecule.
Their work coined the term Solvent Excluded Surface. Based on the description by
Edelsbrunner and Mücke [EM94], a more figurative description of the definition
of the SES can be given: Consider the atoms as a set of marbles that are
embedded in a block of Styrofoam. A spherical bur with a cutting head of
radius rp is used to mill off as much of the Styrofoam as possible. The burr
can only carve the Styrofoam but not the marbles. Only the marbles and the
Styrofoam in between that cannot be reached by the cutting head will remain.
The surface of the remaining object consisting of the marbles and the parts of
the Styrofoam between them matches the SES.

The SES combines the benefits of the VdW surface and the SAS, as shown in
Figure 3.2c. It gives a good impression of the molecular volume while showing
the atoms that are accessible to a probe-sized atom or molecule. Atoms that are
not accessible are hidden under the surface. Since it does not enlarge the VdW
spheres of the atoms, it faithfully represents the shape of the surface. Small
gaps and crevices in the VdW surface that are not reachable by the probe are
closed while larger openings such as channels are still visible. Therefore, the
SES is ideally suited for applications that consider the surface such as binding
and docking or for the investigation of dynamic phenomena in MD trajectories
such as the formation of substrate channels.

An approximation of the SES was proposed by Blinn [Bli82] and is commonly
known as Metaballs or blobby surfaces. It is an implicit surface defined as
all points p ∈ R

3 which satisfy a certain equation F(p) = 0. Each atom i is
represented by a density function Di(p) that usually degrades with the distance
to the atom center ai. Typically, a Gaussian density function is used for Di
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as originally proposed by Blinn [Bli82]. The overall density distribution is
obtained by summing up the Gaussian density contribution of all atoms. That
is, the density values of all atoms are added up for each point in space to
a global density field D(p) = ΣiDi(p). By defining a threshold value T, a
surface can be defined by F(p) = D(p)− T. In the field of computer graphics
and visualization, such a threshold value is generally called an isovalue that
defines an isosurface. If Di is a Gaussian function, the resulting isosurface will
be a smooth surface. Metaballs were originally intended to model the electron
density map of a molecule [Bli82]. As later shown by Grant and Pickup [GP95],
implicit surfaces based on Gaussian functions can closely approximate the SES.

Other molecular surface definitions like the Molecular Skin Surface [Ede99] or the
Ligand Excluded Surface [LBH14] are less commonly used. They usually do not
give an exact representation like the SES or the computation is more involved.

3.2 Abstractions

Apart from the molecular models that show a direct representation of the atoms
of a molecule, there are also abstract models. These models can have different
aims. An abstraction might highlight a special feature of the data set, which is
not or at least not clearly and easily discernible in an atomistic representation.
Abstractions can also lead to reduced, sparse representations, which might be
easier to understand or have reduced occlusion. An example for this would be
a very large molecular complex, where often not the individual atoms but the
overall shape is of interest.

As explained in Section 2.3, biomolecules like proteins and DNA or RNA are
composed of smaller molecular components (amino acids in case of proteins
and nucleotides in case of nucleic acids). A simple yet consistent abstraction is,
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I Figure 3.5 — Visualizations of
DNA (PDB ID: 2O6G). The left pic-
ture shows an abstract visualiza-
tion that highlights the ladder-like
structure of the DNA helix. The
right picture shows the atomistic
Stick representation for comparison.
The images were rendered using
VMD [HDS96].

therefore, to represent these components by one or more spheres instead of the
individual atoms. For example, an amino acid, which originally consists of 10 to
27 atoms, can be represented by two spheres that tightly enclose the atoms of the
side chain and the backbone, respectively (see Figure 3.4). This simplification
will reduce the amount of spheres that are needed to represent a protein on
average by one order of magnitude, while maintaining the general shape of the
protein. In the context of molecular simulation, this is called coarse-graining
and is commonly used for the simulation of large protein complexes to reduce
the complexity and computation time (see e.g. Bond et al. [BHI+07]). Such
simplified models can be found in molecular viewers, for example the Beads
representation in VMD [HDS96]. A more refined version could use ellipsoids
to approximate the shape of the side chains more closely. In the next sections,
more sophisticated abstractions for biomolecular data will be discussed.

3.2.1 Structure Illustration

Abstract molecular models that show the structure of a biomolecule are useful
for many applications in structural biology. They not only provide a clear,
reduced representation but also illustrate features of the molecules that are not
or at least not clearly visible using general atomistic models.

As explained in Section 2.3, DNA consists of nucleotides. The sugar of the nu-
cleotides forms the backbone while the nucleobases pair with a complementary
strand of DNA. The characteristic double helix structure that is formed by the
two DNA strands is often illustrated using a simplified, abstract representation.
Here, the sugar backbone is typically depicted as a tube or ribbon whereas the



34 Chapter 3 • Molecular Models

J Figure 3.6 — Cartoon represen-
tation of a small protein (PDB ID:
1PNH) colored by secondary struc-
ture: the red ribbon depicts an α-
helix, the β-sheets are represented
by blue ribbon-shaped arrows, and
the tubes illustrating turn and ran-
dom coil are colored yellow and
gray, respectively.

nucleobase pairs are shown as colored sticks, which leads to the widely known
image of a spiral-shaped ladder shown in Figure 3.5. This abstraction shows a
sparse representation of the most prominent features of the DNA.

For proteins, a similar abstraction can be derived from the atomic positions. A
smooth spline that follows the backbone of the amino acid chain is the basis
for this representation. Usually, the Cα atoms are used as control points for
this spline. The resulting spline is a highly reduced abstraction of the protein.
If the spline is rendered it shows neither the side chains nor the molecular
volume, but still gives an impression of the progression of the amino acid
chain. This simple abstraction is the basis for a more refined model that also
show the secondary, tertiary and quaternary structure of the protein, which
is usually called Cartoon representation or Ribbon model. Since this Cartoon
model visualizes the secondary structure, it allows to see differences or flaws
in the fold of a protein, which can influence the function or stability of the
protein. The different secondary structure elements—helices, sheets, turns, and
random coil—are visualized using different geometry that follows the shape of
the spline. Figure 3.6 shows a typical Cartoon representation of a small protein.
Richardson [Ric81] structured and illustrated the prior found characteristics
as ribbons and sheets. The coil and turns are usually represented by tubes,
while helices and sheets are typically represented by ribbons. The orientation of
the sheets is defined by the directions of the hydrogen bonds that stabilize the
secondary structure or the oxygen atoms of the carboxyl groups, which give
roughly the same directions (cf. Figure 3.7). The ribbons that illustrate β-sheets
are usually adorned with an arrowhead pointing in the direction of the amino
acid chain (from N-terminal to C-terminal). This shows whether the sheet is
parallel or anti-parallel, that is, whether the strands of the amino acid chain that
form the sheet follow the same direction or alternating ones. Other abstractions
of the secondary structure use variations of this graphical representation like
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(a) Schematic of an α-helix. (b) Schematic of an anti-parallel β-sheet.

Figure 3.7 — Schematic atom configurations of secondary structure elements.
Carbon atoms are colored green, oxygen atoms red and nitrogen blue. The
backbone bonds are illustrated using thick black lines. Side chain atoms are
drawn as outline. Dotted gray lines illustrate hydrogen bonds.

straight cylinders that represent the helices (e.g. the Cartoon representation in
VMD [HDS96]) or flat ribbons of different width for all secondary structure
elements (e.g. ChemDoodle Web Components [iCh14]). Color can be used as
an additional cue to either highlight the secondary structure or biochemical
properties of the amino acids.

3.2.2 Molecular Surface Abstractions

Sometimes it is more helpful to see the general surface shape of a molecule
instead of individual atoms, especially for large molecular complexes like a
virus capsid that consists of many individual proteins. The Metaball algorithm
mentioned in Section 3.1.2 can be used to obtain an approximate, abstract
surface if the correct parameters are chosen. A larger influence radius for the
Gaussian in combination with a higher isovalue for the surface extraction results
in a smoother surface.

Another surface abstraction method that is based on the SES was presented by
Cipriano and Gleicher [CG07]. It smoothens surface parts that have low fre-
quency while maintaining salient surface features. This abstraction emphasizes
the general shape of the molecule. Additional markers—called decals—are
used to mark removed surface features such as bumps or indentations as well
as binding sites for ligands.

Several abstractions that map the molecular surface onto a sphere were intro-
duced. For example, the method developed by Rahi and Sharp [RS07] uses a
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parametrization based on spherical coordinates to map the molecular surface
onto a sphere. The algorithm of Postarnakevich and Singh [PS09] deforms the
sphere until it matches the molecular surface, thereby creating a one-to-one
mapping between surface points of the SES and the sphere. The sphere can
be colored according to biochemical properties of the molecule or according
to the path length of the sphere deformation to highlight the shape of the
molecular surface. Hass and Koehl [HK14] use a conformal mapping between
the molecular surface and the sphere to measure the globularity of a molecule.

While the latter two surface abstraction schemes can be helpful for certain
analysis tasks, they are not widely available in molecular viewers. Therefore,
these models are currently not commonly used by structural biologists.
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Visualization of Biomolecules

The visualization of biomolecules is an important tool to analyze the struc-
ture, function, and—in case of simulation data—the dynamic behavior of a
biomolecule. As explained in Chapter 3, a plethora of molecular models have
been devised that highlight different aspects of a biomolecule. In this chapter,
visualization algorithms for the most important and widely-used molecular
models are discussed. The focus of these methods lies on interactive rendering
for dynamic data. This not only implies high frame rates but also short compu-
tation times for underlying data structures that have to be updated when the
positions of atoms change or input parameters are modified. About ten frames
per second can be considered as high enough so that the resulting animation
is smooth enough to be non-disruptive [Rei08], which is also important for
interactions like virtual camera movement. The presented methods consistently
make use of the capabilities of modern, programmable GPUs to accelerate not
only the rendering but also potential precomputations. High image quality was
another goal when developing the rendering methods, since low visual quality
might confuse or deter users.

4.1 Simple Atomistic Models

The simple atomistic models described in Section 3.1.1 typically consist of three
kinds of geometric primitives: spheres, cylinders, and lines. The spheres are
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Sphere Screen
Virtual
camera

Light source

View ray

J Figure 4.1 — Outline of the ray
casting algorithm. A proxy geom-
etry that covers the sphere is ren-
dered (gray and blue fragments on
the screen). For each of these frag-
ment, a ray from the virtual camera
through the center of this fragment
is computed. The ray is intersected
with the sphere and the hit point is
shaded using local lighting.

used to represent the atoms, while cylinders or lines are used to represent
bonds. The Space-filling model or VdW surface uses only spheres, while Stick
and Ball-and-Stick additionally render the bonds. As mentioned in Section 2.1.2,
three-dimensional objects are traditionally tessellated—that is, subdivided into
triangles—for GPU-accelerated rendering. Modern programmable graphics
cards, however, offer the possibility to render objects (glyphs) that can be de-
scribed by implicit functions using ray casting. This GPU-based glyph ray
casting was introduced by Gumhold [Gum03]. Ray casting is comparable to
ray tracing using only primary rays (i.e. no secondary rays like shadow rays
or reflected rays) as outlined in Figure 4.1: For each fragment on the screen, a
fragment shader program is used to cast a view ray into the scene. This ray
is intersected with the glyph (e.g. a sphere). If an intersection point is found,
the color of the glyph is determined and lighting calculations are executed (e.g.
Blinn-Phong shading [Bli77]). Only the light direction is used for lighting and
no shadow rays are traced, that is, occluding objects that would cast shadows
are not taken into account. This local lighting reduces the computation time
substantially. Ray casting produces pixel-accurate images of the geometric
primitives in the scene without the usual artifacts introduced by tessellation
(imperfect silhouettes and potential lighting errors). A GPU implementation
provides several opportunities for optimization. To trigger the fragment shader
for ray casting, a proxy geometry that covers the whole image of the glyph in
screen space has to be rendered. A fast option is to project a simple bounding
geometry (e.g. a box or a sphere) of the glyph to screen space and render
an OpenGL point that covers the whole projected image [KE04]. This can be
implemented as a vertex shader program. To save computation time, the proxy
geometry should be as small as possible to minimize the number of fragments
for which the ray does not hit the actual glyph (gray fragments in Figure 4.1).
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I Figure 4.2 — Stick visualizations
of a protein (PDB ID: 1CRN) us-
ing GPU-based ray casting. The
zoomed-in cutout to the right shows
the pixel-perfect image quality of
the method.

Ray casting is especially beneficial for implicit objects that can be described
by a quadratic function like spheres, ellipsoids, cylinders, or hyperboloids.
The root finding that gives the intersection points with the ray has low com-
putational complexity and is, therefore, very fast for these so-called quadrics.
On modern GPUs, ray casting of quadrics gives not only better image quality
than rendering classical tessellated geometry or texture-based, depth-correct
billboards [BDST04] but is also very fast [Rei08]. Various improvements or
extensions of GPU ray casting have been published for different types of sur-
faces, for example the composed glyphs presented by Reina and Ertl [RE05].
Surface intersection for objects of up to fourth order can be computed implic-
itly, as for example shown by Singh and Narayanan [SN10]. For higher-order
surfaces, iterative methods like the Newton-Raphson method used by Toledo
and Levy [TL08] are needed.

Glyph ray casting has been applied previously to render simple molecular
models, for example by Reina and Ertl [RE05] or Sigg et al. [SWBG06]. Figure 4.2
shows the Stick model of a small protein rendered using GPU ray casting. An
important aspect with regard to dynamic data is that these models require no
preprocessing. The raw molecular data can be rendered directly since only
information about the positions of the atoms is required. The chemical element
of an atoms, which for example determines the atomic radius, is the same for
all frames of the trajectory. This is also true for the covalent bonds, which are
illustrated by cylinders or lines in some models, since MD simulations cannot
model the breaking or formation of these bonds. Furthermore, ray casting is
especially useful for large, dynamic data sets since the amount of data that
has to be transferred from the CPU to the GPU for rendering is minimal (only
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the implicit description of the glyph). Grottel et al. [GRE09] have investigated
optimal data transfer strategies for dynamic data. This enables the interactive
visualization of dynamic data sets with up to 107 particles on modern GPUs.

4.2 Cartoon Models

The visualization of a Cartoon model requires information about the secondary
structure that is to be illustrated. For experimental data, this information is
often assigned manually and stored in the PDB file [BWF+00]. MD simula-
tions, however, usually do not explicitly compute and store this information.
Consequently, only the primary structure information like the sequence of the
amino acids and the coordinates of their atoms is mandatory in a PDB file,
secondary structure information is optional. Therefore, the secondary structure
of the protein has to be estimated from the given primary structure. Levitt and
Greer presented a method for automatic assignments of secondary structure
elements [LG77]. DSSP by Kabsch and Sanders [KS83] estimates the secondary
structure based on hydrogen bond energy. Frishman and Argos [FA95] devel-
oped a similar method that also uses backbone torsion angles. Their software
Stride is a commonly used tool to derive secondary structure information.
More recently, Hosseini et al. [HSP+08] presented the PROSIGN method that
only uses the coordinates of consecutive Cα atoms to estimate the secondary
structure. Although this method uses less information for the estimation, it still
shows an agreement of more than 80% with the results of Stride and DSSP.

In most molecular viewers, the geometric appearance of the Cartoon model
adheres to the definitions of Richardson [Ric81]. That is, the secondary struc-
ture elements are typically illustrated by ribbons and tubes, as explained in
Section 3.2.1. Popular examples are Ribbons [Car91], VMD [HDS96], Py-
MOL [DeL02], and UCSF Chimera [PGH+04]. An uncommon cartoon rep-
resentation can be found in TexMol [BDST04], which renders a string of spheres
for sheets and random coil.

Cartoon models are typically triangulated on the CPU and send to the GPU for
rendering. Here, most programs use a fixed tessellation. Halm et al. [HOF05]
proposed a level-of-detail approach that uses a boundary representation based
on subdivision surfaces. The triangulation of the surfaces patches is executed on
the CPU, which reduces the amount of triangles that have to be uploaded to the
GPU and rendered. Recently, the capabilities of modern programmable GPUs
have been employed to enhance the Cartoon rendering of proteins. Protein-
Shader [Web09] creates high-quality, illustrative visualizations of the secondary
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structures. The Cartoon models can for example be rendered using a pen-and-
ink style, text annotations, or pattern texture. Wahle and Birmanns [WB11]
accelerated the Cartoon rendering by offloading part of the geometry construc-
tion to the GPU. This is beneficial for dynamic data, since it reduces the amount
of data that has to be transferred to the GPU. Only the spline that follows
the backbone has to be updated if the atom positions change. The vertices are
resident in the GPU memory and only the correct position has to be computed
in the vertex shader based on the run of the spline curve.

Instead of just using the vertex shader like Wahle and Birmanns, the geometry
shader can be used in addition to create the Cartoon rendering. This allows to
reduce the amount of data that has to be transferred to the GPU even further.
In the following, an efficient, GPU-accelerated method to render the Cartoon
model for dynamic data using geometry shaders is described.1

4.2.1 GPU-accelerated Visualization of Secondary Structure

As explained above, a spline that follows the backbone of the protein is the
basis for the Cartoon representation. A cubic B-spline is typically used, which
provides a satisfying compromise between calculation time and output quality
according to Carson and Bugg [Car91]. The resulting smooth curve approx-
imates the run of the backbone sufficiently accurate. The Cα atoms of four
successive amino acids are used as control points of the curve sections. To
create curve sections that join smoothly, the last three Cα atom of the preceding
spline section plus the subsequent Cα atom are used. Each spline segment is
subdivided into line segments of equal length. The number of line segments
can be user-defined.

The alignment of the ribbons that represent helices and sheets is defined by
the direction of the hydrogen bonds that stabilize the structure. Since these
hydrogen bonds are usually not available, the direction from the Cα atom to
the O atom of the backbone can be used as a good approximation, since it is
virtually equal to the hydrogen bond’s direction [CB86]. To obtain the direction
for all vertices of the line segments, a second B-spline with the same number of
line segments is computed. The control points of this spline are the coordinates
of the Cα atoms plus the normalized directions towards the O atoms. Prior to
computing the second B-spline, the direction of the O atom must be determined

1 Parts of this section have been published in: M. Krone, K. Bidmon, and T. Ertl. GPU-based
Visualisation of Protein Secondary Structure. In Theory and Practice of Computer Graphics, vol. 8,
pp. 115–122, 2008.
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JFigure 4.3 — Schematic drawing
of the basic B-spline (red) that fol-
lows the backbone and the second
B-spline used for alignment (blue).
Cα atoms are colored gray, O atoms
are colored red. The dashed line in-
dicates an inverted direction to an
O atom.
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rent line segment v13.

because it can be reversed, which would cause twists in the ribbons. If the angle
between two consecutive directions is larger than 90◦, the second direction
vector has to be inverted, as depicted in Figure 4.3.

The geometric primitives that form the cartoon representation are computed
per line segment. The geometry (ribbons and tubes) is constructed from the end
points of the current line p1p3, the preceding one p0p1, and the succeeding one
p3p5 (see Figure 4.4). Additionally, the points p2 and p4 of the corresponding
line segment of the second B-spline are needed for the direction of the ribbons.

In case of a sheet, a hexahedron that surrounds the line is created as shown
in the schematic in Figure 4.5 (right). The arrowhead is created by gradually
scaling the segments of the last curve section of the sheet. The construction
of the ribbon representing a helix is similar to the one for a sheet. The only
differences are that it has no arrowhead and that its lateral edges are beveled to
get a rounded appearance, which is also amplified by appropriate normals and
lighting. The vertices of the tubes that describe the random coil are obtained by
rotating the vector v34 (or v12 respectively) around vector v15 (or v03 respectively)
as outlined in Figure 4.5 (left).
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I Figure 4.5 — Geometry
for one line segment of a
ribbon (β-sheet or α-helix,
left) and a tube (random
coil or turn, right). v35
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4.2.2 Results and Discussion

The abilities and limitations of current high-end consumer graphics hardware
were analyzed using three implementations for rendering the cartoon represen-
tation: an implementation that uses only the CPU, one that uses only the GPU,
and a hybrid implementation. The CPU implementation can be seen as the ref-
erence for comparison with the GPU implementations. All geometric primitives
are computed according to the explanations above and stored in vertex arrays
for fast rendering. GPU shaders are used only for per-pixel lighting.

The hybrid implementation is designed to reduce the computational load of
the CPU and the memory requirements significantly for visualizing large time-
dependent data sets. Therefore, only the two splines are computed on the
CPU while the geometric primitives of the cartoon representation are generated
dynamically during each render pass using the geometry shader. This reduces
the number of vertices that have to be stored and passed to the GPU significantly.
The shader emits the geometry for one line segment. For each type of secondary
structure element an individual geometry shader is used. To keep rendering
time low, all secondary structure elements of the same type are rendered in one
batch to minimize the costly switching of the shaders.

The GPU implementation reduces the memory costs even further and eliminates
all CPU computations. For each B-spline section, only the positions of four
consecutive Cα atoms and the corresponding directions to the O atoms are
passed to the GPU. A geometry shader program computes the line segments
approximating the B-spline and generates the geometric representation of the
secondary structure. As with the hybrid implementation, separate shaders
are available for each kind of secondary structure element. The generation
of the geometry is similar to the hybrid implementation, only the helices are
lacking the bevel. The shader code for the computation of the line segments
that approximate the B-spline is algorithmically identical to the CPU code.
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(a) PDB ID: 1OGZ (b) PDB ID: 1VIS (c) PDB ID: 1TII

Figure 4.6 — Cartoon representations colored by different attributes of the
proteins. (a) Rainbow-colored rendering of an isomerase; (b) A kinase colored
by secondary structure; (c) An enterotoxin colored by amino acid chain.

The visual quality of the cartoon representation is highly dependent on the
tessellation. The user can adjust the graphical output within the hardware
limitations by configuring the number of geometric primitives. Approximating
each spline section with 12 line segments and rendering a 12-sided tube for
the random coil as shown in Figure 4.6 achieves a very high rendering quality
with little to no visible tessellation artifacts when looking at the whole protein.
Table 4.1 shows performance measurements for different data sets. All tests were
run on an Intel Core i7 920 (2.66 GHz) with 6 GB RAM and an Nvidia GeForce
GTX 580 (1.5 GB VRAM). The kinase 1VIS represents an average-sized protein
with a chain length of about 300 amino acids. The chaperonin 1AON shown in
Figure 4.7 with more than 6,500 amino acids was the largest protein used for
testing. Note that the CPU implementation is not fully optimized and uses only
one CPU core. As evidenced by Table 4.1, the Cartoon representation can be
rendered at interactive frame rates using both CPU and hybrid implementation
with per-pixel lighting and high tessellation. A major drawback of the GPU
implementation is that it was not possible to use high tessellation, because the
geometry shader can emit at most 1024 floating point values. In the current
implementation, each vertex needs 10 floats (vertex position, normal, and color),
which leads to a maximum of 102 vertices. Therefore, the number of segments
for lines and tubes had to be reduced.

The trajectory of a MD simulation can contain several tens of thousands of time
steps and protein atoms, resulting in a memory footprint of several gigabyte.
With such large data sets, computation time and especially additional storage
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Table 4.1 — Performance measurements for the Cartoon rendering methods
in frames per second (fps). The values in brackets are for fully dynamic data,
i.e. all computations are executed per frame. The number of segments for each
curve section is denoted by n, while i is the number of edges of the tube’s faces.

PDB ID #Atoms #Amino CPU Hybrid GPU

Acids n=12, i=12 n=12, i=12 n=6, i=6 n = 6, i = 6

1VIS 2,482 324 292 (47) 403 (240) 697 (314) 217 (217)
1TII 5,475 738 129 (18) 204 (119) 463 (178) 113 (113)
1AF6 10,052 1,263 76 (10) 135 ( 68) 326 (103) 64 ( 64)
1AON 58,694 6,882 10 ( 3) 18 ( 11) 50 ( 17) 11 ( 11)

I Figure 4.7 — Cartoon representation
of a caperonin (PDB ID: 1AON). This
large protein complex consists of about
6,500 amino acids (∼58 k atoms).

demands must be minimized to enable interactive rendering. Since the hybrid
implementation only computes and stores the vertices and parameters of the
two splines instead of all the vertices for the geometry, not only the CPU
computation time for each time step is significantly lower but also the memory
requirements are reduced by about an order of magnitude versus the CPU
implementation, depending on the tessellation. The GPU implementation
is even more advantageous since it also computes the B-splines on the GPU.
Therefore, no precomputed information is needed apart from the atom positions.
As shown in Table 4.1, the GPU implementation achieves interactive frame rates
for all data sets despite the increased workload of the GPU.

The geometry shader was introduced with Shader Model 4.0, which was sup-
ported for example by the Nvidia GeForce 8800 GTX. On such older hardware,
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the geometry shader was a major bottleneck [KBE08]. As observable in Table 4.1,
these initial limitations have been overcome by recent graphics hardware.

Although a comparison of the performance of the geometry shader-based
method and the vertex shader-based method of Wahle and Birmanns [WB11]
based on the information in their paper is difficult, their vertex shader approach
seems to scale better than the geometry shader approach in terms of rendering
speed. The geometry shader methods, however, have advantages for large,
dynamic data, since the amount of data that has to be transferred as well as the
memory footprint on the GPU are lower. Furthermore, GPU-accelerated com-
putations can exploit a higher degree of parallelism and the geometry shader
allows level-of-detail approaches, especially for the hybrid implementation that
is less bounded by the number of primitives that can be emitted.

In summary, the discussed methods for visualizing the Cartoon model via
geometry shaders achieves interactive frame rates for dynamic data with good
rendering quality. In the future, an approach that further exploits the parallelism
and compute power of the GPU is, therefore, a promising approach for even
larger data like ribosomes or virus capsids. A CUDA implementation or using
the newer tessellation shader introduced with Shader Model 5.0 instead of a
geometry shader implementation should be beneficial.

4.3 Solvent Excluded Surfaces

The Solvent Excluded Surface (SES) is the most commonly used surface repre-
sentation, because it is suitable for the analysis of protein-solvent interaction
or docking as mentioned in Section 3.1.2. MD simulation trajectories typically
contain several thousand to tens of thousands of frames. Therefore, precompu-
tation of the SES for all frames, as it is done in some available molecular viewers,
is not feasible for such large, dynamic data. To enable the visualization of the
SES for dynamic data at interactive frame rates, a method which maintains the
surface out-of-core is essential. On modern consumer desktop workstations, a
parallel computation on the GPU and efficient rendering of the SES via GPU
ray casting is a promising approach to achieve this goal. Figure 4.8 shows a
GPU ray casting of the SES of a protein.2

2 Parts of this section have been published in: M. Krone, K. Bidmon, and T. Ertl. Interactive
Visualization of Molecular Surface Dynamics. IEEE Trans. Vis. Comput. Graphics, 15(6):1391–
1398, 2009.
M. Krone, C. Dachsbacher, and T. Ertl. Parallel Computation and Interactive Visualization
of Time-varying Solvent Excluded Surfaces. In Proc. of ACM International Conference on
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I Figure 4.8 — Solvent Excluded
Surface of a coupling protein (PDB
ID: 1GKI), which consists of ∼10 k
atoms, colored by amino acid chain.
The inset shows a zoomed-in cutout
of the surface. © 2009 IEEE.

The SES was defined by Richards [Ric77] as explained in Section 3.1.2. The
SES is also known as Connolly Surface, since Connolly [Con83] presented the
equations to compute the SES analytically. Based on his work, several methods
to accelerate the analytical computation of the SES were introduced: Perrot
et al. [PCG+92] sped up Connolly’s method. Sanner [San92, SOS96] developed
the Reduced Surface (RS). The RS can be efficiently updated piecewise when
dealing with partially dynamic data [SO97]. Edelsbrunner et al. [EKS83] in-
troduced α-shapes, which are a generalization of the convex hull and can be
used to describe the SES [EM94]. This concept was later extended to the β-shape
by Ryu et al. [RPK07]. Varshney et al. [VBW94] described a parallelizable al-
gorithm based on a weighted Voronoi diagram called power diagram [Aur87].
Totrov and Abagyan [TA95] proposed the Contour-Buildup algorithm that uses
the SAS to compute the SES. Lindow et al. [LBPH10] recently showed that the
Contour-Buildup can be parallelized easily and efficiently for multi-core CPUs
using OpenMP [DM98]. According to their findings, the Contour-Buildup is
faster than the Voronoi-based approach by Varshney et al. [VBW94]. Following
the approach of Varshney et al., Bajaj et al. [BLMP97] presented a boundary
representation model for the SES that also uses power diagrams.

Efficient and high-quality triangulations of the SES have been widely investi-
gated (e.g. by Halm et. al [HOF05], Zhao et. al [ZXB07], or Ryu et. al [RCK09]).

Bioinformatics and Computational Biology, vol. 1, pp. 402–405, 2010.
M. Krone, S. Grottel, and T. Ertl. Parallel Contour-Buildup Algorithm for the Molecular
Surface. In IEEE Symposium on Biological Data Visualization, pp. 17–22, 2011.
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With the increasing computing power and flexibility of modern GPUs, however,
ray casting on the GPU has become a viable alternative to traditional polygonal
rendering. As mentioned in Section 4.1, ray casting large numbers of quadrics
on the GPU obtains good results [RE05, SWBG06]. For the SES, however, higher-
order roots have to be found since it also includes quartics patches. Toledo
et al. [TLP07] stated that iterative methods for root finding are more efficient
than analytic methods when ray casting higher-order surfaces like cubics or
quartics. They compared several iterative methods to the solution of Loop and
Blinn [LB06], who used Bézier tetrahedra to define algebraic surfaces, and an
analytic root solver. Singh and Narayanan [SN10], on the contrary, later showed
that modern GPUs are able to achieve comparable frame rates using analytic
root solvers. Parulek and Viola [PV12] presented a method to ray cast the SES
directly on the GPU without computing the individual primitives. Hence, their
method is in theory perfectly suited for dynamic data. The necessary computa-
tions are, however, quite costly and interactive frame rates are only possible for
medium-sized proteins on current hardware. Moreover, if too few neighboring
atoms are taken into account, the method can produce visible artifacts.

Most molecular viewers are able to visualize protein surfaces, for example
VMD [HDS96], UCSF Chimera [PGH+04] or PyMOL [DeL02], to name some of
the most popular and established tools. They typically use available software
libraries like MSMS [SOS96] or SURF [VBW94] to compute the SES, which gen-
erate a tessellated surface. Newer tools often improve rendering performance
and visual quality (e.g. Bajaj et al. [BDST04], Halm et al. [HOF05], or Moll
et al. [MHLK05]) but also lack sufficient support for dynamic data. None of
these available tools can extract the SES for large, dynamic data at interactive
frame rates with satisfying visual quality. In the following, two approaches to
visualize the SES interactively are discussed.

4.3.1 Reduced Surface Algorithm

The analytical computation of the SES requires time-consuming computations.
A naïve implementation would have a runtime complexity of O(n3) since all
possible triads of the n atoms would have to be tested whether they partici-
pate in a spherical triangle. Hence, an acceleration method is crucial for fast
construction. For a single-core CPU, Sanner’s RS [San92] combines fast compu-
tation with the ability to update the surface piecewise for dynamic data. The
definition of the RS is directly connected to the definition of the SES given in
Section 3.1.2: When the probe is in a fixed position, that is, in contact with three
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I Figure 4.9 — Reduced Surface of
a very small protein (a collagen-like
peptide, PDB ID: 1A3I) for a probe
radius of 1.4 Å. © 2011 IEEE.

or more atoms, all these atoms are forming a polygon that is called a face of
the Reduced Surface (RS-face). The edges of this polygon are called edges of the
Reduced Surface (RS-edges), while the center points of the participating atoms
form the vertices of the Reduced Surface (RS-vertices). Under the assumption that
a probe has simultaneous contact with at most three atoms, all RS-faces are
triangles. This assumption can be made without loss of generality since all
polygons can be subdivided into triangles. The RS is only valid for a specific
probe radius rp. If the radius is changed, the RS has to be recomputed. A more
detailed description of the RS can be found in [SOS96]. Figure 4.9 shows the RS
of a small protein.

The RS-vertices, -edges, and -faces are directly correlated with the primitives of
the SES. For each RS-face a concave spherical triangle is generated, the RS-edges
indicate toroidal patches, and the RS-vertices represent the convex spherical
patches. The equations for computing the parameters of these primitives of the
SES can be found in the original work by Connolly [Con83].

The RS can be computed using the following algorithm outlined by San-
ner [SOS96]: The first step is to find an initial RS-face, where the probe is
in contact with three atoms and does not intersect with any other atom. Such a
triple of atoms can be found by searching the leftmost atom amin(x) and com-
puting its neighborhood N (ai). The neighborhood of an atom ai is defined as
all atoms which can theoretically be touched by a probe while being in contact
with ai. For all triples amin(x), ai, aj with ai, aj ∈ N(amin(x)), a potential RS-face
is computed. If the probe defining this RS-face does not intersect any other
ak ∈ N(amin(x)), a valid initial RS-face was found.

For each RS-edge of the initial RS-face, an adjacent RS-face can be computed by
rotating the probe around the RS-edge until it hits another atom. In practice, this
can be done by computing the neighborhood of the RS-edge N(tij), where tij is
the center of the torus defined by the probe rotating around the RS-edge’s atoms
ai and aj. For each potential RS-face ai, aj, ak with ak ∈ N(tij) the angle between
the probe position pijk′ of the initial RS-face and the new probe position pijk is
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(a) Spindle torus (b) Spindle torus removed

(c) Intersecting spherical triangles (d) Intersecting parts cut off

Figure 4.10 — Handling of undesired singularities due to self-intersections of
the molecular surface. The atoms are colored red and green, spherical triangles
are colored blue, and toroidal patches are colored orange. © 2009 IEEE.

calculated. The potential RS-face with the least angle is the adjacent RS-face for
the RS-edge between ai and aj. No further intersection tests are required for the
probe of the newly generated RS-face.

The RS is incrementally constructed by treating all new RS-edges of each RS-
face as described above. The algorithm stops when all RS-edges are bordering
exactly two RS-faces. The RS is a closed surface of undefined genus.

The SES can suffer from undesirable self-intersections. These so-called singu-
larities arise either if the surface of a primitive intersects itself or if a primitive
is intersected by another one. The first case occurs at toroidal patches if the
distance between the torus center tij and the center of the torus tube (i.e. the
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major radius R of the torus) is smaller than the tube (or minor) radius r ≡ rp,
resulting in a spindle torus (see Figure 4.10a). This case can be identified by
comparing the two radii and can be removed easily from the final image (see
Figure 4.10b). The second case occurs if a spherical triangle is intersected by
another spherical triangle (see Figure 4.10c). These singularities can be solved
by testing against all neighboring probe positions and removing all parts of the
spherical triangle that are inside another probe sphere (see Figure 4.10d).

The fast identification of the neighborhood of a RS-vertex or probe is a crucial
factor for the speed of the aforementioned algorithmic steps. Sanner proposed
to use a Binary Spatial Division tree [SOS96], which can be built in O(n log n)
for n atoms or probes. The neighbors can be obtained in O(log n). However,
an interactive visualization of the SES for dynamic data sets requires a data
streaming approach that handles the data on the fly. That is, the RS has to be
updated potentially in every render pass as described above. Low computation
times are, thus, crucial for interactive frame rates. Therefore, a uniform spatial
subdivision can be beneficial compared to the BSP tree. Here, the RS-vertices are
sorted into cubic grid cells with a lateral length of 2rmax + 2rp. The complexity
to sort the atoms into the grid is O(n). To obtain the neighborhood, only
the RS-vertices inside a block of 3×3×3 grid cells must be considered. The
maximum number of RS-vertices per voxel is upper bounded and does not
depend on the size of the molecule but on the probe radius [VBW94]. As the
probe radius is fixed during the computation, this number can be seen as a
constant; therefore, the neighbors of an RS-vertex can be obtained in O(1), that
is, constant time.

The RS is only valid for a certain configuration of atom positions. When dealing
with dynamic data, the RS has to be reconstructed if one or more atoms have
moved. If only a subset of the atoms is moving between two consecutive frames,
the RS can be updated piecewise. Sanner [SO97] presented an algorithm to
maintain the SES for partially flexible proteins where about 10% of the atoms
are moving. In full MD simulations, however, typically all atoms can move
freely. In order to accelerate the update of the RS, the atomic movement can be
filtered. Positional changes lower than a user-defined threshold are ignored (e.g.
localized oscillations of an atom around a fixed position or thermal vibration).
A threshold value of 1 Å often leads to considerably fewer moving atoms while
still showing all substantial positional changes.

The algorithm for updating the RS can be outlined as follows: All effective
positional changes of atoms are registered and all RS-edges and -faces connected
to these atoms are deleted along with the RS-faces whose probes intersected
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Figure 4.11 — Illustration of the Contour-Buildup algorithm to compute the
SES for a small protein (PDB ID: 3NVF). The input is a set of intersecting atoms
whose radii are expanded from the VdW surface by the radius of a probe sphere
to form the SAS (left). The algorithm extracts the contours from which the
surface patches of the SES can be derived (center). The image to the right shows
the final rendering of the SES, colored by element. © 2011 IEEE.

with one of the moved atoms. The resulting holes in the RS are then closed by
treating the RS-edges according to the algorithm outlined above. In the worst
case, all atoms have moved and the complete RS has to be reconstructed.

4.3.2 Contour-Buildup Algorithm

As mentioned above, the RS can be computed efficiently on single-core CPUs.
This allows to interactively compute and render the SES for up to medium-
sized molecules (see Section 4.3.5 for details). For larger data sets, a paral-
lel computation is a more suitable approach, especially when leveraging the
tremendous computing power of modern GPUs. Since the RS algorithm is
inherently sequential, a parallelization on the GPU improves the computation
times only marginally [KDE10]. Lindow et al. [LBPH10] showed that the ap-
proach of Varshney et al. [VBW94] as well as the Contour-Buildup by Totrov
and Abagyan [TA95] are efficiently parallelizable on modern, multi-core CPUs.
The Contour-Buildup algorithm is a good choice for a GPU implementation
since it is highly parallel and requires only relatively simple data structures.

The general idea of the Contour-Buildup is to compute the contours of the SAS
and derive the SES from them. The intersection of two spheres is described
by a small circle on the spheres’ surfaces. If more than two spheres intersect
each other, the small circles may intersect each other, thereby being partially cut
into circle arcs. These remaining arcs of the small circles lie outside all other
intersecting spheres. The contour of a set of intersecting spheres is defined as
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I Figure 4.12 — Schematic of the Contour-
Buildup algorithm. The black sphere rep-
resents an atom that is cut by two other
atoms (red and blue). These cuts create
small circles on the surface of the black
atoms (dashed lines). The blue small cir-
cle completely cuts off the red one, which
can be omitted from further computations.

the union of all of these small circle arcs. The SES can be derived from this
contour of the SAS as follows. At the two endpoints of a small circle arc, the
rolling probe is in a fixed position, defining a spherical triangle. The arc itself
describes the path of the probe while it traces out a toroidal patch. The third
graphical primitives mentioned in Section 3.1.2, the spherical patches, are the
spheres that represent the atoms of the VdW surfaces. Figure 4.11 shows the
contour of a small molecule and the corresponding SES patches.

The Contour-Buildup algorithm describes the efficient computation of the
contour of the SAS. To obtain the SAS from a set of atoms, the radius rai

of
each atom ai is expanded by the VdW radius of the probe rp. Each expanded
atom a′i is tested for intersections with all neighboring atoms a′j. In case of an
intersection, the small circle is computed. Each newly created small circle is
subsequently intersected with all previously computed small circles. If two
small circles are not intersecting each other, three cases can occur, which must
be dealt with accordingly: In the first case, the two small circles are completely
independent and no action is required. In the second case, one of the small
circles completely cuts off the other (see Figure 4.12). Here, the cut circle must
be removed. In the third case, the two small circles completely cover atom
a′i, which thus has no surface and can be omitted. If the two small circles are
completely outside each other, no further treatment is required. If the small
circles intersect each other, the two intersection points are computed and the
resulting arc on the new small circle is tested against all existing arcs. An
existing arc can either be cut off completely by the new arc, shortened by the
new arc, or cut into two smaller arcs. The equations to evaluate which of these
cases apply are given by Totrov and Abagyan [TA95].

To fully utilize the capacity of the GPU, the algorithm needs to be divided
into rather small tasks. Therefore, rather than executing the above described
computations per atom in parallel for all atoms as Lindow et al. [LBPH10]
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proposed, a parallelization over all neighbors of all atoms is more feasible.
Consequently, not the whole contour of one atom is computed per thread,
but only the remaining arcs of each small circle for each atom. This not
only increases the number of concurrent computations, but also reduces the
computational load per thread, which is usually beneficial on the GPU where
each thread has much more limited resources than a CPU thread.

The first step is to find all neighbors for each atom and compute the correspond-
ing small circles. Next, all unnecessary (i. e. cut off) small circles are removed
based on the criteria given above. Atoms that are completely covered by two
small circles are located and excluded from further computations during this
stage. Afterwards, the central step of the algorithm is executed: All small circles
of all atoms are tested in parallel for intersections with the small circles of all
other neighboring atoms. The result of this computation is a list of all arcs
remaining from each small circle and contributing to the contour of the SAS.

Note that in the original algorithm, each arc will be computed for both atoms
that share the corresponding small circle. This is necessary to guarantee the
correctness of the resulting contour for all atoms. However, these redundant
computations can be omitted in the GPU implementation. As the atoms have
an implicit order, small circles between an atom and its neighboring atoms
with smaller indices (i. e. a′i and neighbor a′j with j < i) can be ignored, since
any resulting arcs will be found on the identical small circle when the atom
indices are reversed (i. e. a′j and neighbor a′i, again with j < i). Each small
circle is consequently processed only once. Every endpoint is shared by three
arcs, which would also lead to multiple output of the same point (i. e. probe
position). Therefore, a similar optimization was chosen for the arc endpoints to
write each endpoint only once.

The parallelized Contour-Buildup algorithm can be implemented entirely using
CUDA. First, the neighborhood for each atom ai is computed using a grid-based
spatial subdivision. It uses a spatial hashing approach similar to the Particles
demo from the Nvidia GPU Computing SDK [Gre08]. The atom positions and
radii needed in this step are stored in an OpenGL Vertex Buffer Object (VBO).
By doing so, the atom data is uploaded to the GPU memory and can be accessed
from a CUDA kernel as well as from an OpenGL shader. Note that this is the
only stage in the computational pipeline where data is transferred from the
CPU to the GPU. All neighboring atoms aj of each atom ai are extracted and
stored in a lookup table together with the corresponding small circles. This step
can be executed for all atoms in parallel.
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Figure 4.13 — A selection of the data sets used in performance measurements
rendered using different coloring modes. From left to right: MDSim 4 (rainbow
coloring), MDSim 5 (color by amino acid), MDSim 3 (color by element), 1AF6
(color by amino acid chain). See Table 4.4 for further details. © 2011 IEEE.

The next kernel removes all small circles which are cut off by other small
circles and marks atoms which are completely covered by two small circles for
exclusion from further processing. This kernel is executed in parallel for all
neighbors of all atoms.

After the input data has been prepared by these calculations, the main CUDA
kernel to compute the contour arcs is started. Each small circle of each atom
is intersected with all other small circles of the corresponding atom and the
remaining arcs, if any, are extracted. This results in the arcs of the contour.

Each arc endpoint is shared by three arcs. That is, each arc endpoint lies on
small circle scj on the surface of an atom ai arising from the intersection of atom
ai and aj, which is cut by a third atom ak. To avoid unnecessary duplications,
the endpoint is only written to the list of arc endpoints if i < j < k. A small
circle scj is only marked visible if at least one of its arcs remains in the result
set, which avoids the duplication of arcs and, consequently, torus patches.

The elements required for the SES are now derived from these results. The
parameters for the toroidal patches and spherical triangles are stored in a set of
VBOs. These are then used for GPU ray casting to achieve fast rendering and
high visual quality. The number of toroidal patches and spherical triangles is
determined by a parallel prefix sum provided by the Thrust library [HB09]. The
results from the prefix sum are used to compact the probe and torus positions
when writing them and the additional parameters required for the ray casting
to the corresponding VBOs. This is done using a further CUDA kernel which
is, again, executed in parallel for all neighbors of all atoms.

The last step in the computation pipeline is the singularity handling for spheri-
cal triangles. To handle this issue correctly, the neighborhood search based on
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spatial hashing is used to find all intersecting probes for each probe. The ex-
tracted probe positions are written to a pixel buffer object (PBO) and transferred
to a 2D look-up texture to make the probe positions available in a GLSL shader.
The PBO is necessary since CUDA kernels cannot write to OpenGL textures.
However, the data transfer is negligible since the PBO is already stored in the
GPU, and no costly data transfer between CPU and GPU memory is needed.

4.3.3 Rendering

For the rendering of the SES, GPU ray casting using GLSL shaders is suitable
since the surface is composed of patches that can be described implicitly. Since
the root finding for the implicit functions has to be done per fragment, the
amount of fragments for which ray intersection tests are executed greatly
impacts the rendering times. This is particularly important for the tori since
they need more elaborate calculations. Therefore, a minimal proxy geometry
has to be found for fast ray casting. As all primitives are easily describable by
relatively tight fitting spheres, a point-based approach was used. Additionally,
as many computations as possible are done in the vertex shader to reduce the
workload of the fragment shader. The rendering is the same for the RS and the
Contour-Buildup.

The spherical patches are part of the VdW spheres encircling the atoms and can
be delimited by a nearly arbitrary number of small circle arcs (bounded by the
maximum number of vicinity atoms). Since the parts of the VdW spheres which
do not belong to the SES are interior to it, the whole spheres can be drawn
without impairing the visual appearance of the SES.

The surface of a torus with major radius R and minor radius r is described by
the quartic function (

R−
√

x2 − y2
)2

+ z2 = r2. (4.1)

Fourth-order polynomials can be solved either iteratively or analytically. Since
not the first but the second and the fourth roots are need, an analytical method
is used, which avoids issues like divergence or finding initial values for each
root that arise when using iterative solvers. The stabilized Ferrari-Lagrange
method by Herbison-Evans [HE95] can be implemented straightforward in
GLSL. To reduce the computation time, the part of the torus that is interior with
respect to the SES is not clipped (as with the spherical patches). The toroidal
patch belonging to the SES is the inner part of the torus located between the
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I Figure 4.14 — Outline of the
visibility sphere derived from the
contact points x (red) between the
probe (orange) and the protein
atoms (green). The resulting visi-
bility sphere is colored blue.
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two atom spheres. This part of the torus is enclosed by a sphere whose center
lies on the RS-edge connecting the two sphere centers. This visibility sphere is
depicted in Figure 4.14. The radius rvs and the center c of the visibility sphere
are computed using Equations (4.2), where p is an arbitrary position of the
probe while tracing out the torus, ai and aj, and ri and rj, respectively, are the
atom positions and radii, and tij is the torus center.

x =
p− ai
|p− ai|

· ri, rvs =
∣∣∣x− c′

∣∣∣ , c = (c′ + ai)− tij, (4.2)

where c′ =
|p− ai|∣∣∣p− aj

∣∣∣+ |p− ai|
·
(

aj − ai

)
.

Only the section of the torus within the visibility sphere is rendered, the exterior
parts are clipped, that is, the second and third intersection between the ray and
the torus has to be within the visibility sphere. In case of a spindle torus, the
spindle has to be cut off (see Figure 4.10b). The spindle is enclosed by a sphere
with radius rS =

√
r2 − R2 and center tij. If the intersection lies within this

sphere, the fourth intersection with the torus that is located behind the spindle
is used for rendering. If this intersection is outside the visibility sphere, the
current fragment is discarded.

Ray casting a spherical triangle is analogue to ray casting a sphere. For a
concave spherical triangle the second intersection is used to get the backside of
the sphere. The three great circles bordering the spherical triangle are defined
by planes that cut the sphere. For the singularity handling, the centers of all
neighboring probes intersecting another probe are written to a texture. In the
fragment shader, the spherical triangle is cut with these probes (cf. Figure 4.10d).
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(a) SES (b) Simplified SES

Figure 4.15 — Comparison between original SES (a) and simplified one (b) of
a porin (PDB ID: 2POR). Not only the overall shape of the protein but also
the channel is clearly preserved by the simplification. The protein is colored
according to the amino acid types. © 2011 IEEE.

4.3.4 Acceleration Techniques

Even with the methods described above, rendering of very large protein com-
plexes like virus capsids still poses a challenge on current hardware in terms
of computation times. To overcome this problem, the simplified representation
described in Section 3.2 can be used, where each amino acid is represented by
two bounding spheres. These spheres are used as input “atoms” for the com-
putation of the SES. Figure 4.15 shows a comparison between the original and
the simplified SES of a protein. The simplification not only reduces the number
of atoms but also the amount of vicinity atoms, which results in considerably
lower computation times.

4.3.5 Results and Performance

Ray casting the implicit representation of the SES gives a pixel-accurate ren-
dering, as highlighted in the cutout in Figure 4.8. For the tori, several analyt-
ical methods for quartic root finding were evaluated, namely the Descartes,
Neumark and Ferrari-Lagrange (stabilized and unstabilized, cf. Herbison-
Evans [HE95]) algorithms. Due to the limited floating-point precision on the
GPU, only the stabilized Ferrari-Lagrange method was able to render the tori
artifact-free. A benefit of ray casting is the compact representation of the primi-
tives. Since each primitive is described by its center and only few parameters,
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Table 4.2 — Performance measurement for static data sets: Rendering times are
given in frames per second (column FPS). SC denotes the screen coverage of the
SES in percent. CT is the computation time of the RS in seconds. The largest
data set is a virus capsid that was assembled using PDB data set 1CWP.

PDB ID #Atoms FPS SC CT

1VIS ∼2,500 100 63% 0.09
1AF6 ∼10,000 57 68% 0.36
1GKI ∼19,500 46 61% 0.74
1AON ∼59,500 24 72% 2.57
1CWP* ∼214,400 15 55% 9.77

which are already calculated during RS or Contour-Buildup computation, no
further precomputations are needed for ray casting. By contrast, tessellated
surfaces not only require additional computations but can also lead to lower
visual quality than ray casting and have a larger memory footprint. For example,
the triangulation generated by MSMS [SOS96] consumes twice the memory
compared to the implicit representation necessary for ray casting and the com-
putation times are twice as high even when using the standard parameters,
which results in a relatively low tessellation. That is, ray casting is superior to
classical triangle rendering for the SES, especially for dynamic data, which has
to be uploaded to the GPU each time the data changes.

All measurements were executed using an Intel Core i7-920 (4×2.66 GHz) with
6 GB RAM and an Nvidia GeForce GTX 580 (1.5 GB VRAM) at a resolution of
1024×768 pixels. The number of occupied pixels has an impact on the rendering
performance since the fragment shader operations will only be executed for
these pixels. Therefore, the camera was adjusted so that the proteins filled as
much screen space as possible while still being completely visible (see screen
coverage SC in Table 4.2). The probe radius was set to 1.4 Å, which approximates
water. Table 4.2 shows the results for data sets from the PDB [BWF+00]. Since
the data sets are static, no dynamic update was necessary for rendering and
the values are solely quantifying the rendering performance. Consequently, the
performance is the same for the RS and the Contour-Buildup. As observable,
modern consumer systems are capable of ray casting the SES of even large data
sets like the virus capsid at interactive frame rates.

The crucial factor for rendering dynamic data is not the ray casting but the
time for updating the SES. In case of the CPU-based RS implementation, this
highly depends on the number of atoms undergoing significant positional
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Table 4.3 — Performance measurement for dynamic data sets using the RS
implementation [KBE09]: Comparison between SES and simplified SES (Simple).

Name RMSD #Atoms SES Simple
(fps) (fps)

MDSim 1 yes ∼4,000 9–17 ∼58
MDSim 1 no ∼4,000 8–13 ∼56
MDSim 2 no ∼4,000 ∼6 ∼60
MDSim 3 no ∼8,000 ∼3 ∼33

change. Table 4.3 shows the performance for different MD simulations of the
same protein (TEM β-lactamase, MDSim 1 & 2), both with and without RMSD
alignment to remove global movement, and for the simulation of a larger protein
(C. Rugosa lipase, MDSim 3). The screen coverage is not explicitly given as it has
no observable effect on the frame rate, which is limited by the RS computation.

Different simulations of the same protein can lead to a higher number of moving
atoms, resulting in lower frame rates for the RS implementation. As expected, a
small but noticeable speedup is gained by RMSD alignment (cf. Table 4.3). For
trajectories with high dynamics (e.g. MDSim 2), the intended goal of 10 fps is
only just not met. The simplified SES is independent of the number of moving
atoms, as it is completely recomputed for each frame. Consequently, the frame
rates are similar for all trajectories of the same protein. Even for large proteins,
interactive frame rates are easily attained when using the simplified SES.

In case of the GPU implementation, the Contour-Buildup is computed for each
frame. Therefore, the number of moving atoms and RMSD alignment have
no effect on the performance. Various MD simulation data sets (denoted by
MDSim 1 – 5 in Table 4.4) as well as data sets from the PDB [BWF+00] were
used for the evaluation. The PDB data sets are provided for better comparability
with other methods. The performance measurements are given in Table 4.4.
Figure 4.13 shows the four largest data sets used for testing in different coloring
modes. The frame rates given in the last column of Table 4.4 include the data
transfer and the complete re-computation of the contour for each rendered
frame, regardless if the data is static or dynamic. That is, the GPU implemen-
tation always behaves as if using fully dynamic data. The frame rates given
in Table 4.4 show that the GPU implementation of the Contour-Buildup can
maintain the SES for fully dynamic data sets of up to ten thousand atoms at
interactive frame rates. The time measurements for the Contour-Buildup in
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Table 4.4 — Performance measurements for the GPU implementation of the
Contour-Buildup. CB denotes the execution time of the Contour-Buildup
algorithm (including data transfer), while VBO+SH denotes the time for writing
VBOs for rendering and the handling of singularities. The column labeled
FPS shows the overall frame rates in frames per second (i. e. data transfer,
Contour-Buildup, and rendering). (∗) marks data sets obtained from the PDB.

Data set #Atoms CB VBO+SH FPS

1VIS∗ ∼2,500 14.1 ms 2.6 ms 50 fps
MDSim 1 ∼4,000 22.7 ms 3.6 ms 33 fps
MDSim 4 ∼4,800 19.6 ms 5.4 ms 36 fps
MDSim 5 ∼6,600 31.2 ms 4.5 ms 24 fps
MDSim 3 ∼8,000 35.7 ms 6.0 ms 21 fps
1AF6∗ ∼10,000 36.1 ms 7.3 ms 20 fps

Table 4.4 (column CB) already includes the data transfer. The computation times
for the buffer objects used for rendering and the singularity handling are given
separately (column VBO+SH).

An notable irregularity in Table 4.4 is that the frame rate for MDSim 4 is
higher than for MDSim 1 even though MDSim 4 is 20% larger. This can be
explained by the three-dimensional structure of the data: While the other data
sets are simulations of proteins, which are relatively compact and, therefore,
have a high number of neighbors per atom, MDSim 4 is a simulation of an
elongated hydrogel, which has a filamentary structure and only a small number
of neighbors per atom (cf. Figure 4.13, left). This also explains the higher time
for VBO+SH for this data set. As the ratio of the number of surface elements to
the number of atoms is higher than in the other data sets, the cases that need to
be tested for the singularity handling are also higher.

Lindow et al. [LBPH10] showed that the Contour-Buildup algorithm can be
parallelized efficiently over all atoms. They gained an approximately sixfold
speedup on eight physical CPU cores compared to single-core execution using
OpenMP [DM98]. Their implementation scales linearly with the number of
atoms. The CUDA implementation of the Contour-Buildup described above in
contrast exhibits sub-linear scaling, especially for the larger data sets. That is, the
measurements indicate that the modified Contour-Buildup algorithm is better
suited to exploit massively parallel architectures like GPUs due to the more
fine-grain working tasks. For the maltoporin data set (PDB ID: 1AF6), Lindow
et al. measured an update time of 73 ms (2 Intel Xeon E5540; 8 × 2.53 GHz)
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(a) (b) (c)

Figure 4.16 — Different parametrizations of the Gaussian molecular surface.
(a) A polio virus capsid (0.7 M atoms) parametrized to show atomic detail. (b) A
chromatophore (9.6 M atoms). The parameters are adjusted to create a coarse
surface that shows the shape of the molecules but smooths out individual atoms.
(c) The chromatophore data set in coarse-grained representation (<1 M beads).

compared to 43 ms for the CUDA implementation. For very small data sets like
the isomerase data set (PDB ID: 1OGZ) the CUDA implementation achieves
a slightly lower speedup (12 ms versus 18 ms). This can be explained by the
overhead introduced by CUDA. Consequently, the CUDA implementation
shows its full potential mainly for larger problems.

4.4 Gaussian Surfaces

This section describes a fast method to visualize smooth molecular surfaces
based on the Metaball definition [Bli82] for very large particle data sets.3 As
mentioned in Section 3.1.2, Metaball surfaces can not only model the analytically
defined SES very closely but also create a coarser, more approximate surface.

Isosurfaces based on the Metaball definition are widely used for particle data.
Müller et al. [MGE07] and Kanamori et al. [KSN08] used GPU ray casting to ren-
der these surfaces using only the particles as input. While these methods render
the Metaballs directly, an intermediate density map can be computed and used
for isosurface extraction. Following the idea of Kolb and Cuntz for Smoothed
Particle Hydrodynamics (SPH) simulations [KC05], Falk et al. [FKRE10] used a

3 Parts of this section have been published in: M. Krone, J. E. Stone, T. Ertl, and K. Schulten.
Fast Visualization of Gaussian Density Surfaces for Molecular Dynamics and Particle System
Trajectories. In EuroVis - Short Papers, vol. 1, pp. 67–71, 2012.
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uniform grid to visualize particle-based simulations. They applied GPU shader
programs to generate the volume on the GPU and extracted an isosurface using
GPU ray marching [KW03, HLSR08]. Goswami et al. [GSSP10] used a heuristic
to estimate particles that contribute to the surface. This can lead to small flaws
in the surface that may be acceptable for fluid data, but are undesirable for
molecular surfaces. Fraedrich et al. [FAW10] and Falk et al. [FGE10] sample par-
ticles along a perspective grid and use GPU ray marching for rendering. Their
methods achieve high frame rates for large data sets. The drawback of their
approaches is that the resulting surface is view-dependent and can only be used
for rendering, and not for further computations. Dias et al. [DG11] presented
a CUDA-based approach for the construction of the density map and extrac-
tion of the isosurface via Marching Cubes (MC). Although their approach is
executed entirely on the GPU, it lacks the speed required for interactive display
of dynamic data even for small data sets. There are several GPU-accelerated
optimizations for Lorensen and Cline’s original MC algorithm [LC87], which
can be parallelized straightforwardly. Crassin presented an OpenGL geometry
shader implementation [Cra07]. His work is based on the CPU implementation
of Bourke [Bou94], who used lookup tables for the various configurations of the
MC algorithm. A CUDA implementation based on Bourke’s work is included
in the Nvidia GPU Computing SDK. Dyken et al. [DZTS08] described a sim-
ilar implementation that achieves a speedup by replacing prefix sums with a
Histogram Pyramid traversal.

4.4.1 Algorithm and Implementation Details

The visualization of a molecular surface using Metaballs can be split into two
steps: First, a uniformly spaced, three-dimensional density map is calculated
from the atoms using the equations given in Section 3.1.2. In the second step,
the isosurface is extracted using the MC algorithm. An isosurface extracted
using GPU ray marching would have slightly higher visual quality and lower
GPU memory requirements, however, the extracted triangulated surface can
be used for visualization as well as for further analyses. The whole algorithm
is designed to run on a massively parallel device like a GPU. In the reference
implementation discussed below, all steps of the algorithm are implemented in
CUDA and optimized for Nvidia’s Fermi GPUs.

The most costly step in the molecular surface generation is the calculation
of a scalar volume containing Gaussian densities summed from each of the
particles in the neighborhood of each voxel. Stone et al. [SPF+07] and Rodrigues
et al. [RHS+08] have described fast GPU algorithms for computing electrostatic
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potential maps on uniform lattices. The fast GPU Gaussian density summation
described below differs primarily in that it computes the spatial acceleration
structure entirely on the GPU with irregular atom bin sizes, which speeds up
the computation especially for large structures.

The density map generation algorithm accumulates Gaussian densities on a
uniformly-spaced 3D grid defined within a bounding box that contains all
particles; padding of the volume ensures that the extracted surface is not
clipped off. The density map generation algorithm satisfies

D(r; r1, r2, . . . , rN) =
N

∑
i=1

e
−|r−ri |

2

2α
2 , (4.3)

where the density D is evaluated at a position r ∈ R
3 by summing over

all N atoms. Each atom i is located at position ri and has an associated
weighting factor α which is determined by multiplying its radius with user-
defined weighting or scaling factors that customize the visualization to produce
a surface with an appropriate user-defined appearance and level of detail.

The density map can be computed serially in O(N · m) by summing up the
density contributions of all N atoms into each voxel (where m is the number
of voxels). This quickly becomes impractical even for molecular complexes
of moderate size. Since the magnitude of the Gaussian densities contributed
by an atom decays very rapidly with increasing distance, the algorithm can
be reduced to linear time complexity (with respect to the number of voxels)
by eliminating density contributions from atoms beyond a cutoff radius. By
limiting the set of contributing atoms to those within the cutoff radius, the
work associated with each grid point becomes roughly constant since the atoms
are largely uniformly distributed in space and cannot be packed arbitrarily
dense [VBW94]. Performance can be improved further by parallelization, taking
advantage of the fact that the density D at each grid point r can be computed
independently, and that the partial density contributions to a given grid point r
from different atoms may also be computed in parallel.

The density D for a position r ∈ R
3 can be computed efficiently on the GPU

using a parallel gather approach. This involves the construction of a uniform
spatial acceleration grid with a grid spacing equal to the cutoff distance. All
particles are sorted into this acceleration grid. For each grid point r, the
algorithm gathers density contributions by looping over the atoms contained in
the 27 neighboring cells (a 33 cube) in the spatial acceleration grid. Since each
grid point is computed independently, there are no parallel write conflicts for
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Figure 4.17 — Left: If each grid point r in the density grid (blue) is computed
by one CUDA kernel call, a neighborhood of 3× 3× 3 = 27 cells has to be
read from the acceleration grid. Right: If three adjacent density grid points
are computed in the same CUDA kernel, their neighborhood overlaps, which
leads to a lower number of neighboring grid cells that have to be read in total
(5× 3× 3 = 45). Here, the red grid cells are needed for all three blue grid
points, the yellow ones by two each. Note that in this simplified example, the
density grid and the acceleration grid have the same resolution.

the grid densities. The CUDA implementation reuses Y and Z atom distance
components among multiple grid points in the same Y row and Z column by
computing multiple grid points in each thread, where only the X distances are
unique to each grid point. Another benefit of this thread coarsening approach is
that many per-thread registers are reused and reads of atom data from global
memory are amortized over multiple grid points, which increases the arithmetic
intensity (see Figure 4.17).

When using per-atom colors for the molecular surface, a three-dimensional
RGB-volume is computed in addition to the density map. The color of a grid
cell is the sum of the color contributions of all atoms scaled by the associated
density contribution and divided by the isovalue. This results in normalized
colors and does not require any further post-processing of the color values prior
to use in the isosurface extraction.

The MC algorithm is used to extract an isosurface from the density map.
For each cube of 23 voxels, a triangular surface is created as a function of
the 8 density values of the voxels being greater or less than the isovalue for
the surface. The resulting surface is guaranteed to be watertight because
neighboring cubes share their voxels. Since the result for a cube is independent
of other cubes, the MC algorithm, in theory, is trivially parallelizable. In practice
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however, the triangles have to be written to an output array. Therefore, a certain
amount of synchronization has to be achieved. The reference implementation
described here is an optimized and extended version of the MC example
from the Nvidia GPU Computing SDK. The implementation is split into four
algorithmic steps that can be outlined as follows. In the first step, the number of
triangles that will be generated is determined for each cube of 23 voxels using
a Look-Up Table (LUT) [Bou94]. A cube is considered active if it contains at
least one triangle. The two output values per cube—the active cube flag (0 or
1) and the number of triangle vertices per cube—are written to a uint2 array.
This step is called the classification. In the second step, a parallel prefix sum
of the classification array is computed. This prefix sum is used to get the total
numbers of active cubes and triangle vertices. An optimized CUDA prefix sum
implementation is provided by the Thrust [HB09] library, which is part of the
CUDA toolkit. The third step is the compactification of the active cubes. Based
on the prefix sum from the previous step, a LUT is written. The number of
entries in this LUT equals the number of active cubes. Subsequently, this LUT is
used to address only active cubes. In the fourth and last step, the triangles per
cube are generated. Due to the compactification in step two and three, this step
is only executed for active cubes. Again, the 23 voxel values are read and each
cube is classified, but now the triangles are actually generated and the vertices
are written to the output array. To speed up the computation, the triangle vertex
calculation and the normal calculation are split into two separate CUDA kernels.
The first kernel writes the vertices while second kernel computes the per-vertex
normal using central differences. The surface can also be colored according to
the 3D color map created during the generation step. Each triangle vertex is
located along an edge of the cube. Therefore, only the two voxel coordinates at
the start and end point of this edge have to be determined. The vertex color
can then be calculated using linear interpolation. Note that the SDK example
neither computes per-vertex normals nor colors. Additionally, various other
minor changes to the original SDK example were necessary in order to process
density maps whose grid size is not a power of two and larger grids that would
have exceeded the bounds of the original calculation. On Fermi GPUs or newer,
a three-dimensional CUDA thread block layout is used. The result is the same
as in the original 1D case, but the 3D thread grid layout leads to slightly lower
computation times on the newer hardware.

As previously mentioned, the triangulated molecular surface computed by MC
is often visually inferior to a ray casting. However, the triangle mesh can be
used as an input for subsequent calculations, for example the calculation of
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I Figure 4.18 — Membrane patch
data set (22.8 M atoms). The Gaus-
sian surface of the water box (20 M
atoms) was rendered at lower de-
tail than the ones of the disc-shaped
membrane and the proteins to re-
duce the computation time.

the surface area. After computing all individual triangle areas in parallel and
storing them to an array, a prefix sum is used to get the total area. The Gaussian
surface descriptors used to define the surface can model the Solvent Accessible
Surface Area (SASA) [Ric77] quite accurately. Grant and Pickup [GP95] showed
that the resulting area has below 2 % deviation compared to the analytical
solution. This solution is equally fast as the rapid stochastic measurement of
the surface area presented by Juba and Varshney [JV08].

4.4.2 Results and Discussion

Users can adjust the surface with just three easy to understand parameters: The
grid spacing H, the scaling factor R for the atom radius and the isovalue I. If
the user wants to see the molecular surface in atomic detail, a grid spacing
of at least 1.0 Å should be used for the density map. For larger data sets,
however, a smoother, more abstract surface is often more desirable for the visual
analysis since it shows the overall shape of the molecule rather than drawing
the attention to insignificant single atom movements.

The performance of the method was evaluated using various data sets from MD
simulations. Figure 4.18 shows the largest test case: a membrane patch with
several transmembrane proteins simulated in water (22.8 M atoms). The test
system was an Intel Core i7 x980 (6×3.3 GHz) with 12 GB RAM and an Nvidia

GeForce GTX 580 (3 GB VRAM). Table 4.5 shows the results of the performance
measurements (averaged frames per second over 100 frames). The frame rates
include the transfer of all particles to the GPU, the density map calculation and
the MC extraction for each frame. That is, the technique makes it possible to
interactively visualize molecular surfaces for fully dynamic data sets with up
to one million atoms in atomic detail. The computation time is influenced by
a combination of the following three factors: the number of particles, the grid
resolution (which results from the spatial extend of the particles and the grid
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Table 4.5 — Performance measurements (all timings in seconds). Radius scaling
R was set to 1.0 and isovalue I to 0.5 for all tests. H denotes the grid spacing. tsort
includes the time for uploading the particles to the GPU and sorting them into
the acceleration grid, td is the computation time for the density map and tMC
the MC runtime. The last column shows the overall performance (computation
and rendering) in frames per second (fps).

#Atoms H Map size tsort td tMC fps

147,976 1.0 183×184×184 0.007 0.048 0.009 13.2
754,200 (Fig. 4.16a) 1.0 364×364×364 0.01 0.18 0.05 3.5
955,226 1.0 220×220×220 0.008 0.189 0.012 4.2
2.37 M 2.0 429×394×58 0.03 0.17 0.016 3.9
9.62 M (Fig. 4.16b) 2.0 377×375×355 0.16 0.023 0.06 3.4
22.8 M (Fig. 4.18) 4.0 240×222×72 4.4 0.68 0.01 0.2

spacing H), and the number of triangles. These factors mutually influence the
timings for the three steps (tsort, td, tMC).

In most cases, the density map calculation is the most expensive part of the
algorithm. However, for very large numbers of particles and small density
maps, the sorting time (which includes the upload times for the particles from
the CPU to the GPU) becomes the limiting factor. The fast MC calculation
influences the frame rate only marginally.

When viewing protein systems of more than one million atoms, it is often
desirable to use visualizations with reduced detail to show the overall structure
of the molecular complex instead of the clutter associated with atomic detail.
The simplified representation described in Section 3.2, where each amino acid is
represented by one or two bounding spheres, can be used as input to the density
map generation. As mentioned in Section 4.3.4, this coarse-graining was also
used to speed up the SES calculation, since it reduces the number of particles
by at least an order of magnitude for proteins. In case of the Gaussian surfaces,
the grid resolution can also be lowered since the spheres are much larger than
the original atoms. This results in high frame rates even for very large data
sets. Figure 4.16c shows the coarse-grained surface for a chromatophore data
set containing 9 M atoms (Figure 4.16b). After coarse-graining, the number of
input particles is less than 1 M, resulting in more than 10 fps on the test system.

The Gaussian density surface calculation is much faster than the SES computa-
tion discussed in Section 4.3. For a protein of 59,000 atoms (PDB ID: 1AON),
the CUDA-based Contour-Buildup achieves 6.8 fps on an Nvidia Quadro 7000
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for a dynamic data set. The Gaussian surface visualization of this data set is
possible with 19 fps using a grid spacing of 1.0 Å on a GeForce GTX 580, which
is comparable to the Quadro in terms of computation speed.

The Gaussian density surface method is similar to the recent work of Dias
et al. [DG11]. They also use CUDA implementations to construct the density
map and to extract the molecular surface using MC. For the density grid,
however, they use an atom-based scattering approach rather than a voxel-based
gathering approach. For a protein of 7,231 atoms (PDB ID: 1QGK) they report a
computation time of 10 s on a GeForce GTX 280. For the same data set and an
equally sized density grid, the implementation discussed above computes the
surface in 0.07 s on a GTX 280. The lack of details in [DG11] makes it hard to
judge why their method is that much slower. A major performance impediment
in their density map calculation might be that they have to explicitly avoid write
conflicts due to the scattering approach. Additionally, their implementation
might be less optimized than the implementation discussed above.

As mentioned above, Fraedrich et al. [FAW10] calculate perspective, non-
uniform density maps in view space by sampling the visible part of the scene.
This results in low computation times for very large, dynamic data sets. They
render the isosurface using GPU ray casting. The performance of their method is
comparable to the Gaussian surface extraction described above. However, since
their density grid is view-dependent and non-uniform, their method cannot be
used for further analytical processing such as the area calculation described in
Section 4.4.1. The undistorted, triangle-based isosurfaces are further beneficial
if the same data is rendered from multiple points of view (e.g. stereoscopic
rendering) and can be used as input for available offline raytracers.

4.5 Instanced Rendering of Cellular Environments

As explained in Section 4.1, GPU ray casting can be seen as the current state of
the art for direct particle visualization on single commodity desktop worksta-
tions. It allows to render dynamic data sets comprising up to 107 particles with
interactive frame rates on modern GPUs [GRE09]. For larger data sets, however,
advanced rendering methods have to be considered. An example is the method
of Grottel et al. [GRDE10], who presented a two-level occlusion culling based
on OpenGL hardware occlusion queries and a grid-based occlusion test. They
also used Deferred Shading (DS) [DWS+88, ST90] to accelerate the rendering.
With this optimized technique, they have been able to render data sets of up to
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108 particles interactively. However, as with all occlusion culling methods, their
algorithm is only beneficial for dense data sets with a large amount of occluded
geometry. Lampe et al. [LVRH07] presented a specialized instancing technique
to visualize large proteins. They estimate the atom positions on the GPU after
transferring only the position and orientation of each amino acid. The OpenGL
point primitives for the atoms are generated and transformed in the geome-
try shader and rendered as spheres using ray casting in the fragment shader.
This method accelerates the rendering notably but is limited by the number of
primitives that can be emitted by the geometry shader. Lindow et al. [LBH12]
presented a method to render biomolecular data sets comprising over 109 atoms.
They visualized molecular structures reconstructed from electron tomography
images. Due to the limited resolution of these images, it is only possible to
identify individual molecules or molecular complexes, but not to extract the
spatial structure or even individual atoms. Therefore, the same model is used
to visualize all molecules of a certain species. That is, their data sets consist
of many identical instances of a few different molecules, which also reduces
the memory requirements. The general idea of their algorithm can be outlined
as follows: The atoms of each molecular model are sorted into a grid-based
acceleration structure and uploaded to GPU memory during a preprocessing
stage. During rendering, instances of the bounding boxes of the uploaded
models are rendered for each molecule. For each fragment of the bounding
boxes, a ray is cast into the scene, analogous to classical GPU volume ray
marching [KW03, HLSR08]. In this case, however, intersections between the ray
and the individual atom spheres are computed for rendering. Candidate atoms
can be retrieved by traversing the acceleration grid. This technique can also
be used to render mesoscopic whole-cell simulations at atomistic detail using
extensions to the original algorithm that enhance the rendering speed [FKE12].
It was also shown that the method is feasible for rendering large numbers of
triangulated models [FKE13].4

The method outlined above is most beneficial when rendering many instances
of the same, internally rigid molecule. This is the case for the aforementioned
electron tomography data or mesoscopic simulations that contain parts of a cell.
In case of the simulations presented by Falk et al. [FKRE09], the simplified cell
model contains the cytoskeleton (actin filaments and microtubules) and many
4 Parts of this section have been published in: M. Falk, M. Krone, and T. Ertl. Atomistic

Visualization of Mesoscopic Whole-Cell Simulations. In EG Workshop on Visual Computing for
Biology and Medicine, pp. 123–130, 2012.
M. Falk, M. Krone, and T. Ertl. Atomistic Visualization of Mesoscopic Whole-cell Simulations
using Ray-casted Instancing. Comput. Graph. Forum, 32(8):195–206, 2013.
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instances of only few different signal proteins. For all molecules in the simula-
tion, the atomistic models can be obtained from the PDB. A sample simulation
of a signaling pathway contains a total of 25 · 109 atoms if both cytoskeleton
and signal proteins are represented in atomic detail. MD simulations are not
capable of simulating such a cellular environment on the atomic scale because
they only cover short time scales (picoseconds to milliseconds) and smaller
systems. Therefore, a stochastic, coarse-grained simulation was used [FOE+11].
This allowed to reproduce the cellular signaling mechanisms that take seconds
to hours. Here, the cytoskeleton is modeled using cylinders and the signal pro-
teins are represented by spheres with the hydrodynamic radius of the physical
molecule. Even though the actual simulation is coarse-grained, an atomistic
visualization shows the underlying data of the simulation and can provide new,
detailed insights into the simulated system. In addition, it can be used for artis-
tic reasons and educational purposes, showing a faithful representation of the
crowded internal environment of the cell. By using various image enhancement
techniques, renderings that are visually pleasing and, moreover, highlight the
structure and spatial relationships in the data can be created.

4.5.1 Algorithm

In this section, the instanced rendering algorithm that is based on the work
of Lindow et al. [LBH12] is explained, followed by possible extensions and
optimizations [FKE13]. As mentioned above, this rendering method exploits
that, even though the overall number of particles in the scene may be as high
as several billions of atoms, the number of different molecule species is quite
low. All molecules in the scene have to be rigid, that is, they are only translated
and rotated, but do not undergo any internal deformations. Hence, the atom
positions of each type of molecule have to be stored only once and can be
rendered for all instances of the same molecules. This reduces the number
of atoms that have to be stored in main or graphics memory to at most a
few millions. During rendering, multiple instances of the same molecule can
be drawn. For each instance, only the translation and rotation have to be
transferred. This allows keeping the amount of data that has to be transferred
for each render pass from the CPU to the GPU comparably low.

Ray casting achieves fast, high-quality rendering of the atoms. A uniform accel-
eration grid is used for space subdivision to reduce the number of intersection
tests. All atoms of a molecule are sorted into this grid. For each atom, all grid
cells that intersect this atom are determined via a box-sphere intersection test.



72 Chapter 4 • Visualization of Biomolecules

Figure 4.19 — One turn of an actin filaments consists of two strands with 14
actin monomers each. The two strands are colored differently to highlight
the pitch. The normal approximation (right) enhances the global structure
compared to the shading with exact normals (left).

The data structure proposed by Lagae and Dutré [LD08] is used to store the
data of the uniform grid in a GPU-friendly manner.

Each cell of the grid is mapped onto one voxel of a 3D texture. The atomic
data—positions, radii, and color IDs—are stored in two additional 2D textures.
The first texture contains the atom positions and their radii as 32-bit floating
point values. The color identifiers, e.g. atom type, chain ID, or strand ID, are
stored in the second texture with up to four channels. These additional data
are accessed via a 2D index stored in the 3D grid texture. In addition to the 2D
index, each voxel also contains the number of atoms in this cell. Upon rendering
the atoms, only the back faces of the grid’s bounding box of each instance are
drawn. By rendering only the back faces of the bounding box and computing
the corresponding position on the front side, the ambiguity between front and
back faces is avoided. The fragment shader computes the view ray through
each fragment covered by the bounding box and traverses the grid cells front to
back. The individual ray-sphere intersections for the atoms are consequently
computed per grid cell. As soon as at least one atom is hit, the grid traversal
can be stopped. Note that it is important to compute all intersections in one
grid cell to obtain the closest intersection since the atoms are not ordered. If
the size of the grid cells is chosen with respect to the atom size, one can ensure
that a single atom is contained in at most eight grid cells, which reduces data
replication. Hence, a voxel side length of 4 Å was chosen, which also gave the
best performance. This results in a number of voxels that roughly corresponds
with the number of atoms, as proposed by Lindow et al. [LBH12].

Lindow et al. used the DS scheme proposed by Grottel et al. [GRDE10]. De-
pending on the distance from the camera, normals are computed differently.
This smooths out high frequencies between adjacent normals of distant objects.
For near objects, the analytically computed normals are used for shading. As
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Figure 4.20 — Normal estimation along a microtubule. Left: Interpolation
between analytical normal (red) and averaged normal (blue) depending on
the camera distance. Center: With normal estimation. Right: Without normal
estimation. In all images, only local lighting is used.

an object moves away from the camera, approximated normals are used. The
approximated normal is the normal of the center point of a quadratic Bézier
surface over the current point and its neighbors in image space. For very distant
fragments, Lindow et al. use the inverse view direction as normal. A smooth
transition between analytical normals and approximate ones is obtained by
linear interpolation (see Figures 4.19 & 4.20).

4.5.2 Optimizations and Extensions

The algorithm by Lindow et al. [LBH12] can be extended and optimized in
order to speed up the rendering and extend the rendering capabilities.

Depth Culling In classical polygon-based computer graphics, the OpenGL
pipeline can reduce the computational load induced by the fragment shader
using the early depth test, which takes place after rasterization: If a fragment
that is closer to the camera than the current fragment was already rendered,
the computation for the current fragment is automatically discarded. However,
the early depth test is disabled if a fragment shader manipulates the depth of
the fragment or uses discard to reject fragments, which is both necessary for
the rendering method described in Section 4.5.1. It writes correct per-fragment
depth values for all spheres, which allows for molecule-molecule intersections,
and has to discard fragments where a ray traverses the bounding box of an
object but does not write any output because no atom is hit. By storing the
depth of the closest intersection in a buffer, however, it can be reused in the
fragment shader to perform a custom early depth reject. If the stored depth
value is smaller than the depth of the bounding box front, the computation in
the fragment shader can safely be discarded. Otherwise the grid traversal takes
place and the resulting depth is stored into a second texture. The two textures
with the depth values are swapped in a ping-pong fashion after n molecule
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Pixel

Image plane

Camera

Object 1

Object 2

J Figure 4.21 — With the
hierarchical ray casting ap-
proach, intersection tests are
omitted for grid cells cover-
ing only a part of a single
pixel (yellow) in contrast to
partially covered cells (blue).
No grid traversal is neces-
sary for object 2 since its
bounding box (red) fits en-
tirely into the pixel.

instances have been drawn. The ping-pong rendering is needed since OpenGL
cannot read data from the current framebuffer. The regular depth buffer is still
necessary to ensure the correct depth ordering of the n instances of one pass.
Since the molecules are in general randomly distributed in the cell, n can be
large and the optimization is still beneficial (see Section 4.4.2).

Hierarchical Ray Casting When visualizing a whole cell, most of the molecules
will only cover a few pixels on the final image. To reduce the computation
workload for rendering, the original algorithm of Lindow et al. [LBH12] can be
extended by a hierarchical level-of-detail ray casting. If a grid cell covers only a
single pixel during the grid traversal, the ray-sphere intersection tests can be
omitted because it is impossible to distinguish individual spheres in this case.
Therefore, only one texture lookup is made to determine whether the grid cell
is empty or not. If the grid cell is not empty, this will be considered as a hit
and the grid traversal will be stopped. The probability of an atom being hit by
a ray traversing this grid cell is high because the cells have roughly the same
size as an atom. The result is basically a binary voxelization of the data set. The
same approach can be used for whole molecules if the bounding box of the
molecule covers only one pixel on the image plane. Figure 4.21 illustrates the
principal approach for a single viewing ray. The different levels of detail when
hierarchical ray casting is applied are highlighted in Figure 4.22. The normals
of far-away atoms are approximated during DS as explained above.

Rendering of Triangular Meshes Current GPUs are capable of rendering a few
million triangles at highly interactive frame rates using graphics APIs such as
OpenGL. For repetitive data like molecular surface meshes placed at the protein
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I Figure 4.22 — Hierarchical
ray casting provides full de-
tail (blue) in the foreground,
filled grid cells (yellow) in the
medium distance, and filled
molecule bounding boxes cover-
ing only parts of a pixel (red) in
the back. Pixel sizes are exagger-
ated so that the effect becomes
visible.

locations, instancing can be used. However, when considering the total number
of proteins, the triangle count exceeds several million triangles even with
conservatively-sized, low resolution meshes. Grottel et al. [GRZ+10] previously
showed that GPU ray casting can be beneficial for large numbers of convex
polygonal objects, which only require ray-plane intersections. For a more general
case, however, actual ray-triangle intersections have to be computed. Möller
and Trumbore [MT97] presented a highly efficient ray-triangle intersection test,
which is also most efficient for GPU ray tracing [SP12].

The grid-based ray casting algorithm explained above has to be modified only
slightly in order to render objects represented by triangle meshes such as smooth
molecular surfaces instead of implicitly described, spherical atoms. Instead of
storing spheres in the 3D grid, the individual triangles of the mesh are inserted.
A fast triangle-box intersection test [AM01] is used to determine with which
grid cells each triangle intersects. The triangle data, that is, the vertices, their
vertex normals, texture coordinates, and colors are stored in three 2D textures.
Storing and duplicating the three vertices of each triangle increases the memory
footprint but avoids costly texture indirection through indices.

For optimal performance, the grid is adjusted according to the tessellation of
the mesh. If the grid is coarse, fewer grid cells have to be traversed but the
average workload per voxel is increased as more triangles have to be tested for
intersection. On the other hand, in a fine-granular grid each voxel holds only
few triangles and the traversal cost increases. An individual grid resolution per
molecule where ∼20 triangles are stored in a voxel results in a good trade-off.
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J Figure 4.23 — A large num-
ber of molecular surfaces (PDB
ID: 1UUN) rendered using trian-
gle ray marching. The molecu-
lar surface mesh was generated
using QuickSurf [KSES12] (see
Section 4.4).

The grid traversal during ray casting remains unchanged except for the inter-
section test, which is replaced by a ray-triangle intersection test [MT97]. The
barycentric coordinates resulting from this intersection test are used to interpo-
late the normals and the color values. Optionally, color textures can be sampled
with the interpolated texture coordinates. The alpha channel of the texture is
then used for masking transparent parts, which enables see-through effects.
The technique supports only binary opacity, that is, either fully opaque or com-
pletely transparent fragments. As for the atomic structures, this method is most
effective for a large amount of identical meshes. Figure 4.23 shows a sample
data set with randomly distributed molecular surface meshes. Performance
measurements are given in Section 4.5.4.

4.5.3 Shading and Postprocessing

Using the atomistic representation, the user can apply the common coloring
schemes for molecular graphics, like coloring by element, by molecular subunit
or chain, and by instance ID. Triangle meshes are colored according to vertex
colors or texture values, respectively. In addition, the user can choose between
a variety of illustrative methods to enhance the final image, namely depth of
field (cf. Figure 4.24), depth-dependent silhouettes [ST90], toon or flat shading
and screen-space ambient occlusion [Kaj09]. More details on these image-space
postprocessing effects are given in Chapter 5.

4.5.4 Results and Discussion

A mesoscopic simulation of the extracellular-signal-regulated kinase (ERK)
pathway [FOE+11] was used to evaluate the performance of the atomistic visu-
alization. This pathway comprises four species of proteins and the cytoskeleton,
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I Figure 4.24 — Depth of field ap-
plied to a sparse test scene (10 bil-
lion atoms). The focus was set to
the central region of the red actin
filament.

which is important as obstacle as well as for motorized transport along the fila-
ments. Table 4.6 shows the number of microtubules, actin filaments, and other
proteins in the simulation and the PDB IDs of the data sets used to construct
the atomistic representation. Since the two components of the cytoskeleton—
microtubules and actin filaments—consist of very large numbers of proteins,
larger building blocks were constructed according to [LBK+07] and [HPGK90].
For each component, a long and short instance was constructed. These instances
are automatically put together during rendering to form the cytoskeleton. De-
tails on the simulation and the data preparation can be found in [FKE13]. Since
the mesoscopic simulation approximates molecules by spheres, the rotational
diffusion is not modeled explicitly, but instead incorporated into the reaction
rates. Therefore, rotational diffusion is mimicked by applying random rotations
to each molecule when the particular time step is loaded. For consecutive time
steps, the rotational perturbation is incrementally applied to ensure a smoother
appearance. The molecule position and rotation between two time steps is
computed using linear interpolation.

The performance of the rendering was measured on an Intel Core i7 920
(4×2.6 GHz) with 6 GB RAM and an Nvidia GeForce GTX 580 (1.5 GB VRAM).
For the depth culling, the number of proteins per iteration was set to 4,096,
which resulted in the best performance. The view resolution was 1920×1200
pixels. The camera was adjusted so that most of the screen was covered by the
cell and zoomed in so that the proteins in the foreground were not rejected by
hierarchical ray casting. As with all ray casting methods, the rendering per-
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Table 4.6 — Parameters of the components of the ERK model. The letter B
denotes billions (109). For the ERK proteins, the number of instances (#Instances)
equals the number of elements (#Elems).

Type PDB ID #Elems #Instances #Atoms
long short

Actin 3MFP 7,500 62,051 3,622 14.34 B
Microtubules 1TUB 800 7,954 378 10.44 B
ERK proteins 3PPJ, 1S9J, 1ERK, 1MKP 246,000 — — 0.59 B

Total atoms: 25,421,804,076 = 25.42 B

Table 4.7 — Performance of the triangle rendering. The triangle mesh used
for the tests had 220,852 triangles in total. All time measurements are given
in frames per second (fps). #inst denotes the number of instances, #tria the
resulting total number of triangles (M denotes millions). The different render
modes are as follows: OGL - OpenGL instancing; unopt – without optimizations;
DC – with depth culling; VC – with voxel culling.

#inst #tria OGL unopt DC VC DC+VC

100 22 M 15.3 19.2 19.4 30.2 30.3
500 110 M 3.1 3.9 4.1 5.8 6.2

1,000 220 M 1.5 1.9 2.1 2.9 3.3
2,000 440 M 0.8 0.9 1.1 1.2 1.4

formance is highly depending on the camera adjustment and the number and
image-space size of objects in the scene. A comparison with the performance
values given by Lindow et al. [LBH12] would consequently not necessarily
give reliable results. Therefore, the effect of the optimizations was evaluated
using the ERK data set containing more than 25 billion atoms. Without any
optimizations, a frame rate of 1.8 fps was measured. Enabling the custom depth
culling leads to a frame rate of 2.2 fps (about 20 % faster). With the hierarchical
ray casting and no depth culling, the frame rate was at 3.3 fps (about 80 %
faster). With hierarchical ray casting and depth culling, the frame rate was at
3.6 fps, which is twice as high as the non-optimized version. Zooming further
into the scene led to an increased rendering performance of about 8 fps since
fewer instances were visible in this case, which reduces the computational load.

The triangle rendering performance was evaluated using molecular surfaces
meshes generated using the method discussed in Section 4.4. The meshed
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Figure 4.25 — Comparison between atomistic representation (left) and simple,
low-tessellation molecular surface meshes (right).

instances were distributed randomly in a cube (cf. Figure 4.23). Table 4.7
shows the measurements for a test data set with 220 k triangles per instance.
For the measurements, the viewport was set so that all instances were visible.
Due to the much higher cost of the triangle intersections compared to the
sphere intersections, the performance is significantly lower than that of the
sphere rendering. However, the optimized method clearly outperforms OpenGL
rendering even when using VBOs and the OpenGL instancing functionality.
Since the test scene was rather sparse for lower numbers of instances, the depth
culling had only minor influence on the frame rate.

Figure 4.25 illustrates the difference between atomistic detail and molecular
surface rendering applied to the ERK pathway. Since the normal correction
scheme reduces high frequencies, the atomistic rendering also appears surface-
like for distant objects. Consequently, differences in the background are hardly
visible. Due to the more expensive ray-triangle intersection test, the triangle
rendering is slower unless meshes with very low resolution are used.

The discussed method can also be used for web-based molecular visualizations,
which are becoming not only more prevalent recently, but also more feature-
rich since new web technologies are now available.5 Most importantly, GPU-
accelerated rendering in the browser is possible using WebGL 1.0 [Mar13].
WebGL, which is based on OpenGL ES 2.0 [ML10], is supported on almost all

5 Parts of this section have been published in: F. Mwalongo, M. Krone, G. Karch, M. Becher,
G. Reina, and T. Ertl. Visualization of Molecular Structures using State-of-the-Art Techniques
in WebGL. In International Conference on 3D Web Technology, vol. 19, pp. 133–141. ACM, 2014.
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modern computing devices that can display a website. This has the advantage
that the same visualization application runs on all kinds of systems, ranging
from high-end desktop workstations to smartphones. A disadvantage is that
the application is limited to the capabilities of the most restrictive hardware. An
important limitation of OpenGL ES 2.0 and WebGL 1.0 is that it is not possible
to write the depth of a fragment in the fragment shader. This functionality is
only exposed by the EXT_frag_depth extension, which is not supported by all
browsers and hardware configurations. For example, it is not supported by
Nvidia’s Tegra 3 GPU or current version of popular browsers such as Microsoft
Internet Explorer (v11.0.6900.18036) or Chrome for Android (v45.0.2454.94). This
makes it impossible to implement the GPU-based glyph ray casting described in
Section 4.1. However, the grid-based GPU sphere ray casting method explained
above enables GPU ray casting using WebGL 1.0. Since each view ray is
traversed through the acceleration grid of the molecule, no depth writes are
necessary for correct ordering of the spheres of one molecule. However, all
spheres have to be in the same grid if no depth values are written. Otherwise,
the spheres of overlapping molecules would not intersect each other correctly
due to the missing depth information. Other limitation of WebGL 1.0, such as
the missing support of 3D textures, can be circumvented easily. For example,
the layers of the acceleration grid are stored in a 2D GL_RGB texture atlas, similar
to the ones used for WebGL volume rendering [CSK+11, MF12, NJ12]. The
performance of the WebGL implementation is only slightly lower than that
to the OpenGL one. The method surpasses the image quality as well as the
performance of existing web-based molecular visualizations that use triangle
rendering such as the one by Callieri et al. [CADB+10] or ChemDoodle Web
Components [iCh14]. A more detailed description of the implementation and
the performance analysis can be found in the original publication [MKK+14].

4.6 Summary and Conclusion

In this chapter, several GPU-accelerated methods for rendering large, dynamic
biomolecular data sets were discussed. These methods enable the interactive vi-
sualization of MD simulation results using the most common molecular models.
The interactive visualization enables structural biologists to see the simulation
results, which enables them to visually analyze and explore the data. The
dynamics of the visualized biomolecules are immediately visible, for example
conformational changes or the mobility of side chains. This facilitates the anal-
ysis of the dynamic behavior of the molecule under the simulated conditions.



4.6 • Summary and Conclusion 81

Figure 4.26 — Visualizations of the Solvent Excluded Surface (left) and the
Gaussian surface (right) of a chaperonin (PDB ID: 1AON, ∼60 k atoms). The
color gradient shows the flexibility (i.e. the temperature factor) of the protein.

Most importantly, the user can change the parameters of the visualizations—like
the probe radius for the SES—in real time. This for example allows the user to
analyze the accessibility of a protein channel for a smaller molecule of a certain
diameter. To facilitate the analysis of biochemical properties, these attributes can
be mapped to the molecular models using color. All implementations discussed
in this chapter support the commonly used coloring schemes for biomolecules,
for example by element, by amino acid, or by secondary structure. Color gra-
dients as shown in Figure 4.26 can be used to show continuous attributes like
flexibility, charge, or electrostatic potential. The interactive visualizations of
established molecular models can be seen as a direct visualization of the raw
simulation data. Most molecular models discussed in this chapter directly show
the position of the atoms (e.g. the space-filling representation or the molecular
surfaces). An exception are abstract models such as the Cartoon representation
or the coarse-grained SES (see Section 4.2 and 4.3.4), which are still based on
the unaltered atomic positions and give an impression of the overall shape of
the protein or illustrate derived structures.

These direct visualizations of the molecular models derived from the atomic
coordinates are an important tool for the visual exploration of the simulation
data. As mentioned above, it is important that the visualization is interactive
in order to enable an uninterrupted data exploration where the user can not
only move the virtual camera but also change parameters. For large, dynamic
data, this is not always possible using available software packages, especially
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when using complex models such as the SES. The visualizations discussed
in this chapter achieve interactive frame rates for large, dynamic data using
GPU-accelerated algorithms for the rendering as well as for the underlying
computations where applicable. These interactive visualizations of the com-
monly used molecular models also form the basis for the advanced methods
discussed in the following chapters. As the data sets produced by MD simu-
lations are constantly growing, an important direction for future work is the
acceleration of the rendering methods by adapting to new hardware capabilities.
Furthermore, new abstractions that help to assess the shape of very large data
sets where atomistic depictions are not sensible any more will become more
important in the future. For molecular surfaces, the Gaussian surfaces discussed
in Section 4.4 are a step in this direction, as shown in Figure 4.26.
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Shading

Shading is the most fundamental method to enable depth perception for ren-
dered three-dimensional objects by simulating illumination based on a virtual
light source. For real-time rendering, local lighting is typically used since global
illumination is computationally expensive and, therefore, much slower. One
of the most commonly used illumination models for scientific visualization is
the Blinn-Phong shading model [FvDFH90]. Other, more intricate illumination
models can show material properties like roughness or anisotropy of a sur-
face. This is, however, not necessary for the abstract geometric representations
used for molecular visualization. Here, shading methods that emphasize the
shape and geometric complexity of an object are more useful. For the inter-
active rendering of natural scenes, cast shadows are often used as a fast way
to increase realism by approximating global illumination effects. In scientific
visualization, cast shadows are less popular, since the representation of the
data is often abstract and shadows might confuse viewers, conceal data values,
or might not be able to enhance shape perception sufficiently [GR94, TCM06].
In comparison, Non-Photorealistic Rendering (NPR) can be more beneficial
for scientific visualization. An example for this are the Molecule of the Month
images [Goo] featured on the PDB website [BWF+00]. They are rendered using
flat shading without any local lighting. Depth-dependent contour lines and
simplified Ambient Occlusion (AO) are used to allow for a spatial impression.
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J Figure 5.1 — Non-photorealistic
rendering of an insulin protein (PDB
ID: 1RWE), colored according to the
amino acid chain, using flat shading,
silhouettes, and toonified screen-
space ambient occlusion.

The resulting visualization provides a clear image that resembles traditional
comic-strip art (see Figure 5.1). Similar NPR methods are also known as cel
shading or toon shading.

Tarini et al. [TCM06] combined several shading and rendering methods that
enhance the visualization of molecular models. They used contour lines to
separate objects that overlap in image space but have a certain distance in object-
space. In addition, depth-dependent halos and depth cueing were applied.
Phong shading (without specular highlights), AO, or a combination of both
were used for lighting. Although Tarini et al. focused on the space-filling
model, their methods are also feasible for other molecular models. Since
they only used static data, their methods partially rely on data preprocessing.
While precomputation is a viable solution for static data, it is not feasible
for the interactive visualization of dynamic data. Here, methods that can be
computed on the fly during rendering are necessary. This also enables the user
to interactively adjust the parameters in order to get the best results. Below,
various advanced rendering and shading methods that enhance molecular
graphics in order to facilitate the analysis are briefly discussed. These methods
are partly inspired by the works of Tarini et al. [TCM06] and Goodsell [Goo09].
For all methods, implementations that compute these methods in real time for
dynamic data without prior preprocessing are outlined.

The rendering and shading methods can be classified into two categories: Object-
space methods and image- or screen-space methods. Screen-space methods have
the advantage that they are executed on the fragments of the final image, that is,
their complexity depends only on the image resolution. This makes screen-space
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algorithms ideally suited for real-time rendering. They are usually implemented
as Deferred Shading (DS) [ST90]. DS is a method that was developed to limit
complex shading calculations only to visible fragments. After rasterization
of the geometry, the fragment shader does not execute shading or lighting
calculations, but writes per-fragment values like color, normals, or depth to
separate output buffers. In the DS pass, the information of these buffers is
used to execute shading algorithms for all visible fragments. Apart from the
obvious benefit that the shading computations are only executed if necessary,
this method also enables to incorporate information from other fragments
for shading. By contrast, an advantage of object-space methods is that the
whole scene information is available for the respective computations. A simple
example are scene elements that are occluded in the final image, which are lost
for screen-space methods. The complexity of object-space methods depends on
the number of elements in the scene, like the triangles of a mesh or the number
of particles. For large MD simulation data sets, the number of particles can
easily exceed the number of fragments in the final image. This can limit the
applicability of object-space methods for real-time rendering. However, object-
space methods are in general more flexible and powerful than screen-space
methods and, therefore, sometimes preferable or even necessary.

5.1 Order-Independent Transparency

Molecular surface representations are useful for many applications since they
show the boundary of a molecule with respect to a certain property. Transparent
surface renderings can be beneficial, since users can see what is under the
surface and through objects and spot features or changes on the backside
without changing the perspective. Furthermore, transparent molecular surfaces
can be combined with sparse molecular representations like the Stick or the
Cartoon model to show additional information about the molecular structure.1

Traditionally, geometric objects are triangulated for fast rendering. Rendering
multiple complex objects as transparent triangle meshes can be time-consuming,
though. The standard OpenGL rendering pipeline can use the Painter’s al-
gorithm [FvDFH90], which uses alpha blending to accumulate the color per
fragment. This requires that the triangles do not intersect and that all triangles
are sorted according to their depth for a correct result. On modern GPUs, the
1 Parts of this section have been published in: D. Kauker, M. Krone, A. Panagiotidis, G. Reina,

and T. Ertl. Rendering Molecular Surfaces using Order-Independent Transparency. In
Eurographics Symposium on Parallel Graphics and Visualization, vol. 13, pp. 33–40. EG, 2013.
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triangles can be sorted after uploading them to the GPU and prior to rendering
(e.g. using CUDA for sorting). Although GPU-accelerated sorting is quite fast,
this can still be time-consuming for complex scenes with many objects.

Rendering molecular surfaces using GPU-based ray casting as explained in
Section 4 yields high performance and high image quality. Transparent ren-
dering, however, is not as straightforward as for triangles in this case. The
implicit surface patches might generate multiple fragments that have to be
sorted according to their depth. This requires a rendering algorithm that pro-
vides Order-Independent Transparency (OIT). Another issue is that the surface
ray casting described in Chapter 4 does not cut off some parts of the surface
patches that are under the surface. An example for this are the parts of the atom
spheres in the VdW surface or SAS that are located inside other, intersecting
atom spheres, which have to be removed for correct transparent renderings.

Different OIT algorithms for programmable GPUs have been presented. Depth
Peeling [Eve01] is a multi-pass algorithm that uses the OpenGL depth test.
Fragments that have been captured in earlier render passes are rejected, thereby
avoiding explicit sorting. Several optimizations have been developed, for exam-
ple peeling multiple layers per pass [BM08, LHLW09] or using only constant
memory [BE11]. Storing multiple fragments and their attributes is a concept
first described as A-buffer [Car84] as part of the REYES renderer for the CPU,
and has since been extended to GPUs as R-buffer [Wit01] and stencil-routed
k-buffer [BCL+07]. The k-buffer uses textures as multiple render targets to
store k fragments per render pass, avoiding read-modify-write conflicts while
enabling various effects like OIT, depth-of-field, and volume rendering. Several
limitations, especially the limited number of fragments, are addressed by Yang
et al. [YHGT10] with per-pixel linked lists for modern GPUs.

5.1.1 The Puxel Rendering Method

In the following, the Puxel algorithm [KKP+13b] is explained, which can be
used for order-independent rendering of transparent molecular surfaces. The
Puxels (pixel tubes) framework is similar to the A-buffer. It collects and stores
all fragments for later processing. This is achieved in a single render pass using
per-pixel linked lists or in two render passes using per-pixel arrays, similar
to a k-buffer with varying k for each pixel. The final image is created by
sorting—either globally all fragments or locally for each per-pixel list—and
then compositing each pixels’ fragments front to back. After sorting, it is also
possible to perform operations on the fragments prior to compositing.
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I Figure 5.2 — Polygon model of a
maltoporin protein surface (PDB ID:
1GKI) rendered semi-transparently
using the Puxels method. The
mesh was generated using Quick-
Surf [KSES12] (see Section 4.4).

The Puxel algorithm consist of four shader-based rendering stages: clear, render,
order, and display. First, the clear shader resets all data structures. Then, the
render shader is used to store the fragments. This results in unordered lists
or arrays for each pixel, which need to be sorted according to fragment depth
using the order shader. The display shader composes the depth-sorted data
front to back and sends them to the OpenGL framebuffer. Figure 5.2 shows a
molecular surface mesh rendered semi-transparently using the Puxel method.

Data is stored in GL_SHADER_STORAGE_BUFFER objects introduced in OpenGL 4.3.
For each pixel of the viewport, the header buffer contains the entry index to the
data buffer which stores the fragment attributes. In case of the per-pixel array,
the number of fragments per array is counted in the first render pass, so the
entry index can be calculated using a prefix sum. In a second render pass, each
fragment is stored in the respective array within the data buffer.

An element of the data buffer stores the color and depth per fragment and may
store additional attributes (e.g. normal or texture coordinate). Per-pixel lists are
created during rendering by appending the attributes of a fragment to the list in
the fragment shader. A global atomic counter, which is atomically incremented
by the shaders, contains the index of the next free element in the data buffer.
The arrays are created the same way by using an atomic per-pixel counter that
contains the index of the next free element in the per-pixel array.

Using the Puxels approach, all fragments in the scene are available for com-
positing. Thus, the Constructive Solid Geometry (CSG) operation union can
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VdW Surface 
(Atoms) 

Solvent Excluded Surface 

Probe 

Inner remains 

Reduced Surface 

Toroidal patches and hull segments 

J Figure 5.3 —
Schematic represen-
tation of the SES and
Reduced Surface of a
molecule depicting the
inner remains of a VdW
sphere that has to be
removed.

be implemented as follows: when composing the sorted fragments, the layers
are counted and a fragment is only rendered when the counter is incremented
from 0 to 1 (entering the object) or decremented from 1 to 0 (leaving the object).
This represents the outer border and no internal structure or overlapping ge-
ometry is composed into the final image. The counter increases for fragments
facing the viewer and decreases for fragments facing away. The orientation of
a fragment is determined in the render stage and stored as sign of the depth
value. Therefore, all depth-dependent checks are performed on the absolute
depth value for consistency. Both other basic CSG operations—difference and
intersection—can be implemented analogously. More complex CSG operations
like XOR are logical combinations of these three basic operations.

5.1.2 Transparent Molecular Surface Rendering

The VdW and the SAS surfaces are both a union of spheres. As these spheres
intersect each other, all parts of a sphere that are inside another sphere have
to be removed when rendering the surface transparently. The Puxel method
allows to remove these interior parts using the CSG union operation. That is,
all sphere fragments are stored in the Puxel data buffer during rendering and
interior fragments are discarded in the final composing stage.

As explained in Section 3.1.2, the SES consists of three types of patches: concave
spherical triangles, torus segments, and convex spherical patches. The spherical
triangles can be ray cast straightforwardly, since they have no interior parts
which have to be clipped. The outer part of the torus can be removed using a
sphere-intersection test (see Section 4.3). The interior parts of the torus (shown
as dotted lines in Figure 5.3) can be removed by intersection tests with two
planes. Figuratively speaking, a pie slice is cut from the torus ring. The third
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geometric primitive are the spherical patches, which are the parts of the VdW
spheres that are accessible by the rolling probe. The parts that are interior to the
small circles traced out by the rolling probe while forming a torus can be cut off
using a clip plane through the small circle. However, there might be an inner
remainder that also has to be removed (shown as purple patch in Figure 5.3). If
the RS is used for the SES computation, these problematic remains lie inside the
RS. That is, these spherical remains can be removed using Puxel CSG. Please
note that this would also be possible when using α-shapes [EM94] or Power
Cells [VBW94] to compute the SES and remove the inner remains of the spheres
since these approaches are essentially dual to the RS.

For the VdW and SAS, CSG operations are only performed on visible objects.
The triangles of the RS are rendered completely transparent (alpha equals zero)
and are thus not visible in the final image. However, they are still considered
for the CSG operations. Consequently, the fragments of the atom spheres inside
the RS will be removed in the Puxel compositing stage without changing the
algorithm. The two planes delimiting the torus patch and the interior parts of
the torus ring are also rendered invisibly when drawing a torus (red dotted lines
in Figure 5.3). Consequently, the CSG operation will also remove all fragments
of an atom sphere inside the torus object. The final rendering will only show
the outer parts of the VdW spheres, the spherical triangles, and the outer torus
patches. Thus, the transparent SES can be rendered correctly.

5.1.3 Results and Discussion

The performance of the basic OIT using the Puxels method was evaluated
by comparing it to dual depth peeling [BM08] and to pure (unsorted) OpenGL
blending, which serves as a baseline. Dual depth peeling was chosen since it
guarantees full visual quality whereas other accelerated depth peeling methods
like bucket depth peeling [LHLW09] may introduce visual artifacts. The freely
available implementation of dual depth peeling from the Nvidia SDK was
used. All benchmarks were run on an Intel Core i7-920 (4× 2.66GHz) with
6 GB RAM and an Nvidia GeForce GTX 680. Two freely available meshes and
a protein data set from the PDB [BWF+00] were used for testing: a single
Stanford Dragon, the UNC power plant, and a protein surface mesh generated
by VMD [HDS96] (PDB ID: 1GKI, see Figure 5.2).

Table 5.1 shows the measured performance in frames per second. As dual depth
peeling can only peel two depth layers per rendering pass, the frame rate is very
low compared to the Puxel rendering due to the high number of render passes.
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Table 5.1 — Performance evaluation of the Puxels implementations compared
to dual depth peeling [BM08] and pure OpenGL rendering for different polygon
models using a 1024×1024 viewport. The results are given in frames per second.

Dragon Protein UNC

Vertices 435 k 1,046 k 10,975 k
Faces 871 k 348 k 12,748 k
Fragments 1.2 M 2.2 M 14.8 M
Depth Layers 10 16 186
Screen Coverage 48.4 % 70.2 % 76.1 %

OpenGL (blending) 599.5 693.0 110.4
Dual depth peeling 89.8 62.9 0.8
Puxel Lists 135.2 97.0 3.9
Puxel Arrays 102.4 82.8 4.2

The difference between the list and the array approach can be attributed to the
different data structure and the additional operations. Per-pixel arrays require
two render passes and the calculation of a prefix sum. The benefit is a more
structured memory layout as each pixels’ fragments are stored consecutively.
By contrast, the list approach has a scattered memory layout. This leads to the
linked list implementation being faster for small and medium-sized data, while
the array implementation is faster for large data sets.

Table 5.2 details the performance for two ray casted molecules (see Figure 5.4)
using the VdW surface, the SES, and the SAS. The SES generates about twice
as many fragments as the VdW representation, which is partially due to the
inner fragments and hull fragments needed for CSG. The fragment count of the
SAS is three to four times the count of VdW, since the larger spheres lead to
a higher screen coverage. This is also the approximate loss in the frame rate
for the surface representations. A higher number of fragments slows down the
performance when sorting and blending. The same effect as seen in Table 5.1
occurs here, too. Per-pixel arrays outperform per-pixel linked lists only for
very high numbers of fragments. For small and medium fragment counts, the
per-pixel linked lists are preferable performance-wise.

Another interesting fact is the performance difference between the GTX 680
and GTX 580. For the selected benchmarks, the GTX 680 based on the newer
Kepler architecture is up to 40% slower than the older Fermi architecture of
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Table 5.2 — Performance evaluation for different molecules and surface models
rendered with ray casting and the Puxel method for transparency. The results
are given in frames per second (fps).

Surface VdW SES SAS

PDB ID 1VIS 4ADJ 1VIS 4ADJ 1VIS 4ADJ

Atoms 2,482 9,720 2,482 9,720 2,482 9,720
Fragments 6.9 M 9.3 M 12.3 M 18.0 M 23.9 M 32.1 M
Screen coverage 48.4 % 42.6 % 48.7 % 42.8 % 57.1 % 47.1 %
Depth layers 66 92 135 188 160 234

GTX 580 – Puxel Lists 29.6 16.6 11.2 6.2 4.8 1.8
GTX 580 – Puxel Array 23.8 14.7 10.2 3.8 4.7 2.5
GTX 680 – Puxel Lists 26.1 13.9 7.7 4.2 3.3 1.3
GTX 680 – Puxel Array 20.9 12.9 6.5 2.1 2.6 1.4

(a) 1VIS, SES colored by temperature factor (b) 4ADJ, SAS colored by chain with Stick

Figure 5.4 — The two proteins (PDB ID: 1VIS and 4ADJ) used for the bench-
marks shown in Table 5.2.

the GTX 580. This is not a Puxel-related effect, as it was observable for other
applications as well.

As mentioned in Section 4.3, Parulek et al. [PV12] defined an implicit function
for the SES. They render the SES using a sphere tracing of this function, which
could be used for transparent rendering. Their performance evaluation for
opaque surfaces shows similar frame rates on an Nvidia GeForce GTX 480 than
the Puxel rendering on the equally fast GTX 680. Since their sphere tracing is
only executed until the first hit is found, more steps would be necessary for
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JFigure 5.5 — Combination of two
depth enhancement methods ap-
plied to the SES of a protein (PDB
ID: 1BT9): depth-cueing (white fog)
and depth darkening [LCD06].

transparency rendering. This would lower the performance of their method
significantly for large numbers of surface layers. Additionally, their visualization
approach might have visible artifacts if the number of neighboring atoms is set
too low [PV12]. While this is only a minor distraction in opaque surfaces, the
artifacts might become prominent in transparent renderings.

5.2 Depth Cues

The intuitive comprehension of complex 3D renderings on regular desktop
displays can be enhanced by depth cues, which help to assess the spatial
configuration of the objects in the scene. Therefore, rendering methods that
enhance the depth perception are often used in scientific visualization. A simple
yet effective approach is fogging, a method that mimics light scattering and
is widely used in video games. Here, the color of a pixel and a fog color
are interpolated according to the distance from the camera. Based on this
idea, Weiskopf and Ertl [WE02] presented advanced depth-cueing methods for
interactive rendering that not only modulate the color but also other values like
saturation and intensity.

Depth Darkening by Luft et al. [LCD06] is a NPR method that visually separates
distant overlapping objects. It works completely in image space and creates
depth-dependent halos around objects that are in front of other objects. The
halos are stronger if the distance is larger. The resulting effect resembles a soft
shadow that is cast on the rear objects (see Figure 5.5). A similar method was
used by Tarini et al. [TCM06].
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I Figure 5.6 — Multiple
transparent protein surfaces.
The DOF effect was achieved
using the Puxel method. The
light blue protein is in fo-
cus. The other proteins are
blurred according to their dis-
tance from the focal plane.

Depth of Field (DOF) is an effect from photography that separates foreground and
background since only objects in the focal plane are sharp whereas everything
out of focus is blurred. The region that is in focus gets shallower the closer the
focused object gets to the camera. Accordingly, a distant focal point leads to a
broad field in focus. In scientific visualization, DOF can be used to draw the
attention of the user to a specific region.

The DOF effect can be attained interactively in image space [FKE13]. First,
mipmap chains of both the color buffer and the depth buffer of the scene are
created. The circle of confusion (CoC) is then used to sample these mipmap
chains. The size of the CoC, which is a circle in the image plane, depends on
the depth of the fragment, the aperture, and the focal length (refer to Potmesil
and Chakravarty [PC81] for details).

A possible object-space implementation for DOF rendering uses the Puxels
method described in Section 5.1.1. Here, each fragment in the Puxel data has
to be displayed directly using splatting [Wes90]. For this purpose, the full
3D position and color has to be stored for each fragment. First, the scene is
rendered into the Puxel buffers and depth-sorted (e.g. by mapping it to CUDA
and using the Thrust library [HB09] for sorting). This destroys the structure of
the buffer, making the data effectively an array of vertices ordered by depth. In
the last step, instead of traversing the linked list or the array for each pixel, the
complete buffer is mapped as VBO and rendered as points. In order to create
the DOF effect shown in Figure 5.6, a geometry shader is used that creates
quads whose size depends on the distance to the focal point.
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Figure 5.7 — Three snapshots from a simulation of 2 M argon atoms forming
a liquid layer in vacuum, which gets ripped apart by its vapor pressure. The
upper row shows ray casting of spheres using local lighting. The lower row
shows the same rendering enhanced with object-space AO. Especially the
fissures in the first two images are more clearly visible. © 2012 IEEE.

5.3 Ambient Occlusion

As explained in Section 4.1, particle data sets can be represented efficiently by
spheres that are shaded with a local lighting model using GPU-based ray cast-
ing. However, local lighting cannot fully illustrate the spatial complexity and
proximity of three-dimensional objects, since this would require information
about the geometric neighborhood. For the analysis of MD simulation results,
the perception of larger spatial structures that are formed is often more impor-
tant than the position of individual particles (see lower row in Figure 5.7). This
is especially true for biomolecules such as proteins where three-dimensional
structure is often directly correlated with function.

Visual cues based on the spatial structure of the data in a local neighborhood
can remedy this issue. Ambient Occlusion (AO), which was developed by
Zhukov et al. [ZIK98], is such a technique that helps to convey the shape of
complex 3D models and scenes. It is a non-physical shading method that
approximates global illumination effects by darkening parts of a surface that are
in an indentation or crease. Zhukov et al. modeled the ambient lighting term in
local lighting equations based on a radiating, non-absorbing and completely
transparent gas equally distributed throughout the empty space in the whole
scene. The ambient lighting value is evaluated from the amount of this gas
surrounding scene surfaces, which again depends on the sizes and distances
of neighboring scene objects. Figuratively speaking, AO models how much
potentially incoming light is blocked by surrounding geometry. Lindemann and
Ropinski [LR11] found that AO helps understanding the shape and depth of
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(a) Only AO (b) AO + Phong (c) Depth darkening + Phong

Figure 5.8 — Different shading methods applied to the VdW surface of a protein
(PDB ID: 1AF6, 10 k atoms). (a) Only object-space AO; (b) Object-space AO
and per-pixel Phong shading (local lighting); (c) Depth darkening [LCD06] and
per-pixel Phong shading; Unlike AO, depth darkening emphasizes only the
three channels but not the more shallow structures on top. © 2012 IEEE.

volumetric data sets. Tarini et al. [TCM06] used AO to emphasize the shape of
proteins. Below, AO algorithms for real-time rendering are discussed concerning
their usability for large, dynamic particle data sets.

Many techniques evaluate the AO from scene information in object space.
One such technique that allows fast rendering was presented by Pharr [PG04].
However, the method relies on pre-computation of the occlusion, which makes
it unfeasible for large, dynamic data sets. The same is true for the method
developed by Sattler et al. [SSZK04] that was used by Tarini et al. [TCM06] in
their molecular visualization software QuteMol. This method samples a set
of directions for each vertex in the scene to determine the occlusion. This
is computationally expensive and it also scales linearly with the number of
vertices; therefore, it is not applicable for large, dynamic data sets. Papaioannou
et al. [PMP10] use volumes to store the occlusion information derived from the
polygons in the scene. Ambient occlusion volumes by McGuire [McG10] are similar
to classical shadow volumes [Cro77]. Here, an ambient occlusion volume is
computed for each polygon using a geometry shader. Regarding these polygon-
based methods, one could argue that it would be sufficient to choose a minimal
tessellation for the spheres and use this for the AO computation. However,
to reasonably model a sphere at least an octahedron is needed, resulting in
eight triangles per sphere. For a data set of 2 M spheres, this would result in
an overall number of 16 M triangles. None of the aforementioned techniques is
able to handle this amount of data interactively.
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There are several image-space approaches to create an effect similar to AO,
which are collected under the term Screen-Space AO (SSAO). Their computation
times only depend on the image resolution, which makes these techniques
feasible for complex scenes. Depth-dependent halos like depth darkening by Luft
et al. [LCD06] resemble actual AO only vaguely, as shown in the comparison in
Figure 5.8. Kajalin [Kaj09] later presented a more refined SSAO variant. The
amount of geometry surrounding a point is estimated by randomly sampling
positions in the vicinity of the point in object-space. These samples are projected
to image space and their depth value is compared to the actual depth value of
the corresponding fragment to decide whether the sample is located inside solid
geometry. This creates a reasonable AO effect with low computational effort.
However, only visible geometry can be used for the occlusion computation,
thereby creating potentially false shadows for overlapping objects: Consider the
case of an object that is near to the viewer and partially blocks an object that
is farther away. Fox and Compton developed AO crease shading [FC08], which
enhances the boundaries of displaced objects similar to depth darkening, but
also takes the normal vectors into account. The method of Shanmugam and
Arikan [SA07] combines near-field occlusion and effects of distant occluders.
Distant geometry is approximated using spheres as occluder geometry. While
their approach creates acceptable image quality, it is unfeasible for large, dy-
namic particle data sets, since the occluder geometry has to be recomputed
for each frame. Shopf et al. [SBSO09] propose a deferred shading method that
computes the occlusion in screen space during a second render pass. In this
additional render pass, polygonal proxy objects are used as occluding geome-
try. Again, the high polygon count inhibits the usage of this method for large
data sets. Although the last two approaches use objects in object space, the
AO factors are evaluated in screen space. Bavoil and Sainz developed image-
space horizon-based AO [BS09]. The method samples the depth buffer randomly
around each fragment to compute the AO value based on horizon angles. Image
quality and speed are depending highly on the number of samples and the
maximum sampling distance. For lower numbers of samples, visible aliasing
occurs, whereas high numbers of samples impede fast rendering.

In the following, a real-time object-space AO method for particle data is dis-
cussed.2 Object-space AO results in superior image quality in terms of reliability
and provides the best cues about the spatial structure of the data.

2 Parts of this section have been published in: S. Grottel, M. Krone, K. Scharnowski, and
T. Ertl. Object-Space Ambient Occlusion for Molecular Dynamics. In IEEE Pacific Visualization
Symposium, pp. 209–216, 2012.
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5.3.1 Algorithm Overview

The principle idea of AO is to calculate a factor Ap for ambient light of each
point p in the scene, which approximates the light distribution of a global
illumination model. More precisely, the AO factors simulate the lack of incident
secondary light rays reaching point p, because these directions ω are blocked
by nearby scene elements. The AO factor Ap at point p is basically given by
the distances of the occluding geometry within a local neighborhood Lmax in
the visible hemisphere Ω. These AO factors are typically multiplied with the
results of a local lighting calculation to create the final image.

Ap =
∫

ω∈Ω

ρ(L(p, ω)) cos α dω (5.1)

Equation (5.1) is a simplified form of the original equation by Zhukov et
al. [ZIK98] to calculate the AO factor. Ap results from the integral over the
visible hemisphere Ω over the blocked incoming light energy ρ(L) based on the
distance to the nearest obstacle L(p, ω) in direction ω. α is the angle between ω

and the surface normal np at p and thus cos α = np ·ω is a basic form factor for
incoming light.

Note that high frequencies are smoothed out by the integral over the hemisphere.
Therefore, the blocked incoming light energy ρ(L) can be approximated by a
smooth representation of the particle data neighborhood. A more dense packing
of particles in direction ω leads to less light rays that are able to reach p from
this direction. Thus, as shown in [GKSE12], Equation (5.1) can be rewritten for
particle data sets as follows:

Ap =
∫

ω∈Ω

D(p + λω)np ·ω dω (5.2)

where D is a density volume derived from the particles and λ is the sampling
distance from p. The size of the neighborhood used in this approach is implic-
itly defined by the discretization of the density volume D, that is, larger density
voxels will result in larger neighborhood ranges. Thus, λ should be half the
length of a side of a voxel. This value corresponds to the local neighborhood
Lmax. This means that actually rather large voxels are needed to take a reason-
able neighborhood range into account, resulting in a coarse resolution density
volume. Trilinear interpolation of the density volume data provides a simple
solution to ensure the required smoothness property of the data.
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Figure 5.9 — Detail of an argon data set rendered with different density volume
resolutions. The optimal setting, which was used for Figure 5.7, is shown in the
center. Smaller caves, like in the upper bulk, are not captured if the resolution
is too coarse (left), while too high resolutions result in visual clutter (right).
© 2012 IEEE.

Equation (5.2) can be further approximated by only fetching the most relevant
interpolated density value per patch, that is, the density value in direction of
the normal np:

Ap ≈ D(p + λnp). (5.3)

These simplifications and approximations are only possible due to the nature of
particle data sets as described in the original publication [GKSE12].

5.3.2 Particle Density Volume Generation

As mentioned in the Section 5.3.1, the core idea of the approximate AO for
particle data is the aggregation of particle density into a coarse resolution vol-
ume. The AO factor retrieval is approximated by a single texture fetch. Taking
trilinear interpolation into account, this means that the whole neighborhood
of a particle in a certain direction is described by only eight voxel values. This
enables efficient evaluation of the AO factors and implicit filtering of high fre-
quencies from the data set, but introduces a new degree of freedom: The density
volume resolution, which has direct influence on the particle neighborhood that
is taken into account.

The density resolution should be calculated based on the bounding box of the
data set and the mean size of a structure to be observed in the data. Therefore,
the volume resolution is an adjustable parameter exposed to the user. Figure 5.9
shows a comparison of three different volume resolution settings. On the one
hand, fine structures cannot be captured by the density volume if the resolution
is too coarse and visually disappear (left image). On the other hand, a density
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volume with excessive resolution (right image) limits the visible neighborhood
and, therefore, reduces the number of particles contributing to the individual
voxels. The second issue results in high frequencies within the density volume,
rendering the simplification invalid. Thus, the volume resolution must be
adjusted for each data set to the size of the structures to be visible.

The particles are aggregated into the density volume by adding the volume
of the representing sphere to the value of the voxel it is located inside. That
is, a sphere contributes with its complete volume to one density voxel, even if
its volume is partially inside another voxel. This simplification is acceptable
since the volume of a voxel is much higher than the one of a sphere. Trilinear
interpolation of the voxels values reduces the effect even more. Since particles
originating from MD simulations usually overlap only slightly, the overestima-
tion of the actual summed-up density caused by intersecting spheres can also
be neglected. Considering the closest packing of non-overlapping spheres, a
voxel is completely full if the summed up sphere volume reaches ≈ 74% of the
voxel’s volume. While this issue could be addressed using a correction factor, it
would not address the fact that a voxel might be completely opaque with far less
spheres already when seen from a certain direction, based on the arrangement
of the spheres. Obviously, this cannot be addressed in general by only storing a
density volume without any additional information. To remedy these issues, a
parameter g—a factor to scale the evaluated density volume—is exposed to the
user, enabling to adjust the influence of the particles to the spatial density.

The density volume generation can be parallelized for multi-core CPUs using
OpenMP [DM98]. The calculations are split to avoid the need for explicit
synchronization of data access. The volume texture is generated during scene
setup with the correct resolution. For each thread, a linear float array of
corresponding size is allocated to represent the volume in main memory. For
each frame these float arrays representing the volume are cleared to zero and
the voxel values are recomputed. First, a parallelized loop over all particles of
the data set calculates the voxel values as described above. Since each thread
has its own designated float array, it only stores the information of a subset of
the data set. A second parallelized loop over all voxels sums up the values of
the individual float arrays into a single one. The array of this final volume is
then loaded to the texture on the GPU.
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(a) Local lighting (b) Ray tracing (c) SSAO (d) Object-space AO

Figure 5.10 — Comparison between (a) local lighting, (b) ray tracing,
(c) SSAO [Kaj09], and (d) the discussed object-space AO method. The ray
traced images were created by Tachyon [Sto95] as ground truth. The structure
of the virus capsid is only clearly visible when using one of the AO methods.
As observable, the object-space AO technique creates comparable results to the
ray tracing while maintaining interactive frame rates. © 2012 IEEE.

5.3.3 Ambient Occlusion Factor Retrieval

For the final image creation, an AO factor Ap has to be evaluated for each
surface point p, or at least for all visible surface points. As Equation (5.3) in
Section 5.3.1 shows, this is possible by fetching an interpolated voxel value
from the density volume, utilizing the built-in trilinear interpolation of the GPU.
This can be implemented in the fragment shader stage of the GLSL shader for
glyph ray casting, directly after the surface hit point was calculated. For each
fragment f , the density value at distance λ from the hit surface p f in direction
of the surface normal np is retrieved: A f = D(p f + λn). There is no need for
further interpolation as the data is directly sampled at screen resolution.

5.3.4 Results and Discussion

The discussed object-space AO method is applicable for very large real-world
MD simulations. The performance was measured using various data sets of
different sizes. The test system was an Intel Core i7 x980 (6× 3.3 GHz) with
12 GB RAM and an Nvidia GeForce GTX 580 (1.5 GB VRAM). The resolution
was set to 1, 280 × 720 pixels for all measurements and the data sets were
maximally zoomed while still being entirely visible. The results are given in
Table 5.3. All AO calculations described above are performed for each frame.

The discussed AO method is designed to emphasize structures in dense particle
data sets. Figure 5.8 shows the smallest of the test data sets, a transmembrane
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Table 5.3 — The performance of the AO method (averaged fps), including
generation of the density volume and rendering in each frame. no AO refers to
rendering without any AO calculations, only ray casting spheres (i. e. no density
volume is generated). none describes the test without rendering where only the
density volume is calculated and transferred to the graphics card.

Data set (name/ Rendering Rendering
# of particles/vol. res./fig.) mode (fps)

1AF6 / 10 k
8× 8× 8
Fig. 5.8

no AO 716
fragment 626

none 2140
NiAl / 36 k
32× 32× 32
Fig. 5.11

no AO 821
fragment 797

none 981
CCMV / 220 k
18× 18× 18
Fig. 5.10

no AO 254
fragment 214

none 700
Argon / 2 M
16× 128× 16
Fig. 5.7

no AO 72.8
fragment 59.9

none 144
Laser / 11.8 M
128× 32× 32

no AO 14.3
fragment 7.67

none 27.0

protein forming three channels, rendered using the object-space AO and depth
darkening [LCD06]. As mentioned above, depth darkening achieves an effect
that resembles AO. In contrast to object-space AO, however, it only manages to
accentuate the channels but does not show the more shallow structures on top
of the protein.

Figure 5.10 shows a comparison of image quality between full ray tracing
(including AO), the SSAO method of Kajalin [Kaj09], and the object-space
AO method for a virus capsid. Figure 5.10a was rendered using only local
lighting to show the effectiveness of the different ambient occlusion techniques.
The ray-traced image (Figure 5.10b) was generated by VMD [HDS96] using
Tachyon [Sto95] and serves as ground truth for the other methods. For all
techniques, the parameters were adjusted accordingly to produce the best
possible visual results to reach a trade-off between shadowing effects and
visible artifacts. The substructure of the virus capsid, which is not visible using
naïve shading (cf. Figure 5.10a), is emphasized by SSAO (Figure 5.10c) but not
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J Figure 5.11 — The nickel-
aluminum data set exposes visual
artifacts caused by limitations of the
object-space AO method. The over-
all structure is clearly and correctly
emphasized as shown in the two
zoomed-in cutouts at the top (blue ar-
rows). The flat planes formed by the
crystal lattice are not aligned with
the density volume, which results in
visual artifacts shown in the lower
right zoomed-in cutout (red arrow).
The density volume influence g in
the last cutout was increased to make
the artifacts better visible.

as clearly as in the ray tracing. In contrast, object-space AO strongly emphasized
these substructures and closely resemble the ray tracing result (cf. Figure 5.10d).
Slight over-shadowing effects, not present in the ray tracing, can be seen but
do not create a false impression of the data set’s shape. As shown in [GKSE12],
SSAO does not always create the desired results compared to the ray tracing,
whereas the discussed object-space AO produced correct results for these cases.
This effect is an inherent problem for screen-space approaches, as mentioned
above, because the empty space between the floating particles and objects in
the background cannot be evaluated correctly.

The simplifications discussed in Section 5.3.1 can result in visual artifacts for
special cases where the volume data does not create a continuous representation
of the particles. As shown in the example in Figure 5.11, this is the case for
planar structures within the data that do not align with the density volume.
Biomolecular simulations, where such flat structures are uncommon, are thus
only rarely affected by this limitation.
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(a) RV (b) SC (c) AR (d) PEL (e) LIC-based

Figure 5.12 — Different feature lines methods applied to a molecular surface:
Ridges and Valleys (RV), Suggestive Contours (SC), Apparent Ridges (AR), Photic
Extremum Line (PEL), and LIC-based illustration [LKEP14]. Note that (e) marks
salient region whereas (a) – (d) use lines to depict salient details.

5.4 Line Drawings

Line drawings play an essential role for illustrative visualization, which aims
at conveying relevant information about shape and spatial relations. Line
drawings can be classified into feature lines and hatching methods.3

Feature lines are used to depict salient regions with individual lines. Saito
and Takahashi [ST90] extracted contour lines using Deferred Shading (DS).
The contour is an important cue in conveying shapes, but cannot depict all
relevant features. Interrante et al. [IFP95] proposed Ridges and Valleys, which
are curvature-based features, to enhance the surface visualization. Suggestive
Contours by DeCarlo et al. [DFRS03] are a view-dependent approach. Judd
et al. [JDA07] presented Apparent Ridges, which are a combination of Ridges
and Valleys and Suggestive Contours. Xie et al. [XHT+07] introduced Photic
Extremum Lines (PEL), which adapts the idea of Canny Edges [Can86] to surfaces.
Figure 5.12 shows a comparison of these methods. An extensive overview of
line drawing techniques was given by Rusinkiewicz et al. [RCDF08].

In contrast to feature lines, hatching enhances the spatial impression of an object
by generating a multitude of parallel lines over its whole surface. Hertzmann
and Zorin [HZ00] presented a hatching method that is based on principal
curvature direction (PCD) and the corresponding integral lines. Praun et
al. [PHWF01] proposed a real-time hatching that projects textures onto the
surface. Lee et al. [LKL06] used different techniques for contour and interior
shading to simulate a pencil drawing style. Kim et al. [KYYL08] presented an
3 Parts of this section have been published in: K. Lawonn, M. Krone, T. Ertl, and B. Preim.

Line Integral Convolution for Real-Time Illustration of Molecular Surface Shape and Salient
Regions. Comput. Graph. Forum, 33(3):181–190, 2014.
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(a) Molecular surface (Isomerase) (b) Focus-and-Context (ATPase)

Figure 5.13 — Applications of the LIC-based illustrative visualization [LKEP14]
shown for two proteins: (a) illustration of the surface structure; (b) focus-and-
context visualization. The 2D LUT shown in (b) was used for both renderings.

algorithm for hatching dynamic and specular surfaces that uses a real-time
PCD estimation to calculate the line stroke directions. The ConFIS method by
Lawonn et al. [LMP13] combines the advantages of hatching and feature lines.

Illustrative representations using line drawings have a long tradition in molecu-
lar graphics. Especially contour lines are widely used for molecular graphics
(e.g. [TCM06, SWBG06, LVRH07, KBE09]). Goodsell and Olson [GO92] ex-
plained different techniques to illustrate molecular surfaces using hatching.
Weber [Web09] generated pen-and-ink renderings of the Cartoon model using
contour lines and halftoning. Contour lines and hatching were also used by
Van der Zwan et al. [vdZLBI11] for their continuous abstraction of proteins that
computes a transition between an atomistic model and the Cartoon model.

Interactive visualizations that highlight the surface shape are important for
analyzing MD data, since the molecular surface exhibits structures that affect
the function of a protein. In the remainder of this section, a real-time method
similar to ConFis that combines the advantages of feature lines and hatching is
discussed. The method can illustrate the shape of molecular surfaces as shown
in Figure 5.13. It uses Line Integral Convolution (LIC) [CL93] to generate a
hatching-like visualization for conveying shape and structure of the surface. LIC
is commonly used to depict vector fields on a 2D or 3D domain or on arbitrary
surfaces (e.g. Stalling et al. [SH95], Battke et al. [BSH97], or Falk et al. [FW08]).
A 2D LUT is used to color-code additional information onto the surface at
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respective regions. The method can be computed on-the-fly and can, therefore,
be applied in real-time on deforming surfaces. Disabling the LIC method attains
results that are similar to feature line techniques.

5.4.1 Illustration of Surface Shape using LIC

The goal of the presented illustrative rendering method is to emphasize impor-
tant structures like bumps and dents on a molecular surface [LKEP14]. A vector
field of Illumination Gradient (IG) vectors conveys discontinuities in visibility
and illumination and is, therefore, well-suited to determine salient regions on
the surface. This vector field is also used for the LIC calculation.

The IG is computed as follows. Let M be a triangle mesh (e.g. a molecular
surface mesh). M consists of vertices V with associated positions pi ∈ R

3, edges
E = {(i, j) | i, j ∈ V} and triangles T = {(i, j, k) | (i, j), (j, k), (k, i) ∈ E}. The
normal of a vertex i is denoted as ni ∈ R

3. First, the diffuse illumination li of
each vertex i is determined: li = ni · vi, where vi denotes the normalized view
vector from pi to the camera. The IG per triangle 4 = (i, j, k) is computed as

∇l4 = (lj − li)
(pj − pi)

⊥

2A4
+ (lk − li)

(pk − pi)
⊥

2A4
, (5.4)

where A4 denotes the area of the triangle and ⊥ is the counterclockwise
rotation by 90◦ in the triangle plane. The gradient ∇li per vertex i is computed
by rotating the gradients of the adjacent triangles to the tangent space first, and
then weighting them by their Voronoi area [MDSB02].

A 2D LUT is used to encode information on the surface. This is inspired by
transfer functions where scalar values are assigned to colors. The LUT is created
manually (see Figure 5.13b). For each vertex, two scalar values ϕ and τ are
used to obtain a color from the LUT. ϕ represents salient regions on the surface,
whereas τ is used to enhance the shape perception.

The first scalar value ϕ is determined by:

ϕi = Dwi
li = ∇li · wi, (5.5)

where D is the directional derivative and wi denotes the projected view vector
onto the tangent plane of pi. The y-dimension of the LUT texture is sampled
using y = 1− α · |ϕ|, where α is a user-defined value that controls the feature
intensity margin. Higher α lead to larger feature regions. As ϕ is derived from
the IG, it leads to a view-dependent emphasis of salient feature regions where
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JFigure 5.14 — Illustration of
the Isomerase data set. Every
vertex i is assigned to (τi, 1−
α · |ϕi|). The values correspond
to the x- and y-component of
the LUT texture (right).

the change of curvature is maximal. Figure 5.12 shows a comparison of this
feature region detection in comparison with feature line methods.

A second scalar value τ is used to sample the x-dimension of the LUT. As
discussed in Section 5.3, AO emphasizes the geometric shape of a surface.
Therefore, the value τ is obtained using SSAO [Kaj09] (see Section 5.3), which
illustrates indentations in the molecular surface. The two scalar values ϕi and
τi are used as coordinates (τi, 1− α · |ϕi|) to get a color for vector i from the
2D LUT texture, as shown in Figure 5.14. Using an appropriate LUT, the two
parameters ϕ and τ can either be illustrated combined (see Figure 5.13) or
individually (see Figure 5.14).

The surface shape is further emphasized using LIC, which generates streamlines
on the surface that resemble hatching. This enhances the spatial impression
and supports the perception of shape. The method of Huang et al. [HPW+12]
was chosen for the LIC visualization, since it guarantees frame-coherency by
using customized noise textures. As mentioned above, the IG vector field is
used for the creation of the LIC. For this purpose, the IG on the surface mesh is
projected to screen space. The LIC propagation uses an Euler method with a
fixed, user-defined number of iterations. A default value of 10 integration steps
yields good results. Using significantly less integration steps would reveal the
noise textures while using more steps would lead to blurred results.

The illustrative LIC-based rendering can be implemented entirely on the GPU
using OpenGL multipass rendering. The input are the vertices of the mesh
including neighborhood information. The IG and the derived scalar value
ϕ are calculated in the vertex shader. In the fragment shader, the triangles
are projected onto the noise texture and the scalar value τ is obtained using
SSAO. A color is assigned to the current fragment according to its (τ, 1− α · |ϕ|)
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(a) Peptide (b) Rhodobacter porin (c) Potassium Channel

Figure 5.15 — Molecular surfaces illustrated using the LUT shown in Figure 5.14:
(a) VdW surface of a small peptide (the cutout gives a detailed view of the LIC);
(b) Focus-and-context rendering of a porin that combines a smooth molecular
surface and Cartoon representation; (c) SES of a potassium channel.

coordinate in the 2D LUT texture. The combined result as well as the projected
IGs are stored in Framebuffer Object (FBO)s. In the second rendering pass,
these buffers are used to generate the LIC.

5.4.2 Results and Discussion

The performance of the LIC-based method was tested using various protein
data sets. The meshes of the VdW surface, the SES (MSMS [SOS96]), and
the Gaussian molecular surface (QuickSurf [KSES12]) were generated using
VMD [HDS96] (see Figure 5.15). All tests were conducted on an Intel Xeon CPU
(3 GHz), 8 GB RAM, and an Nvidia GeForce GTX 460. Table 5.4 shows that the
method can be executed in real-time for all models.

The initial user feedback concerning the visual quality of the method was
overall very positive. This included users who are familiar with illustrative
visualization as well users from the field of biochemistry. The users liked the
visual appearance of the method and believed that it would be beneficial for
data analysis. In particular, they noted that important surface features are
emphasized comparably to the feature line methods shown in Figure 5.12. The
method produces comparable results to the ConFIS method [LMP13], while
being less tessellation-dependent. Figure 5.16 shows a comparison between
both techniques. For an in-depth discussion of user feedback, please refer to
the original publication [LKEP14].
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Table 5.4 — Rendering performance of the LIC-based method (LIC) in frames
per second compared to pure Phong shading (Phong).

Model Figure #Triangles FPS

Phong LIC

Rhodobacter porin 5.15b 30,732 191 120
Peptide 5.15a 51,200 137 78
DNA 5.16 65,634 131 75
Isomerase 5.13a 83,616 110 73
Lipase 5.12 122,867 83 23
Potassium Channel 5.15c 207,429 52 19
ATPase 5.13b 558,640 79 15

(a) Wireframe (b) ConFIS (c) LIC-based

(d) Wireframe (e) ConFIS (f) LIC-based

Figure 5.16 — The DNA model with 65.634 ((a) – (c)) and 3.280 ((d) – (f))
triangles. The LIC-based method shows robust results regarding tessellation
compared to the ConFIS method. The LUT texture in Figure 5.13(b) was used.

Besides illustrating the shape of the surface, the method can also be used for
focus-and-context visualization. Figure 5.15b shows a combined visualization
where the LIC-based illustrative method was applied to the molecular surface
in order to provide the context for the internal cartoon representation. Similar
methods have been used successfully in medical visualization [TIP05]. Focus-
and-context can also be useful for visualizing molecular complexes that consist
of several identical subunits. Subunits that are in focus can be visualized using
classical shading while the others are rendered using the illustrative method in
order to provide context as shown in Figure 5.13b.
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I Figure 5.17 — Structure of a papil-
lomavirus capsid (PDB ID: 3IYJ) en-
hanced using the object-space Am-
bient Occlusion method described
in Section 5.3.

5.5 Summary and Conclusion

Advanced real-time rendering and shading methods can not only enhance the
image quality but also improve the perceptibility of geometric shape and depth
complexity in a scene. Semi-transparent molecular surfaces, on the other hand,
allow users to see inside a molecule without completely removing the surface.
The techniques covered in this chapter are partially inspired by the work of
Tarini et al. [TCM06] and the illustrations of Goodsell [Goo09]. Simple, generic
methods to enhance the perception of depth and spatial relations in a scene
like fogging or DOF require no special adaption to molecular data. The same is
true for the simple silhouettes that are computed in image space. The effects
obtained by these methods—or a combination of them—creates a clear and
intuitive scene perception. The specialized object-space AO for particle data
further enhances this effect and brings out geometric features of the data that
are not visible when using only local light (see Figure 5.17). This allows the
user to visually analyze the shape of the simulated molecules more closely. AO
can also be used for an illustrative visualization of the surface shape using a
hatching-like LIC rendering. All techniques discussed in this chapter are fully
interactive and applicable to dynamic data. That is, they can be parametrized
in real time and are thus able to support an exploratory visual analysis.
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Visual Analysis

The direct visualization of molecular simulation results using standard molecu-
lar models is a viable method to analyze the dynamics of the data. As described
in Chapter 4, direct molecular visualization can illustrate the location of individ-
ual atoms as well as the shape of the simulated biomolecules, depending on the
chosen representation and shading (see Chapter 5). Interactive animations of the
molecular models can further show the dynamics and conformational changes.
However, more advanced visual analysis methods that extract additional fea-
tures and metrics from the simulation results and visualize them appropriately
can improve understanding significantly since this allows researchers to dis-
cern phenomena that are not obvious from the direct visualization of the raw
molecular simulation data.

The goal of visual analysis is to gain knowledge or a deeper understanding
about a data set by combining (semi-)automatic analysis methods and interactive
visualization. According to Kehrer and Hauser [KH13], interactive visual
exploration of the original data and the derived properties should enable
analysts to “detect the expected and discover the unexpected”. They further
state that this allows analysts to draw conclusions and formulate hypotheses
based on the visualizations. Finally, they reason that the visual analysis should
assist the analysts in rejecting or verifying these hypotheses. Similar rationales
are given by Keim et al. [KAF+08, KMS+08] and Thomas and Kielmann [TK09]
in the context of Visual Analytics.
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Molecular simulations are often used to investigate the behavior of proteins
under different conditions and simulation parameters. Kehrer and Hauser
identified such multifaceted data originating from multiple simulation runs
as a promising area of research for visual analysis [KH13]. As it is often not
clear how these changes affect the results, flexible analysis methods that enable
visual data exploration are beneficial. As mentioned above, this facilitates to
make unexpected discoveries, which can ultimately lead to new insights. To
this end, the visual analysis methods discussed in this chapter try to support
the user with problem-oriented, automated analysis steps and the ability to
filter and re-analyze the data appropriately. An important requirement for all
methods was interactivity, that is, the possibility to adjust filters and parameters
in real time, which is necessary for the intended exploratory visual analysis.

6.1 Extraction and Analysis of Cavities

An important feature of many proteins is the accessibility of binding sites.
Enzymatic reactions of a protein can be triggered by a specific ligand that
binds to it (see Figure 6.1a). If a binding site is located inside the protein, a
channel has to be present in order for the ligand to be able to reach the site.
Many proteins, for example α- and β-hydrolases, open a channel toward their
active site in presence of a certain substrate. This is called active state. Locating
the substrate entrance in a complete trajectory is a challenging, yet important
topic. Transmembrane proteins can form pores that allow small molecules
or ions to traverse the cell membrane (see Figure 6.1b). This transfer is often
regulated, that is, the protein pore can be open or closed. It is important to
see if these openings are wide enough for a certain molecule to pass through
and reach a binding site or the other side of the channel during simulation. In
order to analyze such phenomena throughout the simulation, all cavities of
the protein have to be extracted. Here, cavities is used as a general term for
all kinds of structural features like hollows (sealed-in bubbles), channels or
pores, and pockets (cave-like indentations or grooves). These features have to
be tracked over time, since it is often crucial to see their evolution, for example
the aforementioned opening or closing of a channel through a cell membrane
or the exposure of a binding site to the environment.

In order to assist the analysis of proteins and estimate possible binding, many
tools and techniques that extract the internal structure of proteins have been
developed. These tools use a variety of different methods to extract cavities.
Edelsbrunner et al. [EFFL95] used α-shapes [EM94] to extract voids in proteins.
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(a) Ligand docking (b) Transmembrane channel

Figure 6.1 — Protein surface features: (a) A protein (blue) with a ligand (red).
The ligand is docked to the protein, that is, it fits like a key to the lock. Bindings
like this can trigger or block enzymatic reactions. (b) A porin (PDB ID: 2POR),
which was rendered using the Gaussian molecular surface (see Section 4.4).
This protein forms a transmembrane channel (orange).

Similarly, MOLE by Petrek et al. [PKKO07] extracts cavities and paths through
the molecule using a 3D Voronoi diagram. The same approach was applied by
Lindow et al. [LBH11]. Weisel et al.’s PocketPicker [WPS07] uses a grid-based
approach. For each grid cell, the distance to the molecular surface is determined.
Grid cells near the surface are clustered and their ‘buriedness’ is computed
using ray casting. A similar method was used in LIGSITEcsc [HS06]. CAVER by
Petrek et al. [POB+06] finds paths from a selected point. Phillips et al. [PGD+10]
used ray casting to measure the area and enclosed volume of molecular surfaces
and to voxelize the protein. Enclosed cavities can be found using a 3D food
fill segmentation on this voxel grid. POCASA by Yu et al. [YZTY10] uses a
rolling probe on a grid. Can et al. [CCW06] segment the volumetric repre-
sentation of a protein using Level Sets. Natarajan et al. [NWB+06] segment
the molecular surface using Morse-Smale complexes in order to highlight the
structure. Similar results were obtained by Cipriano et al. [CPJG09] who use
local shape descriptors. They introduced multi-scale surface descriptors to
capture regions of different size. Li et al. [LTA+08] use a grid-based visibility
computation to find cavities and pockets in proteins. Their algorithm is used
in the 3D-Surfer software [LERV+09]. Borland [Bor11] visually highlights the
internal structure of proteins using AO. Till and Ullman [TU10] proposed a
Monte Carlo method that classifies randomly placed points as within an atom
or outside. If an outer point has a certain number of neighboring points inside
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of the protein atoms, it lies inside a cavity. While these programs provide good
results for static data, they are not designed to be used with dynamic data.
Processing times are high and the results of two consecutive time steps of a
trajectory are not automatically correlated. dxTuber [RK11] uses a grid-based
approach similar to PocketPicker. It estimates the dynamics of the channels
using a MD simulation as preprocessing step. Parulek et al. [PTRV12] used the
distance and gradient information of an implicit representation of the molecular
surface. Their method also deals with dynamic data by preprocessing all time
steps. It show the results in a scatterplot, but does not correlate the time steps.
Lindow et al. [LBBH12] extended their original algorithm [LBH11] to handle
time-dependent simulation data by precomputing the Voronoi diagrams for
all time steps and correlating the extracted features. A similar approach is
implemented in MDpocket [SBCLB11].

Correlation of cavities in dynamic data can be achieved by tracking of all cavities
between consecutive time steps. While feature tracking is rarely applied in
the context of molecular visualization, it is a commonly used method in other
disciplines. Especially in the context of flow visualization, many algorithms
for the tracking of features in 2D and 3D flow fields have been proposed (e.g.
Theisel et al. [TS03], Tzeng et al. [TM05], or Weinkauf et al. [WTVGP11]).

In the following, a GPU-accelerated method to extract cavities interactively from
dynamic data is presented. The cavities are tracked by correlating the results of
consecutive times steps. The method was used in an visual analysis application
described below that facilitates exploratory analysis of MD simulations.1

6.1.1 Algorithm and Implementation

The basic idea of the algorithm can be outlined as follows: Protein cavities can
be defined as surface features because holes, pockets, and channels can be derived
reliably from the molecular surface. The surface features are detected using the
AO term of the surface, following the idea of Borland [Bor11] who used AO to
highlight the internal structures of proteins. This approach is technically similar
to other cavity extraction algorithms, for example the ’buriedness’ introduced
by Weisel et al. [WPS07]. The features are classified, analyzed, and tracked
1 Parts of this section have been published in: M. Krone, M. Falk, S. Rehm, J. Pleiss, and

T. Ertl. Interactive Exploration of Protein Cavities. Comput. Graph. Forum, 30(3):673–682, 2011.
M. Krone, G. Reina, C. Schulz, T. Kulschewski, J. Pleiss, and T. Ertl. Interactive Extraction
and Tracking of Biomolecular Surface Features. Comput. Graph. Forum, 32(3):331–340, 2013.
M. Krone, D. Kauker, G. Reina, and T. Ertl. Visual Analysis of Dynamic Protein Cavities and
Binding Sites. In IEEE PacificVis - Visualization Notes, vol. 1, pp. 301–305, 2014.
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over time. Interactive response times of the whole computation pipeline can
be achieved by parallelizing all crucial steps on the GPU using CUDA. No
preprocessing of the simulation data is required.

The first step of the interactive feature extraction method is the fast computation
of the molecular surface. While the analytically defined SES is ideally suited
to extract cavities, its computation is rather involved and would impede an
interactive analysis. Therefore, the Gaussian density surface is used as a
basis for the feature extraction. It approximates the SES closely enough for
a faithful analysis and can be computed much faster (see Section 4.4). For
the feature extraction, however, the isosurface is extracted using Marching
Tetrahedra (MT) [DK91] instead of MC. MT can be implemented analogous
to the CUDA MC implementation explained in Section 4.4. The Freudenthal
scheme that subdivides each cube into six tetrahedra [CMS06] was used. Like
MC, MT results in uncorrelated triangles but has the benefit that all triangles in
one tetrahedron are connected. From these separate triangles, meshes can be
stitched by region growing, propagating labels across connected components. If
just the connectivity information is taken into account, the result would be one
or more disconnected meshes: The outer surface of the protein and the internal
cavities—if there are any—that are not connected to the outer surface. Similar
results can be obtained by a flood fill segmentation of the underlying density
volume (e.g. [PGD+10] and [KFR+11]). Channels or pockets are connected to
the outer surface and would, therefore, not be detected. In order to segment
these surface features, AO can be used [Bor11]. All triangles are classified as
shadowed or unshadowed based on their AO factor in relation to a user-defined
threshold. The AO factor per triangle vertex can be computed rapidly using
the method discussed in Section 5.3. The occlusion of a triangle is derived
in parallel for all triangles by averaging AO factors of its three vertices. For
the labeling of the connected components, the AO factor is then additionally
taken into account. The segmentation is based on the fast labeling method
presented by Hawick et al. [HLP10], which is designed for GPUs. The algorithm
propagates labels throughout connected triangles using a hybrid parallel and
iterative algorithm. If a shadowed and an unshadowed triangle are adjacent,
they are treated as not connected. This results in a segmentation of the outer
surface. An example of the results is shown in Figure 6.2. The area of each
surface feature can be computed by summing up all individual triangle areas
of the respective segment.

For time-dependent data, the features have to be correlated between two time
steps. Surface features do not have to have one exact match, they can also result
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JFigure 6.2 — A coupling protein (PDB ID:
1GKI) exhibiting a central channel though
the protein (yellow) and several pockets (red
and green) formed by the clefts in the outer
surface (light blue).

from a merge between two features or be one of the fragments of a split feature.
Furthermore, features can disappear or newly emerge. A simple, yet effective
algorithm can be used to match features across two consecutive time steps:

Let ©∩ be the intersection of the molecular surfaces of two features m and n
from different time steps t and u.

f t
m ©∩ f u

n :=
{

f u
n if the surfaces of f t

m and f u
n intersect

∅ otherwise

Let Ft be the set of all features

f t
m ∈ Ft =

{
f t
0, . . . , f t

m
maxt

}
: t ∈ [0, tmax]

where t denotes the time step and mmaxt the number of features in that time
step. To track features, we test for intersections between consecutive time steps
by intersecting each feature f t

m with all features of the previous time step:

f t
m ©∩ Ft−1 :=

{
f t−1
n | f t

m ©∩ f t−1
n 6= ∅

}
: n ∈

[
0, nmaxt−1

]
The five cases explained above (creation, extinction, continuity, split, merge) can
then be matched as follows:

1. Creation: f t
m is a new feature if there are no matches backwards in time.

f t
m ©∩ Ft−1 = {∅}

2. Extinction: f t−1
n has disappeared if there are no matches forward in time.

f t−1
n ©∩ Ft = {∅}
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3. Continuity: If the intersection is commutative in time (there is exactly one
correspondence both ways), the features are the same.

f t
m ©∩ Ft−1 = f t−1

n ∧ f t−1
n ©∩ Ft = f t

m

4. Split: If f t−1
n matches more than one feature forwards in time, it has

divided into all of its intersections.∣∣∣ f t−1
n ©∩ Ft

∣∣∣ > 1

5. Merge: If f t
m matches more than one feature backwards in time, these

features have amalgamated. ∣∣∣ f t
m ©∩ Ft−1

∣∣∣ > 1

The naive implementation of this matching algorithm would be to intersect all
triangles of each feature with all feature triangles of the other time step. This
would result in O(n2) triangle intersection tests for n triangles, which scales
badly for larger n even if the computations are executed in parallel on a GPU.
By exploiting the underlying data structures, the runtime complexity can be
reduced to O(n). The position and size of the density grid used to sample
the particle data are invariant throughout the whole visualization, that is, the
position of a voxel in R

3 is the same for all frames. Consequently, the tetrahedra
used to extract the isosurface have the same vertex positions in each frame and
can be used as an acceleration structure for the intersection test: Only triangles
located in the same tetrahedron have to be intersected. Since there are at most
two triangles per tetrahedron, this results in the desired complexity of O (r)
for r tetrahedra. As each tetrahedron can only contain one contiguous surface,
this can be further simplified to an occupancy test. The computation is easily
parallelizable as all tetrahedra are independent of each other. The resulting list
of intersecting features contains only the feature label pairs. It is compacted to
unique pairs using the Thrust [HB09] library. The result of this step is a list of
feature pairs pi =

(
f t−1
n , f t

m

)
that intersect between t− 1 and t.

Note that this matching algorithm is only valid if the time is continuous through-
out the simulation and the time differences are not too large. Otherwise, fea-
tures might jump or move too far between two time steps. For the targeted
MD simulations that typically have a time difference of about 20–50 fs between
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two consecutive frames, these criteria are given. Due to the laws of Brown-
ian motion, the translational diffusion coefficient of a protein in solution is
about 10−6 cm2s−1. During the given interval of ≤50 fs the protein would travel
roughly 5 pm. In comparison, the C–C bond length is 120 pm. That is, the
overall translation of the protein is negligible. Changes in the shape of a cavity
are caused by diffusive motions of side chains or by conformational changes of
the backbone in the picosecond to nanosecond timescale. Thus, they are at least
one order of magnitude slower. The fast oscillations of bonds and bond angles
are localized and do, therefore, not contribute to changes of the cavity shape.
Additionally, the position of the atoms can be linearly interpolated between
two time steps to create intermediate frames. Since an atom will not move very
far between two time steps, this is a reasonable approximation of the actual
trajectory. The intermediate frames create smooth transitions between frames
for the animation in the 3D view and are used in the computations as well.

It is not clearly defined how the features should be labeled in case of a split
or merge. The simplest approach would be to generate new feature labels for
all participating features. For the sake of consistency, however, it is beneficial
to maintain as much continuity as possible. This has the advantage that the
number of features is kept as low as possible and it is easier for the user to keep
track of certain features. In the case of a merging, the new feature will get the
same label—and color—as the larger of the two merge partners. That is, the
smaller feature merges into the larger one. For splits, accordingly, the largest
fragment of the original feature will be labeled as the survivor of the split. That
is, the smaller features have split off from the largest feature. The reason for
these two solutions is that the largest feature is probably the most important
one and the one that is most likely to subsist the longest.

During a simulation, surface features might disappear and reappear several
times. The feature tracking should detect reappearing features and match them
to the correlating extinct feature. Here, two problems exist. The first one is
due to the nature of the data and the algorithm. Features might reappear in a
different position, because the whole protein might be slightly deformed and
translated. The second problem is inherent to the implementation, where only
the triangle data of the current and previous time step are available. Older
data has to be overwritten to save GPU memory. To still enable a matching
of new features with extinct ones, the centroid of each cavity is computed for
each frame. If a new feature is created, its centroid is matched against the
centroids of all extinct features. If the distance between the current and the
closest centroid is below a user-defined threshold, the features are matched.
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I Figure 6.3 — Close-up of a ex-
tracted channel of a lectin protein
(PDB ID: 2BT9) rendered as wire-
frame. The arrows point to the two
orange edge cycles that illustrate the
openings of the channel. The cen-
troids of these edge cycles are used
as starting points for the centerline
extraction. © 2014 IEEE.

The probability for false positives can be lowered by using an additional time
threshold, which allows to match only features that are not extinct too long.

The extracted cavities can be classified as hollows, pockets, and channels as
follows. First, all free edges from each cavity sub-mesh are detected. Free edges
are triangle edges that have only one adjacent triangle in the sub-mesh. If the
cavity has no free edges, it is a closed surface, that is, a hollow. For cavities with
free edges, edge cycles are searched. Each cycle marks an opening in the mesh
surface. If the cavity has only one cycle, it is a pocket. Cavities with two or
more cycles are classified as channels (or channel networks). Figure 6.3 shows a
wireframe of a channel and its two highlighted entry cycles.

The cavities and their permeability for specific substrates can be analyzed
by extracting their centerlines. Centerline extraction is often used in medical
imaging, where it can be executed on the voxel data (e.g. [MMV+13]). In order
to be independent of a voxelization of the molecule, an algorithm that processes
meshes can be used (e.g. [SLSK07, ATC+08, TAOZ12]). Here, the algorithm for
centerline generation from tubular geometry by Pivello et al. [PLF07] is feasible,
which combines satisfying accuracy and low computation times. The last point
is crucial, since the centerline of each feature has to be computed interactively.
Protein channels, however, can not only branch but also join together inside the
protein, thus forming an undirected graph. Hence, their algorithm has to be
extended to use multiple starting (or seed) points for the centerline extraction.

The centerline extraction is started on all free edge cycles of each sub-mesh
representing a pocket or channel. The vertices of each free edge cycle are
collapsed into their centroid. This results in the first centerline node. Next, the
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1
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Figure 6.4 — A visual analysis application that allows domain experts to extract
and analyze cavities and binding sites in protein simulation data [KKRE14].
1© 3D visualization (molecular surface and cartoon representation); 2© sequence
diagram; two line plots for 3© cavity diameter (x-axis: cavity length, y-axis:
diameter) and 4© cavity area (x-axis: time, y-axis: area); 5© relational graph
showing the evolution of the cavities (splits and merges). © 2014 IEEE.

cycle is advanced by selecting the feature edges that have one vertex on the
current cycle and one previously unvisited vertex. A new cycle is then formed
by the edges that connect these unvisited vertices. Note that there can be more
than one new cycle. Each new cycle defines a new branch in the tunnel system
of the protein. Again, the center point of each new cycle is the next centerline
node and gets connected to the previous one.

The centerline advance step outlined above can be implemented as an iterative
breadth-first search. As the computation is started for all entry cycles, they
might connect to each other inside the protein. The centerline nodes connect
to each other if they are within a specific radius. This radius is automati-
cally defined based on the size of the MT cells. In contrast to the original
algorithm [PLF07], this also allows to join branches.

For each centerline node, the minimum distance of the centerline to the molec-
ular surface is computed and stored. This represents the permeability of the
channel or pocket at this point. The user can set a threshold for the minimum
diameter. If a channel gets too narrow, the centerline stops. This allows domain
experts to see if a solvent or substrate with a given radius is able to reach the
inner parts of the protein or pass through a channel, respectively.
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I Figure 6.5 — Line plot depicting
the absolute size of each feature per
frame (simulation time on x-axis).
The dashed vertical guide marks the
current time in the 3D visualization.

6.1.2 A Visual Analysis Application for Dynamic Cavities

The AO-based cavity extraction and analysis method described in the previous
section was incorporated into a visual analysis application. This application
provides different visualizations of the data and supports a high level of user
control to influence the analysis and filter the results. Thus, users can explore
their data and gain new insights about binding sites or channel accessibility.

The surface features are visually highlighted in a three-dimensional view of the
protein by coloring each feature individually. For correct semi-transparent ren-
dering of the Gaussian molecular surface as shown in Figure 6.4, the triangles
are sorted back-to-front prior to rendering. This enables to see another repre-
sentation of the protein like a Stick or Cartoon model within the surface, which
provides additional information about the protein. The computed centerline
can be visualized directly as a polyline.

Additionally, the extracted information about the surface features is presented
in multiple complementary 2D graphs for a quantitative analysis of the data
set. One graph shows a plot of the surface area (SASA) of each surface feature
over time (see Figure 6.5). Another graph shows the results of the centerline
extraction for all channels and pockets. It plots the momentary diameter of each
feature over the accessible length of the cavity. A marker is placed at the end of
the channel if it is reachable considering the current diameter threshold (see
Figure 6.9). The user can choose between several diagram types, like line plots
and bar charts in plain, stacked or normalized variants to provide information
about absolute as well as relative proportions of the feature metrics.

The second type of graph is a relation graph. This graph shows the lifespan
and interaction of the cavities, that is, split and merge events. These events
correspond to interesting changes like substrate channel formation (merge of a
cavity and a pocket). The abscissa represents time and the ordinate is divided
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J Figure 6.6 — Semi-transparent
molecular surface of a lipase (PDB
ID: 4FKB) colored by binding site in-
formation. The surface is rendered
semi-transparently so that the Stick
representation within is also visible.
© 2014 IEEE.

into rows for the cavities. Consequently, a horizontal line is drawn as long
as the cavity is present. The thickness of each feature line corresponds to the
surface area. If a cavity merges with another one or splits up into multiple
smaller ones, splines are drawn that connect the “lifelines” of all participating
cavities. The relational graph in Figure 6.4(5) shows examples for this where
several small features split off from larger features and merge back into them
shortly after.

The application also offers a sequence diagram. Sequence diagrams show the
amino acid sequence and secondary structure of a protein. For each amino
acid, its one-letter-code, its name (chain identifier and serial number), and a
pictogram of the structure are depicted. The chains are illustrated by a colored
line. The sequence diagram also places a colored rectangular marker at each
amino acid that belongs to a binding site. Binding site information can be
user-defined or read from a PDB file (the RCSB PDB [BWF+00] offers binding
sites for many proteins). An individual color is automatically assigned to each
binding site. The markers are stacked if an amino acid participates in two or
more binding sites. Additional information (the name and description of the
binding site and a list of participating amino acids) is shown separately in a
legend to the right of the diagram, if available. Figure 6.4 shows the sequence
diagram of a simulated protein including binding sites and a selection. The 3D
visualization of the protein can also be colored according to the binding sites as
shown in Figure 6.6.

All these different visualizations are implemented as linked views in order to
maintain as much consistency as possible. The individual colors of the extracted
cavities is not only used for the 3D visualization but also for the graphs. This
allows the user to easily identify for example the line in the plot that shows
the area of a certain cavity. As mentioned above, the same consistent coloring
is used for the binding sites. Furthermore, the selection and visibility of the
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I Figure 6.7 — The green contour halo
gives an impression of the shape of the se-
lected pocket hidden by the molecular sur-
face (PDB ID: 1OGZ). © 2014 IEEE.

features is propagated to the other views following the paradigm of brushing
and linking [FFT75]. If the user selects a cavity or the outer molecular surface
in one of the views, the selection is propagated to all other views. All other
surface features will then be deselected and desaturated, only the selected
surface feature is still colored.

The user can select one or multiple amino acids (e.g. all amino acids forming
a binding site, by brushing them in the sequence diagram). Again, only the
selected amino acids—that is, the surface parts defined by their atoms—are
colored, while all other parts are desaturated. Furthermore, the user can
enable transparency in the 3D view so that only selected parts are still opaque.
Unselected parts will be drawn semi-transparently. When a user selects, for
example, a binding site in the diagram, it is also highlighted on the surface
mesh. The user can now determine whether the binding site is located in a
pocket. A third option to highlight a selection is to render a depth-independent
halo in the 3D view as seen in Figure 6.7.

The user can choose to hide selected surface features, which hides them in all
linked views. In the relational graph, the user can choose to hide all features
which have no relation to the currently selected one. Again, this visibility is
automatically propagated to the other views.

The selection mechanism is not the only way of filtering the data. As already
stated above, the cavities can also be filtered by surface area and minimum
diameter around the centerline. If a molecular surface exhibits many small
bumps and creases—without biochemical function—this will result in a lot of
satellite features which tend to cause a high number of split and merge events.
To reduce this visual clutter and sensory overload, the user can increase the
filter threshold and directly verify if the desired effect is obtained.
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Table 6.1 — Performance of the AO-based method. The table shows the number
of atoms of each data set and the resulting density grid dimensions (in voxel)
used for the surface extraction. ∆t denotes the average combined execution time
for volume generation, isosurface extraction, feature extraction, and feature
tracking (in ms). FPS denotes the overall rendering performance in frames per
second (averaged over 100 frames; timings include ∆t).

Data set #Atoms Grid dimensions ∆t FPS

CALB ∼4,600 91× 81 ×73 44 20
CALA ∼6,600 100×116×91 49 17
1GKI ∼20,000 145×151×152 116 8

6.1.3 Results and Discussion

The AO-based surface feature extraction explained in Section 6.1.1 was imple-
mented in CUDA to achieve fast computation times. The performance of the
implementation was tested on an Intel Core i7 (4× 2.6 GHz) with 6 GB RAM
and an Nvidia GeForce GTX 580 (1.5 GB VRAM). There are only two parameters
which have to be adjusted by the user. Since all steps of the algorithmic pipeline
are executed per frame, the user can interactively change these parameters
and observe the changes in real-time. The first one is the AO threshold. This
threshold is used as boundary between lit parts of the surface and shadowed
parts. This segments the surface and, therefore, has a major impact on the size
and shape of the surface features. Adjusting the AO threshold is intuitive, since
it has a direct influence on the segmentation: Increasing the threshold will lead
to smaller features and vice versa. The second user-adjustable parameter is the
area threshold, which can be used to remove features that are too small to be of
interest. To be comprehensible to the domain experts, this parameter is set in
square Ångström. Regular users will not have to adjust any more parameters.
The default grid spacing is 0.75 Å, which is sufficient to provide subatomic
detail (the smallest element, hydrogen, has a diameter of 2.8 Å). The isovalue
used to extract the surface and the parameters for the Gaussian kernel can be set
to default values given in [GP95]. The grid cell length of the AO computation
can be set in Ångstrom as well and relates to the size of the features that are
extracted. A default grid cell length of 10 Å yields good results.

Table 6.1 shows the performance for three test data sets. The frame rate includes
the computation time for the whole algorithmic pipeline of the feature extraction
(∆t, given in milliseconds), since everything is recomputed per frame.
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Figure 6.8 — Cavity of a reductase (PDB ID: 1RA8) extracted using 3D-
Surfer [LERV+09] (left) and the AO-based cavity extraction (right). The AO-
based method colors only the surface feature (blue circle). 3D-Surfer extracts
the same cavity, but colors all atoms of all amino acids touching the cavity,
which leads to a larger highlighted region because some parts of the amino
acids may not lie inside the cavity (orange arrows).

The described method is closely related to other techniques that segment the
Gaussian density volume or the molecular surface to find cavities [NWB+06,
CCW06, CPJG09, KFR+11]. 3D-Surfer [LERV+09] is a web-based software for
protein surface analysis. It extracts cavities based on surface visibility, which
is derived from a voxelized representation of the atoms [LTA+08]. Surface
segments which are surrounded by a number of occupied voxels are considered
to be part of a cavity. The AO-based cavity extraction method is closely related
to this algorithm, since the AO used for the feature extraction can also be seen
as a visibility criterion. Consequently, the two methods achieve very similar
results (see Figure 6.8). Figure 6.9 shows a comparison with POCASA, which
uses a hybrid grid-based and probe-based method [YZTY10]. Here, the probe
sphere radius corresponds to the grid cell length of the AO-based method. As
observable, the results are also equivalent.

The application described in Section 6.1.2 was designed to adhere to the “visual
analytics mantra” by Keim et al. [KMS+08]: “analyze first – show the important –
zoom, filter and analyse further – details on demand”. A similar definition for visual
analytics was given by Thomas and Kielman [TK09]. For spatial data, this is
generally referred to as visual analysis. According to Kehrer and Hauser [KH13],
a tight integration of the visual mapping, visual interaction concepts, and com-
putational analysis are crucial for a visual analysis application. The application
supports different visual mappings for the data: The data can be rendered
using different spatial visualizations (e.g. stick or surface rendering), in reduced
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Figure 6.9 — A lectin protein (PDB ID: 2BT9) with a channel and three pockets
analyzed and rendered using POCASA [YZTY10] (a) and the AO-based cavity
extraction (b). (c) A line graph showing the permeability (diameter) of the
channel. The marker signals that the channel has an exit. © 2014 IEEE.

complexity (e.g. cartoon representation or centerlines), or using non-spatial rep-
resentation (e.g. the sequence diagram). All these visualizations can be viewed
side by side. The application also includes computational analyses: Molecular
surfaces and cavities are extracted and classified automatically and processed
for further analysis (e.g. a channel and its centerline are extracted from the
mesh. The latter is integrated in the 3D view and plotted in a graph). Visual
interaction is achieved by brushing and linking and parametrization. By default,
filters and selections are automatically applied to all views. However, the user
also has the option to unlink views selectively. A domain expert can modify
the parameters of the visual mapping or the computational analysis and choose
how the results are displayed. For a convenient, efficient and uninterrupted
visual analysis, it is crucial that the computations for visualization and analysis
are executed in real time. Latency would disrupt the user experience. Due to
the systematic use of GPU parallelization, users get immediate visual feedback
when they change a parameter, make a selection, or apply a filter.

A typical use case of the application, which also shows how it adheres to the
visual analytics mantra [KMS+08], is the analysis of a protein channel: The
initial results of the automated analysis using default parameters provide a
first overview. The researcher can then zoom in to identify a certain channel
and select it. All other cavities are filtered. The initial analysis can be refined
by adjusting the threshold of the diameter filter to see whether the channel
is accessible for a certain substrate. If the user wants additional detail, the
centerline graph shows how wide the channel is along the centerline. This
quantitative feedback facilitates to draw a conclusion about channel accessibility
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I Figure 6.10 — A protein (CALA) in
cartoon representation (blue) showing
three different pockets (red, gray, green).
The gray pocket forms a substrate chan-
nel that leads to a binding site.

and permeability. Analyzing the channel width over time shows if the channel
becomes inaccessible for the substrate at a certain point of the simulation.

The use case described above applies to a simulation of lipase A from Candida
antarctica (CALA). So far, only a crystal structure of the closed form [EKJ+08]
is available where a binding site is inside a hollow within the protein. When
simulated in an organic solvent (toluene), CALA exhibits structural changes.
During this simulation, the tracked cavity opens up to the environment forming
a substrate channel to the binding site. The CALA data set was previously
studied using the method presented in [KFR+11]. Although this method can
only extract and track hollows and find points where they open up to the
environment, it allowed to find a substrate channel that differed from the one
proposed originally [EKJ+08]. The improved AO-based method enables an in-
depth analysis of the data. The application automatically tracks all cavities and
pockets. This facilitates identifying the point in time of the substrate channel
formation, which can be seen in the relational graph as the merging of the cavity
with a pocket at the surface of the protein. The centerline extraction makes sure
that the channel is wide enough for the substrate to permeate into the pocket
and reach the binding site. The user can also map the binding site information
to the surface to see if all corresponding amino acids are present in the pocket.
Snapshots of the analysis process are shown in Figure 6.4 and 6.10.

The application also facilitates the investigation of protein stability, which can
be influenced by the number of cavities, especially by the hollows. All hollows
are automatically extracted, their sizes (SASA) are measured, and the results
are plotted in a graph. Furthermore, the stability (i.e. the lifetime) of the cavities
is visible in the relational graph.
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6.2 Solvent Interactions

The interaction between proteins and surrounding solvents in time-dependent
data sets is of great interest for domain experts working in biochemistry. As an
example, binding sites of proteins can be blocked by a specific solvent, thereby
inhibiting enzymatic reaction rates. Therefore, the mobility of the solvent
molecules is an important feature. Another interesting phenomenon is the
concentration of one type of solvent molecules that can differ between the bulk
phase and the hydration shell (i.e. in the vicinity of the protein). The analysis
of solvent interactions is also important for other polymers such as hydrogels,
which are hydrophilic polymers that swell in aqueous solutions by absorbing
the solvent. This conformation transition can be studied by investigations of the
interaction of the polymer and the solvent molecules in the hydration shell.2

MD simulations are used to investigate these and other fundamental questions
concerning a molecule—called solute—and its surrounding solvent. Custom
visualization methods for the solvent can help getting better insight into the
simulation results. As the bulk of solvent atoms around the protein makes it
hard to visually analyze the data when rendering all atoms, spatial filtering
of the solvent molecules is important to reduce visual clutter. Most available
molecular visualization tools such as VMD [HDS96], Chimera [PGH+04], and
PyMOL [DeL02] offer only limited support for the visual analysis of solvent
interactions. Identifying solvent molecules near the solute is often a tedious,
manual task and has to be done for each frame of a dynamic data set. Advanced,
real-time visualizations that allow for filtering and can automatically provide
solvent statistics (e.g. the number and type of solvent molecules in the hydration
shell) facilitate the analysis. Bidmon et. al [BGB+08] presented a visualization
technique to investigate protein-solvent interactions using solvent pathlines.
This technique, however, relies on extensive precomputations and is specifically
tailored to the analysis of solvent motion in limited, user-defined regions such
as near protein binding sites.

6.2.1 Chemical Background

The biochemical properties of proteins are discussed in Section 2.3. As men-
tioned above, solvent interactions are also of special interest for hydrogels.

2 Parts of this section have been published in: B. Thomaß, J. Walter, M. Krone, H. Hasse,
and T. Ertl. Interactive Exploration of Polymer-Solvent Interactions. In Vision, Modeling, and
Visualization, vol. 16, pp. 301–308, 2011.



6.2 • Solvent Interactions 129

I Figure 6.11 — Solvent con-
centration mapped onto a semi-
transparent molecular surface of the
solute using color-coding for the
competing solvent types (magenta
for methanol, cyan for water). Only
solvent atoms in the hydration shell
of the solute are visible and taken
into account for the surface coloring.

Hydrogels are three-dimensional hydrophilic polymer networks. Their most
characteristic property is their swelling by absorbing a solvent. Hydrogels can be
used in many applications like superabsorbers [ER05] (e.g. diaper fillings or san-
itary pads). The swelling is influenced by the structure of the hydrogel as well
as environmental conditions such as temperature or type of solvent [HXM06].
To fully exploit the potential of hydrogels in their various applications, it is
important to understand and predict their swelling behavior. Hydrogels show
an unexpected behavior upon varying the methanol concentration: they are
swollen in pure water, collapse at comparatively low methanol concentrations
and then swell again as the methanol concentration is further increased. MD
simulations are used to investigate the behavior of hydrogels, which is not
yet fully understood [WEVH10]. Exploratory visual analysis can contribute to
understanding these simulated processes.

6.2.2 Visualization Methods for Solvent Interactions

Based on the data from a MD simulation, all relevant interactions of a solute
with its surrounding solvent over time have to be illustrated for a comprehensive
visual analysis. The first approach is to filter the solvent in order to reduce
visual clutter and render only the solute and neighboring solvent atoms within
a certain distance to the solute. These atoms and their covalent bonds can
be rendered using sparse all-atom representations like Ball-and-Stick to avoid
clutter. Furthermore, additional information can be color-coded onto a semi-
transparent molecular surface around the solute. This color-coding can visualize
relevant information like concentration and type of surrounding solvent (see
Figure 6.11), highlight hydrogen bonds between solvent and solute, or show
statistics of hydrogen bonds (see Figure 6.12). The SES is commonly used to
depict interactions of a solute with a specific solvent. Here, the Gaussian surface
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(a) Hydrogen bond visualization (b) Visualization of hydrogen bond statistics

Figure 6.12 — (a) Hydrogen bonds between solute and solvent are rendered as
cylinders. Their current position is highlighted on the surface (red) to make
them more salient. (b) Hydrogen bond statistics visualized by the sphere
radius of the atoms (more hydrogen bonds during the trajectory result in larger
spheres) and color-coding (interpolation between the red and the blue solvent).

detailed in Section 4.4 was used, which is a fast approximation of the SES. The
user can switch between these available coloring modes in real-time.

Hydrogen bonds between the solute and the surrounding solvent are of special
interest, because they play a key role for the physico-chemical properties of
the solute. A hydrogen bond requires two electronegative atoms, for example
oxygen or nitrogen, of which one is covalently bound to a hydrogen atom. The
atom bound to the hydrogen is the donor, the other one is the acceptor. The
identification of hydrogen bonds requires to find possible donor-acceptor pairs
whose centers have a distance of approximately 3.5 Å. In addition, the covalent
bond between the hydrogen atom and the donor must be within a 30◦ angle of
the connection between donor and acceptor (see Figure 6.13). Only hydrogen
bonds between the solute and the solvent are of interest. Hydrogen bonds are
recomputed in real time for each frame during rendering. For each possible
donor atom, a neighborhood search for a corresponding acceptor within 3.5 Å is
conducted. If a donor-acceptor pair is found, a hydrogen atom covalently bound
to the donor that matches the hydrogen bond requirements has to be present.
The implementation uses OpenMP [DM98] to parallelize the computation of
the 3D grid data structure that accelerates the neighborhood search.

Hydrogen bonds are visualized as thin cylindrical connections between the
atoms using GPU-based ray casting (see Section 4.1). In order to facilitate
tracking of these hydrogen bonds, it is possible to switch to a color-mapping
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I Figure 6.13 — Schematic of the re-
quired constellation for a hydrogen bond
(H-bond, dashed line) between an acceptor
(Acc) and a donor (Dnr).

≤ 30◦
Dnr Acc

H

≤ 3.5 Å

H-bond

mode where the hydrogen bonds are shown on the molecular surface of the
solute (Figure 6.12). This visualization method helps to track relevant hydrogen
bonds over the trajectory, since the domain expert can follow highlighted regions
on the semi-transparent solute surface, rather than searching for connections in
a Ball-and-Stick representation only.

Statistical information about the hydrogen bonds is collected over the entire
trajectory. The lifetime of each bond is accumulated per solute atom. Addition-
ally, the type of the bonded solvent molecule is stored. The probability that
hydrogen bonds are formed over the trajectory can be visualized by increasing
the sphere radius of the involved atoms based on the frequency and lifetime of
the bonds. Color-coding onto the surface is used to show what kind of solvent
molecules form the hydrogen bonds to each solute atom (see Figure 6.12). This
visual information allows the user to study how two competing solvent types
interact with the solute, and to observe if a certain solvent type becomes the
dominant solvent in time or locality.

An additional statistic that is computed in real time is the concentration of
solvent molecule types in the hydration shell. For each frame, the number of
molecules of each solvent type is extracted (e.g. water and methanol). The user
can compare these numbers to the global mixture ratio in the simulation. While
these numbers lack spatial information provided by the visualization, which
shows the location of the solvent molecules in the hydration shell, the exact
numeric mixture ratio provides additional information about the concentration
of the different molecule types.

As mentioned above, the Gaussian molecular surface is used to represent
the solute, which is based on a volumetric representation of the atoms. The
3D texture containing the Gaussian density volume can be computed using
GLSL shaders (see [KFR+11, TWK+11] for details) or using the faster CUDA
implementation discussed in Section 4.4. While the solute atoms define the
density field used for isosurface extraction, the color channels of the texture
can be filled independently. That is, data points are projected to a position and
an influence radius and the selected color is written to the 3D texture as color
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(a) Accumulation of density (b) Accumulation of color

Figure 6.14 — (a) Accumulation of the density values in the volume creates an
accumulated solvent surface around the polymer over a time period. (b) Color
accumulation over a time period (hydrogen bonds coloring mode).

information for the surface. For example, when coloring by hydrogen bond, a
data point is generated for each hydrogen bond center and the influence radius
is set to half of the hydrogen bond length. The isosurface is rendered using
GPU volume ray casting [HLSR08].

The volume texture also enables to accumulate values over time in the volume.
While animating the simulation trajectory, the density volume is recomputed for
every frame based on atom positions. If the density values inside the volume
are added up for consecutive frames instead of resetting all voxel values for
each frame, the result is the volume that the molecule occupies over time (see
Figure 6.14a). This time-dependent accumulation can be done for colors inside
the volume as well (see Figure 6.14b). The user can toggle the accumulation
and adjust the accumulation rate of each frame.

There are two fast possibilities to filter the solvent atoms that are more than
a user-defined distance away from the solvent, that is, that are outside of
the hydration shell. The obvious choice is a neighborhood search that finds
solute atoms within a certain distance threshold for each solvent atom. This
neighborhood search can be implemented using CUDA, for example using the
spatial hashing discussed in Section 4.3.2. This results in fast execution times
even for large number of atoms. The second option is to use the density volume,
which is already available, instead of an neighborhood-search for every solvent
atom. Here, the density value of the volume texture is sampled at the position
of the atom in the vertex shader when rendering solvent atoms. The solvent
atom is only rendered if this density value is above the threshold. Note that this
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(a) Frame 0 (b) Frame 20

Figure 6.15 — Development of solvent concentrations over time. The solvent
consists of 90 mol% water and 10 mol% methanol. (a) Initially, the polymer is
surrounded mostly by water (blue) with only few methanol molecules (red).
(b) Later in the simulation, the increasing methanol concentration around the
polymer yields that methanol displaces water near the polymer.

method is less accurate than an actual neighborhood search, since the threshold
values cannot define a fixed distance due to the accumulation of the density
values of adjacent solute atoms. For the solvent statistics, all solvent molecules
of the same type with at least one atom in the hydration shell are counted.

6.2.3 Results and Discussion

The solvent visualization was used by domain experts to analyze the trajectories
of MD simulations of PNIPAAm [WEVH10] polymer strands. Polymer strands
with 30 monomers were simulated in mixtures of water and methanol with
different methanol concentrations. In Figure 6.15, methanol is colored red and
water is colored blue. Comparing the visualizations at different methanol con-
centrations over the simulation time reveals that the hydrogen bonds between
water and the polymer are more stable than the ones between methanol and the
polymer. The statistics for the hydrogen bonds show that the bonds between
the solvent and the oxygen of the polymer are preferred to those between the
solvent and the hydrogen of the amide group.

The interactive visualization of the local solvent concentration makes it possible
to analyze changes in the solvent mixture around the polymer over time. Fig-
ure 6.15 shows the solvent around the polymer for a methanol concentration of
10 mol% at the initial configuration and later in the simulation. When looking
at the solvent and the color of the surface around the polymer, it becomes
evident that the methanol concentration around the polymer in equilibrium
(Figure 6.15b) is much higher than in the initial bulk phase of the solvent (Fig-
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Table 6.2 — Performance measurements for four hydrogel simulations. HB
denotes the time for calculating the hydrogen bonds for a time step in the
trajectory. #s-atoms denotes the number of solvent atoms and #p-atoms the poly-
mer (solute) atoms, respectively. The overall rendering performance (including
hydrogen bond calculation) is given in frames per second (FPS).

Data set #s-atoms #p-atoms HB FPS

MD-Sim 1 44,046 575 1.2 ms 20
MD-Sim 2 67,725 955 1.9 ms 15
MD-Sim 3 110,961 1,430 3.5 ms 9
MD-Sim 4 168,204 4,822 6.5 ms 6

ure 6.15a). These results help domain experts to better understand the processes
that take place in the PNIPAAm-water-methanol system [TWK+11].

The interactivity of the method is important since its intended use case is
exploratory visual analysis. All performance measurements were executed on
an Intel Core i7-2600 CPU (4×3.4 GHz) with 8 GB RAM and an Nvidia GeForce
GTX 560 (1 GB VRAM) at a resolution of 1024×768 pixels. The resolution of
the 3D volume texture used for the molecular surface was 1283 voxels. The
3D volume texture and the hydrogen bonds are recomputed for each frame.
Table 6.2 shows the results for different MD simulation data sets. As observable,
interactive frame rates are possible for data sets with over 100,000 atoms on
mid-range consumer hardware.

6.3 Comparative Visualization

In many fields, a comparative visual analysis of different variants of data is of
interest for researchers. This can, for example, provide a concise representation
of interesting parts of simulated data that change over time. A multi-variant
comparison can help to investigate structural differences in molecular data by
highlighting them for the analyst.

6.3.1 Comparison using Rigid Shapes

A simple method to compare molecular data sets is to superimpose all variants
as closely as possible, for example using RMSD alignment [Kab78, CSD04],
which is a commonly used method to align biomolecules. Rendering semi-
transparent molecular surface for all variants can help to see where agree-
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(a) Order-independent transparency (b) Multi-variant Comparison

Figure 6.16 — Three different, superimposed variants of a hydrogel (VdW
surface) rendered semi-transparently, (a) displayed using OIT and (b) a multi-
variant comparison that highlights parts that are similar.

ment and differences in the data sets occur (see Figure 6.16a). Correct semi-
transparent rendering can for example be achieved using the Puxel approach
for OIT explained in Section 5.1. Figure 6.16b shows a more advanced visual
comparison that highlights parts that are similar in all data sets. Another
example of this method is shown in Figure 6.17, which depicts three variants
of a lipase. The merged final view can be seen in Figure 6.17d. Each variant
is assigned a separate color and a low alpha value is used where the variants
geometrically differ from each other. A user-defined object-space threshold
determines whether the variants are similar. If all variants coincide, they are
assigned a special color and are displayed opaquely to reduce the visual clutter.
The threshold parameter can be adjusted in Ångström to be meaningful to
domain experts.3

The merging compares the depth and normal of each pixel of the Puxel data
buffer of each variant to the data in the accumulated buffer. The similarity is
determined by the deviation of depth and normal. If the deviations of normal
and depth are below the threshold, a per-fragment counter is incremented to
determine the number of variants that conform to each other.

3 Parts of this section have been published in: D. Kauker, M. Krone, A. Panagiotidis, G. Reina,
and T. Ertl. Evaluation of per-pixel linked lists for distributed rendering and comparative
analysis. CVS, 15(3):111–121, 2013.
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(a) Variant 1 (b) Variant 2 (c) Variant 3 (d) Comparison

Figure 6.17 — VdW surfaces of three different conformational variants (a) – (c)
taken from a simulation. In the comparison (d), the main body that is similar in
all variants is colored yellow, while the moving ‘arm’ is colored according to
the variant. The method also highlights small changes like the protruding side
chains (the little ‘tails’ to the left that are most prominent in variant 3).

As the different versions of the data might have a small offset in image space,
an optional neighborhood search can be applied. Here, a fragment is not only
compared to the fragments at the exact same position but a small area in image
space is also searched for matching fragments to compensate positional jittering
of the different variants. Note that this is only executed for the first layer, that
is, the frontmost fragments of the respective per-pixel lists are compared. Thus,
the impact on the overall performance is negligible. Figure 6.18 shows how the
user-defined tolerance setting impacts the visualization.

After all variants have been merged, the accumulated buffer can be displayed.
Each per-pixel list is iterated as described above. The per-fragment counter is
used to determine whether more than a user-defined number of variants are
similar. If this is the case, the fragment is rendered opaque. This effectively
renders the similar parts of different variants opaque and the different ones semi-
transparently. That is, the similar parts of the molecules are clearly highlighted
in contrast to the combined rendering (see Figure 6.18a). The different versions
of the molecule can be easily distinguished since they have individual colors.

While this comparison approach for rigid molecular surfaces gives a quick
overview of the similarities in an ensemble of data sets, it is obviously quite
limited. First, it is not very scalable. If more than a few variants are superim-
posed, the images tend to get cluttered and hard to understand. Furthermore,
it only highlights simple geometric differences. For biomolecular analysis, a
comparison of physico-chemical properties like hydrophoby or electrostatic
potential are also important for a comprehensive analysis. In the next section,
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(a) Blending (OIT) (b) Low Tolerance (c) High Tolerance

Figure 6.18 — Surface visualization of a small protein (PDB ID: 2JQW). (a) Each
of the three superimposed variants is rendered semi-transparently in a different
color. The comparative visualization renders matching parts yellow (opaque).
Note the difference between (b) low tolerance and (c) high tolerance.

an advanced comparative visualization method that considers geometric shape
as well as physico-chemical properties of the molecular surface is discussed. It
implements a pairwise comparison of the variants in an ensemble. The global
similarity measure per comparison can be shown in a matrix plot in order to
compare the whole ensemble, which results in a high scalability.

6.3.2 Comparison using Deformable Shapes

Analyzing molecular characteristics often involves comparing ensembles of
similar molecules concerning their differences in function or structure. This
scenario is common in drug design, where the function of proteins can be
investigated by executing MD simulations under different conditions (e.g. in
varying solvent mixtures) or with selective mutations of amino acids. Another
scenario would be the comparison of proteins from different organisms that
presumably have the same function. The ensemble members are commonly
analyzed by grouping them based on the principle of molecular similarity,
which states that molecules with similar geometric structure and fold are likely
to exhibit similar functions [JM90]. Since the molecular surface is the interface
between the molecule and its environment, the surface properties are essential
for function. If, for example, a ligand binds to the molecule, they need to fit
geometrically and the surface properties (e.g. electrostatic surface potential)
have to be complementary so that they do not repel each other. Hence, the
shape and attributes of two molecular surfaces are indicators for a change in
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(a) a = 0.00 (b) a = 0.01 (c) a = 0.16 (d) a = 0.46 (e) a = 0.73 (f) a = 0.77

Figure 6.19 — Electrostatic potential (top row) and comparative visualization
(bottom row) of six C. antarctica Lipase B (CALB) simulations with increasing
methanol (MeOH) activity a. The bottom row shows a comparison of conformer
one (a) with respect to all other conformers (b) – (f). The MeOH activity induces
a consistent change in the electrostatic potential. Consequently, the conformer (a)
differs most from (f), which is indicated by the more saturated surface (arrow).

functionality [VFBHC00]. To this end, automated screening of data bases using
shape matching is a common analysis approach in biochemistry [FM13]. A
global measurement of the similarity helps to get an overview over the members
of an ensemble. For a detailed comparison of two molecules, a local measure of
similar and dissimilar surface regions is important.4

The problem of establishing a meaningful relation between two or more shapes
is studied in various fields of research, such as shape matching [TV08], com-
puter graphics [vKZHCO11], and image analysis [SDP13]. In computational
chemistry, a number of surface-based matching algorithms have been developed
that use either global or local similarity measures. Ritchie et al. [RK99] pre-
sented a surface parametrization with spherical harmonics that gives a global
measure of the molecular similarity. Sael et al. [SLL+08] used distance functions
based on 3D Zernike descriptors to obtain a global measure. A deformation
invariant shape descriptor was introduced by Liu et al. [LFR09]. Local similar-
ity measures consider local surface curvature [CBJ00] or compare individual
patches [HLA04]. Baum and Hege [BH06] matched evenly distributed sur-
face points using an iterative closest point scheme to establish correspondence.
Postarnakevich et al. [PS09] projected surface properties onto a sphere.

4 Parts of this section have been published in: K. Scharnowski, M. Krone, G. Reina,
T. Kulschewski, J. Pleiss, and T. Ertl. Comparative Visualization of Molecular Surfaces
Using Deformable Models. Comput. Graph. Forum, 33(3):191–200, 2014.
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In the following, a method that allows comparing arbitrary attributes of two
molecular surfaces is discussed. This method uses a deformable model approach
based on non-rigid partial shape matching. Deformable models were introduced
by Kass et al. [KWT88] for image segmentation and later extended to the
3D case [TWK88]. For the molecular surface comparison, a source surface
is triangulated and deformed to match the target surface using a velocity
field that is based on a diffusion process [XP98]. Consequently, a vertex-wise
correspondence between the source surface and the target surface is established.
A dissimilarity measurement is computed for each pair of points. The result can
be associated with a quantification of the surface comparability. The method
uses both a local and a global dissimilarity descriptor to provide an overview as
well as a detailed comparison. The global dissimilarity can be depicted in a 2D
matrix plot to enable the analysis of large numbers of pair-wise comparisons.
For interesting pairs of input data sets, a comparative 3D visualization of the
two respective surfaces can be used for a detailed analysis of the local differences
as shown in Figure 6.19. This 3D visualization shows the local dissimilarity
attribute and the geometrical differences color-coded on the matched surface
regions of the target surface.

The goal for the molecular surface shape comparison was a partial mapping that
induces minimal distortion in surface regions that are considered comparable
while allowing higher distortion at locations that do not yield a meaningful
comparison. Additionally, the deformation process should be symmetric to
improve the quality of the global descriptor. Therefore, the proposed deformable
model approach is feasible to establish shape correspondence on a per-vertex
level. This method distinguishes between external and internal forces that
act on the model and gives control over the way the input mesh deforms.
The Gradient Vector Flow (GVF) introduced by Xu et al. [XP98] is an external
force that remedies some problems of earlier deformable model approaches by
applying diffusion to an initial velocity field. The surface normals of both input
surfaces can be incorporated in the GVF computation to achieve a symmetrical
transition between the input surfaces. Since the orientation of the target is given
by the input data, a simplified variation of the original GVF with different initial
forces can be used for the diffusion process.

A Mapping Relation for Molecular Surfaces

Molecular surfaces that have been relaxed by an MD simulation often undergo
local deformations that change the surface geometry. In general, there can be
surface regions that can be considered as not meaningfully comparable. These
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(a) Initial external forces (b) Streamlines of final GVF

Figure 6.20 — A discrete plot of the external forces computed with the modified
GVF approach. (a) shows the initial external forces obtained from the gradients
in the border regions of both the source surface S (blue) and the target surface
T (orange). (b) shows streamlines following the final external forces (Fext).

include regions with strong local deformations, strong global deformations, or
genus changes. Therefore, a partial mapping m : S → T between the source
surface S and the target surface T that leads to low distortion in areas that are
considered comparable is desirable. Partial shape matching is commonly used
in computational drug design to compare molecules.

The surface comparison uses the Gaussian density surface (see Section 4.4)
that approximates the SES but is smoother (C1 continuity, whereas the SES is
only C0 continuous), which is beneficial for the mapping. Before S is locally
deformed, rigid alignment is used to spatially superimpose the two input
surfaces. For arbitrary surfaces, purely geometrical rigid alignment algorithms
like Iterative Closest Points [BM92] could be applied. For biomolecules, however,
RMSD minimization of the atomic positions results in a meaningful alignment
(see Section 2.5.1). By aligning the molecular structures, the position and
orientation of the implicitly defined surfaces is optimized with respect to
structural similarities.

Using a deformable model approach for non-rigid alignment allows controlling
and explicitly tracking the movement of the surface points. As mentioned above,
the goal is to create a meaningful point-to-point correlation between the two
surfaces. Therefore, the mesh deformations have to be kept as low as possible.
This can be achieved using the deformable model approach introduced by Kass
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(a) Original GVF (b) Modified GVF

Figure 6.21 — Comparison of the original GVF [XP98] and the modified GVF.
In the regions marked by the blue arrows, the original GVF (a) causes the source
surface S (dashed line) to be pulled towards the wrong side of the target surface
T (solid line). This would lead to self-intersection in the deformation process.
This issue is resolved when using the modified GVF (b).

et al. [KWT88], which minimizes an energy functional

E(s) = Eint(s) + Eext(s)→ 0, (6.1)

where s ∈ R
3 is a point on the elastic surface S. The vertex displacements are

obtained by computing a force equilibrium between external and internal forces
(see Cohen and Cohen [CC93] for details). For the external forces, a modified
version of the GVF [XP98] is computed: Instead of using only the gradient
vectors of the target surface, the gradients of both the target surface and the
source surface are used. From these input vectors, the GVF computes a vector
field using a diffusion process as shown in Figure 6.20. Incorporating gradient
information from both surfaces leads to a more meaningful vector field Fext.
A comparison of the results for the original and the modified GVF is shown
in Figure 6.21. Note that the vectors inside the target surface (gray region in
Figure 6.21) have to be inverted for the next step, since they would point away
from the target surface.

Prior to the mapping deformation of the source surface onto the target one,
the source surface mesh is regularized to obtain a mostly uniform vertex
distribution. This is necessary for a uniform sampling of the molecular surface.
The deformable model approach is used to relax the mesh on the level-set that
defines the surface, resulting in triangles that are largely equilateral.

For the actual mapping deformation, the field Fext is used by the deformable
model algorithm to iteratively pull the vertices of the source mesh onto the
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JFigure 6.22 — Left: Mesh
deformation can lead to
oversized triangles. Right:
Subdivision with subse-
quent backtracking for con-
sistent sampling.

implicitly defined target surface until an equilibrium is reached. The imple-
mentation uses no internal forces since they would lead to tension and rigidity
in the surface, which would distort the point-to-point mapping or impede a
faithful alignment of the two surfaces. Omitting the internal forces can, however,
lead to oversized triangles that can be compensated using subdivision. The
newly created vertices are also iteratively moved to their final position on the
target surface. In addition, the they are backtracked in Fext in order to get their
original position on the source surface as shown in Figure 6.22.

After the deformation step, the start and end positions of the vertices of the
source mesh define a correspondence between the two surfaces. This mapping
relation is used to define two local descriptors, which give a measure of the
local difference between the two molecular surfaces at this point. The first
local descriptor d is computed by sampling a specific surface attribute at the
pairwise corresponding surface points and computing a difference measure
based on the obtained values. This can, for example, be the difference of the
electrostatic potential at the two points. The second descriptor g quantifies
the local differences in surface geometry, which is used as an indicator for the
comparability of the surface attributes. This geometric difference is defined as
the length of the path traveled by a vertex. Higher variation in surface geometry
indicates worse comparability of the corresponding surfaces areas. The local
attribute difference d and the deformation factor g can be used to compute
global descriptors D and G by integrating the local values over the surface area.
The result is divided by the total surface area in order to normalize it.

Figure 6.23 shows the visualization of a pairwise comparison. The geometric
difference g is mapped to opacity. That is, less comparable surface parts are
rendered semi-transparently. The local attribute difference measurement d
is color-coded, where the saturation is varied accordingly (high saturation
denotes high difference). Note that the color in Figure 6.23 indicates the
absolute potential differences (dφ). For the electrostatic potential, a binary local
descriptor dsign that is 1 if the sign is different and 0 otherwise can also be
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(a)

(b) (c)

(d)

(e)

Figure 6.23 — A comparative surface rendering of two variants of a protein
(cytochrome P450). The target surface (a) and the source one (b) are colored by
electrostatic potential. The circle in the comparative visualization (c) highlights
a region where both local geometry and potential are similar. An area of high
potential differences is pointed out by the arrow. (d) and (e) show areas of high
local geometrical differences, which are rendered with increased transparency.

useful. Figure 6.24 shows a color-coding that incorporates both sign change
and absolute difference. For additional contextual cues, the semi-transparent
surface renderings were combined with Cartoon renderings of the two molecular
structures in both images.

If more than two variants are compared, a 2D matrix plot showing the global
descriptors D or G can be used to get an overview of the data (see Figure 6.25).
The 2D matrix plot uses the same color map as the 3D rendering. For a detailed
analysis, the user can pick a pairwise comparison in this 2D plot. The respective
3D visualization of the local differences is then rendered in a separate window.

Results and Discussion

The whole algorithmic pipeline was implemented in CUDA and tested on an
Intel Core i7-4770 with 16 GB RAM and an Nvidia GeForce GTX 760 (2 GB
VRAM). The whole algorithmic pipeline was implemented in CUDA and tested
on an Intel Core i7-4770 with 16 GB RAM and an Nvidia GeForce GTX 760 (2 GB
VRAM). Computation times can be found in Table 6.3. The mesh refinement is
the most time-consuming step since the implementation is unoptimized. The
diffusion process for the GVF calculation was carried out over 50 iterations.
The regularization converged on average after 10 iterations. The mapping
deformation process needed about 150 iterations on average until convergence.
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JFigure 6.24 — Comparison of two CALB vari-
ants color-coded by electrostatic potential differ-
ence. Red denotes a sign change in the electro-
static potential. In blue areas, the electrostatic
potential has the same sign. The color saturation
illustrates the absolute difference.

Table 6.3 — Performance of the surface mapping (all times in ms). #Dat is the
number of proteins in the ensemble, #Vox denotes the number of voxels of the
density volume, and #V the vertex count of the source mesh. Computation
times are given as tmesh (mesh generation including alignment, volume genera-
tion, and mesh regularization), tgvf (GVF), tmap (mapping deformation), tsub
(subdivision), and tmeas (global descriptors). All values are ensemble means.

#Dat #Vox #V tmesh tgvf tmap tsub tmeas ∑ t

P450 24 617 k 67 k 53 62 24 407 33 516
TIM 26 402 k 41 k 35 41 17 128 30 211
CALB 152 435 k 48 k 51 42 18 158 33 60

The method was tested with an ensemble of 24 variants of cytochrome P450,
which consist of varying amino acid sequences despite having similar function.
The domain experts were interested in finding functional surface regions that
are conserved throughout the ensemble. Figure 6.23 shows a comparison of two
examples (PDB IDs: 1S1F and 3N9Y). Several regions are revealed where the
absolute potential difference is high while the surface geometry is similar.

The method was also applied to 152 conformers (conformational variants) of
Candida antarctica lipase B (CALB). The structures were equilibrated in vary-
ing solvent mixtures (methanol, water, and toluene) using MD simulations.
Figure 6.19 shows a subset with gradually increasing methanol activity and
constant water activity in the solvent mixture to investigate the influence on
the electrostatic surface potential. The conformer at a methanol activity of 0.00
differs most from the one at the highest methanol activity of 0.77, as indicated
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I Figure 6.25 — A matrix plot for
152 conformers of CALB, showing
the mean absolute potential differ-
ence Dφ. The upper half of the ma-
trix is omitted if symmetry is given
(using a tolerance value, which is
defined as a percentage of to the dif-
ference range).

by a higher saturation. That is, the results suggest a change in the surface
potential for increasing methanol activity, as expected by the domain experts.

Figure 6.25 shows a matrix plot for all 152×152 pairs of conformers of the
CALB ensemble that uses the global descriptor Dφ, which integrates the abso-
lute potential difference. Lighter color indicates conformer pairs that exhibit
similarity. Hence, the matrix plot allows preselecting interesting subsets of the
data set for further investigation. The plot also demonstrates that the resulting
value of Dφ is mostly symmetrical. Figure 6.26 shows the matrix plots for the
conformer subset depicted in Figure 6.19. In addition to the potential difference
Dφ, a global descriptor of the sign change Dsign, and the geometric difference
G are plotted. The RMSD value serves as reference for a comparison using
static models. For increasing methanol activity, a change in the surface potential
(both in Dφ and Dsign) can be observed. The same coherency is not visible when
considering purely geometrical measurements like the RMSD or the descriptor
G. The result complies with the surface renderings shown in Figure 6.19.

The mapping algorithm is intended for the detailed comparison of molecules
that do not exhibit large global geometric differences. The dissimilarity mea-
surement relies on a reasonable initial rigid alignment. For global conformation
changes, the method would yield high deformation values, indicating bad
comparability of the molecules. Treating these cases would require special
preprocessing, for example a two-step deformation process, which performs
global deformation prior to local deformation. With respect to molecular surface
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Figure 6.26 — 2D matrix plots of the global descriptors Dφ, Dsign, and G, as
well as the RMSD. The same subset of variants is shown as in Figure 6.19. The
gradual change in Dφ and Dsign suggests a correlation to the changing solvent
mixture that is not observable in the purely geometric RMSD and G.

similarity, however, this is not necessary, since a global comparison of molecules
that exhibit large global deformations is not reasonable from a biochemist’s per-
spective. In cases where only a specific region of two molecules is comparable,
a rigid alignment of only this region can be used (e.g. for a binding site for the
same ligand on two different proteins). The subsequent surface comparison
could also be executed just on the respective surface patches.

6.4 Multi-dimensional Data Analysis

Structure is an important aspect for the function of proteins. Therefore, many
methods focus on the analysis and visualization of the protein structure, as
discussed in the previous section. As outlined in Section 2.3, however, there
are intrinsically disordered proteins that do not have one rigid, functional confor-
mation. The Intrinsically Disordered Regions (IDRs) in these proteins are known
to play key roles in many biological functions, in regulatory control, and in
many diseases [UD10]. Intrinsically Disordered Region (IDR)s can exhibit a
wide range of structural conformations, from ill-defined and highly flexible to
well-defined (e.g. upon binding of partner molecules, or upon post-translational
modifications). Overall, however, many aspects of intrinsic disorder in proteins
remain poorly understood.5

5 Parts of this section have been published in: J. Heinrich, M. Krone, S. I. O’Donoghue,
and D. Weiskopf. Visualising Intrinsic Disorder and Conformational Variation in Protein
Ensembles. Faraday Discuss., 169:179–193, 2014.
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The ensembles targeted by the comparative visual analysis method explained
in Section 6.3.2 can comprise proteins with different sequence but similar
3D conformation and surface shape. When analyzing IDRs, by contrast, the
ensembles are often homogeneous, that is, they comprise identical molecules
that differ only in 3D conformation. This includes ensembles derived from MD
simulations, where snapshots are taken at different time points, and Nuclear
Magnetic Resonance (NMR) studies [MWT10].

The visualization of homogenous ensembles is supported by molecular graphics
tools such as VMD [HDS96], PyMOL [DeL02], or Chimera [PGH+04]. Typi-
cally, all structures in an ensemble are visualized after being superimposed by
minimizing the RMSD of the corresponding backbone atoms [Kab76, CSD04].
However, this approach quickly becomes limited for ensembles containing many
structures—as also discussed in Section 6.3.1—or those exhibiting large confor-
mational diversity. Therefore, a range of more tailored approaches have been
developed to suit particular cases. This includes hierarchical multiresolution
trees [ZSS06], as well as interactive linking between alternative visualizations
(e.g. DIVE [BRS+13]). Most tools that target ensembles derived from MD simu-
lations make explicit use of temporal ordering, which is lacking in ensembles of
intrinsically disordered proteins.

For visualizing NMR ensembles, specialized tools have been developed. One
such tool is MOBI [MWT10], which computes a mobility score for the amino
acid backbone based on a combination of Cα interatomic distances and the
torsion angles ϕ and ψ of the backbone (see Ramachandran et al. [RRS63]). This
score is visualized using a color code mapped onto 3D structure representations.
Another tool developed specifically for NMR ensembles is MolMol [KBW96],
which offers a visualization where a protein’s backbone is represented by a tube
of variable diameter, scaled according to the mobility of each amino acid.

These tools typically make use of a range of abstract visualization methods. One
of the first and most popular non-spatial visualizations in structural biology
is the Ramachandran plot [RRS63] for the investigation of the distribution of
backbone torsion angles ϕ and ψ with respect to secondary structure elements.
Other examples include hydropathy plots, RMSD plots, or contact maps (see
O’Donoghue et al. [OGF+10] for a recent review).

Ensembles of intrinsically disordered proteins can, however, also be hetero-
geneous. The template-based structure prediction tool HHblits [RBHS12] for
example determines ensembles of experimentally-determined structures that
are significantly similar to a given target protein sequence. Examining these
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ensembles can reveal a wealth of molecular detail on the range of conformations
adopted with different binding partners, and can provide insight into IDRs, as
these ensembles can capture ranges of conformations across different crystal
packing environments, different experimental conditions, and across different
molecular complexes. A key problem with visualizing such ensembles is that
they are often highly cluttered, particularly in those regions that exhibit high
flexibility.

To analyze intrinsic disorder and conformational flexibility in heterogeneous
protein ensembles, a Parallel Coordinate Plot (PCP) [Ins09] can be used in
concert with traditional methods such as Principal Component Analysis (PCA)
and molecular graphics. In a PCP, multidimensional data—such as multiple
attributes from protein ensembles—is represented by a set of axes arranged in
parallel, as opposed to the orthogonal layout of axes in Cartesian coordinates.
A data point in multidimensional space is mapped to a polyline (a set of
line segments) in parallel coordinates, intersecting each axis at its respective
coordinate. PCPs are particularly useful to facilitate exploring and finding
patterns in the data. The following discusses, a linked-view setup [Rob07] that
allows residues selected in parallel coordinates to be directly highlighted in a
3D molecular graphics view via brushing and linking [FFT75] is discussed.

Parallel coordinates have been used to visualize high-dimensional data across
various application domains, including bioinformatics [DHNB09] and systems
biology [HHD+12], where PCPs have been shown to be useful for the analysis
of regulatory networks or gene expression [HW13]. For protein structure data,
however, parallel coordinates have been rarely used. Luke [Luk93] visualized
the conformation of the tetrapeptide Met-enkephalin using separate parallel
coordinate axes for each rotatable bond in the molecule, similar to the Ra-
machandran plot. However, this does not scale well as the number of axes
increases with the protein size. Becker [Bec97] took a similar approach, but
used only main-chain dihedral angles for conformational analysis of proteins.
Becker recognized three major advantages of using parallel coordinates for con-
formational analysis: multiple conformations can be displayed in the same plot,
different types of axes can be mixed in a single plot, and dynamic clustering
and filtering can be conducted based on patterns emerging from the plot.

6.4.1 Data Preparation

Structural ensembles for a reference protein sequence can be derived with
the structure prediction tool HHblits [RBHS12], which finds and aligns all
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Table 6.4 — Per-residue attributes used in the parallel coordinates view.

Label Description

2nd Secondary structure determined by Stride [FA95].
ASA Accessible surface area computed by Stride [ELA+95].
Chain PDB [BWF+00] chain identifier (mapped to arbitrary integer).
Contacts Molecule in contact with current residue.
ID PDB identifier (mapped to arbitrary integer).
IUPRED Predicted disorder score for current residue [DCTS05].
Phi The ϕ backbone torsion angle for current residue.
Psi The ψ backbone torsion angle for current residue.
Position Residue position in alignment to the target sequence.
PCAi 3D coordinates of current structure projected along i-th princi-

pal component [ALB93].
PCAi RMSF Root mean square fluctuation of the Euclidean distance of the

Cα atom position to the i-th eigenvector.
RMSD RMSD of current structure from the top-ranked one [Kab76].
RMSF Root mean square fluctuation of the Euclidean distance from

the Cα atom to the mean structure.
Type Amino acid type (mapped to arbitrary integer).

structures in the PDB [BWF+00] that exhibit a significantly similar sequence.
Only structures that are likely to have a similar fold to the target protein should
be included, which can be achieved using a threshold below 10−10 for the
expected value [Wel12]. The resulting ensemble of PDB structures represent
structure variations observed using different experimental methods (e.g. NMR
or crystallography) across related proteins from several different organisms,
and in the presence of a range of binding partners (e.g. DNA or other proteins).
Structures in the ensembles are clustered based on the region of the match to
the reference protein sequence. Structures in a cluster are ranked by the number
of identical residues to the reference sequence. The clustering and ranking can
be done using the Aquaria resource (http://aquaria.ws).

To prepare for visualization and further analyses, one cluster is selected and each
structure in this sub-ensemble is superimposed onto the top-ranked structure
using RMSD alignment [Kab76]. For each member of the ensemble, a set of
additional attributes were computed, which are summarized in Table 6.4. These
attributes were selected to reveal different structural aspects that relate to both
conformational variation and intrinsic disorder.
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Intermolecular contacts can be defined as follows: if an atom that belongs
to another molecule is within a distance of 5 Å to an atom of a residue of
the protein, this molecule is considered to be in contact with that protein
residue [GPC+05].

For the ensemble, the mean backbone structure is computed by averaging the
coordinates of superimposed Cα positions for all residues that HHblits matched
to the residues in the query sequence. This mean structure is used to calculate a
Root Mean Square Fluctuation (RMSF) for each Cα atom, providing a measure
of local spatial variation at each residue.

In order to study correlated variations in structure, PCA is applied to each
final ensemble using a standard approach developed for analyzing MD simula-
tions [ALB93]. Here, a covariance matrix of Cα atom coordinates is calculated
and diagonalized to obtain the principal modes that describe most of the spatial
variation within the ensemble. As all structures were superimposed prior to
applying PCA, variations caused by the rotation and translation of a whole
structure do not affect the computation. For the construction of the covariance
matrix, only residues aligned to the target sequence in all members of the
ensemble are considered (i.e. gap residues were excluded).

6.4.2 Visualization

To facilitate a comprehensive analysis of the ensemble data, the visual analysis
application combines traditional visualization of the 3D structures with a PCP to
display the additional multidimensional information explained in Section 6.4.1.
Brushing and linking allows users to select residues in parallel coordinates that
exhibit certain attributes and also assess the selection in the spatial view.

The 3D view supports all molecular models detailed in Chapter 4. Figure 6.27
shows a Stick rendering of a single structure. To avoid visual clutter when
showing all superimposed structures, an even sparser representation like the
simple spline model shown in Figure 6.28 is beneficial, which represents the
polypeptide backbone using a spline similar to the Cartoon model.

As mentioned above, the PCP can simultaneously visualize an arbitrary number
of attributes in a single plot for the whole protein ensemble. This can be useful
to spot multidimensional outliers or clusters in the data and thus provide
an analyst with information about the ensemble that might be difficult or
impossible to see using an isolated spatial view. Statistical plots such as the
Ramachandran plot can be incorporated into a PCP of a protein ensemble.
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288 helix VAL 4.64 0.9 360 360 

ID Position 2nd Type RMSF IUPRED Phi Psi 
3d06 96 coil ALA 0 0.1 -169.4 -169.25 

Figure 6.27 — A Stick rendering of a single protein structure (PDB ID: 3D06)
and its representation in parallel coordinates. Each residue is represented as a
polyline crossing a set of axes, corresponding to attributes of the residue. For
some attributes (e.g. the PDB ID), all lines of residues from the same structure
will cross at the same point on the respective axis. In this view, the secondary
structure axis (2nd) was used to brush residues composing α-helices (red) and
β-strands (blue).

In the application, each polyline represents a residue of one PDB structure, and
each axis represents a residue attribute described in Table 6.4. In order to map
categorical data to axes in parallel-coordinates, non-numerical attributes (such
as ‘ID’ or ‘Type’) are cast to unique integers with no specific order. As a result
of this residue-based representation, lines having an attribute in common will
cross at the same point on that attribute axis; for example, all α-helical residues
will cross the secondary structure axis at the same point (see Figure 6.27). Axes
are rendered as vertical lines with labels for the minimum and maximum of the
respective dimension. The order of axes can be changed interactively, since it is
crucial for the determination of patterns in the data.

As is typically done in PCPs, the user can select lines (representing residues)
by brushing the selection with a user-defined color. Selected residues are also
immediately highlighted in the 3D view using the same color (see Figure 6.28).
These selections can be used to filter a set of structures in both views or to hide
lines in parallel coordinates; these simple but powerful features enable the user
to interactively explore the ensemble based on attributes in parallel coordinates.

The attributes of all parallel-coordinate axes are automatically updated when-
ever the user filters structures. For instance, this update process recalculates
the PCA, based only on the currently visible structures and updates the 3D
superposition using the top-ranked, non-hidden structure as the target structure.
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ID Position 2nd Chain RMSF IUPRED Phi Psi RMSD Contacts Type SAS PCA1 PCA1_RMSF PCA4 PCA2 PCA3

Figure 6.28 — An ensemble of 72 protein structures of tumor antigen p53, many
containing partner proteins and DNA molecules (top left). The application
allows interactive dissection of the ensemble by hiding or revealing structures
via selection of attributes from the PCP (see Table 6.4). For example, the top
right cluster was extracted from the original ensemble by selecting all molecular
chains in the PCP that are not aligned onto p53 (gray brush in the bottom plot),
then filtering all structures that contain brushed residues.

6.4.3 Results and Discussion

The application was tested using three ensembles of well-studied human pro-
teins where IDRs and conformational variation were known to influence func-
tion (cellular tumor antigen p53, retinoic acid receptor RXR-α, and histone H2B).
In each case, multiple experimentally determined structures are available—
either for that sequence or highly similar sequences—that include a range of
residues predicted to be disordered (determined using an IUPRED [DCTS05]
score ≥ 0.5). The approach helped to gain insights into the relationship between
intrinsic disorder and structural variation for these proteins.

Initially, the ensembles used in the evaluation tended to be visually cluttered
due to the presence of multiple different molecules in various PDB files. Using
the application, the analyst can easily focus on particular parts of the ensemble
by selecting attributes from the PCP. For example, the application can be used
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Figure 6.29 — Predicted vs. observed disorder for the RXR-α ensemble. Blue
indicates residues predicted to be disordered (IUPRED score ≥ 0.5), while red
indicates residues with visually outlying RMSF values (> 5.2Å).

to show only one chain in each PDB structure as a first step in the analyses,
namely the chain that aligns onto the reference sequence (see Figure 6.28).

The application revealed that residues with very high observed disorder (RMSF)
always have high predicted disorder (IUPRED) for all three examples, while
the opposite is not true. Figure 6.29 shows an example of the RXR-α ensemble
where both observed and predicted disorder are highlighted. In some cases,
the binding of partner molecules appears to stabilize regions that are otherwise
disordered. This may explain the lack of observed disorder in many residues
that were predicted to be disordered. Like many other methods for predicting
disorder, IUPRED is based purely on sequence and estimates disorder using
only amino acid properties. The results suggest that many of the residues
predicted by IUPRED to be disordered are false positives. However, it is
important to note that for the ensembles used in the evaluation, the observed
RMSF values may differ considerably from the actual disorder that occurs
when these proteins are alone in solution, with no partner molecules, which
is the state that IUPRED aims to predict. In contrast, the ensembles contain
many structures with partner molecules, mostly derived from proteins in a
crystalline state, not in solution. Nonetheless, such ensembles are a detailed
source of experimental data that might be useful for a better understanding of
the functional roles and mechanisms of IDRs.
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ID PCA1 PCA2 PCA3 Contacts 

P37231 

no contact

Figure 6.30 — Disordered region in the RXR-α ensemble. In the disordered
region to the left, some structures form a relatively ordered subset, which has
been selected by brushing the PCA3 axis (red). The Contacts axis shows that all
members that form the red cluster bind to the same protein (P37231), whereas
none of the members that bind to another protein follows this conformation
(blue selection). Thus, binding of P37231 induces order in this region.

Further visual examination of the disordered region in the RXR-α ensemble
revealed a distinct cluster of structures that can be highlighted using the third
principal component (Figure 6.30). Adding the Contacts axis to the PCP shows
that these structures are bound to the same partner protein (P37231/PPAR-γ, see
Contacts axis in Figure 6.30). Obviously, this conformation is not a requirement
for binding PPAR-γ, as there are other structures in the ensemble that also bind
to PPAR-γ (gray). However, this special conformation seems to prevent the
binding of other possible binding partners (blue selection in Figure 6.30).

The cases above are just examples for the usefulness of the application in dis-
secting protein ensembles. More details on the evaluation of all three data sets
are given in the original paper [HKOW14]. Overall, the results demonstrate
that the application makes it easy to explore interrelationships in heteroge-
neous structural ensembles. The PCP greatly facilitates ensemble exploration
by showing a large amount of additional information about the ensemble that
otherwise would be hidden or difficult to see. It provides easy access to the
numerical values of the attributes and shows correlation and anticorrelation
in the multidimensional data. The 3D visualization shows the actual confor-
mational differences and structural disorder. The combination with a spatial
3D view of the molecular structures further enables the analyst to cross-check
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selected patterns in a well-known environment. That is, the two views are
complementing each other.

6.5 Summary and Conclusion

This chapter described visual analysis methods that allow users to extract
certain properties of the simulated biomolecular systems and include them into
their examination of the simulation results. Some of these methods primarily
target individual simulations, namely the extraction of protein cavities and the
illustration of solvent interactions. The remaining methods alleviate the analysis
of biomolecular ensembles by offering comparative visualizations and allowing
the user to investigate multivariate features of the molecules. The discussed
visual analysis methods and approaches lead to enriched visualizations that
illustrate additional derived properties and extracted features. While some of the
analysis results are directly encoded onto the three-dimensional representations
of the molecules, additional two-dimensional or abstract visualizations were
also shown to be beneficial in many cases. This not only reduces the visual
clutter in the 3D visualization by offloading information to these additional
views. The additional visualizations also complement the 3D visualization since
they can show certain derived information in more suitable ways. Examples for
this are the temporal overview provided by a 3D plot as used for the evolution
of the surface area of the cavities in Section 6.1 and the PCPs that were used to
find feature correlations in protein ensembles in Section 6.4.

All visual analysis methods discussed in this chapter were developed in close
collaboration with domain experts to make sure that they are useful to them
and satisfy their requirements. The successful application of these methods
and the resulting discoveries discussed in this chapter reflect the feasibility of
this collaborative approach. This aspect is also highlighted in the next chapter,
which discusses the benefits of interactive visualization and exploratory visual
analysis for biomolecular simulations.
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Discussion and Conclusion

This chapter evaluates the visual analysis methods presented in the previous
chapters regarding their suitability and benefits for the analyst. As mentioned
in the introduction, the most important concept for the methods developed
for this thesis was the interactive and uninterrupted visual exploration of
dynamic biomolecular simulation data. The interactive on-the-fly visualization
of complex molecular models is the foundation for the data exploration, which
shows the structure, dynamics, and basic interactions of the molecules. This
helps researchers to understand the data and gain new insights about the
behavior of the molecular systems under the simulated boundary conditions.
An example for such a visualization can be seen in Figure 7.1, which shows a
snapshot from a simulation of a protein (C. antarctica lipase B) in a mixed solvent
(water and toluol). The analyst can assess the accessibility and the flexibility
of the protein through the colored SES. The SES also shows the current three-
dimensional structure of the protein. The solvent is filtered to prevent visual
clutter. Here, the analyst wanted to see the interaction of the protein with water,
therefore, only water molecules near the protein surface are shown. Since toluol
was not of interest for the analysis, it is removed completely. The visualization
allows the analyst to identify parts of the protein that are blocked by water
molecules. Interactive visualization methods enable the exploratory visual
analysis since they not only allow to get a smooth animation of the simulation,
but also to change parameters in real time. For example, the analyst can
interactively adjust the SES so that it shows the accessibility for a certain ligand,



158 Chapter 7 • Discussion and Conclusion

J Figure 7.1 — Solvent Excluded
Surface of a C. antarctica lipase B col-
ored by temperature factor (green
is low, yellow is high). The wa-
ter molecules are colored by their
mobility, that is, blue means low
mobility and red signals high one.
The solvent is filtered so that only
water molecules close to the protein
are shown. The second type of sol-
vent molecules (toluol) is not shown
to avoid clutter.

which is made possible by the fast SES computations discussed in Section 4.3.
The visual data exploration can further be facilitated using advanced rendering
and shading methods that highlight the three-dimensional structure of the
molecules (see Chapter 5). Chavent et al. discuss the benefits of such methods for
interactive molecular visualization and come to the conclusion that they allow
scientists to “efficiently interact with molecular structures rather than merely
display an elaborate pre-calculated picture” [CLK+11]. As discussed in this
article, many available molecular visualization tools do not prohibit exploratory
analysis per se, but do not include fast, high-quality visualization methods,
which makes them unfeasible to render complex models like molecular surfaces
interactively for large, dynamic data sets on commodity workstations. To
alleviate this issue, the Gaussian Surfaces (see Section 4.4) originally developed
for the research tool MegaMol [GKM+15] were also integrated in VMD [HDS96]
as QuickSurf representation. Due to its ability to visualize large molecular
structures, QuickSurf was recently featured on the cover of the renowned
scientific journal nature, showing a simulated capsid structure of HIV that was
discussed in this issue [ZPY+13].

Furthermore, the interactive visualization is the prerequisite for advanced visual
analysis techniques like the ones presented in Chapter 6. Here, information that
was derived from the simulation data, for example the result of a feature extrac-
tion, is used to enrich the direct molecular visualization. These data analysis
methods show properties of the simulated biomolecules that are not directly ob-
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servable by the analyst when investigating the raw data. The additional, derived
information and the appropriate user interaction assist the visual “data mining”
by the analyst. The major goal is to enable the analyst not only to verify existing
hypotheses about the simulated biomolecules but also to detect unexpected fea-
tures or processes that can lead to new hypotheses and, ultimately, new insights
about these biomolecules. This intention is in line with the goals for visual
analysis stated by Kehrer and Hauser [KH13]. That is, the methods presented
in Chapter 6 can help domain scientists to analyze the results of their virtual
experiments that were conducted via MD simulation [LHS+09, DDG+12]. The
exploratory concept of the visual analysis methods—the real-time capability
as well as the flexibility and parameterability—is crucial for this goal, since it
allows the analyst, for example, to adjust feature extraction algorithms using
different thresholds or to filter the results interactively. The enhanced visual
exploration of the simulation data can be compared to the analysis of a real wet
lab experiment, which fosters reasoning based on the results.

The claim that exploratory visual analysis of MD simulations can reveal im-
portant yet unexpected phenomena and might lead to novel insights can be
backed by several successful applications of this approach.1 As mentioned
in Section 6.1, the method to extract and analyze protein cavities led to the
identification of a substrate channel to the active site of a protein that formed in
an unanticipated location [KFR+11]. The applied cavity extraction and visual-
ization technique had been developed originally to verify the hypothesis that
a substrate channel formed during the simulation and to identify the point in
time during the simulation where the channel is open. Visual exploration of the
data set revealed that the location of the substrate channel to the active site of
the protein differed from the expected one. While this discovery would have
been possible using traditional cavity extraction software, the process would
have been much more time-consuming and cumbersome, which might increase
the possibility that an important phenomenon is missed. One of the reviewers
specifically noted that “from my viewpoint, as a protein-chemist user, I find
that the major contribution [...] is that the tool gives the user a possibility to
visually inspect, explore and interact with simulation data of molecular dynam-

1 Parts of this chapter have been published in: M. Krone, M. Falk, S. Rehm, J. Pleiss, and
T. Ertl. Interactive Exploration of Protein Cavities. Comput. Graph. Forum, 30(3):673–682, 2011.
K. Scharnowski, M. Krone, F. Sadlo, P. Beck, J. Roth, H.-R. Trebin, and T. Ertl. 2012 IEEE
Visualization Contest Winner: Visualizing Polarization Domains in Barium Titanate. IEEE
Comput. Graph. Appl., 33(5):9–17, 2013.
T. Ertl, M. Krone, S. Kesselheim, K. Scharnowski, G. Reina, and C. Holm. Visual Analysis for
Space-Time Aggregation of Biomolecular Simulations. Faraday Discuss., 169:167–178, 2014.
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Figure 7.2 — One-dimensional projection of the ion density (left) and the ion
velocity (right) for both CG- and AT-DNA. The right part of each diagram
shows the curves for CG-DNA, while the left part shows the curves for AT-DNA.
The DNA strand and the pore walls (gray) are given for reference.

ics in ‘real time’. One major problem, so far, in the field has been to be able to
extract this type of information from structure-dynamic data”. As mentioned in
Section 6.1, the application was subsequently extended to allow the analyst a
more comprehensive exploratory analysis of dynamic protein cavities.

Another project where visual exploration lead to the discovery of a previously
unanticipated feature in the simulation data was an investigation of ion flux
around a DNA strand in a nanopore. The goal of these simulations was to
verify the effect of different nucleobases on the conductivity of the nanopore,
that is, the ion flux inside the nanopore. This could ultimately be used to
build a DNA readout device. Therefore, simulations that contained only DNA
consisting of adenine and thymine (AT-DNA) or cytosine and guanine (CG-
DNA), respectively, were run. The DNA was fixed at the phosphorus (P)
atoms of the backbones; therefore, its movement was highly restricted. The
ion flux was induced by an electrostatic field. A more detailed description
of the simulation setup and data processing can be found in the original
article [EKK+14]. For the analysis, ion densities were aggregated spatially and
temporally on a regular grid, similar to the Gaussian densities in Section 4.4.
This aggregation was similar to the one described in Section 6.2 for solvent
molecules. Instead of aggregating colors together with the densities, the velocity
vectors were aggregated in the 3D grid in order to get the average ion flux.
The simulation results are typically evaluated using plots of the ion density or
velocity over the radial distance as shown in Figure 7.2. While these diagrams
already provide important information like the high potassium (K) ion density
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Figure 7.3 — Ion motion near the CG-DNA. Left: Streamlines and arrow glyphs
are used to highlight the ion velocity. The current of the electrostatic field
should pull all ions upwards; however, there are regions where the ion flow
is directed downwards (see highlighted arrow in the inset cutout). Right: The
green isosurface encircles the region with high ion density, which is following
the major groove. In this region, ion motion partially complies with the electric
current (upwards, red arrows). There is, however, a distinct region where the
direction of the ion motion opposes the direction of the current (blue arrows).

near the CG-DNA, the additional aggregation conceals the three-dimensional
structure of the DNA. Upon closer investigation of these high-density regions
in a 3D visualization using arrows and streamlines, an unexpected phenomenon
was discovered. As observable in Figure 7.3, some of the arrow glyphs that
show the aggregated ion flow are opposed to the applied electric field that
should pull all atoms upwards. Closer investigation revealed that the major
groove of the DNA exhibits a distinct region where the average motion of the
ions is opposed to the direction of the current. This unanticipated effect is not
yet understood by the domain scientists and is currently investigated further.
It could only be discovered through visual exploration of a three-dimensional
representation of the data. In the typically used plots shown in Figure 7.2,
this phenomenon is not visible. The contradictory ion motion in the groove of
the CG-DNA could be an important phenomenon and its investigation might
lead to further insights. On the other hand, it could also be an artifact of the
simulation. However, even in this case, the discovery made by exploratory
visual analysis is important since flaws in the simulation code distort the value
of a virtual experiment. That is, visual analysis can also be a useful tool to
verify the correctness of a simulation.
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For the DNA analysis project, a combination of different visualization tech-
niques was used. While specialized molecular models are important for the
analysis of MD simulations, a comprehensive analysis of derived features of a
data set may require additional visualizations like the vector field visualizations
used to depict the ion flow. A similar approach was used for the visual analysis
of a MD simulation of barium titanate that was provided for the IEEE SciVis
Contest 20122. Above 120° C, barium titanate forms a crystallite that consists of
regular cubic unit cells with a central titanium ion. When the material cools,
the unit cells elongate along one of their major axes and the titanium atoms
shift, thereby causing a dipole moment. The contest task was to investigate
the formation of polarization domains, which are regions of consistent dipole
moments. A simple direct visualization revealed that the atoms exhibit a high
degree of thermal vibrations, which was expected for a MD simulation under
high temperature. Since these movements can be seen as noise, they were
reduced using temporal smoothing. That is, each atom position was averaged
over a small, sliding time window. The polarization domains were subsequently
derived using a combination of aggregation techniques and methods for vector
field analysis and visualization. Details about the data processing and the
applied visualizations methods can be found in the original article [SKS+13].
In the visualization shown in Figure 7.4, polarization domains are visualized
using arrow glyphs that highlight the orientation of the dipole moments and
isosurfaces that enclose potential domains. Using this visualization to investi-
gate the data set lead to the detection of an interesting phenomenon, namely
the contraction of the material at the beginning of the simulation. This was
unexpected but attributed to the decreasing temperature during the simulation.
It also showed the development of the assumed polarization domains. The rapid
identification of the point in time during the simulation where the formation of
stable polarization domains started was facilitated by the exploratory approach.
All implemented methods make consequent use of GPU-accelerated algorithms
and are fully interactive and parametrizable in real time. This was a decisive
factor for ultimately winning the contest. The reviewers explicitly noted not
only the “large number of very well-done visualization techniques” but also the
“large possibilities of interacting with the data [at all levels]” as advantageous.
Another important factor was the collaboration with material scientists who
provided expert feedback. This is not only true for solving the task of the con-
test, but also for the other examples mentioned above where expert knowledge
lead to unexpected discoveries. Naturally, expert knowledge is crucial for a

2 IEEE SciVis Contest 2012, http://sciviscontest.ieeevis.org/2012 (accessed 11/18/2014).

http://sciviscontest.ieeevis.org/2012
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I Figure 7.4 — Domains of similarly
oriented titanium displacement in
the SciVis Contest data set. The dis-
placement vector field is illustrated
by arrow glyphs. Semi-transparent
isosurfaces are used to highlight the
domains. Both the arrows and the
surfaces are colored by the orien-
tation of the vectors. That is, do-
mains with similarly oriented dis-
placement will have similar colors.
© 2013 IEEE.

faithful exploratory visual analysis of data in order to find indeterminate yet
important phenomena and features. At the same time, a tight collaboration
between scientists from the application domain and from visualization is highly
expedient since it fosters the fast and iterative integration of useful features in
the visual analysis application. Ongoing discussions between the collaboration
partners are important to assure that these features and methods not only ex-
ploit the technical possibilities but that they are also designed to fit and satisfy
the needs of the users.

A further benefit of interactive visual analysis methods is that they can be
used for in situ analysis. These methods allow the user not only an offline
analysis of MD simulation results, but also a real-time analysis of a running MD
simulation of a biomolecular system. Such simulations that can be monitored
or even interactively steered are getting more feasible even for larger systems
due to the availability of powerful hardware and advances in the field of
simulation codes mentioned in Chapter 1. The simulation typically provides
the updated coordinates of all simulated atoms in a fixed time interval. A
real-time visual analysis of the data requires smooth visualization methods.
Precomputation is naturally out of question in this scenario. Inefficient methods
introduce lag, which would delay the visual analysis and render the real-
time data exploration impossible. The visualization methods discussed in
Chapter 4 are highly suitable for in situ visualization, since they are tailored
to the interactive visualization of raw, dynamic data. The same is true for the
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J Figure 7.5 — The Sensable Phantom
Desktop is a haptic device that offers six
degrees of freedom. The user typically
holds the last segment like a pen. The force
feedback effect provided by motors in the
joints can be used to make a molecule
or the associated forces tangible, which
is helpful in a steered simulation.

shading methods in Chapter 5. The real-time cavity extraction and analysis
methods presented in Chapter 6 can be especially useful for in situ analysis.
They would allow an analyst to monitor the accessibility of binding sites or
channels in real time and to assess quantitative changes in the surface area of the
protein. This can help to rapidly identify the impact of a user interaction on the
protein structure during a steered simulation. The solvent analysis technique
described in Section 6.2 can also be applied in real time to monitor changes in
the simulation or gradually aggregate spatial probabilities of solvent presence.
Visual analysis of the interactive MD can help to get a comprehensive overview
of the simulation and directly gain insights by exploring the simulation in
real time. In case of a steered simulation, it allows the user to react directly
to complex phenomena that might be hard to perceive using only traditional
molecular graphics offering solely simple molecular models.

For in situ visual analysis, MegaMol can be coupled to an interactive MD
simulations using the IMD protocol. This protocol is used by major MD
simulation packages like NAMD [PBW+05], ESPResSo [ALK+13], and Gro-
macs [HKvdSL08] (the latter supports IMD through the MDDriver [DFGB09]
library). The data is updated on the fly over the network, which allows re-
searchers to monitor a running simulation remotely on a dedicated visualization
workstation. MegaMol also supports haptic devices with six degrees of freedom
like the Sensable Phantom Desktop (now Geomagic Touch X3, see Figure 7.5)
for basic simulation steering. The user can apply forces in 3D space to indi-
vidual atoms by selecting and dragging them with the haptic device. Collision

3 Geomagic Touch X Haptic Device, http://geomagic.com/en/products/phantom-desktop/
overview (accessed 11/18/2014).

http://geomagic.com/en/products/phantom-desktop/overview
http://geomagic.com/en/products/phantom-desktop/overview
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detection between the virtual probe controlled by the haptic device and the
atoms makes navigation easier for the user. The IMD protocol supports to feed
these forces back to the simulation, which then computes the resulting atomic
movements. Haptic feedback is also used to convey the rigidity of the molecule
to the user.

In summary, the work conducted for this thesis focused on the interactive visual
analysis of large biomolecular simulations on single desktop workstations using
GPU-accelerated algorithms. This included fast visualization methods for large,
dynamic biomolecular data. Particular attention was payed to the computation
of smooth molecular surfaces, since previous methods were not able to visualize
these data in real time without preprocessing. Especially the presented methods
to compute the SES and the Gaussian surface are currently still unsurpassed
in terms of speed and image quality. Furthermore, advanced rendering and
shading techniques for biomolecular visualizations have been developed, which
enhance the image quality as well as the spatial perception of the rendered
molecules. Based on these direct molecular visualizations, visual analysis
methods that facilitate the exploratory analysis of biomolecular simulation
results have been developed. Interactive, exploratory visual analysis has been
shown to be a viable tool for the analysis of biochemical MD simulations in
many applications. This concept applies to all experimental data—whether
the underlying experiment being virtual or real. It is always important to
offer flexible and versatile analysis methods that support a comprehensive
investigation of the data. The interactive visualization of the raw data and
the derived properties assists domain scientists in understanding the results
of their experiments, which can ultimately lead to new insights. Although the
techniques discussed in this thesis are tailored to biomolecular data, some of
them are applicable in other domains as well. An example is the method for
the fast computation of Gaussian density surfaces (see Section 4.4). With a
minor modification to the density kernel, it can be used to analyze interfaces
in SPH simulations and was successfully employed to verify the correctness
of a SPH simulation based on the extracted surface area [KHS+14]. The cavity
detection algorithm described in Section 6.1 might be applicable for the study of
porous media in material science. It could be used to extract and analyze tunnel
networks in the material. Tunnel sizes could be evaluated based on the center
lines, which might yield approximate rates of percolation. Furthermore, many
of the rendering and shading techniques discussed in Chapter 5 can also be
transferred to other application domains. The image-space methods are suited
for all kinds of input data, since they are executed on the final image. Object-
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space methods like the particle-based AO method described in Section 5.3 could
be adapted to other data, for example by using bounding spheres to sample the
geometry into the grid. The LIC-based illustrative shading method described in
Section 5.4 has also been successfully applied to medical data, for example to
vessels where shape is very important [LKEP14].

The visualizations and analysis methods developed for this thesis also provide
a strong foundation for future research in this area. One opportunity is to push
the limits with respect to data set sizes, for example for the SES computation.
Besides algorithmic improvements—for example by exploiting new hardware
features of upcoming GPUs—parallelization using multiple CPUs or GPUs
might be a promising approach. Computations that can be easily partitioned
could also be distributed on clusters. However, one has to keep in mind that
distributed computing always includes communication overhead, especially
if the results have to be collected on one machine. The Gaussian surface
computation described in Section 4.4 would be a good candidate for cluster
computing, since it can be partitioned in object space and requires a substantial
amount of GPU memory during surface construction for the density grid, but
the result is a mesh that has comparably low memory requirements.

Visual analysis methods that include involved feature extractions for large en-
sembles or for simulation data sets with a large number of frames will probably
also benefit from a parallelization on compute clusters. The computation per
data set (or per frame) could be executed on an individual cluster node. The
results would then have to be correlated across nodes. For example, the cavity
analysis for dynamic data described in Section 6.1 might be a good candidate,
since the cavities of one frame could be extracted and classified independently
on one node each. Afterwards, the results of nodes that have processed adjacent
frames would have to be correlated to analyze the evolution of cavities over
time. For large ensembles of data sets, visualization methods that exploit large,
high-resolution displays—often called Powerwalls—might be feasible. Pow-
erwalls are often capable of stereo rendering, which allows users to perceive
a three-dimensional image of the visualized data. This can enhance the user
experience due to the higher degree of immersion. In a preliminary work,
sonification has been used to notify the analyst of certain events in a molecular
simulation [RFK+15]. Virtual reality applications for molecular data that make
use of such features could not only be interesting for attention guidance during
data analysis, but also for educational purposes.

Another promising direction of future work would be to extend the existing
visual analysis techniques methodically as well as in terms of scalability con-
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cerning data set sizes. Especially methods that target ensembles of data sets
like the molecular surface comparison (see Section 6.3.2) or the visual analysis
of multi-dimensional data using a PCP (see Section 6.4) would greatly benefit
from faster computations for large data. This would allow to analyze larger
ensembles of data sets. A combination of existing methods might also give
additional insight into the data. For example, the results of a cavity extraction or
a molecular surface comparison could be visualized by mapping these results to
an additional axis in a PCP, which would allow the analyst to investigate their
correlation with other features. However, larger ensembles would probably also
need extensions of the visual analysis methods themselves. Users would still
have to be able to cope with the larger amount of data that is visualized. New
clustering methods or level-of-detail visualizations might be needed to mitigate
the visual clutter.

Furthermore, the development of additional feature extraction methods would
be beneficial since these would offer additional information about the simulation
data that users can resort to for their research. Machine learning approaches
have recently gained popularity for the analysis of protein features, for example
for the prediction of secondary structure [SES+13, SEC15] or protein-protein
interactions [QTC+10, ZTB+15]. Machine learning might also be applicable
for other feature extractions, for example the detection and classification of
molecular surface features such as pockets or cavities. These approaches can
be accelerated using GPU-enabled neural network libraries like cuDNN4 and
their results also need to be visualized for a detailed analysis. Here, novel
visualization methods for molecular structures that show the uncertainty of
the method might be necessary. Previous uncertainty visualization methods
for molecular data mainly target positional uncertainty of the atoms (e.g. us-
ing semi-transparent layers of molecular surfaces [LV02] or a combination of
Ball-and-Stick models and volume rendering [RJ99, SEBH02]). New uncertainty
visualization methods for molecular data could also be helpful in other applica-
tions, such as the combination of results from different analysis algorithms. An
example would be the combined visualization of multiple secondary structure
extraction methods like DSSP [KS83], Stride [FA95], and Prosign [HSP+08]
that might produce different results and, therefore, introduce uncertainty.

4 Nvidia cuDNN – GPU Accelerated Deep Learning, https://developer.nvidia.com/cudnn
(accessed 09/30/2015).

https://developer.nvidia.com/cudnn
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