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Abstract
Dense image matching enables the computation of dense 3D surface information from at
least two images by solving the correspondence problem for each pixel. With at least two
corresponding measurements, the depth information can be recovered by intersecting
viewing rays in space using the camera geometry. Depth from dense stereo is useful for
applications such as stereo camera rigs for robotics and automotive, where pixel-wise
depth information is computed with high repetition rate for depth perception, scene
understanding and machine control. By extending the stereo approach to multi-view
stereo, more than two images can be utilized simultaneously. In combination with recent
developments in automatic orientation determination such as Structure from Motion
methods, complex scenes with arbitrary camera positions can be captured with all kinds
of frame cameras. For close range Photogrammetry, this enables fully automatic depth
measurement without prior knowledge about the scene or the camera configuration which
is particularly of interest for applications such as cultural heritage or metrology.

The challenges of dense image matching are in particular weak texture and repeti-
tive texture patterns which lead to ambiguities in solving the correspondence problem.
Besides ambiguities, the matching method should handle radiometric and projective
differences resulting from different perspectives. Scenes with large depth and scale vari-
ations, e.g. due to foreground objects and distant background, should be able to be
processed while preserving sharp discontinuities and details. Also, mismatches and false
measurements due to moving objects should be rejected automatically.

Within this thesis, an approach to the multi-view stereo problem is proposed which
enables the computation of dense point clouds for a given set of images and their orien-
tation without prior depth knowledge about the scene. It is based an a multi-baseline
approach, where for each image dense disparity maps are computed for multiple stereo
pairs using a hierarchical Semi Global Matching approach. Subsequently, the resulting
correspondences for multiple stereo pairs are utilized simultaneously in a multi-stereo
triangulation step in order to compute a dense point cloud for the reference image while
utilizing the redundancy for outlier rejection and noise reduction. Within a subsequent
point cloud fusion and filtering step, the image-wise point clouds are merged while re-
jecting outliers and removing redundancy by preserving only the locally densest point
cloud. The proposed multi-stereo method scales to large datasets and complex scenes
without prior depth knowledge while handling strong depth and scale variations. The
first chapter of this thesis gives an introduction to the topic including a discussion of the
main challenges of dense image matching and the objectives of this thesis. Within the
subsequent chapter 2, related work in the field of stereo matching and multi-view stereo is
discussed in relation to the approach of this thesis. In chapter 3, the multi-baseline part
of this approach is described in detail. In chapter 4, the problem of selecting suitable
stereo models is discussed. It is followed by chapter 5 describing a point cloud fusion
and filtering post-processing step. Within chapter 7, conclusions are drawn in respect
to limitations of the approach and potential future work.
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Zusammenfassung
Dichte Bildzuordnung ermöglicht die Berechnung von 3D Oberflächen aus mindestens
zwei Bildern durch die Lösung des Korrespondenzproblems für jedes Pixel. Anhand der
Korrespondenzinformation und der bekannten Kamerageometrie kann die Tiefeninfor-
mation durch einen Schnitt der Sichtstrahlen im Raum rekonstruiert werden. Dichte
Stereobildzuordnung wird beispielsweise für Stereo-Kamerasysteme im Robotik- und Au-
tomobilbereich eingesetzt, wo die Tiefeninformation mit hoher Frequenz berechnet und
für Aufgaben wie Szenenverstehen und Maschinensteuerung verwendet wird. Die Erwei-
terung zu Multi-View Stereo ermöglicht die Rekonstruktion von Oberflächen aus mehr
als zwei Bildern. In Kombination mit den aktuellen Entwicklungen im Bereich automati-
scher Orientierungsbestimmung können komplexe Szenen mit beliebiger Kamerakonfigu-
ration ohne weitere Vorinformationen erfasst werden. Hierdurch wird die Erfassung von
Oberflächen mit handelsüblichen Kameras für Anwendungen wie Denkmalpflege oder
Vermessung ermöglicht.

Die Herausforderungen der dichten Bildzuordnung sind insbesondere schwache Tex-
turen und sich wiederholende Muster, welche zu Mehrdeutigkeiten bei der Zuordnung
führen. Die verwendete Bildzordnungsmethode sollte diese zuverlässig auflösen können
und zudem robust gegenüber radiometrischen und projektiven Unterschieden sein.
Szenen mit starken Tiefenvariationen, beispielsweise durch Vordergrundobjekte und ent-
fernten Hintergrund, sollten prozessiert werden können ohne scharfe Kanten oder Details
zu verlieren. Fehlzuordnungen und falsche Korrespondenzen durch bewegte Objekte soll-
ten automatisch erkannt werden.

In dieser Arbeit wird eine Multi-View Stereo Methode vorgestellt, welche dichte Punkt-
wolken für einen gegebenen Satz von Bildern und deren Orientierungen rekonstruiert
ohne Vorinformationen über die Szene zu benötigen. Sie skaliert auf große Datensätze
komplexer Szenen mit starken Tiefen- und Maßstabsvariationen. Die Methode basiert
auf einem multi-baseline Ansatz, bei welchem für jedes Bild Disparitätskarten für mehre-
re Stereomodelle mithilfe einer hierarchischen Semi Global Matching Methode berechnet
werden. Anschließend werden die resultierenden Disparitätskarten in einem Multi-Stereo
Triangulationsschritt für die Berechnung einer dichten Punktwolke verwendet. In einer
darauf folgenden Punktwolkenfusion und -filterung werden die Punktwolken der Einzel-
bilder zusammengefasst und validiert, um Ausreißer und redundante Punkte zu eliminie-
ren. Das erste Kapitel umfasst eine Einleitung in das Thema und die Ziele dieser Arbeit.
Im zweiten Kapitel wird der Stand der Forschung im Vergleich zu der in dieser Arbeit
vorgestellten Methode diskutiert. Die Methode selbst wird den darauffolgenden drei Ka-
piteln im Detail behandelt. Das dritte Kapitel umfasst dabei den multi-baseline Ansatz
für die bildweise Extraktion von Punktwolken, während das vierte Kapitel das Problem
der Auswahl von günstigen Stereomodellen in Bezug auf geometrische Konfigurationen
diskutiert. Im fünften Kapitel folgt ein Nachverarbeitungsschritt zur Punktwolkenfusi-
on und -filterung. Das siebte Kapitel umfasst eine Zusammenfassung mit Hinblick auf
Grenzen des Verfahrens sowie mögliche Erweiterungen.
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1 Introduction

The acquisition of 3D surfaces is useful for many applications such as the documentation
of cultural heritage, reverse engineering, 3D printing, quality control, or surveying and
mapping. Common optical technologies in use for this task are active methods such as
Laser Scanning and passive approaches such as Photogrammetry. Image based acqui-
sition benefits in particular from the high availability of imaging sensors as well as the
intuitive and efficient data capture. Resolution and precision can be defined by choosing
the image scale - enabling surface reconstruction at arbitrary scale from small objects
at micrometer resolution up to planetary observation from satellites.

Photogrammetry exploits the measurement principle of triangulation, where angles
between the viewing ray of a pixel and the optical axis are measured. When for a point
corresponding points for two or more images are known, camera models such as the
projective camera model can be used to intersect viewing rays in space in order to retrieve
3D information. The determination of such correspondences is also known as image
matching. Dense image matching refers to methods, which determine correspondences
for each individual pixel and enable the retrieval of dense surface information such as
3D point clouds as shown in figure 1.1.

Figure 1.1: Dense image matching. For each pixel the corresponding pixel in another
image are found (1/2). This correspondence can be stored as disparity image
(3). By using ray triangulation based on the orientation information, 3D
points can be intersected to retrieve a dense 3D point cloud (4).
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1 Introduction

Figure 1.2: Ray intersection in space. Left: for corresponding pixel measurements x
and x′ rays from the image plane through the lens projection center can be
intersected in space to retrieve the 3D point X. Right: more than two images
can be used to intersect a 3D point with multi-stereo triangulation.

The main scope of dense image matching is to solve the correspondence problem
reliably for each individual pixel based on the grey value information, while considering
challenges such as ambiguities or depth discontinuities. The resulting correspondences
can also be seen as disparities - also known as parallaxes, which represent the shift
resulting from depth variations observed from different views. These disparities are
proportional to the depth itself and can be used to reconstruct depth - for example by
ray intersection using a projective camera model as shown in figure 1.2.

1.1 Challenges of dense image matching

The main challenges for dense image matching are in particular ambiguities, weak tex-
ture, radiometric differences, projective differences, discontinuities, moving objects, depth
variations and scalability. Ambiguities - as illustrated in figure 1.3, are a challenge since
the grey value but also texture patterns occur multiple times across the image and thus
cannot be used for unique identification. In order retrieve dense surface information,
multiple techniques have been proposed and were used within this thesis to support
the matching process such as window based comparisons using pixel neighbourhoods,
epipolar rectification reducing the problem to a search along a line, hierarchical search
range estimation using multiple image resolution levels or global optimization enforcing
smooth surfaces during the matching process.

The same approaches supporting the matching process are also used to address the
challenge of weak texture, which occurs due to poor material textures, over- and underex-
posure, insufficient illumination or poor sensor quality. Also, the challenge of radiometric
differences can be addressed with these techniques, which is a result of varying sensor
properties, illumination differences or material reflectance properties. Furthermore, ro-
bust measures of pixel similarity (matching costs) insensitive to changes such as contrast
or brightness can be used instead of comparing absolute grey values directly.

10



1.1 Challenges of dense image matching

Figure 1.3: Challenges of dense image matching. Left histogram / image: grey values as
well as complete patterns are reoccurring and thus lead to ambiguities. Right:
weakly textured areas and weak radiometry lead to matching problems.

Projective differences result from the multiple viewing directions of the compared
images. The differences are particularly large for image pairs with strong perspective
changes - e.g. due to large baselines at short acquisitions distances or lenses with short
focal lengths. Slanted surfaces increase the projective difference and the resulting varia-
tions in image sampling. Thus, projective texture transformations and varying sampling
on the surface need to be handled well by the matching method and the matching cost.

Discontinuities such as the edge between a foreground object and the background are
a challenge in particular when supportive constraints such as smoothness constraints
within global optimization are used in the matching processes. The constraints need to
support the matching solution in challenging conditions such as week texture as described
above while allowing depth jumps at discontinuities and preserving small details.

The challenge of moving objects can be addressed using redundancy by enforcing con-
sistency across more than two images - which is possible when extending the stereo
method to a multi-view stereo approach utilizing more than two images simultaneously.
One solution as used within this work is a multi-stereo triangulation as shown in figure
1.2 on the right side, where 3D points are intersected taking into account the matches
from multiple stereo models simultaneously. This way, geometric consistency is enforced
across multiple images - enabling the verification of measurements and the rejection of
outliers due to moving objects or mismatches. Furthermore, the precision is increased
by taking more than two rays into account for the point intersection. Other approaches
as described within the subsequent chapter also enforce multi-photo consistency, where
the radiometry of more than two images is compared simultaneously in order to reduce
ambiguities and to accumulate a more distinct signal in the matching cost.

Another challenge is the arbitrary scene geometry - strong depth variations can occur
e.g. for the presence of a foreground object and far distant background. Typically, no
initial information is available - requiring a robust approach with low constraints towards
the scene. Furthermore, more than two images should be utilized while being able to
scale up to large scenes with thousands of high resolution images as commonly required
in practice.

11



1 Introduction

1.2 Objectives of this thesis

The objective of this thesis is the development and evaluation of a multi-view stereo
method with the ability to reconstruct dense surfaces for real data from various appli-
cations while addressing the aforementioned challenges. In particular, it should be able
to satisfy the following requirements:

1. Scalability ability to process arbitrarily large datasets
2. Multi-scale ability to handle varying resolution and precision
3. Precision sub-pixel accurate measurements and sharp edges
4. Completeness dense results also for demanding texture

Within the following chapter 2, an overview over related work in the field of dense
matching in respect to these requirements addressing the challenges described in the
previous section is given. It comprises related work for stereo methods, multi-view stereo
methods and a summary of the approach of this thesis in respect to previous work. In
the subsequent chapter 3, this approach using a hierarchical Semi Global Matching in
a multi-view stereo environment is described in detail. The result of this method are
dense 3D point clouds, which still contain redundant observations and outliers. For this
purpose, a scalable point cloud fusion and filtering method was developed as described
in chapter 5. A remaining key challenge is the selection of stereo pairs according to the
properties of the proposed dense image matching approach. These properties as well as
a stereo model selection approach are described, evaluated and discussed in chapter 4.
In chapter 6 the multi-view stereo approach is evaluated using ground truth, followed by
the conclusions in respect to the contribution, its limitations and possible future work
in chapter 7. Within the final chapter, exemplary results are given for various datasets
and applications.
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2 Related work

The history of dense image matching begins with topographic mapping, where Digital
Surface Models are retrieved from airborne images. The Photogrammetry community
first used analogue, manual methods such as stereo-plotters. These stereo plotters consist
of optical elements in order to measure homologeous points in two images. By further
using the projective geometry by means of the orientation parameters of the utilized
stereo image pair, the height information can be recovered to retrieve a 3D points.

Consequently, 3D measurements can be performed from images - which was interesting
for the mentioned topographic mapping approach from airborne images but also for
applications like cultural heritage documentation. Within these applications, the process
of measuring coordinates was repeated for a desired set of points or for a predefined grid -
which results in a work intensive task. Thus, the desire of automatic stereo measurements
arised - enabling automated depth retrieval from images.

The automatic depth retrieval from images was particularly empowered through the
development of computers during the past decades. From semi-automatic image analysis
with scanned glass plates or films in combination with punch cards, the Photogram-
metry and Computer Vision applications emerged to fully automatic digital systems.
Several kinds of algorithms for depth extraction from images have been developed
since then particularly in the close-range domain - such as structured light scanning
using coded pattern projection, triangulating laser scanners using laser lines or grids
for parallax observations, shape from silhoutte methods using occlusions observed from
multiple directions, space carving using a visibility carving on a voxel grid, as well as
shape from shading methods or photometric stereo using the illumination reflection be-
haviour of the objects material. However, a key method for depth extraction from images
are automatic stereo measurements by image matching using radiometric photo consis-
tency - either for distinctive points or in dense way for each pixel as targeted within this
thesis.

Within this chapter, the development of automatic stereo methods is described in
the following section 2.1 - including approaches based on cross correlation, hierarchical
coarse-to-fine simplifications but also global optimization for the retrieval of dense and
consistent surfaces. In the subsequent section 2.2 the extension to more than two images
is described - including the challenges like multi-photo consistency, the integration of
redundant surface observations as well as regularization. Within the final section 2.3,
the described methods and its properties are discussed in relation to the objective and
approach of this thesis.

13



2 Related work

2.1 Stereo methods

The first automatic stereo matching methods were developed during the 1950s - such as
[Hobrough, 1959], where analogue cross correlation was used based on electric circuits.
From there, the first fully digital cross correlation methods were introduced based on
the epipolar geometry - for example by [Helava, 1978]. Within the cross correlation
methods, a small image mask around the point of interest is extracted and compared to
other potential masks in the compared image by using the correlation coefficient. As most
suitable match, the correspondence with the highest correlation coefficient is selected.
By using an area for the matching step instead of single pixels, the high ambiguity of
grey values from individual pixels can be resolved more reliably.

However, plain area based matching is sensitive to challenges such as image noise,
distortions and higher grey value frequencies as stated by [Gruen, 1985]. Methods
with improved performance in this respect, higher automation and higher robustness
against affine distortions using least squares adjustment have been introduced during the
1980s, e.g. by [Barnard & Thompson, 1980], [Förstner, 1982], [Baker & Binford, 1982],
[Ackermann, 1984] or [Gruen, 1985]. Image matching within these methods is carried
out at distinctive interest points. These points are extracted according to their match-
ing suitability in terms of distinctiveness in the local image neighbourhood. For this
purpose, robust feature extractors have been established based on line detection and in-
tersection such as the Förstner operator [Förstner & Gülch, 1987] or the Harris operator
[Harris & Stephens, 1988].

Area and feature based local matching methods suffer from challenges like grey value
ambiguities, image noise, radiometric variations between images or moving objects - as
also illustrated in the Introduction chapter in figure 1.3. In order to approach these
challenges, techniques such as multi-photo consistency have been introduced, where ei-
ther the matching results of multiple stereo pairs are validated against each other or the
matching is directly performed for more than two images simultaneously. They were
first implemented in [Gruen, 1985], but still only sparsely for distinctive points.

Furthermore, hierarchical approaches were introduced to narrow down search ranges of
disparities using multiple image resolution levels. For example, [Quam, 1984] proposed
a coarse-to-fine approach on an image pyramid, which uses cross correlation and warps
disparity maps after each level. [Ohta & Kanade, 1985] perform matching along the
epipolar line using dynamic programming while enforcing consistency across the epipolar
line using constraints along edges.

Another approach to improve the robustness of the correspondence estimation is the
idea of global optimization, where additional knowledge such as the smoothness of sur-
faces is introduced into the matching process. For example, [Pollard et al., 1985] intro-
duced a smoothness constraint by limiting the disparity gradient across the image.

14



2.1 Stereo methods

Figure 2.1: Scanline optimization for the Teddy dataset [Scharstein & Szeliski, 2002] -
from left to right: original image, ground truth, disparity result. The opti-
mization along the epipolar line leads to streaking effects across the epipolar
line. Image source: [Salehian et al., 2013].

The first dense matching solutions for airborne imagery were introduced by
[Wrobel, 1987], [Ebner et al., 1987], [Helava, 1988], [Heipke, 1992], [Zhang et al., 1992]
or [Maas, 1996] - the latter using multi-photo constraints to stabilize the matching re-
sult. Additional efficient stereo methods were introduced in this time such as scanline
optimization as proposed by [Birchfield & Tomasi, 1999], which optimizes the dispar-
ity on 1D paths along the epipolar line using dynamic programming, but suffers from
streaking effects across the epipolar line as illustrated in figure 2.1.

In order to improve this surface consistency, further global stereo methods were in-
troduced. Like the earlier approaches such as [Ohta & Kanade, 1985], the stereo cor-
respondence problem is formulated as an energy minimization involving matching costs
- extended by a global optimization in form of a smoothness constraint. For example,
[Scharstein & Szeliski, 1998] perform this optimization using probabilistic diffusion on
area based matching methods with fixed and adaptive window sizes.

Another global optimization was introduced by [Boykov et al., 2001], where graph cut
approaches are used - also known as min-cut/max-flow techniques to retrieve a global
optimization. Graph cuts are used in combinatorial computer vision problems which
can be formulated as energy minimization. For the stereo correspondence, a graph is
defined with the nodes representing pixels and the edges depicting their connection to
neighbours. The energy on this graph is defined as the data term on the nodes depicting
photo-consistency for different potential disparities, while the regularization in form of
a smoothness constraint is introduced at the edges by penalty costs for disparity jumps.
The multi-labelling problem is subsequently solved by α-expansion, where decisions of
label changes are applied iteratively on the graph.

A similar global optimization approach is belief propagation, as for example proposed
by [Sun et al., 2002] or [Klaus et al., 2006]. The labelling problem is solved by itera-
tively passing messages between neighbouring pixels in order to find the optimal surface.
However, a disadvantage of the proposed global optimizations like graph cuts or belief
propagation is the high computational complexity.

15



2 Related work

Figure 2.2: Semi Global Matching [Hirschmüller, 2005]. From left to right: original im-
age, disparity from local matching method (normalized cross correlation) and
result from Semi Global Matching with more consistent surfaces and sharp
discontinuities.

A more efficient stereo approach to stereo with global optimization was introduced
by [Hirschmüller, 2005] as the Semi Global Matching method. It approximates a global
optimization using an approach similar to scanline optimization with dynamic program-
ming. Instead of only optimizing along the epipolar line, up to 16 path directions also
across the epipolar line are used to enforce smooth surfaces using an accumulating re-
cursive cost aggregation. Similar to many other global matching methods, this recursive
cost aggregation consists of a data and a smoothness term. The smoothness term assigns
penalty matching costs to disparity jumps while enabling large jumps at discontinuities
for sharp edges. Figure 2.2 shows a result of this approach in comparison to a local
correlation based method. The stereo method of this work uses the Semi Global Match-
ing approach for the regularization extended by a hierarchical, dynamic search range as
described in chapter 3.

A common challenge of many stereo methods is the fronto-parallel assumption, which
expects that the observed surfaces are parallel to the image plane. This leads to errors
during the computation of window based matching costs such as normalized cross cor-
relation, since slanted surfaces are mapped and sampled differently in different views.
Also, methods using fronto-parallel shape priors like smoothness constraints enforcing lo-
cal planarity such as scanline optimization or Semi Global Matching suffer, since slanted
surfaces lead to disparity gradients which are mistakenly penalized.

In order to compensate errors from fronto-parallel assumptions, approaches with
affine transformations like Least Squares Matching for local windows or plane sweeping
[Collins, 1996] have been introduced. For the latter approach, selected plane directions
are used to retrieve multiple affine transformed images with reduced surface slant. This
approach was further extended by automatic plane orientation selection algorithms like
[Gallup et al., 2007], where image features are used to find suitable planes. However, an
optimal solution is the consideration of local surface orientation in object space, which
is carried out in a few multi-view stereo methods as described in the following section.
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2.2 Multi-view stereo methods

Multi-view stereo extends the depth from stereo problem to datasets of an arbitrary
number of images. The enforcement of consistency across multiple images, increases the
robustness of image matching in particular in the presence of ambiguities. Furthermore,
precision can be increased by exploiting the redundancy of observations. According to
the multi-view stereo method comparison work of [Seitz et al., 2006], the methods can
be classified according to the following properties:

1. Scene representation e.g. depth maps, 3D points, voxels, triangles
2. Photo consistency measure in scene or image space; matching cost
3. Visibility model handling of scene occlusions
4. Shape prior assumptions about the surface geometry
5. Reconstruction algorithm sequence of surface reconstruction steps
6. Initialization requirements e.g. bounding box or initial disparity range

Table 2.1: Classification of multi-view stereo methods according to [Seitz et al., 2006]

Scene representation. The scene representation describes the geometry e.g. by depth
maps, voxel grids, 3D point clouds and due to its suitability for visualization and data
handling in particular triangular or polygonal meshes.

Photo consistency. The photo consistency measure represents the way on how a suit-
able pixel correspondence is described - which can either be defined in image space or in
object space (in [Seitz et al., 2006] also referred as scene space). The measure to describe
the matching quality of a pixel or area is also described as matching cost. A simple ex-
ample for such a matching cost is the difference of grey values, which should be as low as
possible for correspondences between images with similar radiometric properties. Photo
consistency for the retrieval of correct correspondences can be enforced on two images
or more images simultaneously, which is also referred as multi-photo consistency.

Visibility model. The visibility model describes the way on how occlusions and the
relation between object and image visibility is handled. One example is occlusion culling
in object space or occlusion handling by outlier filtering. When the multi-stereo method
is using matching on single stereo pairs, also the selection of suitable stereo models
according to the visibility model is important.

Shape priors. Shape priors are particularly interesting if limited information is available
- for example in order to retrieve depth from single images by using planar shape priors
from parallel lines in combination with perspective geometry. Also for stereo methods,
they are useful to support the stereo measurement - e.g. by assumptions about local
planarity. Such support is particularly beneficial for challenging matching conditions -
e.g. caused by repetitive or noisy texture.
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Figure 2.3: Voxel coloring [Seitz & Dyer, 1999] - photo consistency enforced in object
space by assigning matching costs in a volumetric grid. Left: the costs are
computed by sweeping a surface away from the cameras. Right: resulting
voxel grid indicating occupied voxels for the dinosaur dataset.

Reconstruction algorithm. The actual reconstruction algorithm describes the strategy
of depth and surface retrieval. There are variations enforcing photo consistency within
selected single stereo pairs, image-wise for multiple stereo pairs simultaneously or in
object space to retrieve the surface directly. Also, strategies including a fast initialization
from stereo matching followed by an integration object space have been proposed.

Initialization requirements. Initialization requirements represent initial information
about the scene required by the multi-view stereo method. For example, this can be
initial surface information, bounding boxes, disparity ranges or image segmentations
separating foreground and background.

Within the following section, exemplary strategies for multi-view stereo are summa-
rized. A key difference of the strategies is the approach of enforcing photo consistency,
which can either be enforced in image space - as it is the case for the stereo methods or
in object space. Also, mixed approaches have been proposed, where photo consistency is
enforced during depth retrieval by stereo and again in a surface refinement step.

2.2.1 Photo-consistency in object space

An approach to multi-view stereo is the enforcement of multi-photo consistency directly
in object space. Besides the set of input images and the orientation, they often re-
quire a segmentation of foreground or background as initial information. For example,
[Seitz & Dyer, 1999] proposes a voxel coloring approach, where matching costs are com-
puted in a 3D volumetric grid in a single sweep through a surface moving away from
the camera stations (fig. 2.3). Subsequently, the final surface is derived by applying a
threshold on this cost volume while enforcing color invariants and visibility constraints.
The threshold is determined according to the object coverage in the images.
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Space carving methods such as [Kutulakos & Seitz, 2000] represent another direct
voxel based approach, where the photo consistency constraint is used in order to prune
away empty voxels from the volume while the observed object remains as occupied
volume. In contrast to voxel coloring approaches, arbitrary scene geometries can be
processed. However, a disadvantage is that hard decisions on the volume visibility lead
easily to false labelling through mismatches or ambiguities. Thus, additional constraints
for surface smoothness should be enforced, which is typically computationally expensive.

2.2.2 Image-wise depth retrieval

An efficient way of retrieving depth is the retrieval of depth by stereo matching on se-
lected stereo models in order to enforce photo consistency in image space and integrating
the resulting redundant depth information in a separate depth fusion step. This enables
a reduction of complexity and a sub-partitioning of the problem. Furthermore, stereo-
wise global optimization with smoothness constraints can be solved more efficiently in
order to handle ambiguities and image noise. From the resulting disparity images, depth
images or point clouds can be stored for each stereo model.

Instead of enforcing photo consistency only within one stereo model, a depth map
for each image can also be retrieved by a multi-baseline approach, where multi-photo
consistency is enforced through a limited set of neighbouring images. For example,
[Kolmogorov & Zabih, 2002] extends the graph cut approach of [Boykov et al., 2001] to
multiple images related to one reference view. Similarly, in [Deseilligny & Clery, 2011],
a voxel structure with a sampling of different depths is assigned for a reference view.
The matching costs are accumulated for multiple neighbouring images simultaneously
to enforce multi-photo consistency before extracting initial depth in order to reduce
ambiguities. Additionally, regularization can be applied on the cost structure.

However, local approaches like [Hu & Mordohai, 2012] argue, that even global opti-
mization in image space and further regularization can be avoided for the benefit of
efficiency and scalability for redundant datasets by preserving more potential solutions
in order to use the concensus of a maximum number of potential inliers during fusion. For
this purpose, [Hu & Mordohai, 2012] propose a least commitment depth fusion strategy,
based on stereo-wise plane sweeping in combination with normalized cross correlation
[Gallup et al., 2007] while modelling the geometric as well as the correspondence uncer-
tainty simultaneously. For the resulting depth map, multiple depth solutions with local
correlation minima for each pixel are preserved before applying a depth fusion step. In
this way, correct solutions which do not reach the maximum photo-consistency score are
preserved instead of better scoring mismatches.

The image-wise depth retrieval leads to one scene representation for each image in
form of a depth map or a point cloud. Since the surfaces are observed redundantly by
this depth information, a depth fusion step enforcing geometric consistency is useful in
order to retrieve a unique surface while utilizing the available redundancy.
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Figure 2.4: Depth image fusion using volumetric range image integration. Left images:
original image from multi-stereo evaluation of [Seitz et al., 2006] and result
from [Goesele et al., 2006]. Right images: raw (a) and optimized (b) signed
distance fields with blue voxels for positive and red for negative distances to
the surface (c) in respect to the surface normal and iso-surface result using
[Zach, 2008].

2.2.3 Depth fusion

In the depth fusion step, an optimal surface is derived from a set of redundant surface
observations. These surface observations are typically represented by depth images or
point clouds with normal information, which needs to be retrieved in a previous step
from the local neighbourhood in the depth image. The key challenge of fusing redundant
surface measurements is the consideration and weighting of geometric properties such as
image scale or intersection angles but also radiometric properties like texture or image
blur. The data fusion can thus be formulated as an optimization problem - extended by
robustness measures to be able to handle outliers and noise or regularization to enforce
surface smoothness.

For example, [Goesele et al., 2006] proposes a volumetric multi-view stereo framework,
which estimates depth maps for each image using an area based matching method on
a small number of neighbouring images. Subsequently, the resulting depth maps are
merged within a depth fusion step using a volumetric range image integration approach
as proposed by [Curless & Levoy, 1996]. Within this volumetric approach, the range im-
ages are projected into a voxel space. At the position of the resulting surface, distances
are written to the voxel field along the ray of each pixel range. These distances are accu-
mulated to a signed distance field for all range images as shown in figure 2.4 on the left.
The final surface can be extracted as iso-surface where the voxel values amount to 0. This
is carried out efficiently using the marching cubes algorithm [Lorensen & Cline, 1987],
where a small set of known conditions regarding the sign of the distance field on neigh-
bouring octree nodes are used to extract triangles by a look-up table. In addition to the
signed distances, visibility is stored in the field by labelling all voxels traversed between
camera and surface as empty space. This way, depth extraction based on the visibility
is possible similar to space carving methods.
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A key challenge for the integration of signed distance fields is the merging of depth
information at varying resolution - e.g. resulting from largely varying acquisition dis-
tances to the surface. Due to the averaging of signed distances from depth maps of
varying scale, detail from close acquisitions is lost. For this purpose, multi-scale ex-
tensions have been proposed - such as [Fuhrmann & Goesele, 2011], where hierarchical
signed distance fields are used to avoid averaging geometry at different resolutions.

The approach of volumetric integration for dense image matching can also be extended
by further regularizations such as introduced by [Zach, 2008], where a total variation
norm (TV-L1) as proposed by [Rudin et al., 1992] is used as regularization force in order
to suppress noise and reject outliers as shown in figure 2.4 on the right. This represents a
global optimization of the surface - which is also beneficial in order to retrieve watertight
models since it enables the interpolation of small gaps and regularization in a global
context.

Further surface reconstruction methods with global regularization have been proposed
using different kinds of optimization approaches. For example, in [Kazhdan et al., 2006]
a set of oriented point clouds with normal information is integrated into an adaptive
octree in order to handle multi-scale at low memory requirements. Subsequently, a
3D indicator function is computed describing whether points are within or outside the
model. This way, the extraction of an optimal surface can be described as a scalar
function whose gradients best optimize a vector field defined by the samples. This again
can be described and solved as a standard Poisson’s equation - enabling a global solution
considering all the data at once.

However, this optimization like the previous volumetric approaches works in object
space and is thus limited to the data that can be kept in memory. This is particularly
a challenge for very large scenes. In order to approach this limitation, out-of-core ap-
proaches have been introduced, where the spatial data structures are stored on the hard
drive and only parts are streamed on demand into the main memory.

For example, [Bolitho et al., 2007] introduces a multi-level out-of-core octree solution
in order to solve the Poisson reconstruction for large datasets with limited main memory.
Within the PCL library by [Rusu & Cousins, 2011], an out-of-core octree is used to
process large point cloud datasets by writing the octree to the hard disk and only loading
particular subsets to the main memory. A drawback of the presented approach for
point cloud filtering is the fixed octree level depth, which is an issue for datasets of
imbalanced density. [Elseberg et al., 2011] overcome this limitation with an out-of-core
octree approach with dynamic tree depth, which can subsequently be used for the fusion
and filtering of large point cloud datasets. Since the approach of this work is focused on
the retrieval and fusion of large point clouds, a similar approach is used as described in
chapter 5.

21



2 Related work

Figure 2.5: Patch based multi-view stereo [Furukawa & Ponce, 2007]. From left to right:
sample input image, initial feature points, reconstructed patches after the
initial matching, final patches after expansion and filtering, final mesh model.

2.2.4 Surface refinement with photo-consistency in image space

Besides the approach for firstly deriving image-wise or stereo-wise depth followed by a
depth fusion in object space, multi-photo consistency can also be enforced and optimized
across multiple images directly on irregular surface geometry. Such irregular surface ge-
ometry can be represented in the simplest case by point clouds - but also by triangles or
planar patches. Furthermore, approximate initial surface information can be retrieved
efficiently by stereo methods or is often already available - e.g. as sparse feature point
clouds from a previously performed structure from motion estimation step, where ori-
entation and sparse surface information are determined using described feature point
matching and tracking across all images. Methods have been proposed, which densify
and refine such initial surface information while enforcing multi-photo consistency in
image space.

For example in [Furukawa & Ponce, 2007] - also known as the PMVS approach as
shown in figure 2.5, small rectangular patches are grown repeatedly around a set of
sparse feature points and optimized consistently across multiple images simultaneously
while enforcing local photometric consistency and global visibility constraints. The patch
optimization step is carried out with reduced complexity, by only optimizing depth along
one viewing ray and by parametrizing the surface normal by two Euler angles. This leads
to an optimization problem with three parameters only, which is solved using a conjugate
gradient method. A benefit of this approach is that the normals are considered, which
makes assumptions like fronto-parallel surfaces to the image obsolete. In order to keep
track of local connectivity, the patches and their correspondences are stored in a grid
for each image. During an expansion step, the patches are densified until a patch is
available for every of these grid cells. A filtering step removes false patches by enforcing
global visibility consistency. From the resulting set of oriented points, a Poisson surface
reconstruction is carried out as proposed by [Kazhdan et al., 2006]. On the resulting
mesh surface, a mesh refinement step is applied, where the 3D coordinates of all vertices
are optimized with respect to a sum of per-vertex photometric discrepancy and geometric
smoothness energy functions. This way, the surface can be optimized according to the
local surface property such as triangle density or normal orientation, while being able to
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Figure 2.6: Preservation of weakly-supported surfaces as presented by
[Jancosek & Pajdla, 2011]. From left to right: input image, input
point cloud, original method, with extension.

compensate errors in the image orientation. A drawback of the method is high memory
consumption for large datasets, which has been overcome in a subsequent work using
clustering as proposed in [Furukawa et al., 2010] also known as CMVS.

A similar approach of refining a mesh surface with photo consistency has been pro-
posed by [Hiep et al., 2009], where the sparse points are densified using normalized cross
correlation, followed by a minimum s-t cut global optimization transforming the dense
point cloud into a visibility consistent mesh. Subsequently, a mesh-based variational
refinement is applied, which enforces photo-consistent regularization at adaptive res-
olutions. In contrast to [Furukawa & Ponce, 2007], no heuristics or Poisson surface
reconstruction is required, while still global consistency can be enforced. During the
first step of the method, a point cloud is generated from images while memorizing the
image identifications for each point, followed by a Delaunay triangulation. The result-
ing tetrahedra are labelled whether they are inside or outside the object by enforcing
visibility while the actual surface is extracted from the set of triangles between inside
and outside tetrahedra. This consistency is enforced by minimizing an energy, where
each vertex ray is enforced to intersect the output surface as few times as possible. The
energy minimization is globally minimized using a minimum s-t cut. The resulting mesh
is still noisy and does not capture small details. Thus, a variational refinement step is
applied, where the initial surface is used as an initial condition of a gradient descent
of an adequate energy function, where photo consistency and a minimum reprojection
error are enforced. The regularization term is weighted higher in contrast to the data
term for weak textures. Furthermore, the mesh resolution is adaptive, since triangles
are subdivided if there exists a stereo model, where the reprojected area exceeds a user
defined value in pixels - enabling the resolution of more detail than the initial surface.

[Jancosek & Pajdla, 2011] extends the approach of [Hiep et al., 2009] by a visual hull
component, which uses visibility to reconstruct difficult geometry without photo consis-
tency as shown in figure 2.6. Such difficult geometry can be weakly textured surfaces,
non-lambertian reflectors like transparent or reflecting surfaces but also strongly slanted
surfaces such as ground observed from terrestrial image datasets. These surfaces are
reconstructed by computing a free space support, detecting the free space boundaries as
the well supported surrounding of the desired surface and introducing this as modified
terminal-weights of the s-t graph cut to reconstruct the weakly supported surfaces.
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2.3 Conclusion

Within the previous sections, various approaches to stereo and multi-view stereo have
been summarized. Within the following section, their properties are discussed in relation
to the objectives of this thesis - which is focussed on a multi-view stereo approach for
the retrieval of dense 3D point clouds with the following properties:

1. Scalability ability to process large datasets
2. Multi-scale ability to handle varying resolution and precision
3. Precision sharp discontinuities and sub-pixel accurate measurements
4. Completeness dense results also for demanding texture

The scope is thus a scalable solution for the retrieval of dense, accurate and complete
3D point clouds - able to process large datasets with multiple thousands of high resolution
images as they commonly occur in practice. Furthermore, it should handle any kind of
scale in terms of resolution or depth variation without initial information about the scene
and be able to handle noisy or repetitive texture.

Scene representation 3D point clouds
Photo consistency measure Census matching cost
Visibility model occlusion handling by outlier rejection (filtering) +

stereo model selection algorithm
Shape prior image-based fronto-parallel smoothness term (SGM)
Reconstruction algorithm image-wise multi-baseline stereo + point cloud fusion
Initialization requirements none (e.g. no bounding box or disparity range)

Table 2.2: Multi-view stereo approach of this thesis according to the classification of
[Seitz et al., 2006] as described in table 2.1

In table 2.2, a summary of the method according to the classification of multi-view
stereo methods by [Seitz et al., 2006] as discussed in section 2.2 is given. The approach
comprises a image-wise multi-baseline stereo method with a global optimization stereo
method and a multi-stereo point cloud triangulation. It is followed by a scalable point
cloud fusion step in order to remove redundancy and filter outliers by geometric consis-
tency in object space.

The key challenge of scalability is approached by an image-wise depth retrieval sim-
ilar to the related work described in section 2.2.2, enabling a sub-partitioning of the
dataset where each image is subsequently processed to retrieve one point cloud per im-
age. During this image-wise process, multiple neighbouring images selected according
to their matching suitability and geometric configuration are utilized as stereo pairs
and matched using an efficient stereo method. During a multi-stereo triangulation step,
all stereo models of the reference image are utilized simultaneously to generate a point
cloud for this image while enforcing consistency across the multiple stereo models using
epipolar geometry.
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Opposed to other methods like [Deseilligny & Clery, 2011], photo consistency is thus
not enforced across more than two images simultaneously, but only within one stereo
model. This has the advantage, that the computational complexity is reduced since
image space instead of object space is utilized. Furthermore, each stereo model has a
different sampling of depth according to its image scale and the intersection geometry
which leads to weighting issues during the matching cost computation. By remaining in
disparity space, the sampling can be carried out as disparity in pixels, which implicitly
models the observation model. Also, challenging conditions such as small baselines
can be handled and utilized in particular for the presence of multiple stereo models with
varying intersection angle for a reference image. In order to still utilize the redundancy of
multiple stereo measurements of each pixel, consistency is enforced between the different
ray solutions during the point cloud triangulation step using the epipolar geometry.

Thus, no computationally expensive access or optimization in object space is required
during the image-wise depth retrieval step. In order to achieve completeness in terms
of a dense matching result with one sample for each pixel, regularization is applied
during the stereo matching. This is beneficial for the resolution of ambiguities - in
particular for the presence of image noise or repetitive texture. For this purpose, a Semi
Global Matching regularization as proposed by [Hirschmüller, 2005] is applied, which
leads to dense disparity retrieval also for such challenging conditions while preserving
details such as sharp edges and sub-pixel accuracy for the benefit of precision. Due
to its approximation of a global optimization using a recursive cost aggregation and a
fronto-parallel shape prior, it can be implemented efficiently.

However, the original Semi Global Matching method requires a pre-defined disparity
range as initial information, which is evaluated completely for all pixels of the image.
This is computationally expensive in particular for large depth variations in the scene
and additionally requires a lot of memory. In order to be able to process scenes with
arbitrary depth variation and resolution, the approach has thus been extended by an
hierarchical strategy which uses an image pyramid to subsequently narrow down the
search range. Due to the low resolution of the first level and the stabilizing regularization,
an initial disparity range through the whole image space can be used to make an initial
depth obsolete. This leads to a multi-scale depth retrieval without any initialization
requirements also for complex scenes.

Due to the image-wise depth retrieval approach, each image leads to one point cloud
from multiple stereo models, which are merged and filtered in a separate point cloud
fusion step in object space. Within this step, geometric consistency is enforced in a
voxel grid in order to remove redundancy between the image-wise point clouds and to
filter outliers. In order to meet the multi-scale requirement, an adaptive octree similar
to the tree with dynamic depth proposed by [Elseberg et al., 2011] is used, which au-
tomatically adapts to the locally highest available point cloud resolution. In order to
achieve scalability, an out-of-core octree is used which is capable of streaming data to
the hard disk. This way, the data amount being filtered is not limited to the capacity of
the main memory - instead only spatial subsets are loaded and processed dynamically.
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Since the objective of this thesis was the retrieval of point clouds for large image
datasets, no polygonal mesh derivation and optimization are required. Nevertheless, an
extension to the described approach with volumetric depth image integration similar to
[Curless & Levoy, 1996] and [Zach, 2008] has been successfully implemented, evaluated
and published in a master thesis. Besides such extensions to an optimization of polyg-
onal surfaces, also additional steps of mesh refinement with multi-photo consistency as
proposed or example by [Hiep et al., 2009] and described in section 2.2.4 would be in-
teresting future work in order to overcome limitations like fronto-parallel shape priors or
to be able to work with lower resolution initially before mesh evolution for the benefit
of efficiency.

Within the subsequent chapter, the proposed multi-view stereo method using a hierar-
chical Semi Global Matching and multi-stereo triangulation for the retrieval of dense 3D
point clouds is described in detail. It has proven to work for large industrial projects with
multiple thousands of images. Exemplary results as well as approaches to sensor design
for such large close range projects are described in chapter 6 and have been published
in [Wenzel et al., 2011], [Fritsch et al., 2011] and [Wenzel et al., 2012].

Within chapter 4, the challenge of image acquisition and stereo model selection in
respect to camera network configuration and intersection geometry is addressed, which
has been published in [Wenzel et al., 2013a]. Furthermore, a new approach for stereo
model selection applicable to multi-view stereo environments using stereo-model wise
matching as published in [Wenzel et al., 2014a] is described.

Within chapter 5, a point cloud fusion and filtering approach applicable to all kinds of
image-wise depth retrieval as well as point cloud fusion of different sensors is described.
It has been published in [Wenzel et al., 2014b].

Within chapter 6, the hierarchical Semi Global Matching and the point cloud fusion
approach are evaluated using ground truth. Furthermore, a comparison of the presented
multi-view stereo approach with other matching methods is given. It was carried out
and published with colleagues from the University College in London and published in
[Ahmadabadian et al., 2013].

In chapter 7, conclusions are drawn in respect to the objectives of this thesis, the
evaluation as well as potential future work. It is followed by exemplary results in the
final chapter 8.

Besides the development of the framework described in the subsequent chapters, an-
other multi-stereo pipeline SURE was published as mutual development with Mathias
Rothermel in [Rothermel et al., 2012] and [Wenzel et al., 2013b]. Within the software
SURE, a similar hierarchical Semi Global Matching approach to chapter 3 with a multi-
baseline point cloud triangulation is used based on the work of Mathias Rothermel. This
implementation is used for the generation of point cloud results in section 4.5 and for
particular datasets in section 8.2 with a respective note in the dataset description.
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3.1 Overview

Within this chapter, a image-wise depth retrieval approach combining several ideas from
related work is described in detail. The proposed approach comprises a hierarchical Semi
Global Matching stereo method in a multi-view environment. It consists of the following
four main components as illustrated in figure 3.1:

Stereo model selection The stereo model selection is the step to determine suitable
stereo pairs from a given block of images and orientations. A simple approach as used
for the results of this chapter as well as an advanced approach considering the object
surface geometry are described in chapter 4.

Hierarchical Semi Global Matching The hierarchical Semi Global Matching step as
described in this chapter is the core of this dense matching approach. It determines
dense correspondence information using a Semi-Global-Matching approach with dynamic
disparity ranges on multiple pyramid levels. Due to the hierarchical approach, the
complexity and the amount of ambiguities can be reduced.

Multi-stereo triangulation In the triangulation step one point cloud is derived for each
image. It uses all the available stereo models for this image simultaneously.

Point cloud fusion and filtering The point clouds for each image still have redundancy
and are stored separately. In this post-processing step as described in chapter 5, the
point clouds are merged and for each area the locally optimal point cloud is derived.
Furthermore, filtering and validation is performed in order to reduce the amount of
outliers.

Within this chapter, the components of the dense image matching approach will be
described. It uses epipolar rectification in order to reduce complexity as described in
section 3.2 in combination with a Semi Global Matching based optimization approach.
The original Semi Global Matching method as proposed by [Hirschmüller, 2005] is shortly
reviewed in respect to implementation aspects of this thesis in section 3.3. In section
3.4 on page 35 a hierarchical modification with pixel-wise disparity ranges is proposed.
The extension by multi-stereo triangulation to retrieve one point cloud for each image is
described in section 3.5 on page 47.
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Figure 3.1: Hierarchical multi-stereo algorithm structure. The pairwise hierarchical
SGM and the imagewise multi-stereo triangulation are treated in this chap-
ter. The blockwise stereo model selection is described in chapter 4 and the
blockwise point cloud fusion and filtering in chapter 5.
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3.2 Epipolar rectification

Figure 3.2: Left: Epipolar geometry for the two images <1 and <2, where the epipole of
the first camera E1 is a projection of the optical center of the second camera
C2 and vice versa. Right: rectified image pair, where the images are projected
on a common plane coplanar to the baseline. Source: [Fusiello et al., 2000]

3.2 Epipolar rectification

If high quality relative orientations between two images are available the matching search
space can be reduced to the epipolar line. For this reduction of complexity, undistorted
epipolar images are computed in order to be able to perform the matching only along
the x-direction of the images.

3.2.1 Epipolar geometry

For epipolar rectification, various approaches have been introduced with differences in
particular regarding complexity and distortion in image space. Within the presented
implementation, the compact approach [Fusiello et al., 2000] was used as illustrated in
figure 3.2. For a stereo pair <1 and <2 with baseline vector b between the optical centers
C1 and C2, a common image plane is created coplanar to the baseline. The common
image plane defines the desired epipolar camera coordinate system. The rotation of this
coordinate system is composed using the baseline b as first direction:

v1 = b
|b|

= C2 −C1
|C2 −C1|

(3.1)

The second direction of the plane is defined by the mean tilt of the two image planes
related to the baseline vector v1. This is achieved by the cross mean product of the
the baseline vector v1 with the original z axis of the original images - which typically
corresponds to the third row of the 3×3 rotation matrix R, if the rotation matrix defines
the rotation of a point W from object space to the camera coordinate system M = RW.
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Since the mean vector of both images is typically not perpendicular to the baseline b,
an intermediate vector v′2 is created as cross product of the x axis and the optical axis
in viewing direction z in order to create an orthogonal coordinate system as follows:

v′21 = x1 × zI1

v′22 = x2 × zI2

v′2 = v′21 + v′22
2

(3.2)

The remaining axis v3 of the final epipolar camera coordinate system is retrieved using
the cross product of the base and the normalized intermediate v′2 in order to complete
the right handed camera coordinate system:

v3 = v1 ×
v′2
|v′2|

(3.3)

In order create an orthogonal system, the final second direction v2 is determined as
the cross product of the first two directions as follows:

v2 = v3 × v1 (3.4)

The vectors v1, v2 and v3 define the epipolar plane and thus can be used to determine
the common rotation matrix R′ for the desired epipolar images:

R′ =
[
v1 v2 v3

]′
(3.5)

A destination camera matrix K′ can be defined to adjust the image coordinate system.
Together with the original camera and rotation matrices of the two images Ki and Ri;
i = 1, 2, the homography for the transformation of image coordinates to the epipolar
image can be determined as:

H(KR) = K′R′

⇒ H1 = (K′1R′)(K1R1)−1

⇒ H2 = (K′2R′)(K2R2)−1
(3.6)

Subsequently, the remaining interior orientation parameters have to determined. The
focal length is set to a mean of both original focal lengths. The image size is determined
as the bounding box of the transformed original image corners using the homography
H. The transformed principal point is shifted according to the difference of the original
principal point shift in y direction, in order to retrieve epipolar images.
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3.2.2 Lens distortion compensation

Lens distortion is common and requires compensation. Within this work, the distortion
is compensated directly during the remapping of epipolar images by applying the lens
distortion shifts on the pixel-wise remapping function resulting from the homography
H. This way, an additional resampling step and its uncertainties can be avoided. For
the modelling of lens distortion, four models based on the Brown model [Brown, 1965]
[Brown, 1971] were implemented, which vary mainly in their coordinate normalization
(metrical, pixel or normalized by the focal length) and the direction of definition (coor-
dinate shifts from distorted to undistorted or vice versa). Typically, 1-3 radial distortion
parameters are included (K1, ...,Kn) of which mainly the first two are significant for com-
mon digital cameras. Furthermore, a slight tangential distortion is sometimes present,
which can be compensated by the two parameters P1 and P2. This set of five parame-
ters can be used to apply the distortion correction on the point measurement m = [x, y]′
using the radius r =

√
x2 + y2 as follows:

(
x′

y′

)
= (1 +K1r

2 +K2r
4 +K3r

6)
(
x
y

)
+
(

2P1xy + P2(r2 + 2x2)
P1(r2 + 2y2) + 2P2xy

)
(3.7)

Model inversion

Most distortion models such as the Brown model cannot be inverted analytically - which
is required to compute both, the transformation from an undistorted to a distorted pixel
coordinate and vice versa. Thus, a numerical approach for the inversion has been applied
using least squares adjustment and iterative refinement. For a grid of positions with a
raster width w across the whole image [xi 7→ wi, yi 7→ wi] - e.g. with wmax = 50
pixels, the distortion model is applied for each raster coordinate pi(xi, yi) leading to two
observations li each as given in equation 3.7. The partial derivation of the model with
respect to the unknowns x̂ = [K1,K2,K3, P1, P2] leads to the design matrix A:

A =


r2x1 r4x1 r6x1 2x1y1 (r2 + 2x2

1)
r2y1 r4y1 r6y1 (r2 + 2x2

1) 2x1y1
...

...
...

...
...

r2xi r4xi r6xi 2xiyi (r2 + 2x2
i )

r2yi r4yi r6yi (r2 + 2x2
i ) 2xiyi

 with i = 1 : n (3.8)

Subsequently, the unknown distortion parameters can be estimated using least squares
adjustment as x̂ = (ATPA)−1ATPl with P = ( 1

σ2 Σll)−1. The remaining uncertainties
due to the error in the initial values are compensated by iteratively shifting the result
while comparing it to its remapped solution using the original parameters. A result is
found, if the remaining error is below a threshold (e.g. 1/100 pixel).
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3 Dense image matching approach

3.3 Original Semi Global Matching

The Semi Global Matching method as introduced in the chapter Related work was orig-
inally proposed by Heiko Hirschmüller in [Hirschmüller, 2005] and described in detail
in [Hirschmüller, 2008]. It represents a stereo matching method with an approximated
global smoothness constraint - leading to homogeneous surfaces while preserving sharp
discontinuities. Furthermore, it enables the resolution of ambiguities while suppressing
noise and interpolating small weakly textured areas. The method can be divided into
the following steps:

1. Pixelwise matching cost determination
2. Introduction of smoothness constraint by aggregating costs on paths
3. Pixelwise disparity estimation by cost minimization

3.3.1 Matching cost computation

The matching cost is a measure describing the similarity of two grey values to be com-
pared. In the simplest form, the absolute grey value difference can be assumed as
matching cost. If the matching cost value is low, the two gray values are considered to
be similar. During image matching, the correspondence with the lowest matching cost
is sought from a set of potential correspondence.

In practice, a simple grey value difference is not sufficient, since the images two be
matched can have different radiometric properties such as brightness or contrast. In the
original approach of the Semi Global Matching method, [Hirschmüller, 2008] proposes
to use the Mutual Information matching cost [Viola & Wells, 1997], which is not only
insensitive against changes in contrast and brightness, but also allows the matching of
images with different radiometric acquisition properties such as different color channels
or negative versus positive images. This is achieved by estimating the correspondence
function iteratively and hierarchically as proposed by Hirschmüller, which also proves
the robustness of the Semi Global Matching method.

3.3.2 Cost aggregation on paths

The smoothness constraint is approximated by a recursive aggregation on up to 16 linear
path directions through the image - e.g. from left to right for each line or from the upper
left to the lower right as shown in figure 3.3. On each path, smoothness is enforced by
adding penalty matching costs for disparity jumps. By aggregating these costs for all
directions, consistent surfaces are retrieved. Besides two horizontal, two vertical and
four diagonal paths, also paths in between stepping 2 pixels in one direction and 1 pixel
perpendicular can be used. With more paths, the approximation of a global constraint
is improved. However, 8 paths have been proven as a reasonable compromise between
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Figure 3.3: Left: All paths aggregating costs for each pixel p; dotted: single direction
Right: Cost array S, containing cost for each pixel p and each disparity d.

this approximation and processing time - in particular when only a slight smoothness
constraint is in use. Subsequently, the aggregation step is carried out for each direction r
until each pixel p in the image is visited once. While traversing the path, a data term and
a smoothness term are accumulated. The data term comprises the pixelwise matching
cost C(p, d) at the pixel p with disparity d describing the correspondence measure as
discussed in section 3.3.1. The smoothness term is defined recursively by adding penalty
costs to disparity jumps according to the previous pixel (p− r) in the path as follows:

Lr(p, d) = C(p, d) pixelwise matching cost
+ min( Lr(p− r, d), smoothness constraint

Lr(p− r, d− 1) + P1,
Lr(p− r, d+ 1) + P1,
mini Lr(p− r, i) + P2 )

−mink Lr(p− r, k) overflow prevention

(3.9)

For the evaluated pixel p and all its possible disparities, penalties are determined
according to the disparity with the minimum cost of the previous pixel (p − r) on the
path. Since the minimum cost is considered to represent the surface, a penalty to the
costs of all disparities different than this minimum are added for the subsequent pixel p.
This penalty is represented by the second term of equation 3.9 as the minimum of the
following four values added on the pixel-wise matching cost:

1. the cost on the previous pixel for the current disparity d
2. the cost on the previous pixel for disparity d− 1, increased by a small penalty P1
3. the cost on the previous pixel for disparity d+ 1, increased by a small penalty P1
4. the minimum of all costs on the previous pixels, increased by a larger penalty P2

Penalty P1 represents a smaller penalty for slight disparity variations of 1 pixel while
penalty P2 depicts large disparity jumps. In order to enable the solution to preserve
sharp discontinuities, a P2 equal or slightly greater than P1 is chosen. The penalty
magnitude is chosen in respect to the data term.
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3 Dense image matching approach

Hirschmüller [Hirschmüller, 2008] proposes a dynamic extension of the penalty P2 ac-
cording to the local gradient. This way, discontinuities can be suppressed during weakly
textured areas while enabling jumps at edges in the image. This can be implemented by
dividing the penalty by the local gradient as follows:

P2 = P const2 + P const2
|Iprevious − Icurrent|

(3.10)

The weakness of this approach is that highly textured areas with strong contrast will
suffer from a too low smoothness constraint and thus a higher probability of mismatches.
Consequently, most results shown in this section are processed using a constant P2, which
is sufficient small penalties and thus small smoothness constraints are chosen as in this
work. Furthermore, the values should be chosen or weighted according to the matching
cost in order to retrieve a comparable smoothness constraint. For example within this
work, a low penalty for the resolution of details was selected as default for the Census
matching cost (described in detail in section 3.4.4) of P1 = 200 and P2 = 800. It is
widely insensitive of the dataset itself and thus can be used for all kinds of applications.

The final term of equation 3.9 reduces the costs being accumulated by the minimum
cost from the previous pixel of the path in order to avoid numerical problems. This
reduction is applied equally for the costs of all disparities.

The results of all path directions r are accumulated in the cost array S as follows:

S(p, d) =
8 (16)∑
r=1

Lr(p, d) (3.11)

Consequently, this cost array S contains for each pixel p costs for all possible disparities
from dmin up to dmax. This leads to a data structure with the size of the image W by
H by the number of disparities ∆d = (dmax − dmin). In practice, another cost array C
with the same dimensions is preallocated and filled with the pixel-wise matching cost for
each pixel and its disparities. During the cost aggregation step, the array S reads from
the C array this pixelwise matching cost for the recursive path accumulation.

The final disparity for each pixel p can be retrieved by finding the disparity d̂ with
the minimum cost:

d̂ = arg min
d

S(p, d) (3.12)

Hirschmüller proposes furthermore a sub-pixel accuracy estimation using a cost ap-
proximation by a function of second order. This has been implemented in an efficient
way as described in section 3.4.6 for the extended hierarchical Semi Global Matching
approach as proposed in the following section.
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3.4 Hierarchical Semi Global Matching

Figure 3.4: Hierarchical strategy. Left: Original image and disparity image. Right: cost
structure for yellow epipolar line in disparity image (dark: low costs, grey:
high costs, white unassigned). The disparity search range for each pixel is
narrowed down using different resolution levels. From low resolution to high
resolution, the range is narrowed down for each pixel individually, enabling
efficient processing of large depth variations.

3.4 Hierarchical Semi Global Matching

3.4.1 Motivation

The original Semi Global Matching method as described in the previous section 3.3, de-
termines the disparity by aggregating costs for a certain range of disparities [dmin, dmax].
This range of disparities is evaluated for each pixel leading to a cubic cost structure - en-
abling straight forward implementation and data management. In practice, the assump-
tion of a constant disparity range for all pixels is sufficient for particular applications,
such as low resolution stereo camera vision or large frame nadir airborne applications at
medium ground resolution, where the range of disparities is typically low with up to a
few hundred pixels. However, in applications such as presented in [Wenzel et al., 2011],
where close range images are acquired with high resolution for large depth variations
relative to the acquisition distance, large disparity ranges of multiple thousand pixels
are required. This leads to a very high complexity since this amount of disparities has
to be evaluated for each pixel and to an increased probability of mismatches due to
ambiguities.
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3 Dense image matching approach

In order to reduce the complexity in terms of ambiguity, processing time and mem-
ory, a hierarchical matching strategy was developed in context of this work. Within
previous work, hierarchical approaches have been proven to enable complexity reduction
for various problems including image matching. The approach introduced here uses an
image pyramid, where each layer has half resolution to the layer below beginning from
the original resolution. A maximum level is determined by ensuring a sufficiently large
image (e.g. 100 pixels width). Semi Global Matching is performed from the highest level
with the lowest resolution up to the full resolution while using the results of the previous
level to narrow down the disparity search space for each pixel individually.

A disadvantage of this approach compared to the original method is the higher com-
plexity of data structures which have to be implemented and require additional overheads
at runtime. Furthermore, details can be lost if not resolved in lower image resolutions -
requiring a sensitive strategy for the disparity range determination. Advantages are the
general reduction in complexity, significantly larger than the overhead in data manage-
ment, and an increased robustness for ambiguous texture, where the matching on lower
resolution enables a stabilization.

Figure 3.4 shows an example cost structure for the hierarchical method described in
this section. The upper left image depicts a close range scene and the upper right image
the corresponding disparity result. An epipolar line was selected in order to visualize the
behaviour of the cost array for a cross section. The lower image depicts the cost structure
after each pyramid level. On the initial level, a constant disparity range is evaluated
enabling matches across the whole image. Subsequently, this disparity information is
passed on to the next level to narrow down the search range with an individual disparity
range for each pixel. This process is repeated until full resolution is reached.

3.4.2 Algorithm overview

Figure 3.5 shows a flowchart of the complete algorithm. The disparity ranges are deter-
mined automatically for arbitrary scenes in a hierarchical way as described in section
3.4.3. An individual disparity range can be determined for each pixel in order to react
to the surface geometry. On each pyramid level, this information is used to create a
dynamic matching cost structure, which can carry an individual count of costs for each
pixel. This array C is filled with the pixel-wise matching cost according to the respective
disparity as described in section 3.4.4. The resulting cost array C is then used during
the cost aggregation step. In the cost aggregation step, the SGM path aggregation is
performed on an additional dynamic array S as described in section 3.4.5. By cost mini-
mization, the disparity image Draw can be retrieved with sub-pixel accuracy as described
in section 3.4.6. This image is filtered as described in section 3.4.7 leading to the filtered
disparity image Dfinal. If the final pyramid level is not reached yet, this result serves
as initial disparity image Dinit for the disparity range determination at the subsequent
pyramid level, until the final level is reached.
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Figure 3.5: Hierarchical Semi Global Matching
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3.4.3 Disparity range determination

The disparity range can be determined automatically. On the initial resolution level, the
robustness of the Semi Global Matching method is used in combination with increased
penalty values to retrieve a reliable initial disparity range according the minimum as-
sumed overlap ξ - e.g. ξ = 0.5 and the image width W . The initial range can thus be
estimated as dmin = −(1 − ξ)W and dmax = +(1 − ξ)W . The large penalties lead to a
robust surface, while the low resolution only needs very low complexity of W ×H ×∆d.

On subsequent resolution levels, a pixel-wise disparity range estimation instead of a
global range estimation can be applied, where the new disparity range is determined
locally from the previous disparity image, in order to narrow down the disparity range
while reacting to local height discontinuities and small structures. This pixel-wise dis-
parity range determination can be subdivided into the following steps as discussed in
detail within the following paragraphs:

1. Upscaling of previous disparity image Dinit

2. Estimation of pixel-wise disparity range
a) Using a small mask M1 for successful matched surfaces in Dinit

b) Using a large mask M2 for remaining larger holes in Dinit

3. Storage of disparity range in images Dmin, Dmax

Upscaling of previous disparity image The disparity image from the previous level is
upscaled by factor 2 in terms of image width and the actual disparities. Due to a large
number of missing pixels - e.g. for occlusions, a resampling method insensitive to such
gaps has to be chosen. Within this work, a nearest neighbourhood interpolation is used.

Estimation of pixel-wise disparity range using a small mask In order to estimate
the range for each pixel, a small mask M1 (e.g. 3 by 3 pixels) is used to determine
the minimum and maximum disparity in the local neighbourhood for the desired pixels.
Additionally, a buffer disparity range (e.g. 4 pixels) is added to be able to resolve small
details which have not been resolved in the image of the previous resolution level.

Estimation of disparity range for remaining pixels using a large mask The previous
step leads to disparity ranges for all areas, where continuous surfaces are present with
holes smaller than the window size of M1. Further holes remain - in particular at
challenging discontinuities, where large disparity jumps can occur and thus a sufficient
disparity range needs to be assigned in order to retrieve clear edges. Furthermore, the
matching can fail due to unclear texture, so that larger gaps can occur even though
surfaces could be matched. For these purposes, a second mask M2 which larger size
(e.g. 20 by 20 pixels) is applied for pixels where no disparity range was determined from
the small mask, in order to derive disparity ranges from successfully matched areas in
the neighbourhood. Since moving a large mask would be computationally expensive, an
image tiling is used instead, where the estimation is applied for each of these fixed tiles.
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Storage of disparity range in images The estimated ranges can be stored efficiently
as images with the original image dimension of the respective pyramid level. These two
images Dmin and Dmax serve as input for building up the dynamic cost structures C and
S required by the following matching cost computation, which can carry an individual
range of disparities [dpmin, dpmax] for each pixel p. A detailed description of the dynamic
cost structure is given in section 3.4.5.

3.4.4 Matching cost computation

The Mutual information matching cost has been implemented as introduced by
[Hirschmüller, 2005]. The ability to match imagery with different radiometric properties
could be validated. However, the estimation of the correspondence function introduces
additional degrees of freedom and can lead to mismatches in weakly textured areas.
Since typically images with similar radiometric properties are matched, more robust
matching costs are preferred to cope better with challenging conditions. For this pur-
pose, the Census matching cost as introduced by [Zabih & Woodfill, 1994] can be used,
which can be implemented efficiently and behaves more robust as also described by
[Hirschmüller & Bucher, 2010].

The Census cost is a binary descriptor, which can be described as a area-based non-
parametric rank transform concatenated in a binary descriptor vector. For a pixel p =
[px, py]T this rank transform R can be defined as the number of pixels p′ in a window
neighborhood A(p) (e.g. of 9 by 7 pixels) around the center pixel p with the intensity
I(p) and the concatenation

⊗
as:

R(p) =
⊗

p’∈A
ξ(I(p’), I(p)) with ξ(a, b) = 1 ∀ a < b, 0 else (3.13)

For each of the pixels the grey value is compared to the center pixel. The descriptor
vector is built up binary by stepping through each pixel p’ of the mask A and denoting a
higher grey value with 1 or a lower grey value with 0. When comparing the descriptor to
potential correspondences, the matching cost C(p, d) between the descriptor vectors for
the base and the match image Rb(x, y), Rm(x− d, y) can be retrieved using the efficient
Hamming distance operation, which describes the sum of the binary difference vector.

The robustness of the descriptor can be increased by increasing the mask size. In this
work, a 9x7 descriptor has been used which enables storing the descriptor in a 64 bit
array. Thus, it can also be determined in parallel for all pixels of an image and be stored
in a 64 bit image enabling efficient access. It has been implemented to also work with 16
Bit imagery to be able to exploit high dynamic range and radiometric resolution. Due
to the higher robustness of the Census for difficult areas, this method has been used by
default for the results of this work.
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3 Dense image matching approach

The Census cost has been proven to be strong in resolving challenging difficulties due to
the description of the neighbourhood instead of pixel-wise description only. However, the
disadvantages are a slight loss of sharpness at discontinuities and for perspective changes
due to the mask size as well as a lower suitability for the sub-pixel accuracy estimation
as described in 3.4.6. Improvements could be achieved by using mixed matching costs
such as AD-Census proposed by [Mei et al., 2011].

3.4.5 Semi Global Matching on a dynamic cost structure

Within this step, the actual global optimization is performed in order to retrieve con-
sistent surfaces with information for each pixel and sharp edges. A modified version
of the original Semi Global Matching approach as introduced by [Hirschmüller, 2005]
and described in detail in section 3.3 is used. The key modification is the support of a
pixel-wise disparity range as described in section 3.4.3. For this purpose, a dynamic cost
structure is used in contrast to the cubic structure of the Semi Global Matching method.
Opposed to the cubic structure, which has the fixed 3D dimensions of image size by
disparity range W × H × [dmax − dmin + 1], the dynamic structure has an individual
range [dmax, dmin] for each pixel p. The amount of cost options to be evaluated is thus
dependent on the scene. Single flat surfaces have less disparities than images with depth
variations and high ground resolution.

The cost structure used for the arrays C and S during the cost computation and
aggregation step carry for each pixel p the disparity range [dmin, dmax] as well as a
pointer to a cost array with length ∆d = dmax − dmin + 1. During data access, the
respective disparity for each cost i is estimated as di = dmin + i. In the recursive cost
aggregation step on paths, this is considered in order to assign no penalty to the equal
disparity to the previous pixel p − 1, as well as the respective penalties P1 to disparity
shifts of 1 and penalty P2 to larger disparity jumps.

The approach of a dynamic cost array is particularly beneficial for scenes with strong
depth and thus disparity variations, since not the complete range of disparities in the
scene needs to be allocated and evaluated but only the disparity range in the local
pixel neighbourhood. Disadvantages are the complexity for data structure allocation as
well as data structure access during cost aggregation due to the irregularity. However,
this overhead is typically lower. Furthermore, the hierarchical approach can support
challenging image matching such as repetitive structures, where the correct solution can
be initialized more reliably at low resolution.

The pixel-wise matching cost is determined for each disparity d for each pixel p and
stored in the dynamic cost array C. Thus, it can be accessed efficiently during the cost
aggregation step on paths while filling the cost array S. The recursive aggregation of
costs on paths can also be executed in parallel by running multiple seed paths of one
path direction simultaneously. In order to retrieve the final disparity from the resulting
cost array S, the disparity can be estimated as described in the following section.
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For the implementation of this work, also a tiling approach was implemented in order
to be able to process high resolution imagery with limited memory consumption. The
tiling approach follows the proposal of [Hirschmüller, 2008], where tiles of a particular
size (e.g. 1000 pixels width) are processed individually with an additional overlap (e.g.
10 pixels). The results are subsequently averaged using a linear weighting decreasing
to the tile border. This way, also large frame images - e.g. airborne images with 200
Megapixel resolution, can be processed with common hardware.

3.4.6 Disparity estimation

The final disparity for each pixel can be retrieved by finding the disparity d̂ with the
minimum cost in the aggregated cost array S:

d̂ = arg min
d

S(p, d) (3.14)

In order to achieve subpixel accuracy, Hirschmüller proposes fitting a function of
second order to this minimum cost S(p, d̂) and the costs for two neighbouring disparities
S(p, d̂−1) and S(p, d̂+1). The local minimum of this function is then considered to be the
disparity with minimum cost. Within this work, the estimation has been implemented
in an efficient way as follows.

The function of second order to approximate the cost S depending on the disparity d
can be expressed as:

S(d) = ad2 + bd+ c (3.15)

The following observations are given for the cost minimum and its two neighbours:

S(dmin − 1) = a(dmin − 1)2 + b(dmin − 1) + c

S(dmin) = a(dmin)2 + bdmin + c

S(dmin + 1) = a(dmin + 1)2 + b(dmin + 1) + c

(3.16)

In order to simplify the estimation, the costs can be normalized by reducing them by
the minimum cost S(dmin):

y1 = S(dmin − 1)− S(dmin) = a(dmin − 1)2 +b(dmin − 1) +c
y2 = S(dmin)− S(dmin) = 0 = a(dmin)2 +b(dmin) +c
y3 = S(dmin + 1)− S(dmin) = a(dmin + 1)2 +b(dmin + 1) +c

(3.17)
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Furthermore, the disparities can be normalized by reducing them by dmin in order to
estimate a subpixel shift ∆d instead of absolute values. This leads to:

y1 = a(−1)2 + b(−1) + c = a− b+ c

y2 = a(0)2 + b ∗ 0 + c = c = 0
y3 = a(1)2 + b(+1) + c = a+ b+ c

(3.18)

Consequently, the parameters a and b can be resolved as follows:

y1 = a− b
y3 = a+ b

⇒ a = y1 + y3
2

⇒ b = y3 − a = y3 − y1
2

(3.19)

The position of the cost minimum can be determined by forcing the first derivative of
equation 3.15 to be 0:

0 != S′(d) = 2ad+ b (3.20)

Consequently, the disparity shift ∆d and the final disparity d can be determined by:

∆d = − b

2a = y1 − y3
2(y1 + y3)

⇒ d = dmin + ∆d
(3.21)

This interpolation of costs leading to a sub-pixel accuracy can be implemented effi-
ciently. However, the interpolation of costs this way is limited as visible in the pixel-
locking effects as described in section 4.2.1. This is caused by the limited approxima-
tion of the second order function, the remaining sampling error and the properties of
the matching costs. For example, if non-pixel-wise matching costs such as the Census
matching costs are used, only the smoothness constraint part of the costs can be used
for interpolation. In order to achieve better results, pixel-wise matching costs or ad-
ditional refinement methods such as classical Least Squares Matching [Förstner, 1982],
[Gruen, 1985] or extended approaches with projective polynomials for non-planar sur-
faces such as [Bethmann & Luhmann, 2011] could be used.
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Figure 3.6: Disparity filtering - base image, base disparity image, match disparity im-
age; consistency check, speckle filtering, occlusion detection (disparity range
linearly scaled to grey scale - white: high, grey: low, black: no value)

3.4.7 Disparity filtering

Disparity filtering is required to identify and remove mismatches. In particular during
the hierarchical matching, this filtering is important to retrieve correct disparity ranges.
This avoids additional computational efforts and enables faulty matched areas to rematch
in the next level in a narrowed down range as described in section 3.4.3. The following
disparity filtering steps have been implemented within this work:

1. Left-right consistency check
2. Speckle filtering
3. Occlusion filter
4. DOG filter

Figure 3.6 gives an example of the effect of the basic disparity filters for an airborne
image example. The first two filters should always be used, while the occlusion filter
should be avoided if other filtering options occur as discussed in the following subsections.
The Difference of Gaussian (DOG) filter is an additional option to remove the disparity
for weakly textured areas such as sky or overexposed image regions, which is particularly
beneficial for close range applications.
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Left-right consistency check

In the left-right consistency check as also proposed as an option in [Hirschmüller, 2008],
the matching is carried out in both directions - from image I1 to image I2 and vice
versa. The resulting disparity images D1 and D2 are then compared to each other, by
validating whether the disparity shift mapping from the pixel p1 is equal for the pixel
p2. For each pixel p1, the corresponding position x in the epipolar line of the second
image is estimated as x2 = x1 + D1(x1). The difference of this location in the right
image D2(x2) needs to smaller than the discretization error δdmax = 1:

δdmax < D2(x2)−D1(x2 +D2(x2)) (3.22)

Speckle filtering

Remaining mismatches which are not resolved by the consistency check, often result from
identical mismatches for both matching directions or general inconsistencies - e.g. due to
movements between the time of exposure of both images. They can also occur due to the
large initial disparity range and should be filtered as speckle, since they typically lead
to small areas inconsistent to the surrounding surface. The speckle filter should be able
to remove such an area smaller than a certain threshold (e.g. 100 pixels). This speckle
is considered as a mismatch, if the mean difference of the disparity to its neighbourhood
is higher than a certain threshold (e.g. 10 pixels). Within this work, two different
versions of speckle filters were used. An adaption of a Conservative smoothing filter was
implemented. Also, the computer vision library OpenCV [itseez, 2015] provides a more
efficient speckle filtering approach based on a stack-based depth-first search with the
function filterSpeckles [Pulli et al., 2012].

Occlusion filter

In areas of the left image which are occluded in the right image, the probability of
mismatches increases, since the matching method tries to map the pixels to a close-by
region. Most of these mismatches can be eliminated with the consistency check - however,
often some mismatches remain. If multi-stereo is available and consistency checks across
more than 2 images can be enforced, such regions can be filtered using the multi-photo
consistency. However, if only stereo is available, the occlusion filter represents an option
to remove points from the stereo shadow. For this purpose, each disparity is mapped
into the respective direction for a certain range (e.g. up to 50 pixels), while validating if
other disparities represent a mapping that should be occluded. This approach requires
a reliable filtering of mismatches in advance in order to avoid the invalidation of large
areas occluded by the mismatch. Consequently, the approach is particularly of interest
if only single stereo models are processed.
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Epipolar image Raw disparity DOG filtered disparity

Figure 3.7: St. Andrews dataset - weakly textured areas such as the sky or unsharp
background lead to mismatches. The Difference of Gaussian filter enables
the invalidation of such areas in the disparity image.

DOG filter

The Semi Global Matching optimization enables disparity retrieval also for challenging
texture. However, often untextured or unsharp areas shall be removed from the solution.
Also, the smoothness constraint leads to artefacts at edges, where the background is
untextured and thus no valid disparity solution can be determined from the data term.
This leads to a smoothed edge and for example in the case of a sky background to
bright points in front of the solution. In order to remove low texture areas, a filter is
proposed based on a Difference of Gaussian (DOG), which is typically used to perform
edge detection - but also to detect untextured or blurred areas in images.

The Difference of Gaussian filter to perform such a detection of untextured areas can
be subdivided into the following steps:

1. Smooth original image I with Gaussian filter to retrieve I ′

2. Retrieve the DOG image as IDOG = I − I ′

3. Binarize image by a maximum gradient threshold ∆gmax to retrieve mask MDOG

4. Filter speckles with size smaller than amax on mask MDOG

5. Erode remaining mask MDOG

6. Apply mask to disparity image by invalidating values for MDOG 6= 0
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3 Dense image matching approach

In the first step, the source image I is blurred - e.g. by applying a Gaussian filter
with kernel size k = 3 and σ = 1:

I ′ = I ∗ 1
2πσ2 e

−x
2+y2

2σ2 (3.23)

The resulting image I ′ is subtracted from the source image, leading to the DOG image:

IDOG = I − I ′ (3.24)

This difference image depicts the local change in texture and thus can be used to
retrieve untextured areas. Thus a threshold of ∆gmax (e.g. 0.5 grey values) can be
applied to retrieve a binary mask of all pixels, where a change of grey values is larger
than this threshold within the applied mask during the smoothing in step 1.

In order to filter only areas larger than a certain size, a speckle filter as described in
section 3.4.7 can be applied to detect regions with an area larger than amax. Subse-
quently, a morphological filter erosion can be applied to the mask, in order to retrieve
better connected regions and to extend the area at the blurred transition zones of an
edge. This is particularly important, since at discontinuities the smoothness constraint
leads to areas larger than the surface if the area next to it doesn’t provide sufficient
texture and thus no reliable data term. Through the erosion, such over-smoothing at
the discontinuities is prevented which is for example useful for scenes with foreground
objects and a untextured background such as the sky.

The resulting mask MDOG can be used to deactivate pixels in the disparity image
during the image matching. For this purpose, the mask MDOG is retrieved at each
matching level from the epipolar image and applied on the final disparity image of this
level by invalidating all disparities indicated as untextured by the mask. In order to
adapt to the varying image size, a threshold for amax can be chosen as a ratio in respect
to the image resolution.

An example parametrization usable for many applications is a selection of amax with
200 pixels of the image and a grey value difference of 0.5. Thus, an area smaller than
200 pixels, where the grey value within a local neighbourhood of 3 pixels doesn’t change
will be rejected.

The filter is useful for many environments. However, it can also remove areas which are
wanted by some applications. For example, in airborne images streets are often untex-
tured and Semi Global Matching retrieves complete information due to the smoothness
constraint. For these untextured areas, the result might be unreliable. Thus, the filter
should be applied with a reasonably high gradient threshold, in order to only reject
unreliable texture.
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3.5 Multi-stereo triangulation

3.5 Multi-stereo triangulation

3.5.1 Triangulation method

The disparity information retrieved for each stereo model as described in the previous
chapter can be used to compute information in object space. For this purpose, a linear
triangulation approach proposed by [Hartley & Zisserman, 2008] (pp. 312ff) is used.
The basic central projection model can be expressed for the 3D point (X,Y, Z) in object
space, the focal length f and the principal point c as follows:

(X,Y, Z)T 7→ (fX/Z + cx, fY/Z + cy)T (3.25)

This transformation can be expressed using the projection matrix P , which can be
composed from the camera matrix K for the interior orientation, as well as the rotation
matrix R and translation vector t for the exterior orientation:

P = KR [I |−t] (3.26)

The projection matrix P represents the transformation of a point in object space
X = (X,Y, Z)T to the pixel in image space x = (x, y, w)T as follows:

x = PX (3.27)

The projection in image space is expressed in homogeneous coordinates using the scale
factor w as x = w(x, y, 1)T . By denoting pi as the ith row of P , equation 3.27 can be
expressed as follows:

wx = p1XT , wy = p2XT , w = p3XT (3.28)

By inserting the third equation into the first two, two independent equations can be
retrieved:

xp3XT = p1XT

yp3XT = p2XT
(3.29)

For two images I1 and I2, this leads to four independent equations, which can be
arranged in a homogeneous form - enabling an efficient solution of the non-trivial solution
using Singular Value Decomposition.
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3 Dense image matching approach

The homogeneous system can be expressed as AX = 0 with:

A =


x1 pT

(1)3 − pT
(1)1

y1 pT
(1)3 − pT

(1)2
x2 pT

(2)3 − pT
(2)1

y2 pT
(2)3 − pT

(2)2

 (3.30)

where the projection matrix index in brackets indicates the image number followed
by the row number. This system is solved to compute the coordinates of a point X for
every pixel p of every image in order to retrieve a dense 3D point cloud.

3.5.2 Multi-stereo triangulation

By using more than two images to determine a 3D point, the intersection can be improved
by exploiting redundancy. Furthermore, the redundancy can be used to detect outliers -
which is beneficial to detect mismatches or moving objects. In order to solve the system
given in equation 3.30 for more than two images, two additional rows are added for each
image i. For this purpose, the correspondences x = (xi, yi) need to be retrieved for one
mutual 3D point X.

Within the presented approach, the correspondence information is stored in the dis-
parity images resulting from the hierarchical SGM step as described in section 3.4. These
disparity images D refer to the epipolar rectificatified images and their orientation. The
epipolar images are retrieved as described in section 3.2 using a homography H. When
considering a base image Ib as well as its n matching partners [I1, .., In], the corre-
spondences for a pixel xb can be found using the respective disparity images Di and
the homographies Hi retrieved during the epipolar rectification step. This leads to the
following observations x and its respective projection matrices P :

xr(bi) = Hr(bi)xb

xr(i) = xr(bi) −
(
Dbi(xr(bi))

0

)
(3.31)

The index r(bi) depicts the epipolar rectification homography from the base image
to the rectified image of stereo model b ⇔ i. Consequently, for the pixel xb in the
base image with its projection matrix Pb, i correspondences can be retrieved as pixel
measurements xr(i) of the rectified matched images with their projection matrix Pr(i)
based on the disparity information stored in the disparity image Dbi of the respective
stereo model. These pixel measurements xb,xr(1), ...,xr(n) and its respective projection
matrices Pb, Pr(1), ..., , Pr(i) serve as input for the matrix of equation 3.30 in order to
estimate the final point X.
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3.5 Multi-stereo triangulation

3.5.3 Blunder rejection

Often mismatches or weak stereo measurements are present and thus should be excluded
from the triangulation process. For this purpose, an iterative evaluation of the repro-
jection error for each observation is applied in order to detect and reject such blunders.
The reprojection residuals δxi are determined as the Euclidian distance d between the
projected point X and the initial observations xi for each image i as follows:

x′i = PiX
δxi = d(xi, x′i)

(3.32)

By limiting the reprojection to a maximum value (e.g. δmax = 1 pixel), erroneous
measurements can be rejected in an iterative way. At each iteration, only the observa-
tion with the largest residual is rejected. A result is achieved if sufficient measurements
remain according to a minimum fold threshold (e.g. 3 images). The final mean reprojec-
tion error σx for the final point X can be determined for the remaining measurements
i as a mean of all reprojection residuals δxi:

σx = 1
n

n∑
i=0

δxi (3.33)

The used approach of evaluating and rejecting the maximum reprojection error works
in most conditions as long as the amount of correct measurements per point is signifi-
cantly larger than of blunders. However, the approach is limited in its detectability of
correct measurements in the presence of more outliers.

Another limit of the used approach is the detectability of errors in far distance. For
points at far distance to the camera, the error in object space σX increases due to
glancing intersections while the reprojection error σx for an equal error at the point
in objects space σX is decreased. Consequently, also the detectability of blunders gets
decreased leading to an increased outlier ratio for points at far distance. Typically,
such points with glancing intersection should be rejected generally. For this purpose, an
angle filter is applied, which rejects points having no measurements with an intersection
value above a certain threshold (e.g. 4 degrees). Another possible extension would be a
filtering approach in object and image space simultaneously - for example as proposed
in [Hu & Mordohai, 2012].
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3 Dense image matching approach

3.6 Conclusion

Within this chapter, a multi-baseline approach with a hierarchical stereo method was
proposed and described in detail. It is capable of retrieving a point cloud for each
image with high density of one sample per pixel while utilizing the matching result from
multiple stereo models simultaneously in a multi-stereo triangulation step. The stereo
method works hierarchically and uses a regularization to retrieve dense disparity maps
also for challenging texture and large depth variations without the requirement of initial
depth information.

The key benefit of the multi-baseline approach is the scalability to large datasets, since
each image can be processed individually. Furthermore, the processing of individual
stereo models while only optimizing along the epipolar line reduces complexity, since the
disparity computation and the correspondence estimation for the ray triangulation can
be carried out in image space. A limitation of the multi-baseline approach with matching
on epipolar lines is the requirement of high quality orientation information, since errors
across the epipolar line direction cannot be compensated.

The stereo matching method uses Semi Global Matching as regularization, which en-
forces smoothness through an efficient recursive cost aggregation based on a fronto-
parallel shape prior. This enables dense results even for challenging texture with noise
or repetitive patterns while preserving sharp discontinuities. A disadvantage of the ap-
proach is the fronto-parallel shape prior in the presence of strongly slanted surfaces,
where the smoothness constraint leads to artifacts. Also, a window based matching cost
as the Census matching cost is well suited for stereo pairs with sufficient image simi-
larity also in the presence of radiometric differences, but suffers from strong perspective
changes. This limitation could be overcome by projective matching costs considering the
surface normal or plane sweeping approaches as discussed in chapter 2.

A key drawback of the original Semi Global Matching method is that the full disparity
range is evaluated in the cost determination and cost aggregation step. This is partic-
ularly an issue for close range datasets with high image resolution and strong depth
variations, since the disparity ranges become very large leading to increased computa-
tional efforts and ambiguities. For this purpose, a hierarchical extension was proposed
within this chapter, which enables an individual disparity range for each pixel. This
disparity range is narrowed down using multiple resolutions on an image pyramid and a
dynamic cost structure. This subsequent reduction of search space reduces the amount of
ambiguities, which is beneficial for repetitive texture and if a low smoothness constraint
is chosen for the benefit of depth resolution. Furthermore, an automatic determination
of the disparity range is enabled by the hierarchical approach avoiding the requirement of
prior depth knowledge. A disadvantage of the automatic disparity determination within
the hierarchical approach is that small structures which are not resolved on the initial
resolution levels might get lost. This issue is addressed by adaptive window sizes used
during the pixel-wise disparity range determination step.
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3.6 Conclusion

The multi-stereo triangulation step utilizes the dense disparity information from mul-
tiple stereo models to derive one point cloud for each image. Thus, multiple rays are
intersected - enabling a more reliable point detection but also a rejection of outliers. For
the outlier rejection a reprojection error based approach was applied.

The selection of suitable stereo models remains as a challenge particularly for complex
scenes, where simple approaches like selecting neighbouring cameras as used within this
chapter cannot be applied. Thus, an extended stereo model selection approach according
to optimal geometric conditions and the performance of the matching method is discussed
in detail within the subsequent chapter 4.

As a limitation of the approach of this chapter, the image-wise point clouds lead to
overlapping, redundant surface observations in object space. In order to retrieve a unique
surface representation and to filter remaining outliers which can be detected within the
image-wise approach, a point cloud fusion and filtering post processing step is proposed
in chapter 5.

Within chapter 6, the approach is evaluated in comparison to ground truth and other
methods. In chapter 8, exemplary results for various datasets are shown confirming the
ability of the presented approach to process complex scenes, but also the scalability to
large datasets and the support of multi-scale scenarios.
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4 Stereo model selection

4.1 Motivation

The first step of multi-view stereo methods is the selection of suitable stereo models -
or in the case of direct multi-photo consistency the potential matching partners. The
selection should consider the geometric configuration to retrieve optimal precision but
also the performance of the image matching method depending on the image similarity
- e.g. for large baselines, where the matching quality gets decreased.

A simple approach to stereo model selection is the utilization of the available orien-
tation information – e.g. the camera position as well as their viewing direction. The
viewing direction indicates whether the cameras are convergent or divergent, which can
be used to filter suitable stereo models followed by a selection of the n closest cameras.
This approach selects cameras with parallel views, however, suffers from the unknown
intersection angles at the object surface, since the distance between the camera and the
acquired surface is not known. This is particularly a challenge for short baseline im-
agery (e.g. video streams), where the intersection angle of the n closest images would
be too small to retrieve precise geometry. Besides, many images cover the same surface
and thus highly redundant data is processed. For some applications, this redundancy
can be beneficial in order to reduce noise. However, in most applications this benefit
does not compensate the high processing time requirements. Thus, a reduction of the
involved stereo models would be beneficial, which requires additional knowledge about
the geometric conditions.

Consequently, a method is required to analyse the surface in object space – which can
be retrieved as a sparse point cloud by performing a dense reconstruction step on low
resolution images. The neighbourhood analysis should be able to detect the overlap-
ping points between point clouds from different images, while automatically adapting
to varying point density, as it frequently occurs due to varying image scale. Thus, the
approach and search structures presented in the previous chapter can be utilized.

The following chapter is based on the publications “Image acquisition and model selec-
tion for multi-view stereo” [Wenzel et al., 2013a] and “Stereo model selection and point
cloud filtering using an out-of-core octree” [Wenzel et al., 2014a]. It begins with general
geometric considerations with respect to properties of dense image matching. Based on
these considerations, a stereo model selection approach utilizing surface information in
object space is proposed in section 4.3.
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4 Stereo model selection

4.2 Geometric considerations

Independent of scene information, the image acquisition has to be planned according to
the needs regarding precision and resolution. The relation can be approximated for a
stereo measurement in the stereo normal case with distance Z, baseline B, focal length
f , pixel pitch p and disparity d as [Kraus, 2007]:

− Z = fB

dp
⇒ d = −fB

Zp
(4.1)

The derivation by the depth Z leads to the propagation of variance in depth in respect
to the variance in the image:

∆d = fB

pZ2 ∆Z (4.2)

Thus, the precision of depth σZ for a point from a stereo measurement in relation to
the measurement accuracy in image space σd can be expressed as:

σZ = pZ2

fB
σd (4.3)

Consequently, the precision of the photogrammetric measurement mainly depends on
the two components f/Z, which represents the image scale, and B/Z, which represents
the intersection angle. The used camera defines the pixel size, and with that the angular
resolution. According to the required depth precision, image scale and intersection angle
should be chosen.

Small intersection angles and image scales lead to high completeness due to the high
image similarity and the good matching performance, but also poor depth precision due
to the weak geometrical conditions.

In contrast, large intersection angles and large image scales provide better depth
precision, but suffer from the lower image similarity. The intensity of this depends
on the dense matching method - in particular its shape priors and its ability to handle
projective differences as discussed also in chapter 2. In order to find the optimal solution
for the proposed matching method, different extreme cases with low image scales and
intersection angles, but also with high angles and scale have been evaluated as discussed
within the following sections.
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4.2 Geometric considerations

Figure 4.1: Evaluation setup with two industrial cameras (IDS 2280, 5Mp) at 7.5cm
baseline and additional texture projection.

4.2.1 Small baseline, intersection angle and image scale

In order to find the minimum baseline, the impact of small intersection angles on the
precision of dense image matching was evaluated. A calibrated rig of two industrial
cameras (IDS 2280 with 5 Megapixels) at a baseline of 7.5cm was used to acquire a
stereo image pair of a scene as shown in figure 4.1. The scene contained a sphere and a
plane illuminated by an artificial texture from video projectors. In order to evaluate the
precision of the 3D points derived by the dense image solution in respect to image scale
and the resulting intersection angles the acquisition was performed at several distances
between 70cm and 140cm.

The relative orientation for the camera rig was determined using the software Australis
[Photometrix, 2015] in combination with a calibration pattern. The measurement of
corresponding points was performed using an ellipsoid fitting for the targets with a
precision better than 0.1 pixel. For each stereo pair, one 3D point cloud was computed
using the multi-view stereo approach described in chapter 3 as shown in figure 4.2.

Since only the precision in object space with respect to intersection angle and image
scale shall be evaluated, a best-fit plane and a best-fit sphere were estimated for the
7 point clouds. Thereby, the impact of transformation uncertainties to reference data
can be avoided. The fitting of the sphere and the plane, as well as the visualization
of differences was performed using the software GOM Inspect [GOM, 2015]. Outlier
points with a residual larger than 3σ were not considered. Thus, only local noise on the
surface is estimated, while neglecting outliers as occurring due to missing redundancy of
multiple stereo models.
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4 Stereo model selection

Figure 4.2: Image of evaluation scene and resulting point clouds for several distances.

Figure 4.3: Multi-view acquisition result of comparable scene, containing a sphere with
7.5cm radius acquired with 28 images with 5MP each at about 60cm distance.
The standard deviation to the best fitting sphere amounts to 0.25mm.

Figure 4.4: Evaluation of noise at the surface for very small intersection angles. A best
fitting sphere and a best fitting plane were compared to the point cloud.
With the decrease of intersection angles, the noise is increasing. The visible
pattern results from the sub-pixel locking effect, which indicates that the
method of sub-pixel accuracy determination is not able to compensate the
weak depth sampling caused by the weak geometric configuration.
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Best fitting sphere

D [m] 0,70 0,80 0,89 0,99 1,11 1,25 1,39
α [◦] 6,13 5,39 4,79 4,33 3,88 3,44 3,09
P [mm] 0,30 0,34 0,39 0,43 0,48 0,54 0,60
σZ [mm] 0,39 0,46 0,51 0,62 0,76 1,06 1,35
σd [px] 0,14 0,13 0,11 0,11 0,11 0,12 0,12

Best fitting plane

D [m] 0,76 0,86 0,96 1,05 1,18 1,32 1,46
α [◦] 5,62 4,99 4,46 4,08 3,65 3,25 2,93
P [mm] 0,33 0,37 0,41 0,45 0,51 0,57 0,63
σZ [mm] 0,45 0,52 0,66 0,76 1,00 1,26 1,58
σd [px] 0,13 0,12 0,12 0,12 0,13 0,13 0,13

Table 4.1: Evaluation results. Distance D, intersection angle α, ground sampling dis-
tance P , std. deviation at object σZ and deviation in image space σd.

In the presented example, the baseline B amounted to 7.5cm, the focal length f to
8mm and the pixel pitch p to 3.45µm. By using the relation between object and image
precision for the stereo normal case from equation 4.3, the corresponding precision in
image space σd can be determined according to the measured deviation at the object. The
results are given in figure 4.4 and in table 4.1. As expected, the resulting measurement
precision in image space is rather constant for all configurations, while the precision in
object space decreases due to the decreasing intersection angle and the decrease of image
scale. The matching precision in image space is in particular depending on texture and
the behaviour of the matching method in respect to geometric conditions. Such geometric
conditions can be strong convergence of the stereo pair or slanted surface, which lead to
a decrease of image similarity.

For very small intersection angles, repetitive patterns become visible in figure 4.4.
This is caused by insufficient depth discretization and non-normal distributed sub-pixel
accuracy estimation which is also known as sub-pixel locking. Additionally, the fronto-
parallel shape prior of the SGM smoothness constraint cannot compensate the weak
geometric configuration as long as the observed surface is not fronto-parallel to the
camera. The effects can be overcome by avoiding weak geometric configurations and
using multiple stereo models in the an multi-stereo environment. Furthermore, it can
be influenced with the choice of the matching cost and compensated using methods
as proposed by [Shimizu & Okutomi, 2002] or [Stein et al., 2006], where the sub-pixel
accuracy is increased using affine transformations for the window.

Even though small intersection angles lead to noisy results, models with small base
lines should be used in multi-view datasets due to the higher image similarity required
for complex surfaces to avoid occlusion while benefiting from the increased redundancy.
This redundancy is also beneficial for outlier rejection since measurements with strong
intersection geometry can be validated. Figure 4.3 shows a result for a similar scene to
the evaluated one with 28 images of the same camera type. The camera set-up leads
to an improved intersection geometry as well as redundancy and thus to a result with
lower surface noise of 0.25mm standard deviation to a best fitting sphere.
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Figure 4.5: Acquisition of the surface (blue) with a normal vector n by a camera with
focal length f and pixel pitch p. The shift in depth ∆Z between two neigh-
boring pixels leads to a disparity gradient ∆d.

4.2.2 Large baselines and surface tilts

In order to evaluate dense surface reconstruction for large baselines and intersection
angels, the performance of the matching algorithm has to be considered. While the
geometric conditions are optimal for rather large intersection angles closer to 90◦, the
matching performance is decreased since the image similarity is reduced. This image
similarity is mainly dependent on this angle if a Lambertian reflecting surface is assumed,
but also the angle between normal vector and viewing ray. The latter is particular
important for complex surfaces, where surfaces are often tilted more than 20◦ in relation
to the viewing direction and no observation of these surfaces in the direction of the surface
normal is possible. Thus, flat surfaces fronto-parallel to the camera can be matched
successfully on larger angles than tilted surfaces. Approaches considering projective
changes such as plane sweeping or projective matching costs as discussed in chapter 2
reduce this issue.

Hence, the impact of the surface normal in respect to the intersection angle on the
precision of the disparity measurement needs to be investigated. As shown in equation
4.1, the relation between variations in depth and the corresponding variation in the
disparity measurement can be expressed by:

σd = fB

pZ2σZ (4.4)

According to that, we can express a depth change ∆Z between two neighboring pixels
on the object in relation to the resulting disparity change ∆d in image space (figure 4.5).
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Figure 4.6: Relation between base to height ratio, angle between surface normal and
viewing ray and the resulting disparity shift. If the shift becomes large, e.g.
greater than 1 pixel, the matching becomes difficult and can fail. Thus, very
large base to height ratios should be avoided particularly for slanted surfaces.

Based on this, the disparity variation for a certain angle between surface normal and
viewing direction can be estimated. If the two different viewing rays of neighboring
pixels are approximated to be parallel, this angle η can be expressed by:

tan η = ∆Z
P

= f∆Z
pZ

(4.5)

Thus, the disparity change ∆d can be approximated by:

∆d = pZ∆ZB tan η
pZ2∆Z = B tan η

Z
(4.6)

Thus, the relation base-to height ratio, surface normal and the resulting shift in the
disparity for a certain depth change can be approximately determined and visualized as
shown in figure 4.6. Sufficient image similarity is given, if the disparity gradient is rather
small. Therefore, the gradient in depth of two neighboring pixels is considered. If the
resulting disparity shift is too large, e.g. larger than 1 pixel, the matching might fail.
Typically, scenes with non-flat surfaces contain angles for the surface with up to 60 ◦tilt
angle. Thus, enough models with smaller intersection angles at the object (e.g < 30◦)
should be available to retrieve dense depth information also for complex surfaces.
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Figure 4.7: Photogrammetric acquisition of the white test object “Testy” using artificial
texture from 3 video projectors and result of Structure from Motion recon-
struction by the software VisualSfM [Wu, 2011]. Orientations and sparse
point cloud for 46 images.

4.2.3 Evaluation

In order to investigate the behavior of dense image matching with respect to the accuracy
of the exterior orientation of the images, a point cloud of a reference object with known
surface was evaluated. This reference object with the name “Testy” was developed by
[Reulke & Misgaiski, 2012] for the evaluation of 3D measurements methods. It has a size
of about 35cm and contains different geometric structures. A GOM Atos 1 structured
light system was used to acquire a reference dataset for the surface with a precision of
10µm.
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Reference Multi-Stereo Single model, 3◦ Single model, 15 ◦ Scale [mm]

Figure 4.8: Difference of point cloud to reference surface, visualized using the software
CloudCompare [Girardeau-Montaut, 2016]. Reference surface from struc-
tured light, result from multi-stereo, result from single stereo model at
3◦mean intersection angle, result from single model at 15◦.

In order to acquire a point cloud of the white object with poor texture, 3 video projec-
tors were used to project texture from multiple directions. Subsequently, 46 images were
acquired using a Nikon D7000 DSLR in a circular shape around the object. The interior
and exterior orientation was determined automatically using the software VisualSFM
[Wu, 2011] without prior calibration. The orientations were used to perform dense im-
age matching as described in chapter 3 to derive a dense point cloud. The scale for the
resulting point cloud of about 80 Mio. points was estimated using a best-fit cylinder in
the cylinder shaped part of both point clouds. The transformation to the reference object
was determined using the Iterative Closest Points algorithm [Besl & McKay, 1992].

In order to compare the difference to the reference surface visually, the software Cloud
Compare [Girardeau-Montaut, 2016] was used. A difference to the mesh was computed
and visualized, as shown in figure 4.8. The results indicate the improvement of the
precision with increasing angles and the improvement due to high redundancy by means
of many stereo models, as visible in the second image. Here, each pixel is observed in
many images, which enables outlier rejection and noise reduction.
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B [mm] α [◦] σδ [mm] δ [mm] Otl. [%]
48,65 3,43 0,45 -0,18 1,59

128,90 9,09 0,37 -0,02 1,41
221,87 15,62 0,32 0,00 2,98
292,32 20,49 0,30 0,00 3,89
394,71 27,38 0,28 0,03 6,64
446,50 30,80 0,27 0,01 6,64
543,75 37,18 0,28 0,02 10,64
609,87 41,31 0,30 0,00 15,44
671,62 45,18 0,32 -0,02 16,91

Table 4.2: Differences of the point cloud from 9 single stereo models to the reference
surface in ray direction. Baseline B, intersection angle α, std. deviation of
difference σδ, mean of difference δ, amount of outliers.

In order to evaluate the dataset quantitatively, point clouds for 9 stereo models with
different baselines to a particular base image were chosen. The reference was projected
into the base image, in order to compare differences between the ranges for each pixel
in direction of the viewing ray.

Table 4.2 shows the results. As expected, the amount of outliers increases, since the
matching fails more likely, as discussed in section 4.2.2. Additionally, the overlap of the
two images becomes lower, which leads to lower completeness. The varying mean of the
difference indicates slight errors in the transformation to the reference data. However, the
accuracy in object space reaches a minimum at an intersection angle of 30◦ - indicating
an optimal intersection angle for this configuration.

An unconsidered impact is represented by the orientation parameter quality. Accurate
orientation information is required, since otherwise deformations at the object occur or
the epipolar constraint is not satisfied, leading to issues when matching only along the
epipolar line. In this case, a bundle adjustment with ground control would improve
the result, since scaling errors, drift problems in the bundle and registration errors can
be reduced. Furthermore, the used adjustment of VisualSfM uses only a minimum of
parameters for the interior orientation (e.g. 1 distortion coefficient only) and feature
points with a relatively low measurement precision (about 1 pixel). Thus, better results
can be expected when using a bundle adjustment with better camera models and more
precise feature points.
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4.3 Stereo model selection approach

Within the previous sections, the impact of using suitable stereo models for the stereo-
wise matching but also for the intersection of rays for the retrieval of point clouds
was discussed for multiple scenarios. The selection of suitable stereo models is thus an
important step for a workflow using stereo-wise matching - in particular in respect to the
overlap, the image similarity and the contribution to geometry. This geometric precision
is mainly dependent on image scale and the intersection angle at the object. While a
geometrically optimal intersection angle is about 90 degrees, the matching quality suffers
from such large intersection angles, since the image similarity is low. This leads to lower
performance for image matching and thus to lower reliability and density.

Besides the intersection angle, the image similarity is decreased for surfaces, which
are not parallel to the image plane. Furthermore, such slanted surfaces are particularly
difficult for dense matching algorithms similar to Semi Global Matching as used in this
work, due to the smoothness constraint used in these algorithms as described in section
4.2.2. This smoothness constraint is based on penalty terms, where disparity jumps
of zero or one pixel are treated with a lower penalty than higher jumps. Thus, the
optimization through the smoothness constraint gets lost if a disparity gradient of 1.

Apart from image similarity and matching performance, the amount of occlusions
is increased for non-planar objects if the intersection angle is large. Within previous
investigations, stereo models between 5 and 30 degree intersection angles have shown to
be a suitable compromise for arbitrary surfaces as described in the previous sections. In
particular when multi-stereo triangulation is used, such intersection angles can lead to
high geometric quality if the cameras are well distributed. For example, an image with
one stereo model on the left side with 20 degrees and another model on the right side
with 20 degrees leads to an overall intersection angle of 40 degrees for pixels that can
successfully be matched in both stereo models. At the same time, the image similarity
within the stereo models is high, which leads to a high matching quality.

Within the presented multi-view stereo framework, two different approaches are used
for stereo model selection:

• Analysis of camera orientation information

• Analysis of surface geometry in object space

The first approach is a simple approach for selecting approximate stereo models with-
out requiring information about the acquired surface in object space. It is sufficient for
many applications. However, if cameras are distributed closely to each other leading
to small base to height ratios across the dataset as for example occurring for video se-
quences, knowledge about the object surface should be taken into account as proposed
in the second method.
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4 Stereo model selection

4.3.1 Analysis of camera orientation information

The analysis of camera orientation consists of two steps:

1. Analysis of principal ray directions

2. Analysis of the camera positions

The principal ray directions represent the viewing direction of the camera. In order
to avoid divergent views and views with too much convergence, an analysis should be
performed to narrow down the amount of potential stereo models.

The direction of the principal ray r can be composed from the third row of rotation
matrix R in case R is representing the transformation of a point from the object space
coordinate system to the camera coordinate system. By retrieving the dot product from
these two vectors, the convergence angle α can be retrieved.

cosα = r1r2
|r1||r2|

(4.7)

In order to determine whether the stereo model is convergent or divergent, the princi-
pal rays are intersected in space. Within this step, the viewing direction defined by the
direction of the vector r and the sign of the focal length needs to be considered. Since
the principal rays in practice usually do not intersect, the middle point of the closest
connection between both rays is considered instead.

With this approach, divergent stereo models can be rejected while preserving only
nadir and convergent models. By subsequently selecting the n closest cameras for each
camera in terms of the distance between the projection centers, an approximate selection
can be performed.

This approach is straight forward and does not require additional approximate object
space information. This approach however fails, if the image density is very high (e.g.
video) or the distance to the object is high – since both lead to too low intersection
angles at the object and thus to insufficient precision on the object.

In order to improve stereo model selection, object space information should be taken
into account. The selection should be performed according to suitable intersection angles
at the object, while taking the overlap into account since it indicates connection as well
as mutual coverage of each particular stereo model. Thus, completeness and geometric
quality can be improved by the approach described in the following sections.
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4.3 Stereo model selection approach

4.3.2 Overlap estimation

In order to select suitable images as well as stereo models, the information of overlapping
surfaces is required. For this purpose, feature points available from the Structure from
Motion orientation method or point clouds derived for each image using dense image
matching on low resolution (e.g. 200 by 200 Pixels) can be used. The latter method can
be used in a more generic way, since very often only the orientation information of the
camera and not the feature points are available or not extracted for individual scenes.

Overlap from feature points

The overlap from feature points from Structure from Motion can be determined by
evaluating feature tracks. The tracks describe homologous points along multiple stereo
models by using descriptors and the feature position in the image. By stepping through
all points and storing their source image correspondence, the connectivity information
as well as the overlap between the images can be determined.

A major drawback of this approach is, that the feature point information is required.
This is an issue if this information can’t be retrieved due to proprietary or limited
data formats of the orientation source. For fixed setups, where a fixed relative camera
orientation is in use, feature points or approximate surface information is not availble
while the image content can change after each acquisition. Consequently, the following
approach is preferred, where the required information is derived during the dense image
matching step.

Overlap from dense image matching

In order to determine the overlap, image matching for the block is performed on low
resolution for a large number of stereo models selected using the approach described in
section 4.3.1. When considering an image pyramid, the image resolution and thus the
disparity range is decreased by a factor of 2. Thus, each lower resolution level decreases
the complexity of the matching by 1/8 – which results for a level 5 processing in a 1/40th
of the processing time at original resolution.

In the dense image matching approaches used in context of this work as described in
section 3 as well as in [Rothermel et al., 2012], one point cloud is derived for each image.
Subsequently, the overlap can be described by the amount of points of each base image
overlapping with another base image in relation to the total point count of the image.
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Thus, the key challenge is to determined homologous points of these point clouds. A
simple approach for this would be to track points through stereo models like in Structure
from Motion methods. However, a major drawback is that often dense matching is not
possible for challenging stereo pairs even though robust feature descriptors would be able
to create a connection. This is particularly true for blocks with strong scale variances
or if required stereo models cannot be matched in the initial selection.

In order to still use the point clouds from dense image matching, we use the tree struc-
ture as well as the filtering approach described in section 5.4. The tree is subdivided into
deeper levels, until each node contains not more than a predefined count of points of each
point cloud. This leads to clusters of homologous points indicating overlap information
independent of the scale and adapting to non-uniform distribution and density.

4.3.3 Connectivity information

Within the analysis of overlap in object space, this overlap information can be used to
build connectivity information. This connectivity information is subsequently analysed
to select stereo models and images to be considered in the dense matching process on
full resolution in order to improve the geometric quality of the reconstruction and to
reduce processing time. In order to derive this matrix, one connection is added for each
correspondence of different clouds for each point in the correspondence cloud, as shown
in table 4.3 using pseudo code.

The result of this step is a connectivity matrix C, indicating the number of connections
for each stereo model (point count connectivity). The count of points for the stereo
model between image i and image j is stored in the matrix element C(i, j). On the main
diagonal, the total number of points with connections for this image can be found. Thus,
a normalized point count connectivity can be created, by dividing each row r by its total
number of points on the diagonal element C(i, j). Consequently, each element value in
each row r depicts the percentage of connections and thus, the overlap in object space.
By using a maximum occurrence of 1, the voxels are partitioned until only one point
from each point cloud is available. However, this voxel width is typically too small to
derive reliable overlap information, due to shifts of the point clouds, density differences
and sampling effects from the voxel grid.

In order to compensate this, the voxel width for deriving the correspondence point
cloud needs to be extended. As described in section 5.4, the voxel width can be extended
by either defining a minimum voxel width value, or by increasing the maximum occur-
rence threshold. However, the first approach doesn’t adapt to non-uniform distribution
– furthermore, the desired sampling width is typically not known. Thus, we use an
increased maximum occurrence value (e.g. 10), which leads to clusters of points. Since
each correspondence within such a cluster is only taken into account once, the correspon-
dence information becomes more reliable. Furthermore, the number of correspondences
is reduced, which is beneficial for the processing time in particular for large datasets.
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s e t img count to image count
c r e a t e matrix C with img count rows and c o l s
s e t matrix to 0

f o r each po int k in correspondence c loud
f o r each cloud index i

Set C( i , i ) = C( i , i ) + 1
f o r each cloud index j = i +1

Set C( i , j ) = C( i , j ) + 1
Set C( j , i ) = C( j , i ) + 1

end f o r each
end f o r each

end f o r each

Table 4.3: Derivation of connectivity matrix from correspondence cloud

4.3.4 Angle estimation

In order to estimate the angle between stereo models, the angle of intersection at each
point from the correspondence point cloud is evaluated. For this purpose, two rays are
reconstructed from the known camera centres of the respective images to this point.
With the cosine function, the angle between these rays can be determined. This angle is
stored in another connectivity matrix, where each stereo model between image i and j
is represented in the matrix cell (i, j). In order to derive the mean angle for each stereo
model, the angles are accumulated by adding up the angles determined for each model
in the respective cell in the angle connectivity matrix A.

4.3.5 Decision criterion

Stereo models with long baselines for optimal intersection angles typically suffer from
insufficient overlap and image similarity. In contrast, stereo models with short baseline
and optimal image similarity, typically suffer from an insufficient intersection angle.
Thus, a compromise is required to select the optimal stereo model.

For this purpose, we propose a combined criterion φ – comprising the overlap η and
a mean angle α at the object. The value η is represented in the normalized point
count connectivity described in section 4.3.2, which indicates the overlap within a range
between 0 and 1. The mean angle α is available in the angle connectivity matrix.

The algorithm shall select stereo models closest to a certain angle, while taking into
account the overlap information. For this purpose, a vector of desired angles can be
defined (e.g. 10 degrees and 20 degrees) to derive stereo models close to this config-
uration. In order to avoid rough thresholds but to adapt flexibly, we use a Gaussian
distribution around the defined angles as weight for the overlap information. This results
in a decision criterion.
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The Gaussian distribution can be represented by the probability density function
depending on the parameter x, an expectation value µ and the standard deviation σ:

f(x) = 1
σ
√

2π
e

1
2 (x−µ

σ
)2 (4.8)

A normalized criterion with a value range of [0, 1] is desired, which depends on the
desired angle µ (e.g. the selected 10 degrees) according to the given angles α. For this
purpose, a distribution with regard to the given angles is defined. Furthermore, a small
constant shift τ (e.g. 0.01) is added, to not let the distribution be close to 0, but allow
small weights for stereo models distant to the desired angle. This is beneficial, if no
other stereo models are available. Introducing the shift τ requires again normalization,
in order to obtain a value range for the angle weight between 0 and 1. This leads to the
angle weight ω as follows:

ω(α) = 1
1 + τ

(τ + e
1
2 (α−µ

σ
)2) (4.9)

In order to prefer images with high overlap and similar angles at once, the overlap η
can be combined with the angle weight ω to the criterion φ(α,η):

φ(α, η) = ηω = η

1 + τ
(τ + e

1
2 (α−µ

σ
)2) (4.10)

By finding the stereo model with a maximum for the criterion φ, the most suitable
stereo model can be defined for the previously determined vector of angles µ. For ex-
ample, two stereo models with 15 degrees can be determined iteratively, by deactivating
already selected models.

A key parameter of the criterion is thus the standard deviation, since it defines the
weighting of the angle in terms of overruling the important overlap information when no
suitable model for both parameters is found. For example, if a stereo model of 5 degrees
is selected, but another model with 8 degrees exists with a 50% higher overlap, the more
overlapping image should be preferred. For this purpose, a high standard deviation value
(e.g. 10 degrees) should be used – enabling a rough preference, while not overruling the
important overlap information. Thus, the most suitable stereo models are found even if
no model with the desired angle configuration exists. Instead, the most suitable available
model will be selected in respect to its angle similarity and the overlap.

This enables the specification of generic angles µ, where the impact of the angle in
relation to the overlap is defined by σ. At a difference of one α to the selected angle, the
proposed distribution will lead to a weight of roughly 0.5, and thus compensates a 50%
higher overlap of the image. Closer to the selected angle µ, stereo models with higher
overlap will still be preferred, since the weight difference is smaller.
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4.3.6 Implementation overview

The implementation of the advanced stereo model selection without given object space
information is based on the camera orientation information. The implementation of the
approach can be described by the following steps:

1. Object space information retrieval
a) Analysis of camera orientations
b) Dense matching at low image resolution

2. Overlap estimation:
a) Integration into voxel space
b) Building up of correspondence point cloud

3. Derivation of point count connectivity matrix
a) Normalization (contains η)

4. Derivation of angle connectivity matrix (contains α)

5. Determination of suitable models - For each image i:
• For each desired angle µ:

– Determine decision criterion φ(α,η)
– Find and select maximum of φ
– Deactivate model for following queries

4.4 Conclusion

For the stereo model selection, the flexible structure of the out-of-core octree can be
used to analyse overlaps between point clouds in a generic way without requiring feature
points or other prior information of the dataset beside the orientation information of the
camera. This is particularly useful for fixed camera calibration setups.

Within the octree, the adaptive voxel sizes enable a clustering adapting to the local
point density, while providing reliable overlap information. In order to determine optimal
stereo models, this overlap and the local intersection angle are taken into account using
a weighting function. The resulting criterion can be maximized to find suitable stereo
models according to predefined intersection angles, while the method adapts robustly by
selecting alternative models if models with the particular angles are not available.
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The presented approach can be reduced to improve geometric conditions for the dense
reconstruction, but also to reduce processing time since less models are needed. This is
in particular suitable for datasets, where images were acquired with small baselines – e.g.
due to high acquisition frequency as present for video streams. As a limitation of the cur-
rent approach, still thresholds for the angles are required which describe suitable stereo
models. Within future work, the impact of different configurations of selected angles
should be further evaluated and preferably selected automatically through a complete
model of image similarity automatically adapting to the dataset and the limitations of
the utilized matching method. Furthermore, the image point clouds could be evaluated
in clusters according to the depth, in order to avoid difficulties of the mean angle due
to large depth variations in the scene. A further extension of the approach could be a
method detecting and avoiding redundant stereo models while ensuring completeness.

4.5 Results

The proposed method for stereo model selection has been shown for three exemplary
datasets on pages 71 - 73. The first dataset shown in figure 4.9 consists of 43 camera
stations acquired as a ring around a church ruin in St. Andrews, Scotland. Thus, the
angle between each image is roughly 8-10 degrees. For evaluation purposes, the angles
to be selected (µ) were defined as as two 8 degree models, two 16 degree models and two
32 degree models – even though such a large amount of stereo models would in practice
not be required. Figure 4.10 shows the normalized overlap connectivity matrix, which
indicates the connection in dependency of the area covered by the particular image.
Furthermore, the mean angle connectivity as well as the finally selected stereo models
are shown. The selected stereo models show that the selection according to the angle
succeeds. In the following figure 4.11, the overlaps as well as the decision criterion for
the selection is given, where each dot represents one stereo model, the x axis the angle
in degrees and the y axis the decision criterion.

The El Capitan example given in figure 4.16 on page 72 shows a dataset from Yosemite
National Park in California. 42 images were acquired with wide angle and far distance
from a large object. The key challenge in this dataset is the small baseline between the
images with respect to the distance to the object. For the simple approach of selecting n
nearest neighbours (e.g. 5) as the stereo model, the dense reconstruction would lead to
unreliable data due to insufficient geometric conditions. The presented approach selects
suitable models and enables the derivation of a reasonable surface.

The Rottenburg example on page 73 shows a partial dataset of a church tower, which
was acquired using an octocopter. Here, the challenge is the inhomogeneous distribution
including very short base lines between the first images. The algorithm proofs to select
the correct stereo models according to the specified angles.
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Figure 4.9: St. Andrews dataset. 43 images with 5 Megapixels in circular distribution.

Figure 4.10: Normalized overlap, mean angle and decision for µ=[8,8,16,16,32,32 degrees]

Figure 4.11: Decision criterion for angles 8 (red), 16 (green) and 32 (blue) degrees. Dot-
ted, black: overlap information. Line: theoretical distribution based on
angle only. Dotted: effective distribution of criterion.

Figure 4.12: Resulting point cloud after stereo models selection and dense image match-
ing. Left: overview, right: detail.



Figure 4.13: El Capitan dataset. 42 images with 16 Megapixels at far distance.

Figure 4.14: Normalized overlap, mean angle and decision for µ=[8,8,16,16,32,32 degrees]

Figure 4.15: Decision criterion for angles 8 (red), 16 (green) and 32 (blue) degrees. Dot-
ted, black: overlap information. Line: theoretical distribution based on
angle only. Dotted: effective distribution of criterion.

Figure 4.16: Left: resulting point cloud after stereo models selection and dense image
matching. Right: triangle mesh derived from point cloud.



Figure 4.17: Rottenburg dataset. 11 images with 16 Megapixels close to each other.

Figure 4.18: Normalized overlap, mean angle and decision for µ=[8,8,16,16,32,32 degrees]

Figure 4.19: Decision criterion for angles 8 (red), 16 (green) and 32 (blue) degrees. Dot-
ted, black: overlap information. Line: theoretical distribution based on
angle only. Dotted: effective distribution of criterion.

Figure 4.20: Resulting point cloud after stereo models selection and dense image
matching





5 Point cloud fusion and filtering

5.1 Motivation

An optimal surface representation uses a minimum amount of samples while preserving
the available detail according to the local surface noise. In contrast, many multi-stereo
approaches as described in chapter 2 and the one proposed in chapter 3 lead to surface
data, which is still redundant with varying data quality and contains outliers. In the
presented approach, overlapping dense point clouds are derived for each image due to
the multi-baseline approach. Thus, a fusion step is required in order to remove this
redundancy and to filter remaining outliers in object space.

Image space

• use epipolar relations

• corresponding measurements from
image matching

+ fast data access

+ balance actual measurement

+ topology is available

− relation available only if matching is
possible (e.g. with sufficient image
similarity)

Object space

• use actual 3D data

• correspondence from analysis of
local neighbourhood

+ local geometry is analysed

+ independent validation

+ no image matching required

− expensive data access

− topology is challenging

Table 5.1: Image space versus object space data fusion

The resulting method is thus two-fold as shown in table 5.1. In the first step, the multi-
view stereo approach from the previous chapter minimizes an error on image space over
multiple stereo models using the epipolar relations for each point - enabling fast access
and computation. Furthermore, the intersection geometry and varying image scale are
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considered implicitly using the reprojection error. Also, the pixel to pixel correspondence
is given through the known epipolar geometry and the disparity images.

In the subsequent fusion step in object space, the resulting point clouds for each image
are combined in order to remove redundant surface observations. Furthermore, process-
ing tasks such as filtering or sub-sampling are useful to remove redundant measurements
and outliers. As shown in table 5.1, the advantages are in particular that the actual 3D
relation is considered which is independent from a successful image matching. However,
the data access as well as queries are computationally more expensive. Furthermore, the
topology between the points is not given explicitly like for the image space fusion.

As discussed in section 2.2.3 in chapter Related work, multiple approaches to depth
fusion in object space have been proposed. The approach proposed in context of this
thesis is focussed on the fusion and filtering of point clouds using a voxel grid without
an additional regularization. In order to handle multi-scale, adaptive sampling according
to the local point cloud density is used - avoiding parametrization or additional prior
knowledge. Besides point clouds derived using dense image matching similar to the
proposed approach, also other point clouds from other sensors such as laser scanners or
range cameras can be used, which also produce individual point clouds with remaining
redundancy and outliers. In order to be able to handle and process large data sets, an
out-of-core octree is used as spatial data storage and search structure. It dynamically
stores and loads parts of the data from the hard disk instead of keeping the whole data
in the main memory.

The proposed scalable multi-scale point cloud fusion approach is described in detail
within this chapter. The following section 5.2 describes the selection of a suitable data
structure followed by a description of an out-of-core octree data structure used for this
work in section 5.3. Based on this data structure, the point cloud filtering can be carried
out as described in section 5.4. In section 5.5, conclusions are drawn in respect to the
approach and its limitations.

The contents of the following sections have been published in the articles “Filtering
of point clouds from photogrammetric surface reconstruction” [Wenzel et al., 2014b] and
“Stereo model selection and point cloud filtering using an out-of-core octree”
[Wenzel et al., 2014a].

5.2 Data structure

5.2.1 Tree data structures

By sorting in data into tree structures, efficient data queries can be performed. Instead of
traversing all elements, decisions are taken sequentially on each level of nodes in the tree.
In the case of spatial data, the data can be partitioned according to their coordinates.
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For example, the quad-tree [Finkel & Bentley, 1974] partitions the space into four
equally sized squares. Each square is one node of the tree, so that during a query the
complexity can be reduced by a quarter by evaluating the data in the corresponding
square only instead of each item. By splitting again each square into sub-squares until
a maximum of elements is contained in each node, a multi-level tree can be created. In
3D space, the same method is applied by partitioning each cube into eight sub cubes,
which leads to an octree, as introduced by [Meagher, 1980].

Another partitioning method is the R-Tree [Guttman, 1984], which groups 2D spatial
data elements according to their minimum bounding rectangle. Within the subsequent
level, the data is again partitioned into a defined number of bounding rectangles. By
enforcing a minimum number of rectangles, a balanced data representation is enforced.
This leads to an equalized distribution of data in the tree and thus enables equally
efficient data queries. The R-Tree is particularly suitable for objects with extension,
such as volumetric shapes.

Another popular data driven tree structure is the kd-tree, which was introduced by
[Bentley, 1975]. At each subdivision, the space is partitioned into two parts along one
dimension. In order to maintain a balanced tree, the data can be split into two equal
parts, as introduced as the adaptive kd-tree. This enables balanced data storage and
thus equally efficient data queries in particular for point based data.

When choosing the optimal tree structure for point cloud filtering, good properties
in particular for point based objects are required. Regarding high performance of data
queries, the kd-tree represents a good choice. However, a key problem of such data
driven tree structures is the capability of data update. Each point insertion or deletion
requires the modification of large parts of the actual tree structure.

For the application of point cloud filtering, high flexibility for adding and removing
data is required. Thus, a space driven portioning of the octree was preferred, even though
queries can be slower due to less good balancing of the tree. In order to compensate the
drawbacks of the lower balance, smarter access by involving a cached access history can
be used. Another beneficial feature of the octree is the linear implementation due to the
splitting into eight equally sized sub-nodes at each level. This supports fast traversal
and prediction. Instead of visualizing the full resolution for the whole scene, only the
visible objects are loaded at a minimum Level-of-Detail.

5.2.2 Spatial out-of-core data structures

Out of core refers to algorithms, which store the data not only in the main memory, but
also stream from an external memory sources. This is particularly useful when the data
to be accessed is significantly larger than the available main memory.

77



5 Point cloud fusion and filtering

The Point Cloud Library (PCL) [Rusu & Cousins, 2011] offers an out-of-core module
for point clouds. However, at the current version 1.7, it is rather focused on visualization
and uniformly distributed point clouds only, since the level is fixed. The out-of-core
data structure introduced by [Elseberg et al., 2011] and published in the 3D Toolkit,
overcomes this limitation and works with dynamically splitting the tree until a minimum
number of points are exceeded or predefined maximum depth is reached. Thus, it adapts
much better to non-uniformly distributed data, since no subdivision is performed at
unoccupied parts of the dataset.

For the purposes of point cloud processing, a flexible data structure focussed on non-
uniformly distributed point clouds supporting unlimited custom data fields was imple-
mented. For the purpose of automatic adaption to data of varying density, a maximum
depth shall be avoided. It shall support frequent adding and removal of data globally
and locally, where the tree should adjust automatically.

5.3 Out of core octree

5.3.1 Requirements

Taking the considerations about the application given in section 5.1 into account, the
following requirements can be defined for the tree data structure:

1. Scalability

2. Multi scale

3. Efficient queries

4. Efficient updating

5. Precision preservation

In terms of scalability, the approach should be able to handle point clouds of large size
- e.g. billions of points. The multi-scale requirement addresses the challenge that the
distribution, density and precision of the acquired data is typically strongly varying. For
the subsequent processing steps such as filtering, efficient queries are required. Also, data
updating in terms of data adding and removal are essential for manipulation processes.
In order to preserve precision, resampling or lossy compression are avoided.

5.3.2 Approach

The approach implements a tree structure designed for the processing of large spatial
data enabling data updating and querying, while taking decisions for data storage and
retrieval based on these techniques automatically.
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Based on the considerations in section 5.2.1, an octree is chosen in order to allow fast
data adding and update. The regular spatially driven portioning can be implemented
efficiently for operations in core, but also enables switching to out-of-core storage for
parts of the tree if required. The remaining requirements given in the specification of
section 5.3.1 are considered using the following approaches:

1. Dynamic depth
2. Dynamic loading and writing
3. Dynamic memory management
4. Dynamic folding and unfolding

Dynamic depth. Instead of limiting the tree structure to a pre-defined depth, the depth
is dynamically adapted locally. By defining thresholds for the maximum data storage,
the depth can be controlled dynamically to the needs of the particular tasks of updating
and querying. Thus, the requirement of local adaption to non-uniformly distributed
datasets is met.

Dynamic loading and writing. Since an octree is used, each node is split into eight
subsequent nodes. These nodes can be stored in a folder structure on the hard disk,
where each folder has eight subfolders. At the final node (leaf node), the data can be
stored as a file.

Dynamic memory management. In order to perform efficient processing on the tree,
as much data should be in the memory (in core) as possible, while not exceeding the
limits of the main memory. For this purpose, a maximum count of nodes in core can be
defined. The framework detects, writes and de-allocates unused parts of the tree based
on a usage history.

Dynamic folding and unfolding. Operations on the trees like nearest-neighbour queries
require as few data per node as possible for the matter of efficiency. In contrast to that,
writing small blocks to the hard disk should be avoided, since the access latency on the
disk is low. Also, data is read and written in minimum block sizes so that many small
data blocks lead to high reading and writing times.

For this purpose, a dynamic folding on data writing was implemented, where the data
of multiple nodes is merged before writing to maintain large data blocks out-of-core.
When reading data, the node can be unfolded again, to maintain a small number of
samples per node for faster access in-core.
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5.3.3 Implementation

Layers

The entities of the framework can be divided into data containers (Nodes), data operators
(Node Walkers) – which enable saving memory as well as node tracking in a global data
management (Node Manager). Each of these layers can be specified as follows.

Nodes. A node defines the basic element of the tree. It is described by its bounding
box, which is defined by three coordinates and a width. Beside its bounding box, a
node contains a pointer to its parent node and to its eight child nodes if available.
Furthermore, it can contain data.

Node Walkers. The Node Walkers point to a Node and to the Node Manager, enabling
various operations on a node. Such operations are data writing and reading as well as
node traversal and node merging. Most of the functions are recursively calling themselves
in order to operate on multiple levels in the tree.

Node Manager. The node manager is handling the general tree structure. Every Node
Walker is registering operations of node creation and removal at the Node Manager.
Therefore, the amount of nodes in memory is known to the Node Manager – enabling
the dynamic decision for data loading and writing.

5.3.4 Functions

The key functions of the tree are implemented for Node Walkers, which point to a specific
Node of the tree as well as the Node Manager.

Finding nodes. In order to find the node corresponding to an X, Y, Z position, the tree
can be traversed in top-down direction. At each node, the containing sub-node is found.
By repeating this process until the node in the final level is reached, the destination
leaf node can be determined. In order to improve speed for the frequent operation of
node finding, a check on the bounding box for all eight sub-nodes is avoided, while only
comparing to each coordinate of the node center once instead. This leads to a binary
triple for all three coordinates indicating whether it is greater than the center and then
find the corresponding sub-node based on a look-up table.

Data adding. In order to add data to the tree, the destination node is found for each
point. Subsequently, the data is added to the node data vector. In order to avoid time
consuming data allocation, data copying and data de-allocation as happening for typical
push back approaches, the destination nodes are determined firstly before adding the
data to the destination nodes as blocks.
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Node splitting and merging. While most in core processes require a small count of
data items per node for efficient operations, the out-of-core part requires large data
blocks. Therefore, node splitting and merging is frequently required. During splitting,
the node data is distributed to its eight sub-nodes and during merging, the data of the
sub-nodes is added to their parent node.

Data reading and writing. In order to write a node to disk, the subsequent tree struc-
ture is created as folder structure on the hard drive, where each folder indicates the
sub-node number (e.g Tree/0/3/4/2 for a branch node at level 4). Nodes are only writ-
ten to the hard disk if they contain data. By merging nodes, the resulting larger files
can be accessed more efficiently.

5.3.5 Memory management

The memory management in the Node Manager is based on a Node history. This history
is represented by a cycle stack vector of pointers to nodes with a constant predefined
size n. By storing the index i of the last accessed element, the elements can be written
in a cycling manner with overwriting always the oldest element.

Node tracking. In order to keep track of the nodes in memory, the history is updated
each time a new node is loaded to the memory. This occurs in particular during node
splitting and node reading. Instead of keeping track of all leaf nodes, only their directly
parental branch nodes are tracked in order to reduce the processing overhead.

Node de-allocation. As soon as a new node is registered, it is written to the history
vector at the position i, which represents the oldest node. The previous node at this
position is written to disk and de-allocated.

Node sharing. The key challenge is the avoidance of de-allocation, if a node is still in
use. Beside the fact that multiple processes can add the same node to the history, there
might also be a dependency from another process to one of the child nodes. De-allocation
would then lead to highly frequent reading and writing operations, which would slow
down the process.

The solution to the problem of de-allocating shared nodes is to keep track whether
each branch is been in use by other branches. Instead of explicitly validating this for
each element of the history at each time of node registration, this access is encoded
implicitly in the tree structure.

Each time a node is registered, the access number defined by the history at the index
i is stored for the node. De-allocation and writing for a node is only performed, if the
access number is equal to the current access index i. This way, the de-allocation of nodes
which are still required by other nodes in memory is avoided.
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5 Point cloud fusion and filtering

In order to minimize the overhead of the node tracking, it is only registered as a
node pointer if it is not equal to the previously registered node and if it is not equal to
the previously registered parent node. This way an overhead during frequent occurring
subsequent splitting steps can be avoided. Thus, few registrations are required during
tree unfolding – e.g. during data adding, in particular if large blocks of data are processed
at once or dynamic splitting during processing for faster queries.

Folding and unfolding. A key bottleneck of an out-of-core tree is the access to the
hard disk. While for the processing in core many nodes with small data portions are
beneficial, the writing of many small files onto the hard disk requires a lot of time. This
is due to the general access latency for each file, but also the overhead of updating the file
system tree structure. For this purpose, nodes are merged until they contain a minimum
data count before writing and vice versa split after reading from disk.

5.4 Filtering

5.4.1 Motivation

Point cloud filtering is a typical application for spatial trees. In particular, queries for
the nearest neighbours to a point are required – for example in order to merge multiple
points to one for the matter of resampling.

Typical implementations of such search tree structures require the whole point cloud
in-core and then create a tree containing the indexes of the point clouds for queries.
Thus, the available physical memory (RAM) is often exceeded, since the dataset itself
and the tree structure itself requires too much memory.

A solution for this is often random-subsampling, where only each n-th point is kept
while the others are rejected – regardless of their spatial context. However, the loss
of data required for further processing leads subsequently to a reduction of quality.
Consequently, filtering techniques without a loss in data quality or density are desired.

Within the following section, a filter exploiting and reducing the redundancy occurring
for overlapping point clouds is presented. Within the local neighbourhood only the
densest point cloud is preserved, while points from clouds with locally less density are
rejected.

This is particularly useful for applications, where point clouds were retrieved from
multiple stations – as occurring for point clouds from dense image matching and laser
scanning. The overlaying clouds can on the one hand be used to validate each other in
order to reject outliers by enforcing a minimum redundancy (minimum fold). On the
other hand, only the locally densest cloud is preserved, which rejects noisier data from
stations far away.
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5.4 Filtering

5.4.2 Filtering locally densest cloud

By adding point clouds from multiple images to the octree data structure, the partition-
ing can be used to evaluate the local neighbourhood based on constraints on this point
source information. This enables adaptive approaches guided by the locally densest
cloud, instead of defining a fixed tree depth or a fixed voxel width.

By constraining each voxel to have only one point from each source, the partitioning
of the tree will be performed until each final voxel has the width according to the highest
point density. By rejecting all other point clouds, only the densest cloud is preserved,
which is typically the one with the highest precision. Alternatively, other measures
of precision can be used as constraint if available. The filtering is thus particularly
beneficial to reduce redundancy by preserving only precise information.

5.4.3 Extended voxel size limitations

In the default approach, the tree is sub-partitioned, until each voxel has only one point
from each image-wise point cloud and thus, adapts to the locally densest cloud. This
approach can also be extended by setting the threshold of this maximum occurrence of
each class in a voxel to higher values than 1. For example, with a threshold of 4, data
reduction can be performed adaptively, since 4 points of the densest cloud will be merged
to one cloud.

Besides the adaptive voxel size, constraints for a fixed voxel width can also be intro-
duced, where the sub-partitioning is performed until either the maximum occurrence
threshold or this fixed voxel size is reached. This leads to equally distributed points
where sufficient data density is available.

5.4.4 Filtering by point validation

Furthermore, adding a constraint of having at least two points in this voxel, a validation
of this point can be performed. If no additional point from another source is available,
the points in the voxel are rejected, otherwise the remaining points can either be merged
or only the point from the locally densest cloud is preserved. Enforcing such a fold
constraint enables validation in object space, where each point needs to be confirmed by
a point from another point source. Thus, outliers can be rejected. This is beneficial, when
images are covering the same object, but are not suited for image matching between each
other - e.g. due to a too large baseline or different image scale. Here, surface information
can be derived for each image cluster by performing stereo matching on suitable models,
followed by integration in object space of the resulting point clouds.
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5 Point cloud fusion and filtering

Figure 5.1: Filtering example in 2D - multiple point clouds from different images (red,
blue, green) with different densities overlap. The algorithm subdivides the
space equally, until each cell contains at maximum one point from each point
cloud. Validation is performed by ensuring that a point from another point
cloud exists for this cell. If not, the points in this cell are rejected. If yes,
the point from the locally densest cloud is preserved (yellow circle).

5.4.5 Algorithm summary

The algorithm is described in pseudo code in table 5.2 and an example is given in figure
5.1. The octree is split, until each node contains from each point cloud one point at
maximum. Thus, no node can have two points from the same point cloud.

By preserving the information which cloud was the densest locally during the recursive
splitting, only the point from this cloud is preserved while all points from clouds with
locally less resolution are rejected. Consequently, only the cloud with the highest density
remains.

The splitting of the tree is performed by splitting the leaf to become a branch node,
recursively calling the filtering function again on the sub-nodes and merging the resulting
nodes. Consequently, the tree is unfolded locally for the filtering and subsequently folded
again by merging the resulting data. The redundancy constraint can be applied on the
final leaf nodes after the recursive splitting process. Since each leaf node can have only
one point cloud source, the leaf can be rejected as soon as the point count is less than
the minimum defined fold (min fold).
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5.4 Filtering

f u n c t i o n Mult iC loudFi l t e r ( Node ∗ node , I n t e g e r min fo ld )

Set sp l i t max to min fo ld ∗10

i f Node i s Branch
Apply Mul t iC loudFi l t e r on each Sub−Node

e l s e // i s l e a f

Set data count to Node Data Count

i f data count i s l e s s than sp l i t max
S p l i t t h i s node
Apply Mul t iC loudFi l t e r on t h i s node
Merge t h i s node

e l s e I f data count i s l e s s than min fo ld
Reject data

e l s e // data count > s p l i t max

Get po int c loud source c l a s s e s
Get c l a s s ID with maximum occurrence
Set as max occ c la s s

i f c l a s s e s count i s l e s s than min fo ld
Reject data

e l s e i f ( maximum occurence > 1 )
Set d e n s e s t c l o u d to max occ c la s s
S p l i t t h i s node
Apply Mul t iC loudFi l t e r on t h i s node
Merge t h i s node

e l s e // Val id l e a f reached
Keep po int from c l a s s d e n s e s t c l o u d
Reject a l l other data

end i f

end i f

end i f

End Function

Table 5.2: Pseudo-Code for Multi-Cloud-Filter
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5 Point cloud fusion and filtering

5.5 Conclusion

A filtering method for the removal and exploitation of redundancy in overlapping point
clouds was presented in this chapter. It preserves the locally densest cloud, which is in
particular useful if point clouds with varying resolution are combined. Additionally, a
redundancy constraint can be used to validate point clouds in object space.

The approach adapts automatically to the local point cloud density by using dynamic
tree depths and thus supports multi-scale. This makes additional thresholds in object
space obsolete and enables the fusion of heterogeneous point clouds from different sources
without prior knowledge.

Scalability is ensured by the usage of an out-of-core data structure - enabling the
processing of large datasets with limited main memory. The data structure is based on
a regular octree and particularly designed for non-uniformly distributed datasets due to
its dynamic level structure. A memory management layer based on an access history is
used to dynamically read and write data from and to the hard-disk, in order to limit
the amount of required memory in core. Automatic folding and unfolding of the tree
enables a flexible adjustment of node density during processing.

The limitation of the presented approach is the limited modeling of surface topology
due to the approximation of a voxel structure. Thus, the densest point clouds have to
be aligned with a precision in the range of the local resolution. If this is not the case -
e.g. in the presence of orientation issues, the assumption of voxels with the width of the
local resolution will fail. This limitation can be prevented, by using a minimum voxel
size within the required noise range.

Within future work, the current limitations can be overcome by extending the data
structure and the filtering by the support of surface normals. By filtering along the
surface normal, also orientation issues can be compensated. Also, more complex data
structures such as triangular meshes could be supported, which preserve surface topol-
ogy from the images and enable adaptive sampling which is particularly useful in the
presence of strong depth noise. Furthermore, regularizations on this surface can be ap-
plied to compensate final effects - preferably using multi-photo consistency considering
the surface orientation similar to the approaches described in section 2.2.4.

In order to evaluate the performance of the tree and the filtering approach, several
datasets have been processed and compared as shown in the following chapter 6. Conclu-
sions in respect to the objectives of this thesis are drawn in chapter 7. Further exemplary
results are given in chapter 8.
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6 Evaluation

UCL evaluation

Figure 6.1: Evaluation setup for Gearbox and Spheres and Cube dataset using artificial
texture. Source: [Ahmadabadian et al., 2013]

A comparison and evaluation of several dense image matching methods was carried
out by [Ahmadabadian et al., 2013] at the UCL in London. The methods were used to
retrieve dense surface models for various test objects and two different camera types using
artificially projected texture. The results were compared to reference scans acquired
using a structured light system.

As shown in figure 6.1, the first dataset contains a gearbox as test object (called
Gearbox dataset) and the second a scene with larger and smaller spheres as well as a cubic
structure (called Spheres and Cube dataset). In order to provide texture, patterns have
been projected using two Optoma Pico projectors. Strong convergent image networks
were acquired using two stereo cameras - a consumer grade AIPTEK dual sensor camera
with two 5 megapixel sensors as well as a set-up with two more advanced off the shelf
Nikon D700 SLR cameras with a 35mm lens mounted base plate to base plate using a
purpose manufactured adaptor. For the Gearbox dataset, 60 images were acquired using
the AIPTEK and 30 images using the Nikon camera. For the Spheres and Cube dataset,
96 images were acquired using the AIPTEK and 48 images using the Nikon camera.

Both cameras were calibrated with a 3D calibration fixture with 119 retro reflective
targets on a base plate with 550mm width. Scale was provided by two Brunson carbon
fibre scale bars with retro-target tips. Camera calibration parameters were estimated
for both stereo cameras with a mean precision of target coordinates of about 5µm. The
self-calibration and the relative orientation estimation were performed with the VMS
software [Robson & Shortis, 2005]. The standard deviation of the estimated baseline
amounted to σ = 52µm for the AIPTEK and σ = 85µm for the Nikon camera.
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6 Evaluation

Figure 6.2: Spherical error analysis for large sphere (upper row) and small sphere (lower
row). Source: [Ahmadabadian et al., 2013]

Figure 6.3: Spherical error for small and large sphere and flatness error for cube for the
Nikon stereo camera. Source: [Ahmadabadian et al., 2013]

Given the interior orientation parameters, the images of the scene were undistorted
and imported into the Bundler software [Snavely et al., 2006]. The resulting orientation
was imported into the VMS software in order to compute a bundle adjustment with a
baseline constraint using the calibrated baseline of the stereo rig in order to introduce
scale to the block. The mean 3D object coordinate precision for the Gearbox example
was 283µm for the AIPTEK stereo camera and 11µm for the stereo Nikon system. For
the Spheres and Cube dataset, the values amounted to 420µm and 32µm respectively.

The orientation information was used as input for the following dense image match-
ing methods: PMVS [Furukawa & Ponce, 2007], MicMac [Deseilligny & Clery, 2011],
OpenCV SGM developed at the UCL based on the OpenCV SGM implementation
[Ahmadabadian et al., 2013] and the implementation presented in this thesis depicted
as IFP SGM for two different matching costs Mutual Information and Census. The
direct results from the given orientation are annotated with an asterisk in the results as
(PMVS*, MicMac*, OCV SGM*, IFP SGM* (MI), IFP SGM* (Census)). In order to
investigate the quality of the scale information for the estimated orientation, the results
for PMVS and MicMac have been scaled manually after the reconstruction using known
object distances as denoted without asterisk (PMVS and MicMac).
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Figure 6.4: Fitness error analysis for Gearbox dataset for Nikon D700 SLR and AIPTEK
dual sensor camera. Source: [Ahmadabadian et al., 2013]

The resulting point clouds were compared using a spherical error and a flatness error
for the Spheres and Cube dataset. The spherical error is defined as the range of radial
distance between the measured points and a best-fit sphere. It is estimated according
to the least squares method with a free radius - in this case for two spheres of different
size. The flatness error is the range of distances between each point to a least squares
best-fit plane, which was in this example selected on the Nikon cube.

As shown in figure 6.2 for the spherical error, a systematic deformation can be iden-
tified for both the reference Laser Scanner measurement as well as the result of PMVS*
and IFP SGM*, which could be an actual deformation resulting from the manufacturing
process of the sphere. As visible in figure 6.3, the IFP SGM* presented within this thesis
performs the second best result after the PMVS* result, which is partially caused by re-
maining outliers. The error distribution as visible for the spheres however is more evenly
than PMVS*, which is a benefit of the pixel-wise instead of the patch wise matching.
Also, the low smoothness constraint is beneficial for the resolution of fine details, while
the likelihood of mismatches and thus outliers is higher.

In order to investigate the ability of the methods to reconstruct complex 3D objects,
the Gearbox test body was considered in the evaluation. A reference ground truth mesh
was derived using the Nikon MMd laser scanner. The point clouds from the methods
were compared against this ground truth using a fitness error, which is defined as the
standard deviation of the surface normal length discrepancies to the estimated points. As
visible in figure 6.4, better results could be achieved for the refined orientation, where
the scaling is refined using two spheres located at the top and bottom of the object.
For the unrefined orientation, the proposed method indicated as IFP SGM* retrieves
good results for both cameras in terms of precision and completeness. The improvement
due to the orientation refinement for the datasets without asterisk indicates remaining
potential for using higher orientation quality - e.g. supported by ground control points.
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6 Evaluation

Fountain P-11 Strecha

Figure 6.5: Fountain P-11 [Strecha et al., 2008] - first row: original images. Second row:
ground truth from terrestrial Laserscanning, point cloud result using imple-
mentation of chapter 3, difference to ground truth. Third row: filtered point
cloud using approach of chapter 5, difference to ground truth (m)

The fountain dataset proposed by [Strecha et al., 2008] is a multi-view stereo benchmark
dataset. It consists of 11 images with 12 megapixels each arranged in a half circle around
the object. The given image orientation has been estimated using ground control points.
Furthermore, a ground truth reference has been acquired using a terrestrial laser scan-
ner. In order to evaluate the local noise against this ground truth, the imagery has been
processed using the method proposed within this thesis. Dense disparity maps were
retrieved for a maximum of 5 neighbouring stereo models for each reference image using
hierarchical Semi Global Matching without initial depth information. Subsequently, the
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Raw Filtered
Point count (scene): 34.41 Mio. 2.18 Mio.
Point count (ROI): 34.07 Mio. 2.17 Mio.
Selected range: −3cm < d < +3cm −3cm < d < +3cm
Mean distance: d = 1.49mm d = 1.21mm
Standard dev.: σd = 6.27mm σd = 5.78mm

Table 6.1: Fountain P-11 - statistics for raw and filtered result.

disparity maps were used simultaneously to perform the multi-stereo triangulation step
in order to retrieve one point cloud for each reference image while utilizing the redun-
dancy. Subsequently, the filtering approach proposed in chapter 5 has been applied and
compared to the result without filtering. The results are shown in figure 6.5 and table
6.1.

As visible in the point cloud result, a dense surface can be reconstructed with high
completeness also for areas with challenging texture such as the fountain surface itself
as well as the golden statue in the center. Subsequently, the signed distance between the
mesh ground truth and the reconstructed point cloud was computed using the software
CloudCompare [Girardeau-Montaut, 2016] for points closer than 3cm to the surface. The
overall standard deviation amounts to σd = 6.27mm for the raw point cloud from the
multi-baseline matching with multi-stereo triangulation. The filtered point cloud shown
in the lower row in figure 6.5 and on the right side of table 6.1 shows, that the point
count is removed from 34.41 Mio. points to 2.18 Mio. points. Furthermore, the overall
noise can be reduced from σd = 6.27mm to σd = 5.78. As shown in the coloured distance
plot, points with more distance are removed by the filtering step while preserving high
quality points.
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6 Evaluation

Fountain Wujanz

Figure 6.6: Fountain Wujanz - first row: original images. Second row: ground truth
from terrestrial Laserscanning, point cloud result using implementation of
chapter 3, difference to ground truth. Second row: filtered point cloud using
approach of chapter 5, difference to ground truth (values in [m])
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Raw Filtered
Point count (scene): 172.62 Mio. 12.47 Mio.
Point count (ROI): 72.93 Mio. 5.14 Mio.
Selected range: −2cm < d < +2cm −2cm < d < +2cm
Mean distance: d = 4.366mm d = 4.162mm
Standard dev.: σd = 2.68mm σd = 2.46mm

Table 6.2: Fountain Wujanz - statistics for raw and filtered result.

The Fountain Wujanz dataset - kindly provided by Daniel Wujanz from the TU Berlin,
contains 11 images acquired using a Nikon D800 camera with 36 megapixels each. Fur-
thermore, ground truth point cloud with 2.6 mio. points for the area of interest was
acquired using a terrestrial laser scanner. The image orientation was determined using
5 control points at feature corners given by the reference laser scanner point cloud.

In order to investigate the precision of the reconstructed point cloud using the proposed
method in chapter 3 as well as the performance of the point cloud filtering approach
proposed in chapter 5, respective point clouds have been computed and compared to the
reference. For the comparison, an unsigned point to point distance was estimated using
the software CloudCompare [Girardeau-Montaut, 2016]. Points closer to the the refence
point cloud than 2cm were considered within the comparison.

The results in figure 6.6 and in table 6.2 show, that the standard deviation to the
reference point cloud amounts to σd = 2.68mm. By applying the filtering step, the
point count for the region of interest can be reduced from 72.93 Mio. to 5.14 Mio.
points and the standard deviation decreases from σd = 2.68mm to σd = 2.46mm. As
visible in this as well as the distance plot on the right side of figure 6.6, the result
can thus be improved by the filtering since it is removing noisy points. However, the
relatively high mean error of d = 4.162mm as well as the shifted histogram indicate a
systematic error in the registration.
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6 Evaluation

Testy dataset

Figure 6.7: Testy dataset as introduced in chapter 4, figure 4.7. First row: ground
truth from structured light scanning, point cloud using approach of chapter
3, points with d < 1.5mm to the ground truth, difference to ground truth.
Second row: filtered point cloud using approach of chapter 5, points with
d < 1.5mm to the ground truth, difference to ground truth (mm)
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Raw Filtered
Point count (scene): 191.73 Mio. 13.71 Mio.
Point count (ROI): 101.47 Mio. 7.38 Mio.
Selected range: −1.5mm < d < +1.5mm −1.5mm < d < +1.5mm
Mean distance: d = −0.028mm d = 0.017mm
Standard dev.: σd = 0.197mm σd = 0.180mm

Table 6.3: Testy - statistics for raw and filtered result.

The Testy test body was developed at the TU Berlin [Reulke & Misgaiski, 2012] for the
evaluation of optical acquisition methods. It has a size of about 35cm comprises conical,
spherical, cylindric and free form surfaces as well as holes in order to cover multiple
common geometric scene elements. A reference ground truth was acquired using a GOM
Atos 1 with a precision of 10µm.

In order to investigate the capabilities of the presented approach to reconstruct sur-
faces with sub-mm precision, the test body was captured using a Nikon D7000 DSLR
camera. Due to insufficient texture on the white object, artificial texture was pro-
jected using 3 video projectors from different directions. 46 images were captured at
16 megapixels resolution from a tripod in a circular shape around the object. Subse-
quently, the image orientation was estimated with the software Visual SFM [Wu, 2011].
For the resulting orientation, a dense point cloud was derived using the approach de-
scribed in chapter 3 and up to 5 neighbouring images as stereo pairs. Also, the filtering
approach described in chapter 5 was applied. In order to register the resulting point
clouds to the reference, the software Cloud Compare was used. Firstly, the region of
interest was cropped from the full point cloud. Within the second step, a Principal
Component Analysis based automatic scale estimation was performed. Subsequently,
the object was manually rotated to a rough matching position. This position served
as initial guess for an refinement of the transformation parameters using an Iterative
Closest Point algorithm [Besl & McKay, 1992] adjusting rotation, translation and scale.

In order to compare the point clouds to the reference, the signed point distance to the
mesh in normal direction was estimated for points closer than 1.5mm to the reference
surface using the software CloudCompare. The results are shown in figure 6.7 and table
6.3. The mean distance of d = 28µm indicates a high quality registration. A standard
deviation for the point distance of σd = 0.197mm can be reached. The filtering process
reduced the point count from 101.47 Mio. points in the area of interest to 7.38 Mio.
points. Besides outlier points, also noisy points are rejected and thus the standard
deviation is reduced to σd = 0.18mm.
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7 Conclusion and outlook

Within this thesis, a multi-view stereo method was proposed and discussed in respect to
challenges and properties in close range Photogrammetry. It is able to derive dense point
clouds with up to one sample per pixel from given images and orientation information
for large and complex scenes with strong depth variations. Furthermore, it handles
multi-scale and does not require initial depth information.

The approach is based on a multi-baseline strategy, where depth is retrieved image-
wise for multiple stereo pairs using an efficient stereo matching method. For each ref-
erence image, one point cloud is derived utilizing the results from multiple stereo pairs
simultaneously in order to exploit the redundancy during point cloud triangulation for
outlier removal and noise reduction. Within a final point cloud fusion and filtering step,
the locally optimal point cloud is selected from redundant point clouds while filtering
remaining outliers.

Due to the strategy of image-wise processing, the problem can be sub-partitioned -
enabling scalability of the approach to very large datasets. The stereo method utilizes
the approach of Semi Global Matching, which represents a global optimization by a
smoothness constraint with fronto-parallel shape prior - leading to consistent density
of up to one sample per pixel also for weakly and repetitive texture while preserving
discontinuities. Opposed to the original Semi Global Matching method, complex scenes
with large depth variations can be handled at high resolution due to a hierarchical
strategy and a dynamic cost structure. Furthermore, initial depth information is not
required due to the iterative reduction of the disparity search space.

Also the challenge of stereo model selection is addressed, where an approach using the
object surface for the selection of suitable models is proposed. It considers the geometric
conditions of the stereo models such as intersection angle and stereo model overlap and
thus enables the processing of challenging datasets - as for example with dense camera
distribution as occurring for video streams.

The additional point cloud fusion and filtering step combines the image-wise point
clouds while determining the locally densest point cloud. A validation in object space
enables the rejection of outliers. The filtering and validation is applied efficiently in
a voxel grid. In order to achieve scalability to large datasets, an out-of-core octree is
applied as spatial search and data storage structure, which streams data to the hard
disk and processes the locally required data in-core. Multi-scale is enabled by a dynamic
tree depth - which adapts automatically to varying resolution in the scene.
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7 Conclusion and outlook

As shown in the previous chapter Evaluation as well as the subsequent chapter Exem-
plary results, the proposed method has been used on various datasets in order to evaluate
it in respect the objectives of this thesis as stated in the chapter Introduction. The prop-
erties regarding Precision have been investigated using ground truth - also in respect
to other existing approaches and ground truth. Scalability can be confirmed with large
datasets such as the Amsterdam dataset with more than then thousand images as shown
in the subsequent chapter. Examples such as the Fountain P-11 dataset in the previous
chapter confirm the ability to provide Completeness also for surfaces with challenging
texture. Furthermore, the Multi-scale property enabling the handling of large depth and
image scale variations could be confirmed by the variety of examples being processed
without prior scene knowledge or individual parameters - for example in respect to initial
depth information, smoothness constraints or point sampling distances.

Limitations of the presented approach in respect to related work have been discussed
in detail in section 2.3 and in the respective conclusions of each chapter. While the
usage of stereo models in a multi-baseline environment enables scalability, it also limits
the enforcement of true multi-photo consistency through a large set of images per surface
sample but is limited to the available stereo models. The utilized regularization by means
of Semi Global Matching during the stereo matching has limitations for large disparity
variations such as slanted surfaces that are not parallel to the image plane due to its
fronto-parallel shape prior - which is only partially compensated through the multi-
baseline triangulation and point cloud fusion step. Furthermore, the matching is limited
to disparities along the epipolar line, which is useful for the reduction of complexity
but can be an issue if the orientation information and thus the epipolar geometry has
insufficient quality. A major limitation of the fusion step is that the point cloud filtering
in a voxel space expects correct orientation parameters while not considering the surface
normal - which can lead to the extraction of multiple surface layers if strong orientation
errors are present.

Thus, possible future work would involve in a first step the utilization of surface normal
information - which could be extracted directly from the available image-wise depth
maps in the pixel neighbourhood. The availability of surface normals would enable a
filtering of the point cloud in normal direction. Furthermore, the utilization of triangular
meshes instead of point clouds as data representation would enable a preservation of the
topology of the surface as it is known from image space and data storage with adaptive
density. Another suitable extension would be evolutionary mesh refinement approaches
as described in section 2.2.4, since they have proven to exploit geometric detail well due
to the refinement of an initial mesh surface while enforcing multi-photo consistency and
considering the surface direction including projective changes.
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8 Exemplary results

8.1 Hierarchical Semi Global Matching results

Amsterdam dataset

Figure 8.1: Amsterdam dataset - site with target tympanum at the top and final point
cloud for statue in the upper corner within the triangular tympanum.

Figure 8.2: Custom camera design and image example for one exposure station.

Within this project, two tympanums were acquired with sub-mm resolution at the east
and west facade of the royal palace in Amsterdam covering in total an area of about
125m2. For this purpose, a custom camera rig was used in combination with the hier-
archical Semi Global Matching approach described within in chapter 3 and a Structure
from Motion strategy. The camera rig was designed in order to acquire imagery from
multiple stereo pairs at one shot from a scaffolding at a short distance of about 60cm.
This way, the availability of suitable stereo pairs can be ensured at one point in time. In
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8 Exemplary results

order to support the texture, a Microsoft Kinect was added to the rig, which adds an ar-
tificial texture of a speckle pattern in the near infrared domain. Thus, the simultaneous
exposure of four cameras (NIR cameras as shown in figure 8.2) with 5 megapixels sensor,
8mm focal length and a 7.5cm baseline to each other enables the derivation of a point
cloud from the resulting imagery without the presence of natural texture. The relative
orientation of the cameras can be pre-calibrated - enabling point cloud acquisition using
this rig and the hierarchical Semi Global Matching method for scenes with large depth
variations without initial depth information. In order to be able to move the camera rig
and to register multiple stations to each other, a fifth camera (VIS camera as shown in
figure 8.2) with a 2 megapixel sensor and a wider field of view by 4.7mm focal length
was added. By applying filters, this camera is not able to capture the artificial texture
pattern generated by the Microsoft Kinect in order to avoid inconsistent texture between
the stations. The registration of the stations was derived by applying a Structure from
Motion method as proposed by [Abdel-Wahab et al., 2012] using feature points and an
incremental bundle adjustment. In total, about 10,000 images were acquired within 12
days. About 2 billion points were derived using the hierarchical Semi Global Matching
method. The sensor and software design have been published in [Wenzel et al., 2011]
[Fritsch et al., 2011] [Abdel-Wahab et al., 2012] and [Wenzel et al., 2012].

Figure 8.3: Amsterdam dataset - results for the orientation determination by Structure
from Motion and the final point cloud from the dense image matching step.
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8.1 Hierarchical Semi Global Matching results

Rottenburg dataset

Within the Rottenburg project, images acquired using an octocopter UAS were used
to derive a True Orthophoto with 3.5mm resolution for restoration work. Two facades
of the tower were acquired using the UAS by flying vertically and exposing one image
per second. Figure 8.4 shows an exemplary True Orthophoto for one facade, where
about 300 images were used. Figure 8.5 shows an exemplary point cloud derived for one
image using the hierarchical Semi Global Matching approach described in chapter 3. The
detailed strategy for the project and results have been published in [Cefalu et al., 2013].

Figure 8.4: Rottenburg dataset. Left: acquisition, middle: automatic orientation from
Structure from Motion and True Orthophoto.
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8 Exemplary results

Figure 8.5: Rottenburg dataset - sample image and dense point cloud derived by the
hierarchical Semi Global Matching approach described in chapter 3.

York dataset

The York dataset consists of 12 images with 5 megapixels each acquired in a half circle
around the entrance of the York minster. The image orientation was determined au-
tomatically using the Bundler [Snavely et al., 2006] Structure from Motion tool. The
hierarchical Semi Global Matching of chapter 3 leads to the point clouds shown in the
image below without initial depth information. It shows the ability to handle weakly
textured areas while preserving small details.

Figure 8.6: York dataset - example image and dense point cloud result derived using the
hierarchical Semi Global Matching approach described in chapter 3.
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8.1 Hierarchical Semi Global Matching results

Spheron dataset

Figure 8.7: Spheron dataset - color coded disparity image color superimposed with the
original epipolar image. Original imagery kindly provided by Ian Anderson.

The Spheron dataset is a pair of images acquired by the Spheron 360 degree panoramic
line camera. The camera is mounted on a tripod and acquires an image at high dynamic
range by turning the camera head around the main vertical axis. Two images can be
recorded at the same location by varying the camera height by 60cm. Within figure
8.7, the result from applying the hierarchical Semi Global Matching approach of chapter
3 on the resulting epipolar image is shown. The disparity image has been translated
to a repetitive colour representation, where equal disparities have an identical colour
superimposed with the original grey value epipolar image.

The hierarchical Semi Global Matching proves to be able to handle weakly textured
areas such as the nearly white bended surface visible on the lower right corner. Fur-
thermore, large depth variations as present for this scene can be handled without initial
depth information. A particular challenge of the scene is the presence of sky, which leads
to false matches. This is particularly an issue if only two images and thus no redundancy
is available as for this application. Furthermore, the foreground edges become unsharp
since the smoothness constraint of the Semi Global Matching propagates the disparity
information to the unsharp background due to the weak data term. In order to filter
the untextured areas, the DOG filter as described in section 3.4.7 on page 45 was ap-
plied. The result shows that the sharp discontinuities between foreground and unsharp
background can be preserved as for example visible for the tree in the middle of scene.
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8 Exemplary results

St. Andrews dataset

Figure 8.8: St. Andrews dataset. Original image, point cloud from the approach de-
scribed in chapter 3 and mesh result from a subsequent volumetric range
integration following the approach of [Zach, 2008].

The St. Andrews dataset consists of 45 images with 5 megapixels each acquired in a circle
around the ruins of the St. Andrews church in Scotland. Figure 8.8 shows the resulting
point cloud for the hierarchical Semi Global Matching approach described in chapter 3.
Each reference leads to one point cloud derived from multiple neighbouring stereo pairs.
The resulting point cloud with more than 57 Mio. points thus represents the surface
with high redundancy. In order to retrieve a unique surface representation, depth fusion
approaches have been proposed as discussed in detail within section 2.2.3 in chapter
Related work and in chapter 5. In context of a master thesis by Daniel Korcz (2011), a
volumetric range integration method has been implemented and applied to depth maps
from the image-wise depth maps from the hierarchical Semi Global Matching method
described in chapter 3 as shown in figure 8.8. The results of this fusion approach show
the ability to retrieve a unique surface representation with high resolution of detail from
the hierarchical Semi Global Matching method.

104



8.2 Point cloud fusion and filtering results

8.2 Point cloud fusion and filtering results

Troll dataset

Figure 8.9: Troll dataset. Overview and detail - before and after filtering.

The Troll dataset consists of 9 images with 4 megapixels each acquired in a half circle
around a troll statue in Bali, Indonesia. The point cloud fusion and filtering approach
described in chapter 5 applied on point clouds created with SURE reduces the point
count from 15.2 Mio. points to 2.3 Mio. points. The insertion to the tree and the
filtering consumed in total 40 seconds on a PC with an Intel i7 CPU and a common
spinning hard drive. A fold of 2 has been applied and thus each voxel must contain at
least 2 points from different images - enabling the outlier elimination. The result given
in figure 8.9 shows the potential of eliminating resulting blunders as visible around the
statue. As shown for the detail on the right side, the redundancy in the surface points
from multiple views can be reduced to the image-wise point sampling while not requiring
thresholds due to the adaptive density. The adaptive density is achieved by the dynamic
tree depth of the filter, which sub-divides the octree until each voxel contains from each
image only one point at maximum.
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8 Exemplary results

St. Andrews dataset

Figure 8.10: St. Andrews dataset. Overview filtered, detail before and after filtering.

The St. Andrews dataset consists of 43 images with 5 megapixels each acquired in a
circle around a church ruin. The filtering with fold 2 reduced the pointcount from 57.3
Mio. points to 8.3 Mio. points within 105 seconds. The redundancy of the point cloud
is reduced while preserving the shape and a reasonable point sampling.

Lady chapel dataset

Figure 8.11: Lady chapel dataset. Filtered result for fold 2 and fold 3.

The Lady chapel dataset by [Moussa et al., 2013] consists of 73 images with 12MP each.
The original point count of 311 Mio. points can be reduced to 47.6 Mio. by filtering
with fold 2 and 15.8 Mio. with fold 3 in about 20 minutes using a spinning hard drive.
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8.2 Point cloud fusion and filtering results

Perth dataset

Figure 8.12: Perth dataset. Filtered point cloud result.

The Perth dataset (kindly provided by Aerodata) was acquired using a large frame
airborne camera with 195 megapixels at a ground resolution of 5cm GSD. The filtering
of the original point cloud derived at quarter image resolution using SURE reduced the
point count from 394 Mio. points to 73 Mio. points within 20 minutes on a spinning
hard drive.

Munich dataset

Figure 8.13: Munich dataset. Filtered point cloud result.

The Munich dataset was acquired using a large frame airborne camera at 10cm GSD.
The resulting point cloud created with SURE on full resolution with 2.8 Bio. points
can be reduced to 437 Mio. points with fold 2 and 218 Mio. points with fold 3 while
rejecting outliers and removing redundancy. Due to the out-of-core approach, the whole
dataset can be filtered on a common PC without sub-division while consuming less than
14GB of RAM.
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8 Exemplary results

Dortmund dataset

Figure 8.14: Dortmund dataset. Filtered point cloud for overview and detail.

The Dortmund dataset (imagery kindly provided by IGI / AeroWest) was acquired using
a medium frame oblique airborne camera combining 5 heads with 40 and 50 megapixels
at a GSD of 10cm in the Nadir frame. The filtering in tiled chunks reduced the original
point cloud created with SURE to 130 mio. points while preserving small features.

Stones dataset

Figure 8.15: Stones dataset. Point cloud before and after filtering.

The Stones dataset (imagery kindly provided by Arctron 3D GmbH) is a close range
dataset acquired with a DSLR camera with 36 megapixels resolution. The filtering on
the point cloud derived at quarter resolution with SURE reduces the point count from
40.2 mio. points to 2.2 mio. points. It rejects remaining outliers and adapts to to
varying densities while equally thinning out according to the local point distribution.
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8.2 Point cloud fusion and filtering results

Church dataset

Figure 8.16: Church dataset. Upper row: point cloud before and after filtering. Lower
row: mesh vertex color textured and shaded.

The Church dataset consists of 6 images acquired with a DSLR camera with 36
megapixels. The filtering reduced the original point cloud processed with SURE from
257.9 Mio. points to 19.2 Mio. points while preserving the completeness and filtering
remaining outliers. A mesh has been derived directly from the filtered point cloud
using the Delauney mesh triangulation implemented in the software CloudCompare
[Girardeau-Montaut, 2016] as shown in the lower row of the figure. The left side de-
picts the mesh with preserved vertex colours from the filtered point cloud rendered with
an artificial light source. On the right side, an ambient occlusion has been calculated in
the local neighbourhood to emphasize the resolution of small details.
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8 Exemplary results

Lindenmuseum dataset

Color Color shaded PCV shaded

Figure 8.17: Lindenmuseum dataset. Mesh derived from the filtered point cloud. Upper
row: with vertex colours, rendered with normals and artificial light source
and with ambient occlusion. Lower rows: mesh detail with and without
normal based shading.

The Lindenmuseum dataset consists of 10 images with 10 megapixels each acquired
with a compact camera. A triangular mesh with 12.9 Mio. faces was derived from
the filtered point cloud using the Delauney triangulation implemented in the software
CloudCompare [Girardeau-Montaut, 2016]. The triangulation of the mesh is possible
since the redundancy has been removed by the point cloud filtering. Furthermore, the
filter automatically adapts to the local point sampling due to the adaptive octree depth
without a requirement of parameters and thus implements the multi-scale requirement.
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