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Abstract

Recent advances in natural language processing (NLP), particularly in large lan-
guage models (LLMs) like ChatGPT, demonstrate the potential for their application
in a variety of tasks within specialized domains. For instance, in the automotive
domain, they could be utilized to provide guidance through a vehicle repair pro-
cess. This thesis is concerned with the problem of predicting suitable materials
for vehicle components, such as brake discs. It seeks to determine whether LLMs
can draw on both world and domain-specific knowledge to make accurate predic-
tions about component materials without requiring extensive fine-tuning. This is
achieved through retrieval-augmented generation (RAG), which involves retriev-
ing relevant information from external sources and using it to enhance the prompt.
Specifically, this work compares three approaches: a standard LLM model, a simple
RAG approach, and an iterative RAG method called Chain-of-Verification (CoVe).
The thesis also develops a custom annotation tool to facilitate a human evalua-
tion study due to the absence of a gold standard dataset. Results demonstrate that
LLMs perform well in material prediction tasks, and while both RAG approaches
do not significantly enhance prediction quality, they do not detract from it either.
This research concludes that LLMs, with or without retrieval augmentation, offer
a promising solution for material prediction in vehicle components, though chal-

lenges in evaluation, hyperparameter optimization, and data retrieval persist.
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1 Introduction

With recent advancements made in the field of natural language processing (NLP),
so-called large language models (LLMs), such as ChatGPT!, have experienced a
massive rise in popularity (Dennean et al., 2023). It is to be expected that Al-
based tools and assistants will be part of everyone’s daily life in the near future
(Eloundou et al., 2023). One example of where such an Al assistant can be used
is in vehicle repair shops. There, they can help mechanics with various tasks, for
example, by guiding them through a repair process or suggesting ways of diag-
nosing a problem. However, to do this, the Al model needs some form of domain-
specific knowledge, as well as some general understanding of many aspects of the
world, generally known as world knowledge. For example, most people would not
consider fabric to be a plausible material for a brake disc based on their general
understanding of the world. Without knowledge in the automotive field, however,
they are likely unable to correctly predict the actual materials that a brake disc
can be made out of, such as gray cast iron. This thesis helps to evaluate whether
LLMs have domain-specific and world knowledge by using them to predict plau-
sible materials for vehicle components. If a model performs well on this task, this
is an indication that it might also be possible to tackle more complex tasks that
require these types of knowledge, such as the aforementioned example of guiding

a mechanic through a repair process.

Generative LLMs work by receiving an input text called prompt and then con-
tinuously predicting the next token to generate the output text. To do this, they
are pre-trained using vast amounts of text about many different topics. There-
fore, at least some amount of world knowledge seems to be incorporated by the
models (OpenAl, 2024; Sun et al., 2024). They are usually further fine-tuned to
adapt them to specific tasks, especially if the task is domain-specific. However, a
lot of data and computational resources are needed to fine-tune an LLM. In fact,
recent LLMs have gotten so large that fine-tuning is only possible on expensive

hardware. Therefore, current research aims to find methods that avoid having

Thttps://openai.com/blog/chatgpt
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to fine-tune an LLM. One such method is called retrieval-augmented generation
(RAG). This method takes user input and applies standard information retrieval
techniques to find relevant text snippets from an extensive text database. These
snippets are prepended to the user input to create the prompt for the LLM. There-
fore, the domain-specific information is encoded in the prompt and does not need

to be learned during fine-tuning.

It is evaluated how RAG can be used to improve the LLM’s performance on the
task. For example, given the vehicle component brake disc, the LLM should predict
materials like metal, steel, or ceramic, as these are materials that a brake disc can
plausibly be made of. To support the LLM in this task, the RAG technique is used
to inject relevant passages from the Wikipedia article about brake discs into the

prompt.

This thesis is structured as follows: Chapter 2 reviews the related work, cov-
ering key areas such as large language models, retrieval-augmented generation,
and the application of natural language processing in material science. Chapter
3 introduces the datasets available for this study, as well as detailing how the
evaluation dataset is created and which retrieval data sources are used. In Chap-
ter 4, a baseline implementation is presented, evaluated, and compared to previ-
ous works. Chapter 5 delves into the implementation of the retriever, a key part
of retrieval-augmented generation, describing the data indexing process and the
retrieval pipeline. In Chapter 6, the core methods explored in this thesis are in-
troduced, including simple generative question answering without RAG, a sim-
ple RAG approach, and an iterative RAG approach called Chain-of-Verification
(CoVe). Chapter 7 presents the evaluation process, describing the tasks, anno-
tation tools, setup, and results. In Chapter 8, the findings are discussed, focusing
on the challenges regarding hyperparameter optimization, retrieval data sources,
and the evaluation study. Finally, Chapter 9 concludes the thesis by summarizing

the key contributions and outcomes.



2 Related Work

This thesis follows up on the work from Schlipf (2022) and Eichel et al. (2023).
While their work focuses on material prediction using pattern-based approaches
and masked language models, this thesis uses autoregressive large language mod-
els for generating material predictions. The task at hand is a relatively niche topic;
however, significant research has been conducted into the parts the task is com-

prised of.

2.1 Large Language Models

In 2017, Vaswani et al. proposed the Transformer neural network architecture,
which is the basis for the majority of LLMs nowadays. Devlin et al. (2019) have
created a pre-trained model called BERT based on the transformer’s encoder part,
which yielded new state-of-the-art results on multiple NLP tasks. However, since
BERT and its derivative models are encoder-only, they aren’t usually used for text
generation. Instead, autoregressive large language models are used. At the time
of writing this thesis, proprietary state-of-the-art models include GPT-4 (OpenAl,
2024) and Anthropic Claude?. These proprietary models can only be used via an
Application Programming Interface (API), and the providers have full control over
the models and the data passed through the API. However, there are also open-
source models that can be run on local hardware. State-of-the-art open-source
models include Llama 3% and Mixtral 8x22b*. This thesis uses and compares one

proprietary LLM (GPT-4) to one open-source model (Mixtral 8x22b).

While LLMs can answer even complex questions, cases have been observed
where the generated text contains false or misleading information. This is usually
called hallucination. Zhang et al. (2023) conducted a survey in which they cat-

egorized the types of hallucinations occurring in LLM-produced text. And while

2https://www.anthropic.com/claude
3https://1lama.meta.com/11lama3/
“https://mistral.ai/news/mixtral-8x22b/
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Xu et al. (2024) suggest that hallucination is inevitable, research is going on to
detect and reduce hallucinations. For example, Ji et al. (2023) propose a tech-
nique called self-reflection, that iteratively improves the LLM-generated answer to
a question in the medical field. The technique is likely also applicable to other
domains, though, meaning it can be used in the automotive domain as well. Press
et al. (2023) show that while LLMs are good at memorizing facts, they struggle to
reason and combine different facts to answer more complex questions. However,
according to them, the answers to such questions can be significantly improved
when the complex question is split into multiple, less complex subquestions. Dhu-
liawala et al. (2023) combine the self-reflection and question-splitting approaches
by proposing a technique called Chain of Verification (CoVe). Using this technique,
the model first generates an answer to the initial question. Afterward, the model
generates verification questions for the initial answer, which are answered indi-
vidually in the next step. Finally, the initial answer is refined using the verification

question-answer pairs from the previous steps.

2.2 Retrieval-Augmented Generation (RAG)

As the name suggests, RAG combines natural language generation with a retrieval
step. In the retrieval step, relevant information snippets are fetched. These are
then used to augment the generation step. Since Lewis et al. (2020) proposed the
idea of retrieval-augmented generation, much research has been done to refine the
technique. Gao et al. (2024) created a comprehensive overview study, categorizing
the approaches taken by current research based on multiple characteristics and

comparing them.

In general, as explained by Gao et al. (2024), retrieval methods fall into two
main categories: sparse retrieval and dense retrieval. Sparse retrieval relies on
sparse vector representations of documents, typically using the bag-of-words model
(Robertson and Zaragoza, 2009). In this model, each dimension corresponds to a
term in the vocabulary, with its value reflecting the frequency of that term in the

document. Since most documents contain only a small subset of the total vocabu-
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lary, the majority of the vector’s dimensions will have a value of zero, giving rise
to the term “sparse” vector. Sparse retrieval uses algorithms like BM25 (Robert-
son and Walker, 1994) to find relevant text snippets based on the word overlap
between the query and the snippet. On the other hand, dense retrieval uses em-
beddings of text snippets created using models like BERT to find relevant snippets
by comparing them to the embedding of the query (Karpukhin et al., 2020). The
two retrieval methods can also be combined, which is called hybrid retrieval (Gao
et al., 2021).

According to Gao et al. (2024), there are three augmentation stages where RAG
can be used: pre-training, fine-tuning, and inference. Since the goal of this thesis
is to avoid pre-training and fine-tuning an LLM, RAG will only be used during the
inference stage. In this case, the retrieved snippets are injected into the prompt for
the LLM. This always comes with a tradeoff. On the one hand, as much information
as possible should be injected into the prompt, giving the LLM the best chance to
find the relevant information and construct an answer based on it. On the other
hand, research showed that LLMs struggle to find specific information within long
prompts, even if they support a large context window (Li et al., 2024; Laban et al.,
2024). Therefore, a technique called passage-retrieval is used. With this technique,
only the most relevant parts of a document are retrieved instead of retrieving
full documents. This is not a new technique and has been used in the field of
information retrieval for a long time (Salton et al., 1993; Kaszkiel and Zobel,
1997). Passage retrieval also helps with dense retrieval since the embeddings don’t
need to encode the information of a whole document, only of a passage. Splitting
documents into passages can be done in a multitude of ways; however, Karpukhin
et al. (2020) have found that using a simple windowing approach with fixed-

length passages works best.

2.3 Applying NLP to Material Science

Olivetti et al. (2020) created an overview study showing different material science

tasks that the use of NLP can support. While not explicitly mentioning the task of
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this thesis (i.e., predicting the materials of physical objects by their name), they
present a three-stage process consisting of information extraction, knowledge-base
creation, and knowledge innovation to perform tasks such as material property

prediction or material synthesis optimization.

Gupta et al. (2022) collected a large number of publications in the material
science field and used the contents of these publications to pre-train MatSciBERT,
a BERT-based model specifically for use in the material science domain. They did
not publish the collection directly but provided a list of DOIs from the papers used

to create the collection®.

Others have researched the use of LLMs in the material science domain. For
example, Jablonka et al. (2023) held a hackathon to try out various applications
of LLMs in a practical setting. This also included some applications in the context
of predictive modeling. Lei et al. (2024) presented ideas on how LLM systems can
be set up in the context of material science. Especially interesting for this thesis is
their suggestion to use RAG in combination with dense retrieval using embeddings
created by MatSciBERT.

Shttps://github.com/M3RG-IITD/MatSciBERT/blob/main/pretraining/piis_dois.csv

6


https://github.com/M3RG-IITD/MatSciBERT/blob/main/pretraining/piis_dois.csv

3 Data

As stated in the introduction, the goal of this thesis is to predict materials for ve-
hicle components using retrieval-augmented generation. To achieve this, a list of
vehicle components is required for which the material predictions will be made.
Additionally, the information retrieval part of the RAG system needs relevant data
sources from which to extract information. These data sources should include de-
tailed information about the vehicle components themselves, as well as typical
materials commonly used in their construction. This chapter outlines the process
of establishing both the list of components and the data sources used for the RAG

system.

3.1 Evaluation Components

Part of the work by Schlipf (2022) and Eichel et al. (2023) included the cre-
ation of a list of vehicle components. As their work was performed in coopera-
tion with Robert Bosch GmbH, they had access to a Bosch-internal database. From
this database, a list of 7,069 vehicle components was extracted. Examples include:

brake disc, interior blower motor, side airbag control unit.

For the reasons outlined in chapter 7, the model’s performance is evaluated
by human annotators. Given that the complete list contains over 7,000 compo-
nents, annotating every component is not feasible. Therefore, a subset of the list
is created to serve as the evaluation dataset. To maintain comparability between
this thesis and the previous work of Schlipf (2022) and Eichel et al. (2023), the
subset consists of 100 components. However, randomly sampling 100 components
from the full list presents challenges, as predicting the materials for certain com-
ponents can be difficult. To address this, specific criteria are established to filter
out problematic components without introducing bias into the subset. These cri-
teria are divided into two categories: component criteria, which each component
must meet individually, and subset criteria, which apply to the overall selection of

components.



Component Criteria:

* Physical component: To predict the materials of vehicle components, com-
ponents must be physical and made of materials, like “brake disc” or “spark
plug”. Software functions, such as “parking assistant” or “catalytic converter

monitoring”, do not fulfill this criterion.

* Non-System component: There are cases where a component, while tech-
nically being physical, describes a set of sub-components. For example, the
component “clutch” consists of sub-components like “clutch pedal”, “clutch
disk”, and “master cylinder”. In that case, it is hard to accurately predict the
materials of the overall component since the sub-components can consist of

many vastly different materials.

Subset Criteria:

* No duplicates: Many components are similar but used in different places in
the car or for various functions. However, the materials used are the same.
In that case, only one of the components is kept, and the other ones are re-
moved. In some cases, duplicate components are kept if it is determined that
their function or physical location would likely result in different materials
being used. An example of this is the components “pressure control module
high-pressure solenoid valve” and “inlet camshaft control solenoid valve”. A
high-pressure solenoid valve might need to be constructed from sturdier ma-
terials than a solenoid valve dealing with lower pressure but possibly more

time-sensitive tasks.

* Similar distribution: Components are usually multi-word expressions com-
prising multiple constituents. The subset should have the same distribution

of words per component as the complete set.

A new evaluation dataset is created as the evaluation dataset from Schlipf
(2022) and Eichel et al. (2023) does not fulfill these criteria. This is done by ran-
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domly sampling 200 components from the entire dataset and removing all com-
ponents that do not satisfy the requirements. After that, 100 of the remaining
components are selected for the subset. To confirm that the final criterion is met,
two plots are generated (figure 1). These plots display histograms of the number
of components consisting of one word, two words, and so on. The upper histogram
represents the distribution in the evaluation dataset, while the lower one shows
the distribution in the full set. Visually, the two distributions are nearly identical,
indicating that the final criterion is satisfied. The final evaluation component list

can be found in the appendix A.

Words per Component

H Evaluation Components

Components

1 2 3 4 5 6 7 8
Number of words per component

2000 mmm All Components

1500

1000 A

Components

1 2 3 4 5 6 7 8
Number of words per component

Figure 1: Evaluation Components: Number of Words

3.2 Retrieval Data Sources

A crucial aspect of a robust RAG pipeline is the selection and preparation of the
data corpus. For the RAG pipeline to be able to retrieve valuable information, the
corpus needs to include data about vehicle components and the materials they

are made of. Wikipedia is a good source due to its easy accessibility and large



amount of information. In addition, there is already a pre-existing dataset as part
of the work from Schlipf (2022). It is based on a dump of the English Wikipedia
(retrieved on March 2™, 2022). The original Wikipedia corpus was reduced to
only include articles related to the automotive domain. This was done by only
including articles that contain at least one vehicle component from a subset of the
aforementioned vehicle component list. After filtering, the domain-specific corpus

contains 118,154 Wikipedia articles.

Unfortunately, upon closer inspection, it turns out that this dataset does not
contain full articles related to the automotive domain. Instead, it only contains
single sentences from different articles. Some of these sentences reference other
sentences not included in the corpus. This lack of context renders the dataset
insufficient for the needs of the RAG pipeline. Therefore, a custom script is de-
veloped to extract full articles from a Wikipedia dump file. The script analyzes
each article and only extracts articles that contain at least two components from
the full components list described in chapter 3.1, with the additional constraint
that each component must consist of at least two words. Schlipf (2022) used the
Python library gensim for extracting articles from the Wikipedia dump. However,
this is very slow; according to gensim’s documentation, extracting a full Wikipedia
dump takes about eight hours®. Therefore, the custom script used in this thesis
is developed using the programming language Rust for maximum performance.
The script is able to extract and analyze the full Wikipedia dump in less than two

hours, which is a significant reduction from the eight hours mentioned above.

Based on the constraint, 29,425 articles are extracted. However, an analysis of
the articles shows that articles about materials, such as “Stainless Steel” or “Nylon”,
are not extracted. Therefore, the script is extended to also include all articles that
contain at least three occurrences of “material” or “materials”, as well as at least
three occurrences of one of these words: “automotive”, “automobile”, “car”, “vehi-
cle”. With this second constraint, 2,943 additional articles are extracted. Overall,

the average length of the extracted articles is 36741 characters or 4233 words.

®https://radimrehurek.com/gensim/corpora/wikicorpus.html
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4 Baseline

A baseline experiment is conducted to understand how well a basic LLM approach
performs compared to the approaches evaluated in the previous work by Schlipf
(2022) and Eichel et al. (2023). Their work focuses on two methods. The first
method is a bootstrapping algorithm called Basilisk (Thelen and Riloff, 2002) that
is used for learning a lexicon of material candidates. These are then matched
with components based on co-occurrence in a text corpus. The second method
uses bidirectional pre-trained language models (PLMs) in a cloze-task, where the
language model has to predict a masked token. For example, given the sentence
“a battery consists of [MASK]”, the model will likely predict materials like “lead” or
“acid” in place of the masked token. They tried various PLMs and fine-tuned them
using different text corpora. Their best performing model DOMAIN RB is based on
the RoBERTa PLM (Liu et al., 2019) fine-tuned on a domain-specific text corpus
provided by Bosch.

In this experiment, an LLM is prompted to generate a list of up to five plausible
material suggestions for a vehicle component. This is done for all 100 components
in the evaluation dataset (see chapter 3.1) and evaluated by human annotators to

match the approach from the previous works closely.

4.1 Implementation

When instructing LLMs to perform a specific task, it is often recommended to
include not only the task description itself in the prompt but also a few exam-
ples of inputs and their desired outputs. This is called few-shot prompting (Brown
et al., 2020). However, some suggest that few-shot prompting might also hurt
performance. Instead, the prompt should only contain the task instruction with-
out any examples, which is called zero-shot prompting (Reynolds and McDonell,
2021). To test whether there is a difference for the specific task performed in this
chapter, two prompts are created: a few-shot prompt, shown in figure 2, and a

zero-shot prompt, shown in figure 3. Both prompts are used in conjunction with
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the “Mixtral-8x22B-Instruct-v0.1” LLM to predict materials for all 100 components

in the evaluation dataset.

After analysis of both outputs, it can be observed that there are differences in
material predictions between the few-shot and the zero-shot outputs. However,
the most important materials are present in both outputs. In addition, the outputs
from the few-shot prompt seem to be slightly more specific. For example, instead
of the material “plastic”, the output more often contains specific types of plas-
tic such as “Acrylonitrile Butadiene Styrene (ABS)” or “Polyvinyl Chloride (PVC)”.
Therefore, the outputs from the few-shot prompts are chosen to be evaluated by

human annotators.

Your task is to predict a comma-separated list of up to five materials that a vehicle

component is made of. For example:

Component: brake disc

Materials: grey cast iron, carbon-ceramic composite, ceramic

Component: motor oil
Materials: mineral oil, synthetic oil, additives

Component: igniter

Materials: nickel, aluminium oxide, sintered alumina, steel

Please predict the materials for the following component: {component}

Just provide the names of the materials, separated by commas, without any expla-

nation.

Figure 2: Baseline: Few-Shot Prompt

Interestingly, the model seems to struggle a lot more to produce the desired
output format when given a few-shot prompt compared to a zero-shot prompt.
This is counterintuitive since the few-shot prompt contains not only a textual de-
scription of the expected output format but also three examples demonstrating it.

In contrast, the zero-shot prompt only contains the textual description. For exam-
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Your task is to predict a comma-separated list of up to five materials that a vehicle
component is made of.
Please predict the materials for the following component: {component}

Just provide the names of the materials, separated by commas, without any expla-

nation.

Figure 3: Baseline: Zero-Shot Prompt

ple, when using the few-shot prompt, the model sometimes adds a note at the end
(“Note: The materials can vary depending on the specific design and manufacturer
of the stop/side lamp.”) or prefixes the material list with an introductory sentence
(“The "air conditioner max switch" is typically made of:”). A deeper investigation
of this phenomenon is not performed since it doesn’t fit the scope of this thesis;

however, it is still interesting to note.

4.2 Evaluation

To make the evaluation results comparable to the results achieved by Schlipf
(2022) and Eichel et al. (2023), the evaluation study for the baseline is set up
similarly. This means that human annotators are shown one multiple-choice ques-
tion per vehicle component. The choices for each question consist of all materials
predicted by the model, as well as the option “None of these” to indicate that the
component can not be made out of any of the predicted materials, and “No an-
swer” for allowing annotators to skip the question. This can be used if they are
unsure about the material composition of the given component, for example. An

example question is shown in figure 4.

The evaluation is set up in Google Forms’ using a custom Python script that
extracts the material predictions from the model outputs and creates the Google

Form by calling the corresponding API functions®.

"https://www.google.de/int1l/en/forms/about/
8https://developers.google.com/forms/api/reference/rest
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adblue return pipe heating element *

stainless steel
aluminum
(] nichrome
(] copper

(] silicone

[J None of these

D No answer

Figure 4: Baseline example question

The baseline is annotated by four people: the author and three experts. The ex-
perts are hired using the online platform Prolific’. All experts have a background in
engineering. To check the reliability of the answers, the inter-annotator agreement
(IAA) is calculated. Ideally, it should be comparable to the IAA score in Schlipf
(2022) and Eichel et al. (2023). Unfortunately, they don’t provide the formula for
calculating the IAA. Based on their explanations, the following formula is derived.
Given two sets of annotations A and B for the same component, each set encodes
the annotator’s choice of plausibility for each material. E.g., for figure 4, the set
would be {1,1,0,0,0}. The options “None of these” and “No answer” are ignored
since no anntator used them. a; or b; denote the i-th element in the set. §; is then

defined as follows:

0 a; #b;
The IAA is then defined as:

lAl ¢
IAA Z'L:l 5Z

|A]

“https://www.prolific.com/
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This IAA metric will be called agreement ratio from now on. An agreement
ratio of 0 denotes perfect disagreement, while a ratio of 1 denotes perfect agree-
ment. The agreement ratios for the baseline study are shown in table 1. The av-
erage agreement ratio is 0.69, similar to the agreement ratios reported by Schlipf
(2022) and Eichel et al. (2023), showing an above-average agreement between

the annotators.

Al A2 A3

Author 0.68 0.75 0.69
Al 0.75 0.60
A2 0.64

Table 1: Baseline Agreement Percentage

As the goal of the baseline is to compare a basic LLM approach to the ap-
proaches in Schlipf (2022) and Eichel et al. (2023), the same metrics are used.
Specifically:

* Coverage @ n: For what proportion of components was at least one material

prediction considered plausible by at least n annotators?

* Precision @ n: What proportion of material predictions was considered

plausible by at least n annotators?

Figure 5 shows the results of the evaluation. Two aspects should be highlighted,
that underline how well the LLM approach performs on this task. First, for 94 out
of the 100 evaluated components, the model predicted at least one material that
was considered plausible by all four annotators. Second, over 90% of all material

predictions were considered plausible by at least half of the annotators.

Eichel et al. (2023) provide coverage @ 1, coverage @ 3, precision @ 1, and
precision @ 3 as metrics. Table 2 compares their best language model (namely
DOMAIN RB), as well as their Basilisk approach to the baseline LLM approach.

15



Coverage Precision
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_100| 94 100| 972 906 :
% 50 § 50
3 2
o =
O ~
0 0
@1 @2 @3 @4 @1 @2 @3 @4
Figure 5: Baseline LLM results
Cov. @ 1 Cov. @ 3 Prec. @ 1 Prec. @ 3
Basilisk 73% 40% 45% 14%
DOMAIN RB 93% 73% 62% 28%
Baseline LLM 100.0% 100.0% 97.2% 71.4%

Table 2: Baseline comparison to previous thesis

Clearly, even a basic LLM approach significantly outperforms the two approaches
evaluated in the previous works. This experiment also shows that using more com-
plex LLM setups, such as retrieval-augmented generation, is not necessary for the
task of simple material prediction in the automotive context. Therefore, this the-
sis focuses on a more advanced task: predicting plausible materials for a vehicle
component including an explanation for why this material might be used in the

component.
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5 Retriever

As the thesis title suggests, exploring retrieval-augmented generation is a core part
of the thesis. Therefore, setting up an information retrieval system, or retriever for
short, is vital. The system does not need to be created from scratch, as existing
frameworks can be utilized. One such framework is Haystack!?, which will be

used to implement RAG in this thesis.

An essential part of every RAG system in Haystack is the document store. It
stores all the text that should be retrievable. The document store is usually im-
plemented in the form of a database. However, there is also an InMemoryDocu-
mentStore, which doesn’t need a database to connect to. As the name implies, it
keeps all documents in memory instead. This should be a viable option for the
small corpus used in this thesis, considering the large amounts of memory avail-
able on the IMS GPU servers. Unfortunately, the document store does not have an
inverted index and, therefore, has to scan through all documents for every docu-
ment retrieval. When testing on a small corpus of around 30,000 documents, the
retrieval step already takes more than a minute per query, making it not feasible

to use later in experiments.

Instead, the decision is made to use OpenSearch!! as a document store since
it supports fast full-text search via an inverted index (sparse retrieval), as well
as retrieval using vector embeddings of the text (dense retrieval). Setting up
OpenSearch on the IMS servers is more complex than anticipated. The preferred
option is to run OpenSearch using Docker containers. While Docker isn’t available
on the IMS servers, the alternative software Podman is. It claims to be a drop-in
replacement for Docker. However, when trying to run the OpenSearch container
via Podman, the container doesn’t start and instead outputs a “permission denied”
error. Even after trying out many suggestions found online, it was not possible

to get OpenSearch running on the server using Podman. Alternative installation

Onttps://haystack.deepset.ai/
"Uhttps://opensearch.org/
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options, like using the operating system’s package manager, would require root

access to the server, which is impossible.

In the end, OpenSearch is set up on a private server. The instance must be ex-
posed to the Internet to connect from the IMS server to the OpenSearch instance.
If not done correctly, this can pose significant security risks. Therefore, two-way
authentication with transport layer security (TLS) certificates is set up. In addi-
tion, an OpenSearch dashboard is deployed to explore the data and test queries

directly with a graphical user interface.

5.1 Data Indexing

After setting up the document store, the extracted Wikipedia articles (section 3.2)

can be ingested. The ingestion pipeline consists of the following steps:

1. Data Cleaning: The extracted articles need to be converted from their native
MediaWiki syntax into plaintext to be usable in the RAG pipeline. For this
purpose, the Python library wikiextractor'? is used. However, the library is
incompatible with newer Python versions. To fix this issue, the library’s code
is cloned, and the incompatible parts are changed. Afterward, the plaintext

Wikipedia articles are loaded into the OpenSearch instance.

2. Splitting: As mentioned in chapter 2.2, injecting full Wikipedia articles into
the context is not the best way for RAG. Therefore, passage retrieval is used,
whereby the text is split into segments with a length of 200 words. The split
is performed using a sliding window approach with an overlap of 50 words

between sequential passages.

3. Embedding: For each passage, an embedding vector is created using the con-
text embedding model for dense passage retrieval (DPR) created by Karpukhin
et al. (2020). The specific model used is “facebook/dpr-ctx_encoder-multiset-
base”. As mentioned in chapter 2.3, another option is to use the MatSciBERT

2https://github.com/attardi/wikiextractor
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model for creating embeddings. However, the DPR model is trained explicitly
for question answering, meaning there is one model for creating the ques-
tion embedding and a separate model for creating the context embedding.
Initial tests showed that this approach yields far better results than using the
MatSciBERT model to create embeddings.

4. Indexing: The passage text and the corresponding embedding are ingested

into the OpenSearch data store.

In total, 458,972 passages are indexed.

5.2 Retrieval Pipeline

The task of the retrieval pipeline is to locate relevant information for a given query
within the document store. The implementation uses hybrid passage retrieval,
combining both sparse and dense retrieval methods. The retrieval pipeline is il-
lustrated in figure 6. For sparse retrieval, BM25 is employed to identify matching
passages based on the query. For dense retrieval, the query is first embedded using
the “facebook/dpr-question_encoder-multiset-base” model. These embeddings are
then used to find passages where the dot product between context embeddings,
generated during indexing, and the query embedding is minimized (Karpukhin
et al., 2020). The two retrieval paths are implemented in such a way that it is
possible to pass different queries to the sparse and dense retrievers. This can be
useful since sparse retrieval is optimally used with keywords as queries, while the

embedding model of the dense retriever is trained using a whole sentence as input.

Both the sparse and dense retrievers return the top 50 passages based on
their respective search algorithms. Each passage is also assigned a score, indi-
cating how well it matches the query according to the retriever. The documents
are then passed to a document joiner, which re-ranks them based on scores from
both retrievers. For instance, a passage with high scores from both retrievers will

be ranked higher than one that appears in the top 50 of only one retriever. After
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re-ranking, the top 10 passages are returned as the final output of the retrieval

pipeline.

A test is conducted to evaluate the performance of the retrieval pipeline. For
the first ten components in the evaluation list (see Appendix A), it is manually
assessed whether the retrieved passages provide helpful information for predicting
the materials of each component. Although none of the passages explicitly mention
the materials for these highly specific components, the information they contain
can still be valuable if it aids in reasoning about the materials. For instance, one
passage retrieved for the component “refrigerant bypass valve” provides details
about refrigerants such as R-12, R-22, and R-134a, which are commonly used
in air conditioning systems. Another passage highlights the high global warming
potential of these refrigerants. Combined, these insights suggest that sealing may
be crucial in refrigeration systems, leading to the inference that materials like
rubber might be used for sealing in the refrigerant bypass valve. Therefore, both

of these passages would be considered as containing helpful information.

Of the 100 passages retrieved for the ten components, it is determined that
22% contain helpful information about the materials of the respective compo-
nents. This means that, on average, 2.2 of the ten retrieved passages per compo-

nent are considered relevant.
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6 Methods

The primary goal of this thesis is to investigate whether retrieval-augmented gen-
eration can enhance material predictions for vehicle components. As discussed in
Chapter 4.2, LLMs are already capable of predicting materials for vehicle com-
ponents with high accuracy, even without the use of RAG. Therefore, the scope
is expanded to not only predict materials but also generate explanations for each
prediction. These explanations should clarify why a specific material might be used

for a given component.

This chapter introduces the three methods for getting prompts that instruct
LLMs to generate both material predictions as well as explanations. First, a non-
RAG approach is employed to assess how well LLMs perform this task without the
support of RAG. This is then compared to two RAG-based methods: a basic RAG
implementation and an iterative RAG approach known as Chain-of-Verification
(CoVe).

The prompts obtained by these three methods are then used to generate the
outputs. This is done by passing them as inputs to a LLM. As part of this thesis,
two LLMs are used: one open model (Mixtral-8x22B-Instruct-v0.1'®) and one pro-
prietary model (GPT-40'* using the gpt-40-2024-08-06 snapshot). The open model
is run on the IMS GPU servers. The Huggingface transformer library'® is used to
download and run the model. By leveraging 4-bit quantization, the model, while
having over 141 billion parameters, is running stable on only two NVIDIA RTX
A6000 GPUs. Conversely, the proprietary model is used via the OpenAl API'®.

Bhttps://mistral.ai/news/mixtral-8x22b/
“https://openai.com/index/hello-gpt-4o/
Yhttps://huggingface.co/docs/transformers/index
ohttps://platform.openai.com/docs/overview
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6.1 Simple Generative Question Answering (No RAG)

Since LLMs are trained on vast amounts of training data that contain informa-
tion in many domains, they have a significant amount of knowledge even without
fine-tuning or advanced generation techniques like RAG. This knowledge can be
extracted using simple question prompts. For example, when asked “Which mate-
rials is a brake disc made from?”, most modern LLMs are able to generate useful

dANSWETS.

This method is very similar to the technique used for the baseline. However, in
this case, the model is not only prompted to generate a list of materials but also
an explanation for each material. The prompt is shown in figure 7 and is based on
the prompts used by Zhang et al. (2024).

Please answer the question below. When listing multiple materials, sort them by the
amount of the material used, from the most used to the least used.

Please also provide a brief explanation for each material.

If you do not know the answer directly, please suggest plausible materials that
could be used in the component.

Question: In the automotive context, which materials is the component "{compo-
nent}" made out of?

Answer:

Figure 7: Simple Generative Question Answering Prompt
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6.2 Retrieval-Augmented Generative Question Answering (RAG)

Query Response
In the automotive context, which . .
materials is the component Prompt o gtk Ui velis often...
.o " 2. Rubber: To seal against leaks, ...
refrigerant bypass valve" made ; . - .
out of? 3. Aluminum: For weight-saving, ...

LLM

Retrieval

Figure 8: RAG Process

For this method, a retrieval step is added before generating the response, as
shown in figure 8. The retrieval pipeline is explained in chapter 5.2. It receives
two inputs: the vehicle component for sparse retrieval and a question based on
the vehicle component for dense retrieval (“What materials does the vehicle compo-
nent ’<component>’ consist of?”). Based on these inputs, ten passages are retrieved
that should contain information about the vehicle component. The prompt from
the no-RAG approach is then extended to include these passages, as shown in
figure 9. Notably, several instructions are added to prevent the model from gen-
erating outputs like “specific materials are not directly mentioned in the provided
information”. These instructions help to reduce the phenomenon, although similar

sentences can still be found in some outputs.
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Please answer the question below.

You can use the following excerpts from Wikipedia for additional informa-
tion, if they contain useful information:
Article: "Article 1"

Excerpt: "Lorem ipsum dolor sit amet, consectetur..."

Article: "Article 2"

Excerpt: "laboris nisi ut aliquip ex ea commodo consequat..."

When listing multiple materials, sort them by the amount of the material
used, from the most used to the least used.

Please also provide a brief explanation for each material.

Please just provide the list of materials and the explanations, without any additional
information.

Provide an answer even if the necessary information is not directly available in the
provided excerpts.

Do not mention the excerpts in your answer.

Question: In the automotive context, which materials is the component
"{component}" made out of?

Answer:

Figure 9: Retrieval-Augmented Generative Question Answering Prompt
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6.3 Chain-of-Verification (CoVe)

Query Baseline Response

In the automotive context, which
materials is the component

"refrigerant bypass valve" made
out of?

1. Steel: The valve is often...

—> 2. Rubber: To seal against leaks, ...

3. Aluminum: For weight-saving, ...

Plan Verifications

&

LLM

-

Retrieval

> Can a valve be made of steel?

*ﬁ Yes, steel is likely the primary...

-

Retrieval

> Does rubber seal against leaks?

‘ﬁ No, not in the context of...

-
N

Retrieval

Final Verified Answer

A

1. Steel: The valve is often... P
2. Aluminum: For weight-saving, ... [ -

LLM

Figure 10: CoVe Process

As mentioned in chapter 2.1, CoVe is introduced by Dhuliawala et al. (2023) and

uses an iterative approach to reduce hallucinations for the generated answers.
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More specifically, the approach is split into four steps, which are also shown in
figure 10:

1. Baseline Response: The initial response is generated by the model.

2. Plan Verifications: The LLM is given the question and the initial response
and is tasked to generate verification questions. Figure 11 shows an example
of this step.

3. Execute Verifications: The model receives the verification question and gen-
erates an answer. This is repeated for all verification questions generated in

the previous step.

4. Final Verified Response: The baseline response and all verification ques-
tions, including the answers generated in the previous step, are concatenated
into one prompt. The model is instructed to refine the baseline response us-

ing the information from answers to the verification questions.

While the original paper by Dhuliawala et al. (2023) does not use RAG, the
authors mention that RAG can be used in conjunction with CoVe, specifically in
steps one and three. One advantage of this iterative approach is the ability to per-
form retrieval not only based on the vehicle component but also on any keywords
(especially materials) used in the verification questions. For example, the initial
retrieval for the component “engine piston” might include some materials used in
pistons. However, the model might also suggest that an engine piston can plau-
sibly be made out of tin. The initial retrieval would not contain any information
about tin since it is not related to engine pistons. So unless the model has seen
information about tin during training, it can’t know that the melting point of tin
is too low, making it unsuitable for engine pistons. With the CoVe approach, the
model could generate a verification question like “Is tin a suitable material for en-
gine pistons?”. Based on this question, the retriever will include information about
tin, allowing the model to reason that the melting point is too low and, therefore,

conclude that tin is not a plausible material for engine pistons.
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Prompt:

Your task is to create verification questions based on the below original question and the
baseline response. The verification questions are meant for verifying the factual acuracy in
the baseline response. Output should be numbered list of verification questions.

Actual Question: "In the automotive context, which materials is the component "charge-air
cooler water sprayer" made out of?"

Baseline Response:

"1. Water: The primary material used in a charge-air cooler water sprayer is water. It is used
to spray onto the charge-air cooler to lower the temperature of the incoming air, which
enhances engine efficiency by increasing air density.

2. Aluminum: While the sprayer itself may use water, the charge-air cooler often uses
aluminum due to its lightweight properties and good thermal conductivity, though aluminum
is near its upper technological limit at high temperatures and pressures.

The water is used in the greatest amount as it is continuously sprayed, while aluminum forms
the structural component of the cooler."

Final Verification Questions:

Generated Response:

1. Is water a material used in the construction of the charge-air cooler water sprayer, or is it
only the medium being sprayed?

2. Is aluminum specifically used in the construction of the charge-air cooler water sprayer, or
is it used primarily in the charge-air cooler itself?

3. Does the baseline response accurately distinguish between the materials used in the sprayer
system and those used in related components like the charge-air cooler?

4. Are there any other materials commonly used in the construction of a charge-air cooler
water sprayer that are not mentioned in the baseline response?

Figure 11: CoVe: Plan Verifications

28




7 Evaluation Study

Evaluating Al models in the context of natural language processing can be chal-
lenging, particularly for tasks involving natural language generation. Two main

approaches can be used: automatic evaluation and human evaluation.

In automatic evaluation, a model’s outputs are typically compared to a gold
standard to assess performance. However, this approach presents two key chal-
lenges. First, a gold standard dataset must be created, which can be difficult, espe-
cially if there is not only a single correct solution for the task. Second, appropriate
metrics are needed to compare the model’s output against the gold standard. Com-
mon metrics for evaluating generated text include BLEU (Papineni et al., 2002),
ROUGE (Lin, 2004), and METEOR (Banerjee and Lavie, 2005). However, no such
gold standard dataset exists for the task addressed in this thesis, and creating one

is complicated by the open-ended nature of the task.

As a result, manual evaluation of the model’s outputs is required. It is crucial
to decide which aspects of the generated text should be evaluated, with relevance,
coverage, correctness, and coherence being commonly assessed factors (Awasthi
et al., 2023; Ye et al., 2018; Zhong et al., 2022). Since the goal of this thesis is
to compare the three approaches, a straightforward method might be to ask an-
notators to select the “best” output. However, this poses several challenges. First,
it would require a clear and easily understandable definition of what constitutes
a “good” output for the annotators. Additionally, the results would be difficult
to interpret. For instance, it would be unclear why one output was chosen over
another — was it due to better material predictions or because the alternative con-
tained more factual errors? To address this issue, the evaluation is divided into

three key aspects:

* Correctness: As mentioned in chapter 2.1, LLMs are prone to hallucination.
Therefore, annotators are instructed to determine whether a material predic-
tion is plausible for the given vehicle component. In addition, they are also

tasked with verifying the factuality of the explanations.
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* Completeness: For each output, annotators should evaluate the complete-
ness of both the material predictions as well as the explanations for each
material prediction. The criterion describes whether all materials expected
by the annotator appear in the material predictions and whether the explana-
tions contain all necessary information to understand the reasoning behind

the material prediction.

* Ranking: While the two aspects above try to measure objective metrics, it is
also interesting whether a particular method’s or model’s output is generally
preferred over the others. Therefore, the annotators are asked to rank the
outputs according to their preferences. Importantly, they should only con-

sider the contents of the output when ranking, not the formatting or style.

However, these terms are often vague and open to interpretation. For instance,
“correctness” can refer to the text’s grammatical correctness but also its factual cor-
rectness. To address this ambiguity, Howcroft et al. (2020) and Belz et al. (2020)
suggest standardized definitions for evaluation criteria in the context of natural
language generation. Table 3 shows how the aspects used in this thesis are classi-

fied using their proposed system.

Type of Form / Frame of obj./ abs./ extr./

Aspect . . .
Quality Content Reference subj. rel. intr.
Correctness correctness content external FOR subj.  abs. intr.
Completeness goodness  content external FOR subj.  abs. intr.
Ranking goodness  content external FoR subj.  rel. intr.

Table 3: Classification of qualities based on Belz et al. (2020)

7.1 Tasks

Based on these aspects, the following tasks were constructed:
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* For each output, the annotator has to perform the following tasks, which are
displayed simultaneously per output as shown in figure 13. Two models and
three approaches are being evaluated in this thesis, resulting in six outputs

per vehicle component.

— Task 1: The annotator is shown a list with all material predictions from
the output. They have to select all plausible material predictions.

(Aspect: correctness)

— Task 2: The annotator is shown the full output, including explanations.
They have to highlight all factually incorrect parts.

(Aspect: correctness)

— Task 3: The annotator is tasked with rating the quality of the material
predictions on a scale of one to five. If they think a material is missing,
they are asked to enter it into an optional comment text field.

(Aspect: completeness)

— Task 4: Similar to the previous task, the annotator is tasked with rating
the quality of the explanations on a scale of one to five. This task also
includes an optional comment field, where they can enter which infor-
mation they miss or which is superfluous.

(Aspect: completeness)
* Task 5: For each vehicle component, the annotator is shown all six outputs
simultaneously and has to rank them based on their preference (figure 14).
(Aspect: ranking)

7.2 Annotation Tool

A tool that human experts can use is needed to evaluate the output data. The tool

needs to fulfill the following requirements:
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* Web-based: The tool should be easily accessible without requiring the an-
notators to install any software. This can be achieved best with a web-based

tool.

* Secure: As the tool is publicly exposed on the internet, it needs security
mechanisms to protect it against spam, so only the annotators can use it. At

the same time, the annotators should not need to register, if possible.

» Saving of progress: As this evaluation is quite long, the progress of each an-
notator should be saved, ideally automatically. This prevents data loss when
the browser or tab is accidentally closed and allows annotators to take breaks

without worrying about losing their progress.

» Highlighting of text spans: One of the tasks requires annotators to mark
factually incorrect sections in the output. This needs to be supported by the

annotation tool.

* Ranking: A different task requires annotators to rank six outputs. This means
that the annotation tool needs to be able to display all six outputs simulta-
neously and offer a way to either sort them directly or have a form control

that allows specifying an order.

Google Forms would be an obvious choice since it is already used for the base-
line evaluation (see chapter 4.2). It is web-based and offers basic security by using
randomly generated URLs to access the form. However, it does not support ques-
tions where users can highlight text sections. Also, the ranking would need to be

implemented in a rather crude and non-user-friendly way, as shown in figure 12.

Therefore, other tools are examined. The particular requirements for this eval-
uation mean that most tools can’t be used. Most of them don’t support highlighting
text, whether directly or by offering an interface for extensions, which would al-

low adding this functionality. However, two tools seem to fulfill the requirements
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Output A OQutputB  OutputC  OutputD  OutputE  OutputF

Rank 1 O O o) O O] o)

Rank 2 O ® O O O O
Rank 3 ® O @) O O @)
Rank 4 O O O ® O O
Rank 5 O O ® @) O O
Rank 6 @) O O @) O ®

Figure 12: Ranking in Google Forms

at first glance and are therefore examined in more detail: Potato!” (Pei et al., 2022)

and LimeSurvey?8,

Potato offers a text highlighting control out-of-the-box. In addition, it allows
the automatic creation of the survey using simple configuration and data files. It
can automatically assign participants to different tasks, which is helpful for this
evaluation study. Unfortunately, security is limited. It provides self-registration or
direct URL login, but neither method protects against spam, as anyone can cre-
ate an account or use a random URL parameter to access the survey. In addition,
documentation is minimal, contains broken links, and generally lacks much in-
formation. There are several example surveys in the repository, but it is cumber-
some to go through many examples when trying to find the necessary information.
Moreover, the code quality of the tool itself is pretty low. For example, most of the
tool’s functionality is contained in a single file with almost 3000 lines of code and
no type hints, making it very difficult to navigate the codebase and implement

patches to fulfill the abovementioned requirements.

7https://github.com/davidjurgens/potato
Bhttps://www.limesurvey.org
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LimeSurvey has no built-in text highlighting control but offers the ability to
inject custom JavaScript snippets into the survey, which can then be used to cus-
tomize or even replace existing controls. Several threads on the LimeSurvey Com-
munity Forum discuss the option to use JavaScript to create a text highlight con-
trol. Still, none of them included a working example or even any hint for a suc-
cessful implementation!®?°, While it is certainly possible to get this to work, it
would require a lot of effort and still be a workaround at the end, which is why

this approach is abandoned.

Instead, a custom annotation tool is developed from scratch. This approach is
highly flexible and allows for the precise tailoring of the tool to the abovemen-
tioned requirements. The tool consists of two parts: a backend and a frontend.
Both parts are written in TypeScript, ensuring type safety throughout the code-
base.

The backend provides a RESTful API that is used to communicate with the
frontend. It is implemented using the NestJS framework?! to help maintain best
practices of software engineering like SOLID (Martin, 2000) and “The Twelve-
Factor App” (Wiggins, 2012). An SQLite database is used for data storage. The

backend is packaged into a Docker container and runs on a server.

The frontend, on the other hand, runs in the browser. It fetches the data from
the backend via the RESTful API, displays it, and handles user interaction. Since
these interactions make the frontend quite dynamic, Vue?? is used to build the user
interface (UI) and handle the data state and user interactions. To speed up de-
velopment, the component library Primevue? is used, which provides commonly

used components like buttons and form fields.

Yhttps://forums.limesurvey.org/forum/can-1i-do-this-with-limesurvey/
127601-annotate-or-highlight-text-like-doccano

Phttps://forums.limesurvey.org/forum/can-1i-do-this-with-limesurvey/
112421-interactive-text-based-question

2lhttps://nestjs.com/

2nttps://vuejs.org/

Bnttps://primevue.org/
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Developing such an application from scratch requires significant effort, so spe-
cial consideration is placed on reusability. However, unlike other survey tools, the
focus is not to provide an out-of-the-box working survey tool that can be config-
ured via a user interface or config files. This approach limits flexibility and is the
exact reason why a custom tool is developed for this thesis. Instead, the goal is to
provide a basic boilerplate implementation for standard survey functionality, such
as user management, loading and saving of responses, the basic UI layout, and the
general software architecture. The survey can then be programmed by extending
the boilerplate implementation as needed, for example, by implementing custom

question types with special user interface controls.

7.3 Setup

Using the custom evaluation tool, the evaluation study is set up. The tasks are
quite complex and involve reading longer texts; therefore, the study is split into
ten batches, each containing ten vehicle components from the evaluation dataset
3.1. Two views are created for the task. The first view (figure 13) is shown per
output, meaning six times per component. After the participants have annotated
the six outputs, they are shown the second view, where they are asked to rank
them (figure 14). Initially, participants are guided through an interactive tutorial
explaining how the tool works. It also provides a detailed introduction to all the

tasks.

Similar to the baseline experiments, the study’s participants are recruited using
the online platform Prolific. Pre-screening ensures that participants are located in
the US, UK, or Germany and fluent in English. Three participants are recruited
per batch of ten components. Two of them have a degree in engineering, while
the remaining one has a degree in material science. The imbalance is caused by
the fact that significantly more people with an engineering degree are registered
on Prolific than people with a degree in materials science. Since the study is quite

complex and lengthy, only three participants are recruited per batch to keep the

35



overall costs within reasonable limits. For the same reason, only five of the ten

batches are evaluated.

Prolific recommends the use of so-called attention checks**. Attention checks
are questions where the participant is explicitly instructed to select specific options
without ambiguities. In each batch, two such attention checks are included; if

participants fail both, they are excluded from the study.

7.4 Results

After all participants have completed the study, the results are exported from the
annotation tool for further analysis. Remarkably, there are significant differences
in the time it took participants to complete the study. Some participants completed
the study in less than 30 minutes, while others needed more than 150 minutes.
Using logs from the annotation tool, it is verified that each participant was actively
working on the study for the entire duration. One participant, for example, took
almost 2:30 hours, according to Prolific, but was only actively working on the
study for 45 minutes. Since the study was anticipated to take 65 minutes and the
payment was set accordingly, participants taking significantly longer than that are
given a bonus payment to compensate for the additional time spent on the study.
In addition, it is verified that all participants passed both attention checks. One
participant failed both attention checks, so their submission is rejected following

Prolific’s guidelines.

The inter-annotator agreement is then calculated to determine the annotations’
reliability. Different metrics are used for the various tasks, as their output formats
significantly differ. For task 1, the agreement ratio is calculated as the IAA score.
The definition of the formula can be found in chapter 4.2. For tasks 3 and 4,
Krippendorff’s a-coefficient is calculated (Krippendorff, 2011). As task 5 is a rank-
ing task, a rank correlation coefficient developed by Kendall (1938) is used, also
known as Kendall’s 7. For both Krippendorff’s o and Kendall’s 7, a value of 1 in-

dicates perfect reliability, whereas a value of 0 indicates no reliability, i.e., chance

2https://researcher-help.prolific.com/en/article/fb63bb
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agreement. Negative values indicate a negative correlation between the annota-

tions, i.e., systematic disagreement.

Task 2, in which annotators are instructed to highlight incorrect text sections,
does not exhibit any overlap between annotators, except for two instances. There-
fore, no IAA score is calculated for this task. More details are presented in chapter
7.4.2.

Batch 1 Batch 2 Batch3 Batch4 Batch5 | Overall

Task 14 0.72 0.37 0.75 0.59 0.76 0.63
Task 38 0.19 -0.23 -0.41 -0.40 -0.25 -0.22
Task 48 -0.14 -0.05 -0.42 -0.26 -0.29 -0.23
Task 5¢ 0.49 0.26 0.08 0.07 0.32 0.24

Table 4: Inter-Annotator Agreement

(A: agreement ratio, B: Krippendorff’s «, C: Kendall’s 7)

From table 4, it is clear that there is no systematic agreement between anno-
tators. While the annotator agreement for task 1 is only slightly lower than in the
baseline (0.63 compared to 0.69), there is sometimes significant disagreement for
tasks 3 and 4. Overall, the IAA scores for these two tasks suggest poor reliability

of the annotations.

7.4.1 Task1

As task 1 is similar to the task in the baseline (chapter 4.2), the same metrics
are calculated, namely coverage @ n and precision @ n. Table 5 clearly shows no
significant difference between the three approaches, but all approaches perform
significantly worse than the baseline for coverage @ 3 and precision @ 3. The
lower scores can be attributed to the high level of disagreement among raters,
as reflected by the low IAA scores. When the metrics are calculated per batch, as
seen in table 6, it becomes evident that batches 2 and 4 exhibit both low IAA scores

and low precision @ 3. It should be noted that given the agreement percentages
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seen in the studies, these metrics heavily depend on the number of annotators
and are thus not directly comparable. For example, when calculating coverage @
3 with 100 annotators, it is highly likely that at least one material suggestion will
be deemed plausible by at least three annotators, as this represents just 3% of the
total. In this study, however, three annotators account for 100% of the evaluations,
meaning a material suggestion must be considered plausible by all annotators,

which is much less likely. The same applies to precision @ 3.

Cov. @1 Cov. @ 3 Prec. @ 1 Prec. @ 3
Baseline LLM 100.0% 100.0% 97.2% 71.4%
No RAG 100.0% 88.0% 99.0% 63.9%
RAG 96.0% 87.0% 100.0% 65.8%
CoVe 100.0% 88.0% 99.1% 63.4%
Table 5: Coverage @ n and precision @ n
IAA | Cov@1l Cov@3|Prec. @1 Prec. @ 3
Batch 1 | 0.72 96.7% 93.3% 98.9% 79.8%
Batch 2 | 0.37 98.3% 56.7% 98.1% 15.6%
Batch 3 | 0.75 | 100.0% 95.0% 100.0% 84.0%
Batch 4 | 0.59 | 100.0% 96.7% 99.7% 55.1%
Batch 5 | 0.76 98.3% 96.7% 100.0% 86.0%

Table 6: IAA, Coverage @ n, and precision @ n per batch

For further analysis, coverage @ 2 and precision @ 2 are used since they repre-
sent the majority vote of the three annotators. Interestingly, there are slight differ-
ences between the Mixtral and ChatGPT models in this task, with Mixtral having
slightly better coverage @ 2 and ChatGPT slightly better precision @ 2. Overall,
however, these differences are minimal.

The models are instructed to sort the material predictions by prevalence, mean-

ing the most used material should be listed first and the least used material last.
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Mixtral ChatGPT Average
No RAG 100.0% 98.0% 99.0%
RAG 100.0% 92.0% 96.0%
CoVe 100.0% 98.0% 99.0%
Average 100.0% 96.0% 98.0%

Table 7: Coverage @ 2

Mixtral ChatGPT Average
No RAG 87.3% 89.7% 88.4%
RAG 88.0% 93.7% 90.1%
CoVe 89.3% 91.2% 90.0%
Average 88.2% 91.2% 89.4%

Table 8: Precision @ 2

This seems to work since annotators are more likely to rate the first material pre-

diction as plausible compared to the last material prediction, as shown in table

9.
| NoRAG RAG  CoVe | Mixtral ChatGPT | Average
First Material | 88.0% 88.5% 90.0% | 86.7%  91.1% 88.9%
Last Material | 78.0% 91.7% 86.0% | 83.3%  87.0% 85.1%
Table 9: Precision @ 2 for first and last material prediction of output
7.4.2 Task 2

For this task, annotators are instructed to highlight incorrect sections of text. In

total, the annotators highlighted 177 factual errors. However, upon detailed anal-

ysis, some highlighted sections can be categorized into the following categories:
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1. Accidental highlighting: In some cases, only a single word is highlighted in
the entire output, seemingly at random. Often, these are words like “and”,
“it”, or even just punctuation, which would not make sense to highlight as
factually incorrect. These markings likely happened due to annotators us-
ing a touchscreen and wanting to scroll, tapping on the text before dragging
down the page. This hypothesis is further supported by the behavior only
occurring with a few annotators. In total, 28 sections are deemed to be high-

lighted accidentally.

2. Redundant highlighting of implausible material: In task 1, annotators al-
ready selected whether or not materials are plausible. However, some an-
notators also highlighted these materials in the output as factually incorrect.
Since this task focuses on detecting hallucinations, these highlighted sections
are not considered factual inaccuracies. In total, 51 sections are deemed to

fall into this category.

3. Highlighting of Correct Facts: In a few cases, annotators highlighted state-
ments as incorrect that can easily be verified as factually correct. For exam-
ple, one annotator highlighted the statement “AdBlue is a urea-based fluid”.
However, this is factually correct and can be verified via a quick internet
search. There are four instances where it is determined that the highlighted
section is factually accurate and is therefore not considered further for eval-

uating this task.

4. Invalid output: There are a few outputs that do not contain any material
suggestions. An example of this is the ChatGPT output for the vehicle com-
ponent “oil level relay”: “Unfortunately, the provided excerpts do not contain
specific information about the materials used in the construction of an "oil level
relay" in an automotive context. Therefore, I am unable to accurately list or
explain the materials involved.”. In this case, some annotators marked the
whole output as factually incorrect. The highlighted segments for these out-
puts are ignored, as they do not mark hallucinations but bad outputs in gen-

eral, which is covered by tasks 3 and 4.
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The remaining 85 highlighted sections do contain factual inaccuracies or hal-
lucinations and are therefore evaluated further. Again, it is important to note that
none of the factual errors, except for two, have been highlighted by more than
one annotator. From table 10, it is clear that there are no significant differences
between the three approaches. Interestingly, a considerable difference is visible be-
tween the Mixtral and ChatGPT models. According to the annotators, the ChatGPT

model produces fewer factual errors than the Mixtral model.

Mixtral ChatGPT Average
No RAG 22% 22% 22%
RAG 30% 18% 24%
CoVe 28% 18% 23%
Average 27% 19% 23%

Table 10: Percentage of outputs having at least one factual error

It is also analyzed how the highlighted sections relate to task 1. Of the 85 high-
lighted sections, only 40 are in explanations for materials that have been deemed
plausible by the annotator in the previous task. Many sections have already been
excluded from the evaluation because they clearly refer to implausible materials
rather than factual errors, as outlined in the list above. However, for the remaining
45 highlighted sections associated with implausible materials, it is unclear whether
they were marked due to the implausibility of the material itself or because the
explanation contains factual inaccuracies. As a result, the error rate presented in

Table 10 likely overestimates the actual number of factual errors.

An additional test is performed to see whether the position of the errors is
skewed, i.e., whether it is more likely that a factual error is seen in the first or last
materials. However, no such skew could be found, neither for the factual errors

found in materials rated plausible nor in materials rated implausible.

41



7.4.3 Tasks 3 and 4

In these two tasks, the annotators are instructed to rate the outputs on a scale

from one to five stars, with one star being the worst and five being the best. The

outputs are rated with regard to two aspects: materials (task 3) and explanations

(task 4). The results are shown in table 11 for the material ratings and table 12

for the explanation ratings. On average, the annotators awarded around four out

of five stars for both materials and explanations. However, there is no significant

difference in performance between the various approaches or models.

Mixtral ChatGPT Average
No RAG 4.25 4.27 4.26
RAG 4.12 3.92 4.02
CoVe 4.15 4.09 4.12
Average 4.17 4.10 4.13

Table 11: Average Material Ratings (Task 3)

Mixtral ChatGPT Average
No RAG 4.15 4.22 4.18
RAG 3.87 3.89 3.88
CoVe 4.09 4.06 4.08
Average 4.04 4.06 4.05

Table 12: Average Explanation Ratings (Task 4)

Tasks 3 and 4 also contain text input fields, allowing annotators to optionally

specify, which materials or explanations they are missing from the output. Unfor-

tunately, these were rarely used, thus no analysis is performed for them.
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7.4.4 Task5

For this task, the annotators are shown all six outputs at once, and they must
rank them based on their preferences. The output ranked highest by the annotator
is considered to be at position O, while the lowest output is at position 5. The
average position of the output over all evaluated components is calculated for each
combination of model and method. A lower average position means the output
was ranked higher on average and is, therefore, better. Table 13 shows the average
positions. Clearly, there is no significant difference between the models. There is,
however, a difference between the no RAG method and the two RAG methods,
with the no RAG method being rated significantly better than the other two.

Mixtral ChatGPT Average
No RAG 2.29 2.07 2.18
RAG 2.58 2.84 2.71
CoVe 2.45 2.77 2.61
Average 2.44 2.56 2.50

Table 13: Average Position in Ranking
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8 Discussion

The goal of this thesis is to test whether RAG can help to improve material pre-
dictions of vehicle components. Therefore, three approaches are implemented and
evaluated: one approach without the use of RAG, one simple RAG approach, and
one iterative RAG approach called Chain-of-Verification (CoVe). To determine the
performance of each approach, an evaluation study is conducted that lets human
experts judge the predictions with regard to three aspects: correctness, complete-
ness, and ranking. In addition, each of the three approaches is executed twice —

using two different LLMs to ensure the results aren’t model-specific.

Based on the evaluation results, no significant difference can be observed be-
tween the three approaches. In addition, the two LLMs used in the experiments
performed very similar. Generally, due to the low inter-annotator agreement, it
is not unexpected that the results show no significant differences between the
methods, as the disagreements between annotators cancel each other out when

averaging.

In this chapter, several possible explanations for these observations are pre-

sented.

8.1 Hyperparameter Optimization

As mentioned in chapter 7, automated evaluation is impossible, as there is no gold
standard dataset to compare the predicted results against. In addition, the open
nature of the task makes it very difficult to create such a dataset. This leads to
one key issue for all system parts: optimizing the hyperparameters based on the
end-to-end system performance is impossible, as running a full evaluation study

for each set of possible hyperparameters is not feasible.

For the RAG and CoVe approaches to have a significant advantage over the no
RAG approach, the retriever needs to be able to find helpful text passages in the

data sources. If the injected passages do not contain relevant information, this can
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even reduce the performance on RAG tasks (Cuconasu et al., 2024). Therefore, the
retriever performance is evaluated, and the results are presented in chapter 5.2.
However, as automated evaluation can not be performed, the retriever has to be
evaluated in isolation with a fixed set of hyperparameters. One of the most critical
hyperparameters of any information retrieval system is the number of results to
be returned, often referred to as top-k, where k represents the number of results
produced. Usually, a higher k leads to better results as it is much more likely that
the relevant information can be found in the first, e.g., 100 results, compared to
only the best result. However, in the context of RAG, setting the k parameter too
high can introduce problems, as discussed in 2.2. In such cases, relevant informa-
tion can be buried in a large volume of irrelevant data, leading the LLM to draw

incorrect conclusions.

A similar issue comes up regarding the prompts. Research has shown that even
small changes in the prompts can significantly impact the generated outputs (Chen
et al., 2024; Kaddour et al., 2023). Therefore, the prompts can be seen as a hy-
perparameter of the system. Without any automatic evaluation method, it is im-
possible to fully determine what effects a change in the prompt has on the overall

system performance.

For the experiments in this thesis, the hyperparameters are picked based on
the results of small test experiments, which the author could quickly evaluate
but only depict a small extract of the overall system performance. In addition,
prompts are based on those used in similar systems. However, it might be possible
to improve the results, especially for the RAG-based methods, by using different

hyperparameters.

8.2 Retrieval Data Sources

Without high-quality data sources containing relevant information, RAG systems
offer no clear advantage over non-RAG systems. In fact, as previously mentioned,
injecting irrelevant information into the prompt can even degrade overall system

performance. This could be one of the reasons why the RAG approaches do not
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outperform the non-RAG approach. Based on the retriever performance evalua-
tion in Chapter 5.2, it is evident that the majority of the injected passages do not

contain relevant information.

Part of this issue can be attributed to the retriever’s implementation and unop-
timized hyperparameters, as discussed in the previous section. However, another
significant factor is likely the selection of data sources. While Wikipedia contains
valuable information on materials for basic vehicle components such as “brake
disc” or “camshaft”, most components in the dataset are highly specialized. For
these components, finding material information is nearly impossible — not only on
Wikipedia but even through an internet-wide search. If the retriever fails to locate
relevant information simply because it is absent from the available data sources,

the RAG approach is unlikely to outperform the non-RAG approach.

Recognizing this issue early in development, alternative data sources were ex-
plored to provide better information for this specific task. Unfortunately, no suit-
able sources were found that could both offer better information and be legally

used for this thesis.

8.3 Evaluation Study

In all tasks, the annotator agreement was very low, indicating low reliability or
sometimes even significant disagreement between annotators. There are undoubt-
edly multiple factors contributing to this. In this chapter, the study design and

conduct will be analyzed to determine if they played a role in this.

The questions in the study are deliberately designed to be open-ended, al-
lowing annotators the freedom to interpret them. This approach was intentional,
given the ambiguous nature of the task. For instance, one of the generated out-
puts includes the statement, “Plastic is one of the most commonly used materials
in modern car interiors”. One annotator flagged this as factually incorrect, which
might reflect their background. An annotator familiar with luxury cars might in-
deed find this statement inaccurate, while someone more accustomed to budget

cars might find it entirely plausible.
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Interestingly, task 5 shows a higher IAA compared to tasks 3 and 4 despite hav-
ing more open-ended instructions. This is likely due to the user interface, which
presents the outputs in a default order. Annotators can rearrange the outputs to
rank them according to their preferences. However, annotators may possibly be
biased towards making only minimal changes to the default order. To account for
this, the initial order is randomized for each vehicle component, though it is not
randomized per annotator. As a result, all annotators receive the same default or-
der for a given vehicle component. If annotators do not significantly change the

order, a higher IAA will be observed.

In addition, participants for the study are recruited using the crowdworking
platform Prolific. Having crowdworkers annotate the data comes with its own
challenges. This study is particularly complex, requiring the participants to have a
solid understanding of both automotive technology and materials science. While
Prolific allows for some degree of participant pre-screening, it is limited. As men-
tioned in chapter 7.3, workers are required to hold a degree in engineering or
materials science to participate in the evaluation study. However, the platform
does not allow for more specific degree requirements, which can lead to partici-
pants who don’t fully meet the criteria — such as those with degrees in fields like
aeronautical engineering. This issue is compounded by Prolific’s policy, which pro-
hibits the use of additional screening questions within the study itself. Although
Prolific recently announced a feature allowing custom screening questions dur-
ing pre-screening, this option was unfortunately introduced after the evaluation
study had concluded. Had this feature been available, it would have allowed for
more targeted participant selection, for example, by enabling candidates to self-
assess their knowledge of the automotive field, ensuring only those with sufficient

expertise would participate.

In general, it is apparent that at least some participants did not complete the
study with the appropriate care. The study requires reading and understanding a
significant amount of text. Researching vehicle components or materials on the in-
ternet can also be necessary. After testing by the author, it was determined that it is

possible to complete one batch of 10 components in around 65 minutes, although
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this time already requires fast reading. However, some participants completed the
study in under 30 minutes. It is hardly believable that they even read through
all outputs or took the time to complete the tasks carefully. They did pass the
attention checks, though; therefore, their submissions are accepted according to
Prolific’s guidelines, and they are being paid. In this case, Prolific’s payment model
likely encourages participants to finish studies faster. Participants are always paid
a pre-defined amount based on the anticipated duration of the study. For example,
suppose the study is determined to take two hours, and the participants receive
a compensation of 9 GBP per hour. In that case, they will receive 18 GBP after
completion, even if they complete the study within one hour. On the other hand,
it is possible to pay participants an additional bonus if they took longer than the
anticipated time or their submission was of excellent quality. However, bonus pay-
ments are voluntary and up to the researcher conducting the study, so participants
can not count on receiving more compensation if they take longer for a study than
anticipated. Therefore, there is more incentive to complete a study faster, even if

that means the submission is of lower quality.
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9 Summary

This thesis evaluates whether large language models (LLMs) can accurately predict
plausible materials for vehicle components. A baseline implementation demon-
strates that LLMs perform exceptionally well in this task, especially compared to
previous methods. Building on this, the task is expanded to not only predict plau-
sible materials but also generate explanations for their use in specific vehicle com-
ponents. Given the known issue of LLMs generating factually incorrect informa-
tion, or "hallucinations," retrieval-augmented generation (RAG) is explored. Three
approaches are implemented and evaluated: a non-RAG approach, a simple RAG
approach, and an iterative RAG method called Chain-of-Verification. Since no gold
standard dataset exists for evaluating the predicted materials and explanations,
a human evaluation study is conducted. A custom, reusable annotation tool was
developed for this study, as no existing tools met the specific requirements. The
study found no significant differences between the approaches or the LLMs used
(Mixtral 8x22b and GPT-40). Several potential reasons for this are discussed, such
as the inability to properly optimize hyperparameters due the need for manual
evaluation, the data sources available for retrieval, and the low agreement among

human annotators.

Overall, the thesis demonstrates that using LLMs is a viable solution for predict-
ing the materials of vehicle components. While retrieval-augmented generation is
not necessary to achieve good results, it also does not negatively impact the quality
of the outputs.
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Appendices

A Evaluation Components List

refrigerant bypass valve, adblue return pipe heating element, stratification flap
position sensor, emergency release switch tailgate indicator lamp, door trim lamp,
defroster vent, steering limiting valve, belt height adjustment switch, seat cush-
ion ventilation motor assembly, stop/side lamp, oil level relay, axial piston pump,
pressure control module high-pressure solenoid valve, hv battery output stage sen-
sor unit, air conditioner max switch, ball-head gear lever, daytime driving light
switch, dipped/main/motorway light control unit, luggage compartment conve-
nience opening module, adblue tank temperature sensor, oil level check screw,
hose clamp, injection pump control unit plug connection, pre-fitted telephone
installation components, emission comparison measurement, acc sensor heating,
turn signal indicator cancel sensor, cigarette lighter illumination, hv battery tem-
perature sensor, emergency vehicle strobe light, charge-air cooler water sprayer,
cylinder head temperature sensor, telephone data display, footwell/recirculated-
air flap, belt guide, back-up capacitor, battery fan, fuel high-pressure regulation,
front axle brace, radiator grill trim strip, egr differential pressure flap, turning
drop lock, air suspension pressure switch, steering box control motor sensor, nav-
igation unit/radio, brake vacuum warning switch, gasoline high-pressure pump
roller tappet, engine operating signal relay, vent switch, rear shelf trim, yellow
warning lamp, piston protective collar, convertible top safety switch, side marker
light, augmented reality camera, rotational-speed sensor, differential lock motor
position sensor, throttle-valve solenoid valve, engine oil filter housing cover, belt
end fitting tensioner, gear position selector, inlet camshaft control solenoid valve,
voltage stabilizer, fuel water content sensor, cruise control display drive gear,
electric drive motor dog clutch, seat occupancy sensor, automated-shift gearbox,
coming home function, music accompanying lighting, station search button, door

trim decorative strip, clutch control, intake valve lift control motor, gear lever
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boot, electric seat adjustment, secondary air flap, dc/dc converter control unit,
water valve heat exchanger, thermal management control unit, tiptronic switch,
differential transmission oil filter, turbocharger cooler line banjo bolt, exhaust
gas turbocharger oil supply line, headlight washer pump, asr/esp warning lamp,
speedometer chart, reversing/rear fog light unit, headlamp housing cover, refrig-
erant pressure switch, intake manifold absolute pressure sensor, center stand, egr
position switch, door/roof operating unit, nmhc sensor heating, edc button, power
steering motor position sensor, power steering fluid level switch, headlight range

control adjustment button, fuel overflow valve
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B Annotation Tool User Interface

Component: refrigerant bypass valve

Please select all materials that you think the component "refrigerant bypass valve" can plausibly be made of.
It is possible that all materials are plausible. In this case, don't hesitate to select all materials.

Metal Rubber Plastic Other materials

Please read the output for the component "refrigerant bypass valve" carefully and highlight all sections of text that you think are factually incorrect.
It is possible that the whole text is factually correct. In this case, don't hesitate to highlight nothing.

The refrigerant bypass valve in the automotive context is typically made out of the following materials, listed from the most used to the least used:

1. Metal: The main body of the refrigerant bypass valve is usually made of metal, such as aluminum or steel. This is because metal provides the necessary
strength and durability for the valve to withstand the high pressures and temperatures involved in the refrigeration system.

2. Rubber: Rubber is often used for seals and gaskets within the refrigerant bypass valve. This is because rubber has excellent sealing properties and can
help prevent leaks of refrigerant from the valve.

3. Plastic: Some components of the refrigerant bypass valve, such as the valve stem or the valve handle, may be made of plastic. Plastic is lightweight
and can be easily molded into various shapes, making it a good choice for these types of components.

4. Other materials: Depending on the specific design of the refrigerant bypass valve, QEIHWECEEE R R E e Re feteli ol NN EVAC | SN oRVETTe N

However, these materials are generally less common than metal, rubber, and plastic.

Materials

On a scale of one to five stars, with one star being the worst and five stars being the best:
How would you rate the choice of the materials in the output? Are materials missing or are there too many?

18 & QA

(Optional) Which materials do you think are missing?

Brass

Explanations

On a scale of one to five stars, with one star being the worst and five stars being the best:
Do the explanations of the suggested material cover all necessary but not more information?

1.8 8 & §%¢

(Optional) What is missing or what information is unnecessary?

Figure 13: Annotation tool UI for a single output
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Component: refrigerant bypass valve

Please rank the outputs according to your preference (i.e. place your favorite output at the top and your least favorite output at the bottom). You should only
consider the content of the outputs and not the formatting or style. Use drag-and-drop to reorder the outputs.

Output A

The refrigerant bypass valve in the automotive context is typically made out of the following materials, listed from the most used to the least used:

1. Metal: The main body of the refrigerant bypass valve is usually made of metal, such as aluminum or steel. This is because metal provides the necessary
strength and durability for the valve to withstand the high pressures and temperatures involved in the refrigeration system.

2. Rubber: Rubber is often used for seals and gaskets within the refrigerant bypass valve. This is because rubber has excellent sealing properties and can
help prevent leaks of refrigerant from the valve.

3. Plastic: Some components of the refrigerant bypass valve, such as the valve stem or the valve handle, may be made of plastic. Plastic is lightweight
and can be easily molded into various shapes, making it a good choice for these types of components.

4. Other materials: Depending on the specific design of the refrigerant bypass valve, other materials such as ceramics or composites may also be used.
However, these materials are generally less common than metal, rubber, and plastic.

Output B

1. Brass: Frequently used due to its corrosion resistance and capability to withstand different temperatures and pressures, making it suitable for durable
and long-lasting automotive valve components.

2. Stainless Steel: Known for its high corrosion resistance and strength, it's commonly used in applications that require durability and reliability under
high-pressure and high-temperature conditions.

3. Bronze: Selected for its chemical compatibility and ability to resist corrosion and wear, suitable for automotive settings where long-term performance is
vital.

4. Aluminum: Although not as commonly used as brass or stainless steel in high-pressure or high-temperature applications, it can be beneficial when a
lighter material is preferred, provided the operational conditions are within its range.

5. Thermoplastics: Used in parts where corrosion resistance and light weight are necessary. Their moldability and strength at high temperatures make
them suitable for certain valve components.

6. Elastomers (Rubber Seals or Gaskets): Employed to ensure airtight seals and prevent leakage due to their flexibility and durability, crucial for
maintaining the integrity of refrigerant systems.

Output C

In the automotive context, a refrigerant bypass valve, which is typically part of the air conditioning system, may be made from the following materials:

1. Aluminum: Often used for the main body of the valve due to its excellent strength-to-weight ratio, corrosion resistance, and ability to handle pressure
effectively.

2. Stainless Steel: Applied in areas requiring high durability and resistance to corrosion. It is often used for critical internal components such as springs
and sealing elements.

3. Brass: Sometimes used for smaller elements or fittings within the valve because of its good machinability, corrosion resistance, and ability to withstand
pressure at various temperatures.

4 Rubbher aor Flastomers: Ltilized for cealina elements and naskets These materials are chosen for their flexihility and ahility to form a tiaht seal which is

Figure 14: Annotation tool UI for output ranking
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C German Abstract

Jingste Fortschritte im Bereich natural language processing (NLP), insbesonde-
re bei grolden Sprachmodellen (large language models, LLMs) wie ChatGPT, zei-
gen das Potenzial fiir ihre Anwendung bei einer Vielzahl von Aufgaben in spe-
ziellen Doménen. In der Automobilbranche konnten sie beispielsweise zur Un-
terstliitzung bei der Reparatur eines Fahrzeugs eingesetzt werden. Diese Arbeit
befasst sich mit dem Problem der Vorhersage geeigneter Materialien fiir Fahr-
zeugkomponenten, wie z. B. Bremsscheiben. Es soll ermittelt werden, ob LLMs
sowohl auf Allgemein- als auch auf doménenspezifisches Wissen zuriickgreifen
konnen, um genaue Vorhersagen iiber Komponentenmaterialien zu treffen, oh-
ne dass eine umfangreiche Feinabstimmung (fine-tuning) erforderlich ist. Erreicht
wird dies durch retrieval-augmented generation (RAG), wobei relevante Informa-
tionen aus externen Quellen abgerufen und zur Verbesserung der Modelleingabe
des LLMs verwendet werden. In dieser Arbeit werden drei Anséitze verglichen: ein
Standard-LLM-Modell, ein einfacher RAG-Ansatz und eine iterative RAG-Methode
namens Chain-of-Verification (CoVe). In dieser Arbeit wird auch ein eigenes An-
notationstool entwickelt, um eine menschliche Evaluierungsstudie zu erleichtern,
da es keinen Goldstandard-Datensatz gibt. Die Ergebnisse zeigen, dass LLMs bei
der Materialvorhersage gut abschneiden, und obwohl beide RAG-Ansétze die Vor-
hersagequalitat nicht signifikant verbessern, verschlechtern sie sie auch nicht. Die-
se Forschungsarbeit kommt zu dem Schluss, dass LLMs mit oder ohne Retrieval-
Ergdnzung eine vielversprechende Losung fiir die Materialvorhersage bei Fahr-
zeugkomponenten bieten, auch wenn es noch Herausforderungen bei der Bewer-

tung, der Hyperparameter-Optimierung und dem Daten-Retrieval gibt.
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