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Abstract

This paper addresses the need for "providing actionable guidance for process tasks
in real-world environments" by proposing an interactive XR system that combines
a multimodal large language model with Apple Vision Pro. The system employs a
three-stage architecture with cloud-end decoupling: Vision Pro handles acquisition
and spatial projection, a Python bridge server handles session management and state
machines, and the LLM backend uses an open-source vision model for object localization
and generates voice/text instructions from the large model. We also compared the
deployment of local inference models with that of AWS cloud-based inference models.
Local deployment offers lower latency, while cloud-based deployment is more scalable
but is subject to greater EBS throughput and initialization overhead. Finally, a study
with eight participants demonstrated that the AR-based SUS had higher availability and
lower overall NASA-TLX load. The difference in completion time was not significant,
but showed a trend toward faster results. Subjects subjectively perceived AR guidance
as more accurate. The paper also discusses the trade-offs between local GPU and
cloud-based deployment, current technical bottlenecks, and potential future research
directions.
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1 Introduction

Extended reality (XR) embeds diverse digital information directly into the user’s percep-
tual channels and is widely considered an effective tool for improving the efficiency of
real-world task execution. Recent breakthroughs in cross-modal semantic understanding
and reasoning have been achieved with multimodal large language models (MLLMs),
exemplified by models like GPT-40 and Claude Sonnet 4. Combined with the introduc-
tion of a new generation of high-performance spatial computing devices like the Apple
Vision Pro, these hardware and software have provided powerful computing power and
spatial analysis capabilities for real-world XR scenarios.

However, these basic models are primarily trained on open corpora and general visual
data, lacking specific prior knowledge about the devices, artifacts, or specific steps the
user is currently facing. When used directly to guide real-time physical tasks, they often
lack a grasp of spatiotemporal details, operation sequences, and object states, making it
difficult to provide executable and localizable instructions.

Existing models, such as the Magic Leap device used by XaiR, suffer from insufficient
computing power, resulting in insufficient real-time performance.

To bridge the gap between "general intelligence" and "task-specific knowledge" and
fully utilize the hardware resources of the Apple Vision Pro, a state-of-the-art spatial
computing device, we propose decoupling the powerful computing power and 3D envi-
ronment perception capabilities of the AVP headset from server-side MLLM inference.
This approach integrates multiple backend inference services into a single server, provid-
ing real-time audio and video inference services based on large models for XR devices.
Each service can be deployed in the cloud (AWS, Google Cloud, Microsoft Azure) or
on-premises.

This paper focuses on further improving the state perception and interactive guidance
capabilities of the XR-MLLM system for complex process tasks on the Apple Vision Pro,
a new generation of spatial computing devices. Specifically, we built a Unity-based XR
spatial and sound perception system specifically for the Apple Vision Pro.

1. Designing a more sophisticated object/state detector — Combining depth maps,
gesture trajectories, and semantic segmentation results, it performs real-time deter-
mination of key step completion and injects task context into the MLLM in the form
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of number-description mappings. 2. Restructuring the entire Unity-side architecture
logic — Leveraging Vision Pro’s high-resolution perspective camera and spatial video
API, it performs dense mesh reconstruction locally and multimodal reasoning remotely,
ensuring low latency and high energy efficiency. 3. Conducting user research— Using lab-
oratory prototype assembly and daily appliance maintenance as examples, it compares
cognitive load, task completion time, and error rate before and after improvements to
quantitatively evaluate the effectiveness of the approach.

Through this work, we aim to demonstrate that: When the rich scene perception of XR
devices is structured into "task state semantics" that can be digested by the MLLM, a
general-purpose large model can generate context-sensitive and actionable guidance
content without any fine-tuning. This not only provides data and baselines for subsequent
training of specialized models that are truly oriented towards 3D semantics, but also lays
a technical foundation for intelligent assistance in scenarios such as industrial training,
remote maintenance, and home DIY.



2 Related Work

We divide the related work into three categories. First, we will introduce the availability
of current XR devices, especially Apple Vision Pro in this paper, followed by various LLM-
based algorithms. Finally, we will focus on the integration of XR and Large Language
Models.

2.1 Extended Reality(XR) Interaction in the Physical world

Recent developments in consumer head-mounted displays (HMDs) have significantly
enhanced users’ immersive experiences in the physical world. Modern XR headsets,
such as the Apple Vision Pro, Magic Leap 2, and Meta Quest 3, typically integrate
multimodal sensing (such as active/passive depth, stereo/multi-camera RGB, and IMU)
and enable real-time head pose estimation. Under certain conditions, these platforms
expose environment geometry (polygon meshes, plane collections, or real-time depth
maps) for occlusion and spatial understanding through official APIs. However, the type,
density, and coverage of this geometry representation, its refresh rate, and accessible
interfaces vary significantly across devices. For example, the Vision Pro features LiDAR
and TrueDepth, and provides scene reconstruction (meshing/anchors) functionality
in ARKit/RealityKit; the Magic Leap 2 uses Time-of-Flight (ToF) depth and provides
meshing; and the Quest 3 provides real-time depth maps via the Depth API.

Overall, these perception capabilities enable the system to construct a semantically rich
3D scene graph around the user, laying the foundation for subsequent virtual-reality
alignment, object recognition, and navigation tasks. At the same time, headsets are
gradually pushing display resolution, transmission latency, and field of view toward
cinematic levels, seamlessly weaving digital information into the real world and lay-
ing the foundation for spatial computing to become a new entry point for everyday
interactions.

While local chips (such as the Apple R1 and M2 chip combination) can now run medium-
sized visual models, complex chained reasoning, multimodal conversations, and long-
term context retention still rely on large models with billions of parameters. Current
devices lack the computing power and memory to meet these demands. In engineering
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practice, the industry generally adopts a distributed architecture that separates edge
devices from cloud inference. The headset captures RGB images and related information,
then uploads the compressed data stream to a cloud server via WebRTC or HTTP. The
large cloud model performs joint inference on speech text, image frames, and historical
conversations, outputting structured commands or target locations, which are then
transmitted back to the device for 3D annotation and rendering. Thanks to optimized
bandwidth and latency trade-offs, this pipeline can now achieve end-to-end latency
within seconds.

Multimodal interaction is also a key component of XR systems. Voice is the most
natural and user-friendly channel for command input. Real-time speech transcription
and conversation generation allow users to access knowledge or request assistance
without removing their devices. Currently, various models are available for transcription
processing, such as Whisper and OpenAl’s realtime model. In Vision Pro, the computing
power is sufficient to support certain Whisper-Tiny models, but due to accuracy and
model switchability, we opted against this approach.

Continuous improvements in computing power, perception, and display capabilities
will gradually narrow the gap between local processing and cloud-based inference in
future generations of XR devices. Apple Vision Pro already has a dedicated neural
network engine built into its chip package, capable of natively running multi-billion-
parameter vision models. However, multimodal long-context reasoning, large-scale
knowledge storage, and chained thinking still require the coordination of external
computing pools. Consequently, the research community is focusing on issues such
as model miniaturization, such as Google’s Gemma 2. The goal is to ensure real-time
performance while balancing energy consumption and bandwidth.

Our current research will attempt to fully utilize the various computing and hardware
resources of existing XR devices and combine them with multiple MLLMs in various
ways, gradually narrowing the distance between us and true intelligent assistants with a
multimodal, fully perceptual user interaction interface.

10
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2.2 Multimodal Large Language Models (MLLMs)
Development

Over the past two years, the rapid expansion of vision-language models has enabled
the semantic understanding and reasoning capabilities of "Multimodal Large Language
Models" (MLLMs) to transcend the boundaries of pure text. Since the release of GPT-4V,
models have been able to describe, answer questions, and reason about static images.
Open-source frameworks such as Qwen-VL[1] and Llama 3.2 Vision[2] have further
enriched the model ecosystem, enabling automatic recognition of objects, relationships,
and task intent in XR scenarios. With the arrival of high-end headsets like the Apple
Vision Pro, the real-time API access and interactive capabilities of these models have
become a hot topic for academic and industry research.

However, the bottlenecks encountered in the implementation of MLLMs are mainly in
the following three aspects: First, the enormous model parameter and graphics memory
requirements make local inference on mobile headsets difficult; second, mainstream
model training data primarily relies on 2D images, lacking an inherent understanding
of 3D topology and spatial continuity, leading to missed detections and positioning
drift when reasoning in complex physical environments; third, many models are lim-
ited to describing the current image and are not specifically trained for tasks such as
object localization. These challenges are particularly pronounced in scenarios requiring
continuous context and accurate object positioning.

To alleviate these issues, this research decoupled the MLLM inference side from the AR
device side and experimented with various open-source models for inference. Among
similar models, general-purpose LLMs such as Qwen-VL and Llama-3.2-Vision offer
strong semantics and command-following capabilities, but lack stable output of specific
target positions and suffer from high latency and GPU inference costs. At the same
time, considerable effort and experimentation are underway to reduce inference cost
while minimizing the impact on inference accuracy. Works such as Lee et al.’s Trimmed
Llama[3] provide clear evidence for this. By cropping a portion of visual features based
on attention weights within a cross-attention layer, they demonstrated that this approach
can significantly reduce inference overhead while achieving minimal accuracy loss across
various benchmarks. However, this cropping ratio is a hyperparameter that needs to
be redefined for different scenarios and tasks, rebalancing speed and accuracy. Liu et
al.’s Grounding DINO[4] model targets open vocabulary detection and can return stable
bounding boxes for nouns given a cue word. However, this model is relatively complex
(using dual encoding of image and text, cross-modal decoding, and defaulting to a large
number of queries), is sensitive to cue words, and incurs high inference and graphics
memory overhead, requiring powerful servers to run.

11
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After making these trade-offs, we adopted Ferret as the primary MLLM model for object
localization and deployed it on cloud servers. Our system employs a separate architecture
for front-end XR and back-end large-model inference services. A local bridge server
acts as a relay, reprocessing the inference service provided by the server running MLLM
and transmitting it to the Vision Pro client application via a low-overhead, high-speed
WebRTC channel, enabling real-time object localization.

Looking ahead, as dedicated inference GPU chips for inference migrate to the headset
and model quantization and distillation technologies mature, some visual semantic
capabilities are expected to be ported to the headset itself, further reducing cloud
dependency and latency. Furthermore, the next generation of 3D MLLM with point cloud
inputs may completely overcome the bottleneck of spatial understanding, bringing true
"what you see is what you understand" to XR scenarios.

12



3 Vision Pro System Architecture

3.1 Introduction to the Vision Pro Platform Features and
Hardware

This system runs on the Apple Vision Pro device and the visionOS ecosystem. The Apple
Vision Pro[5] utilizes a dual-chip architecture: the M2 and R1. The M2 provides general-
purpose computing (8-core CPU, 10-core GPU, 16-core Neural Engine, 16GB of uni ed
memory), while the R1 is dedicated to low-latency fusion of data from various cameras
and sensors, transmitting the external image to the display with a link of approximately
12 milliseconds. The display is a 3D Micro-OLED with a total of approximately 23
megapixels. The Vision Pro is equipped with 12 cameras, ve sensors (one lidar, two
structured light depth sensors, and two IR sensors), and six microphones. The front of
the Vision Pro features two main cameras, four downward-facing cameras, and two side
cameras. A lidar is located in the center, anked by a TrueDepth camera and two IR
illuminators. Inside, four infrared cameras and two LED |l lights are used primarily
for eye tracking. Input is centered around "hand, eye, and voice," and it offers Optic
ID biometric recognition and Wi-Fi 6/Bluetooth 5.3 connectivity. Current production
models are equipped with visionOS 2. These features provide a stable sensing, display,
and interaction foundation for the subsequent end-to-end chain of "environmental
perception - semantic understanding - action suggestion - spatial projection."

13



3 Vision Pro System Architecture

Figure 3.1: Apple Vision Pro sensor gt

At the developer level, visionOS[6], which runs on SwiftUl and RealityKit, serves as the
foundation for its interface and rendering. ARKit provides capabilities such as world
tracking, plane/scene understanding, and hand tracking. Apps can be presented in a
multi-tasking Shared Space or create immersive experiences in a dedicated Full Space.
Development platforms can be built from scratch using Xcode (including the visionOS
SDK) and Reality Composer Pro, or cross-platform apps can be developed within the
familiar and powerful Unity development environment using the PolySpatial[7] toolkit
jointly developed by Unity and Apple and the existing AR Foundation package.

14
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3.2 Overall System Architecture Design (Client-Server
Separation)

Figure 3.2shows the overall high-level architecture. The details of the bridge server's
internal logic will be discussed in subsequent sections. For now, we will focus on the
overall architecture.

Figure 3.2: High-level AR assistant system architecture

This project adopts a typical client-server layered architecture to ensure low latency
and scalability in real-time interactive scenarios. The overall system consists of three
core components: a client deployed on the device, an LLM inference server running in
the cloud, and a Python bridge server. The client is responsible for collecting sensor
data and interacting with the user. The LLM inference server runs the Ferret-13B[8]
model, handling heavy computation and multimodal understanding. The Python bridge
server collects audio and video information from the client via WebRTC and forwards
this information to the LLM inference backend and multiple LLM APIs for processing at
different levels. Finally, it returns guidance text, object position information, and current
state detection results to the client.

The client runs on an Apple Vision Pro device and sends audio, video frames, and Unity
to the Python bridge server via WebRTC, while locally rendering the server's processed
results. The client maintains a 3D mesh of the current real-world scene, which it uses
to project target positions returned by the backend into the current 3D world. The

15
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user interface consists of two panels. The left panel, the audio-prompt panel, provides
users with timely feedback on the transcription of their voice commands before they
are sent to the GPT-40 Realtime API[9]. The right panel, the instruction panel, displays
the nal command returned by the backend server and the status detected by the state
detector.

The LLM inference server boasts powerful GPU resources, smoothly running Ferret
models with up to 13 billion parameters. We use both AWS cloud instances and local
Linux workstations to ensure the proper functioning of the inference service under
various conditions. The AWS cloud instances use g6e.xlarge[10] instances with built-in
NVIDIA L40S GPUs, while the local Linux workstations use NVIDIA 5090 GPUs. We
typically use the local workstation for the lowest latency.

The bridge server uses the Python-based aiortc + aiohttp framework, maintaining both
audio and data channels. After receiving audio frames, the audio module writes them
to a buffer in real time and uses the OpenAl GPT-40 Realtime API for real-time speech
recognition and generation. The video module feeds keyframes into the Ferret vision
model in the LLM inference server to extract the current primary target and its speci c
location. The data channel is used to transmit text commands, model return results,
and status synchronization information. All modules run within the same event loop,
utilizing asynchronous tasks and thread coordination to achieve a non-blocking data
processing OWw.

In terms of the communication process, the client rst sends an SDP offer via HTTP.
The bridge server responds with an answer and waits for ICE collection to complete.
Once the connection is established, the audio track ows via RTP, while commands
and real-time audio transcription results are transmitted over the data channel. To
enhance reliability, the server maintains a peer connection collection and cleans up any
connection state changes. The system also supports SSL encryption to meet WebRTC's
secure channel requirements, and provides multimodal data storage and log monitoring
interfaces for easy debugging and tracing.

This clear client-server separation allows real-time interactive tasks to run in their
respective specialized environments: the client focuses on the user experience and device
access, while the server cluster concentrates on computationally intensive inference
tasks. Adding new modalities or deploying more clients simply requires adding the
corresponding modules at each layer, signi cantly reducing coupling and improving
maintainability and scalability.

16
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3.3 The Apple Vision Pro client Module Design and
Implementation

In this system, the Apple Vision Pro client module is organized around three main steps:
acquisition, transmission, and projection/presentation. First, the system acquires data
from the headset's main camera and microphone in real time; then, it interacts with the
inference client via WebRTC and HTTP protocols. Finally, the semantic results returned
by the remote client (such as bounding boxes and instructions) are geometrically aligned
and visualized in the local AR scene. To ensure stability and low latency in the visionOS
environment, we decouple device adaptation (camera/texture orientation, permissions,
playback), network sessions (SDP/ICE, data channel multiplexing, SSL certi cates), and
3D projection (3D mesh mapping, mesh collisions, and jitter ltering). Fault tolerance
and frequency limiting strategies are implemented in critical paths to ensure a robust
interactive experience.

The VisionWebRTCConnection script manages the client's session lifecycle. During
initialization, it requests microphone permission, con gures a STUN server, creates an
RTCPeerConnection, attaches the local AudioStreamTrack audio track to the connection,
and establishes a data channel named lIm_output_dc for bidirectional control and text
messaging. The image side uses a "local capture + HTTP upload” approach, encoding
each sampled camera frame along with the timestamp and image size into a JSON-
formatted message and sending it to the server's /image port using an HTTP PUT request.
This prevents large image data from being blocked by the DataChannel and the resulting
overhead, improving stability. To avoid excessive bandwidth consumption, the client
limits the sampling period to once every 5 seconds. Before sending, the camera frame is
scaled to 640x 480 pixels and then rotated 180 degrees at the pixel array level to meet
the remote model's image orientation requirements. The frame number is also cached for
subsequent spatial alignment and traceability. Due to Unity's Ul thread limitations, the
data channel callback only updates the cached strings pendingText/pendingAudioText,
which are then ushed to the interface in a single call to Update() by the main thread,
thus avoiding unpredictable cross-thread Ul behavior.

Acquiring images from the Apple Vision Pro's main camera on the Unity platform is
challenging, as all AVP resource access is performed through Apple's of cial Enterprise
API, which does not offer a Unity plugin, only a Swift-based development interface.
Fortunately, STYLY Inc. provides the open-source EnterpriseCameraAccessPlugin[11],
which allows us to obtain camera images by rendering them into materials and per-
forming subsequent processing, subject to authorization. In summary, device-side image
acquisition is centrally encapsulated by EnterpriseCameraAccessManager. At runtime, an
external texture is created using Texture2D.CreateExternalTexture, which is then written
to a persistent RenderTexture to trigger a rendering update. Finally, the resulting image

17
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is bound to PreviewMaterial.mainTexture for reading and compression by higher-level
layers. This approach allows us to directly access the Texture2D image without having to
manually build Swift bridging code and connect it to the Unity project, reducing project
complexity and error potential.

The 2D bounding box returned by the cloud-based LLM inference service needs to be
"grounded" in the local 3D world. This presents another major challenge in the project.
To achieve this, we rst build an ARMeshManager using ARFoundation to manage the
3D mesh. This relies on the AVP's LIDAR sensor to monitor the surrounding environment
in real time and update the 3D mesh of the entire scene every second. Next, in the
BBoxRaycaster script, we mapped the remote resolution coordinate system to the current
screen coordinate system, taking into account the scale and offset of the 2D bounding
box. We then sent a screen ray from each of the four vertices of the rectangular box
to perform a hit check against the 3D mesh in the scene. When all four corners hit, a
LineRenderer was used to close the rectangle in 3D space. An arrow indicator prefab
was generated along the bottom-left hit point based on the offset. To suppress pixel-level
jitter in the bounding box, we performed a threshold comparison (+ 5 pixels by default)
before accepting the new bounding box. Only when the threshold is exceeded will the
arrow indicator be regenerated. When ARFoundation reports an incremental update
to the environment mesh, ARMeshManager automatically completes the MeshCollider
for the modi ed mesh and forces the arrow indicator to be redrawn in the next frame,
ensuring that the ray consistently hits the latest geometric surfaces. By combining
coordinate mapping offset correction, jitter Itering, and mesh colliders, the bounding
box remains stable and aligned with the real surface from the user's perspective, avoiding
the perception of " oating" and "jittering."

For voice interaction, the data channel uses pre xes to distinguish different payloads:
text beginning with [AUDIQ] is used to display the real-time speech transcription on the
left; [INSTR] carries a JSON payload containing the coordinates of a bbox 2D rectangle
and a multi-line description. The client extracts the instruction fragment beginning with
[GPT] from the description, merges it with the timestamp, and displays it. This also
drives the BBoxRaycaster to perform a spatial projection and redraw. This hybrid channel
design of "control/text via DataChannel, images via HTTP" preserves WebRTC's low-
latency control advantages while avoiding image data congestion on the data channel.
For microphone input, to avoid interference from local playback, the client's audio output

is routed to a muted AudioMixerGroup (WebRTC Transmit Group). Audio recording start
and end signals are synchronized with the server via 'START _STREAM/STOP_STREAM®
control messages. I've also set up an audio control panel at the bottom of the main
interface to enable and disable voice interaction, providing visual feedback and reducing
user uncertainty.

18
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The main challenges and corresponding solutions during client development are as
follows: 1. Inverted images caused by inconsistent texture orientation and color channels
across platforms. We performed a one-time image ip on the Unity side and performed
a 180-degree rotation of the pixel array on the transmission path to ensure that the
remote model saw the same orientation. We also placed the image texture in a persistent
RenderTexture to avoid black screens due to inconsistent texture lifecycles. 2. Projecting
a 2D rectangle onto a 3D surface. Through letterbox-aware screen mapping, instant
collider addition to the AR mesh, and pixel threshold debounce, we stabilized the
projection of the arrow and rectangle in the real world. 3. Local echo and device
selection issues occurred when transmitting audio to the server. We blocked the local
monitoring path by muting the Mixer Group. On the VisionOS side, we defaulted to
the system device to avoid device selection errors. Simple start/stop control semantics
and status indicators were used to improve usability. Ultimately, the client module
ensures smooth interaction while providing stable cross-platform image acquisition, a
low-coupling transmission protocol, and reliable 3D alignment within AR scenarios,
laying a solid engineering foundation for subsequent interaction and user research.

19
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3.4 Integration of the LLM inference server

On the vision side, Ferret-13B is integrated as a command to the grounding engine. First,
the system packages the Ferret model into a standalone inference service and runs it on
a local Linux workstation. It exposes a uni ed request interface via gRPC, supporting
text, image, and multimodal input.

The server fetches the latest frame every ve seconds and feeds it to Ferret. It dynamically
constructs prompt words based on the task status (e.g., "Please provide the coordinates of
the target object") and parses the rst ‘[x1, y1, x2, y2]" box from the returned text. Given
that Ferret's coordinate system is based on a 1008 1000 vocabulary, we implemented
vocab2img_coords to accurately map it to the current frame's pixel coordinates and save
a debug image with the box for veri cation. The system then combines the "pixel-level
bbox + semantic description + timestamp" with the simultaneously acquired speech
understanding results to form a uni ed payload of '[INSTR]bbox, description, time".

For load balancing, we use the multi-process model built into the Ferret repository to pool
Ferret inference nodes and dynamically distribute requests using queue scheduling. If a
node's GPU utilization is excessive, the scheduler can remove it at runtime and smoothly
migrate requests to other instances, ensuring end-to-end latency within hundreds of
milliseconds.

20
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3.5 The bridge server Module Design and Implementation

Figure 3.3 shows the detailed architecture of the internal bridge server.

Figure 3.3: Bridge server architecture

The bridge server serves as the real-time backbone of the system, responsible for multi-
modal data acquisition, encoding, decoding, scheduling, and fusion between the Apple
Vision Pro client (communicating via the WebRTC protocol), the Ferret vision model,
and the voice dialogue model (OpenAl GPT-40 Realtime) and the general LLM model
(OpenAl GPT-4.1) APIs. The server provides signaling and data upload interfaces based
on aiohttp, establishes peer-to-peer media channels based on aiortc, and manages
audio streams, image frames, state machine inference, and nal response generation
in an asynchronous task-driven manner. Dual-channel logging, both console and le,
facilitates traceable maintenance and troubleshooting in high-concurrency and low-
latency scenarios. (Logs are written tolog/server _vl.log during runtime and rotate
by timestamp.)

The core WebRTCGPTBridge class manages the component lifecycle. Upon startup, it
establishes a session with the OpenAl GPT-40 Realtime API, creates an HTTP service, and
registers "/" (the default homepage), "/offer" (a WebRTC route), and "/image" (an image
upload route). If a local certi cate is detected, TLS is enabled. Two background loops
are then launched: one for merging multimodal results and generating instructions, and
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the other for polling the current recognition state. The main event loop remains active
to service the real-time connection.

During the media channel establishment phase, after the client submits the SDP and
completes the negotiation with the server, the server listens for theon_datachannel and
on_track events. Once the data channel is established, it is saved as a global channel
and interprets the client's control messagesSTART_STREAMSTOR-STREAMO explicitly start

or stop audio delivery to the Realtime API. Upon stopping, the audio buffer is submitted
once to trigger transcription. If the Ferret polling task hasn't been started yet, this will
also asynchronously initiate a persistent request from the LLM inference client. Once
the audio track is ready, the server subscribes to the remote audio track via MediaRelay
and adds a custom AudioReceiveTrack to the connection, implementing a low-latency
pipeline of "receive-resampling-chunked delivery to the Realtime API's input buffer.”

Within AudioReceiveTrack, the original RTP audio from the client is resampled to mono
24kHz 16-bit PCM, sliced into 20ms (960 samples) segments, and pushed to the Realtime
APl in base64 format via inputaudiobuffer.append. This is also self-checked at runtime
by setting audio energy thresholds. This section also supports cumulative audio storage
and statistics for debugging, making it easier to check the audio quality transmitted
from the client to the bridge server and tempo drift caused by network jitter. After
establishing a session on the Realtime API side, the server con gures the session for
"server-side VAD + real-time transcription” (with a 2s silence threshold and gpt-4o-
transcribe recognition). Upon receiving the "transcription complete” event, the nal ASR
text is pre xed and sent back to the client via a data channel, providing basic semantic
input for Ul synchronization and subsequent multimodal fusion.

The image acquisition process begins with the Vision Pro client submitting RGBA32
base64 data and frame metadata in JSON format via "/image." The server rst converts
the byte stream into a NumPy array, then performs orientation correction (this imple-
mentation involves transforming the entire frame upside down to match camera/texture
coordinates). The image data stream is then converted into a PIL.Image and pushed into
the data collector, named with a timestamp, forming an image processing chain consist-
ing of "caching - localized archiving - visual debugging.” The data collector maintains
the last ve frames and the most recent user questions in a queue. If over ow occurs,
the oldest elements are discarded using a rst-in- rst-out policy, ensuring real-time
performance while controlling memory usage. Retrieval functions such as "Get the Last
Five Frames" and "Get the Latest Question" are also provided for use in the fusion phase.
Collected frame objects contain images, frame IDs, and timestamps, which can be used
for problem tracing and measuring system latency.

The visual recognition component is triggered by a background Ferret polling task. The
server retrieves the most recent frame approximately every ve seconds (adaptive throt-
tling is used to avoid sending new requests before the previous round has completed),
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dynamically assembles a prompt word (combined with the salient object names identi-
ed by the most recent state machine), and sends it via an HTTP streaming interface to
the Ferret service deployed on the LLM inference backend. The response is incremental
text segmented asNULL, from which the server parses the target box. A debug rectangle
is then drawn on the frame image and archived to facilitate distortion correction. The
raw text result and box coordinates from the visual side are written to the "multimodal
combination queue" and, after speech transcription is complete, combined with multiple
information to generate the nal prompt.

The system has a built-in state detection subsystem that constrains scenarios to step-
by-step task ows. Every approximately 5 seconds, it constructs multimodal prompts
from the latest frame, independently calls the GPT conversational model, and outputs a
single line of JSON: "state" k,"object":"..." . To address the engineering challenges
of state jitter and step-over jumps, the server does not directly accept the originalstate .
Instead, it introduces a decision mechanism to maintain a non-reversible "state oor."
Advancement is allowed only after multiple consecutive observations of the "next step"
state, and step-over jumps such as 1 3 are strictly prohibited. This ensures stable
progress, starting from 1 by default, with no reversal or step-over. This signi cantly
reduces false positives and jitter ampli cation under complex visual conditions.

Multimodal fusion and user prompt generation occur approximately every 2 seconds. It
retrieves the most recent Ferret text and the most recent ASR text from the queue, along
with the current state machine description and the latest frame image, and submits them
to GPT-4.1 for short response generation (the system prompt is limited to 100 words
and retains the context of the state machine). The "pixel-level bounding box + text
description + timestamp” is then serialized into JSON and sent back to the client via a
data channel as a message pre xed with a command, completing the cross-modal loop
between visual localization and the nal command. Before sending it back, the server
redraws the mapped bounding box on the most recent frame and saves it to ensure
end-to-end consistency.

At the implementation level, the engineering challenges primarily arise in four areas,
which are addressed through appropriate mechanisms. 1. The trade-off between real-
time performance and consistency. Audio uses 20ms slicing, a controllable start/stop
streaming valve, and VAD-assisted segmentation. Combined with self-checking logs
(e.g., sending intervals and energy thresholds), this ensures stable segmentation and
transcription even under network jitter. On the visual side, adaptive throttling and
caching are used to avoid the "accumulation-jitter-timeout" problem. 2. Coordinate and
orientation alignment: We perform orientation correction during image upload. Ferret's
2D bounding box linearly maps from vocabulary coordinates to pixel coordinates and
clips the boundaries, ultimately ensuring consistency between image rendering and code
logic. 3. Robust task state advancement: A decision algorithm suppresses state jitter
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and step-over transitions, meeting the experimental process control requirements of
"default starting point = 1, no rollback.” 4. Resource and exception management: The
server proactively reclaims the PeerConnection upon shutdown, closing the Realtime
API connection and HTTP session. Global logging covers critical paths and exception
capture, combined with audio and image storage, providing suf cient data for future
problem tracking. For the data collection component, we employ an event-based queue
model to isolate the discrepancy between collection and consumption rates. This ensures
"latest-come- rst-served" semantics while keeping memory usage very low, providing the
infrastructure for stable operation in multi-threaded and asynchronous environments.

In summary, the Python bridge server, utilizing an engineering strategy of "event-driven
+ caching + adaptive throttling + state detection,” connects the entire data ow of the
AVP client, WebRTC, real-time speech recognition, visual localization, and user-directed
generation. While ensuring low latency and stability, it also achieves observability
and explainability through detailed logging and debugging artifacts, providing a solid
foundation for the system.
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This section will explain some of the key points and challenges in the system develop-
ment process. We tried many approaches and ultimately adopted some after careful
consideration. Here we will detail our overall thinking and decision-making process.

4.1 On-Prem vs. AWS LLM Inference server: Architecture,
Performance & Cost

During system development, we experimented with deploying the Ferret model on
various platforms to provide inference services for our bridge server. The differences
were signi cant, so this section compares the Ferret-13B model deployment on a local
Linux workstation (with an NVIDIA 5090 GPU) and on the AWS cloud. The overall
system architecture remained consistent throughout the testing: the Apple Vision Pro
sent audio and image frames to the bridge server via WebRTC; the bridge server was
responsible for session management, ASR, image frame reception, and feeding images
into Ferret inference.

First, in terms of architecture, the local environment consisted of a local Linux work-
station (with an NVIDIA 5090 GPU) running Linux 22.04 directly, without using any
containerization tools like Docker. For AWS deployment, we used a g6e.xlarge instance
in the Frankfurt Availability Zone, equipped with an L40S GPU, and the AWS Deep
Learning Base GPU AMI (Ubuntu 22.04)[12], an AWS AMI optimized for deep learning
models. Autoscaling was also con gured to automatically scale up and down during
peak requests. Both architectures use the same model weights (13B) and runtime library
to maintain model-level consistency. The table below compares the speci ¢ speci cations
of the two graphics cards.
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Table 4.1: Side-by-side comparison: GeForce RTX 5090[13] vs. NVIDIA L40S[14]

Metric GeForce RTX 5090 NVIDIA L40S

Architecture Blackwell (GeForce) Ada Lovelace (Data Center)
CUDA / Tensor cores 21,760 / 5th-gen Tensor 18,176 / 4th-gen Tensor
Memory (type) 32GB GDDRY7 48 GB GDDR6 with ECC
Memory bus / bandwidth 512-bit/ 1:792 GB=s 384-bit / 864 GB=s

Max board power 575W 350 W

FP16 (With Sparsity) 838 TFLOPS 733 TFLOPS

Release year 2025 2023

Price $1,999 $7,158 (partner price)

In terms of performance, the bottlenecks of the two models differ. The local deploy-
ment bene ts from the local area network (low RTT) and ample graphics memory for
single-machine inference, allowing the model to reside in memory and minimizing cold
start overhead. On our bridge server, images are sent to Ferret using a throttled polling
cycle of 5 seconds, and vision and speech results are synthesized in a 2-second cycle.
This reduces GPU peak utilization and jitter without sacri cing interactive consistency.
Cloud deployment (AWS g6e.xlarge) offers greater concurrency exibility, but initial
instance and weight creation increases TTFT. Furthermore, AWS g6e.xlarge instances
have insuf cient initial memory and require additional Elastic Block Store (EBS)[15]
attachment, which increases data transmission latency, especially during checkpoint load-
ing and inference each time the inference service is started. According to measurements,
checkpoint loading takes approximately 8 seconds for the local deployment, while over
3 minutes for the AWS deployment. However, running the inference service using the
AWS cloud-based deployment takes signi cantly longer. For the same inference task,
the cloud-based deployment typically takes 1.5 to 2 times longer than the on-premises
deployment. This is primarily due to the need to mount EBS gp3 disks on AWS, which
have a default initial t*hroughput of only 125 MiB/s and require additional fees to
increase. This signi cantly impacts the speed of loading checkpoints. The on-premises
throughput is approximately 3 GB/s, a stark contrast to the cloud-based deployment.

Cost and Operational Tradeoffs: On-premises deployments incur one-time capital ex-
penses (hardware depreciation, power, and cooling), have low marginal costs per request,
and do not incur network egress charges. However, the owner is solely responsible
for resource waste caused by hardware failures and idle equipment. AWS offers a
pay-as-you-go operating expense, allowing cost control through on-demand/competitive
bidding and shutdown of idle instances, while also bene ting from AWS's diverse ser-
vices, including the monitoring and alerting ecosystem. Furthermore, based on the
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AWS platform, we can containerize the inference service and integrate it into the plat-
form's Kubernetes cluster, enabling automatic scaling based on load, and enabling node
self-healing and restart. However, we need to consider image and snapshot storage,
cross-region traf ¢ and data outbound network costs, as well as privacy compliance and
data residency.

In summary, for small-scale, latency-prioritized prototyping lab veri cation, we would
adopt an on-premises deployment strategy. For scenarios with unstable traf ¢ and high
concurrency, and requiring rapid horizontal scalability and automated operations and
maintenance, AWS cloud deployment is more advantageous.
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4.2 Data Collection Process and Implementation

This section uses the Apple Vision Pro as the sole data collector. Audio collected via its
built-in microphone is sent using an audio track via an RTCPeerConnection established
via WebRTC. The client explicitly creates an AudioStreamTrack to join the connection
and establishes a DataChannel named IIm_output_dc for control and status commands
(such as starting/stopping audio streaming). The bridge server uses aiortc to handle the
WebRTC session and aiohttp to provide HTTP endpoints for image uploads and signaling
negotiation. Both ends exchange SDP and establish a connection via the /offer method.
The audio track is then delivered to the server in real time, and control commands
trigger corresponding actions via DataChannel text messages.

Images are packaged on the client in a uni ed format of "structured JSON + raw
pixels." Each frame contains a framelD, timestamp, imageWidth, imageHeight, image-
Format=RGBAS32, and imageData (a Base64 encoding of the RGBA byte stream). This
JSON is transmitted as a binary payload via HTTP "PUT /image™ with "Content-Type:
application/octet-stream™. Upon receipt, the server rst reads the entire request body,
parses the JSON, decodes the Base64 representation, and converts it into an RGBA
image. To align the array with real-world coordinates, the code performs a 180° rotation
on the array, constructs the image object, and queues it for storage. To manage latency
and memory usage, the server-side data collector maintains a nite queue of "recent
frames/recent issues" with a default capacity of 5. When full, the oldest elements are
discarded to prioritize the latest samples.

Regarding sampling frequency, images are collected on the client using periodic snap-
shots, with "samplelnterval” defaulting to 5 seconds, or approximately 0.2 Hz. Each
sample is cached for the corresponding frame instant, which is used for spatial alignment
on the server or in subsequent visualization stages. Audio is continuously pushed using
WebRTC real-time streaming. The server stores and counts audio at mono 16-bit PCM,
24 kHz, ensuring consistent sampling with the real-time voice processing link. Push
noti cations are started and stopped using DataChannel text commands (for example,
the client sends "START_STREAM," which triggers the server to clear the buffer and begin
forwarding to the backend, submitting the buffered audio upon stopping). Image trans-
mission uses HTTP (suitable for large, low-frequency snapshots), audio transmission
uses WebRTC (suitable for low-latency, continuous streaming), and nally, text command
transmission and control signals use WebRTC's DataChannel, achieving separation of
duties and optimizing bandwidth utilization across devices, formats, frequencies, and
links.

28



4 Methodology

4.3 JSON-based task ow and status detection solution

This system uses a JSONbased task ow and state detection solution to enable state
data exchange and traceability between visual understanding, speech transcription,
instruction generation, and AR overlay. The system is centered around two types of
JSON: the rst is a "state de nition JSON," which provides sequenced scene identi-
cation text and next action prompts (elds state and instructon ). The second
is a "command JSON sent back to the client," which uniformly follows the structure
of "bbox™ [x1,y1x2y2], "description": "..", "time" "." and is com-
bined and pushed by the server in real time.

The bridge server maintains a lightweight data collector DataCollector , which caches
context in the form of a "latest frame image queue + pending question queue."” The
state detection module reads the "state de nition JSON" at a xed interval (e.g., 5
seconds), concatenates the most recent image with the prompt word, and prompts the
visual model and MLLM model to determine the current state number and extract key
object names from the prede ned JSON le. Then, through a ltering strategy, jitter and
cross-level jumps are suppressed, ultimately resulting in a robusktate .

The lItering strategy involves the system always remembering a "current con rmed
state" (e.g., oor) and only promoting oor to the new state if the new state appears a
certain number of times in a short period of time (currently set to three). Otherwise,
sporadic recognition results are ignored as jitter. This prevents state detection results
from jumping back and forth between consecutive frames. For example, the oor will
only be upgraded from "Ready" to "Cleaning" if the "Cleaning" state is recognized three
times consecutively. If it occasionally returns to "Ready" later, the oor will not be
lowered because the streak has not been met (i.e., "no rollback"). This ensures that the
system maintains stable and consistent detection of the current task.

This approach decouples "state recognition - instruction generation - visualization" and
makes it easy to switch between different task scripts and state number de nition les
by modifying the JSON le. Pre x diversion, throttling, and smoothing can also be used
to improve interactive stability and interpretability. This JSON le can also be generated
using LLM, but this approach will not be discussed in this article.
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