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Abstract

Guitar tablature is a musical notation that uses six lines to represent the strings, while numbers on
those lines show which frets to press. Digital tablature interfaces enhance the playing and learning
experience through synchronized tablature playback, drum tracks, and more. Tablature interfaces
are generally operated by touch or conventional mouse and keyboard input. Controlling playback,
navigating through songs, and configuring the interface can result in inconvenient context switches
since guitarists regularly switch between playing the guitar and interacting with the interface via
mouse and keyboard. In this thesis, we use the audio input of an unmodified electric guitar to
investigate possibilities for navigating tablature interfaces while avoiding such context switches.
Our goal is to facilitate the use of tablature interfaces while maintaining a consistent interaction
mode. To achieve this goal, we explored different algorithms to determine which approach works
best for our use case of audio-matching tasks. These algorithms compare the guitarist’s audio input
with synthetically generated song audio and produce a compliance score, which aims to enable
navigation for any opened song in the tablature interface. Furthermore, we utilize audio matching
to achieve accessible song selection without using a mouse or keyboard. The implementation of
bar-specific navigation within a song posed several challenges. First, the recorded audio input differs
too much from the synthetically generated sound to enable reliable matching. Second, modern songs
have too many bars in which the guitar notes differ little or not at all. These factors and others made
it impossible to use a robust audio-based navigation system for jumping to specific bars. However, a
bookmark system enables song selection without letting go of the guitar, and predefined commands
allow control of many functions. That way, the user can interact with the system without using a
mouse or keyboard, relying exclusively on the guitar as the input device. This thesis highlights the
opportunities and challenges of integrating audio-based controls into tablature interfaces. It might
inspire future work to explore more intuitive ways for musicians to interact with digital systems.
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1 Introduction

The electric guitar has gained popularity as an instrument in different communities worldwide. The
growing interest is supported by a large market, set to grow by 1.46 billion USD until 2028 [tec24].
Consequently, the demand for tools to facilitate the learning process rises, resulting in various
software programs addressing this topic. Well-established tools are tablature interfaces, such as
Guitar Pro!, Songsterrz, and Ultimate Guitar>. Guitar tablature is a musical notation that uses six
lines to represent the strings, while numbers on those lines show which frets to press. Tablature
interfaces entail various features, enhancing the learning and playing experience. They usually
offer tablature playback, synchronized with other tracks like drums, and various configuration
options such as muting specific audio tracks, looping selected song parts, or jumping to pre-defined
sections. These interfaces provide a beginner-friendly alternative to regular sheet music. However,
all conventional tablature interfaces share one aspect: they are controlled with a mouse and keyboard
or via touch input, which can lead to potential problems while players are busy handling the guitar.

Figure 1.1: Conventional tablature interfaces require the guitarist to constantly switch between a
guitar-playing posture and controlling the interface via mouse and keyboard.

lwww.guitar-pro.com

2www.songsterr.com
3www.ultimate- guitar.com



1 Introduction

Playing the guitar usually requires both hands and adequate space for the instrument. Figure 1.1
illustrates a scenario where the guitarist sits in front of a laptop in playing position, looking at the
tablature interface, while having to put his hands off the guitar and lean forward to control the
interface via mouse and keyboard. This scenario demonstrates the cost of switching interaction
modes during practice sessions. Using the mouse and keyboard and returning to the playing position
can be time-consuming and tedious. The guitarist must also put down the guitar pick and then pick
it up again, increasing the switching costs even more. Trying to tuck the pick between the fingers
can lead to it being dropped accidentally.

Guitarists who use digital tablature interfaces will be referred to as learners from now on. Sitting
close to the laptop restricts the learner’s movement since the room is limited when sitting at a desk.
Moving further away increases the space and playing comfort, resulting in even higher switching
costs. Additionally, switching to the mouse and keyboard significantly affects learners who stand
while playing. For example, the Laptop might be hard to reach in a band practice scenario when
multiple musicians are together in a room. So, regardless of the playing position, switching to the
mouse and keyboard interferes with the practice flow.

Furthermore, frequent context switches might mentally interrupt the learner. This can be disruptive,
especially for beginner-level guitarists who repeatedly need to reorient their fingers on the fretboard.
Using the guitar as an input device for interface navigation can reduce disruptive context switches
and facilitate practice sessions with these digital tools. Moreover, avoiding a mouse and keyboard
results in a smoother user experience and supports beginner-level guitarists by allowing them to
focus more on the guitar.

The main goal of this thesis is to explore possibilities for facilitating the practice flow through
audio-based navigation using the guitar. We aim to develop a new mode of interaction for tablature
interfaces by focusing on the guitar and avoiding needless context switches. To achieve this, we
utilize the audio produced by the electric guitar and perform audio matching tasks on synthetically
generated song audio or pre-defined audio snippets recorded by the user. Actions triggered by
matching tasks could be a jump to the played bar, mouseless song selection, or access to configuration
options like toggling the metronome or automated looping of the playback. The integration of
audio-based commands should lead to a consistent mode of interaction and provide the learner with
control over the tab interface while avoiding context switches.

This thesis solely focuses on processing the raw audio produced by an unmodified guitar to avoid
the need for additional hardware like foot pedals or a MIDI pickup (an external audio pickup that
translates the guitar’s audio to MIDI in real time). Without extra hardware, the final system will
be easy to pick up and encourage spontaneous and regular practice. While hardware like custom
buttons on the guitar could also contribute to mouseless interactions, it contradicts the goal of
keeping the entry barrier low.

Within the larger scope of audio-based interface control, the objectives of this thesis are the
following:

1. Let learners select a song simply by playing a snippet.
2. Let learners execute customizable commands simply by playing a snippet.

3. Let learners jump to pre-defined sections by playing the first bar of that section.
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2 Background and Related Work

The main focus of our work is the guitar-driven interface interaction through audio matching.
Previous work goes in similar directions [AHG+23; Mar], but nothing precisely addresses the
stated problem. This section presents related work that covers audio-based interactions or enhanced
tablature interface control with different approaches. Furthermore, we will provide information
about audio-processing algorithms for feature extraction, matching, and score-following.

2.1 Interface Navigation

A variety of studies and products have explored audio-based interface navigation. In the field of
guitar, GuitarFlow! is a commercial tool providing a tablature interface that can be controlled via
voice commands. It tackles the same issue as this thesis but without using the guitar. Using voice as
input control is a valid approach to achieving a hands-free interaction design, but it has drawbacks,
such as a potential aversion of users to using voice commands.

Moreover, several studies researching non-verbal interaction design have drawn attention to audio-
based menu interaction designs [FTE20; SFK+11; ZNWK17]. For instance, humming was used to
control menu interfaces [CPS10; PMSS11], which was used in driving scenarios where hands are
usually too occupied for controlling an interface [FTE20].

Besides that, the study by Martinez Avila [Mar] investigates guitarists’ performance preparation
practices to design tools that support them. They hint at an approach for controlling media playback
based on MIDI. While the idea sounds promising, it is limited to explicit melodies being memorized,
which restricts flexible navigation.

The research shows that audio-based input, like humming or voice commands, can be beneficial but
does not leverage the guitar. A system that enables complete control and navigation through guitar
audio is yet to be developed, revealing a potential literature gap.

2.2 Audio Processing

To achieve the audio-based navigation goal, we rely on audio-processing algorithms that help
interpret the raw audio input correctly. Feature extraction is a key approach for analyzing the input
data. It refers to extracting meaningful information from a raw audio signal that can be used for

! guitarflow.io
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2 Background and Related Work

further analysis, classification, or interaction. Instead of directly processing the entire audio signal,
it is transformed into more compact representations that describe specific properties called features.
The following methods and characteristics are relevant to this thesis.

The Mel Frequency Cepstral Coefficients (MFCCs) [Log+00] are used for automatic speech
recognition and analysis of musical audio. They result in a compact frequency spectrum represen-
tation and can contribute to extracting distinctive features. The chroma variant "Chroma Energy
Normalized"(CENS) [Ewel1] is a continuation of the Constant Q Spectral Transform [Bro91],
which uses a logarithmically spaced frequency axis. CENS features are frequently used in audio
matching and retrieval tasks because they are resilient to dynamics and timbre. Another approach is
the Fast Fourier Transform (FFT) [BM67]. Applying the FFT to a time-domain signal reveals the
specific frequency components decisive for the original sound. Each approach has different benefits,
depending on how they are used. MFCCs can be sensitive to noise and pitch changes, making them
helpful in analyzing speech and monophonic music (music with a single pitch or sound). On the
other hand, CENS can adapt to changes in sound quality, clarity, and loudness. The FFT is quick
and accurate but not specialized on music; hence, it is hard to interpret. CENS focuses on musical
structure and harmony, while MFCCs and FFT work on the raw frequency content.

Automatic Music Transcription (AMT) involves automatically transcribing audio recordings into
musical notation. This process entails recognizing the notes played during a recording and their
subsequent transcription into musical notation or an alternative format. With AMT, guitar audio
input can be transformed into an interpretable format, making it much easier to compare different
audio recordings or excerpts. One widespread library capable of estimating input notes is CREPE
[KSLB18]. It is a deep learning-based model for monophonic pitch estimation. Besides that, more
approaches utilizing neural networks were built, creating almost real-time solutions [BBP21] for
music transcription with the capability of filtering out other simultaneously playing instruments
[HYS23]. Some are developed for piano [KM?24], and others are optimized for guitar tablature
transcription [CHK23; RED24].

A modern commercial tool supporting real-time guitar to MIDI conversion is MIDI Guitar by Jam
Origin?. It is optimized for clean guitar input and provides reliable pitch estimation. The actual
use case for MIDI Guitar is for synthesizing different instruments using the guitar. Another recent
library with similar functionality but less focus on low-latency support is Basic Pitch?. Basic Pitch
is an open-source project by Spotify* capable of pitch estimation for entire songs or audio snippets
containing multiple instruments.

Lastly, matching and score-following are prevalent tasks for a multitude of instruments, including
piano [AGW15; KBW19; MFMM21; ST21] and the guitar [FRP14; GAW13; MD10; SCSY19].
Many approaches utilize Dynamic Time Warping (DTW) [Miil07] for matching audio tracks in
the time domain. DTW is designed to find the optimal alignment between two audio tracks that
differ in speed or timing. Multiple audio signals may not be perfectly aligned, especially when
working with human input from a guitar. Therefore, DTW is useful for melody comparison, speech
matching, or cover song detection and is commonly integrated into matching algorithms after feature
extraction.

2www.jamorigin.com

3 github.com/spotify/basic-pitch
4www.Spotify.com/de/about-us/impressum
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2.2 Audio Processing

A system called Soloist [WYG21] automatically turns instructional guitar videos into interactive
tutorials by analyzing audio from the tutorial video and the user’s guitar input. However, the mouse
and keyboard are mandatory for controlling Soloist’s interface since, instead of audio-based control,
the system focuses on increasing the learning effect by estimating the guitarist’s performance and
suggesting tutorial steps.

There are many methods of extracting meaningful features from audio. Audio processing methods
like MFCC, CENS, and FFT are examples of this extraction method. We will discuss these extraction
methods later in the thesis and compare them with the AMT method of Basic Pitch. For audio
matching, DTW is a typical tool for aligning input audio with reference audio, even if the timing of
the audio signal varies. It will be used along with the foregoing feature extraction algorithms.
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3 Audio Matching

This chapter explains the development and technical foundations of a tablature interface that can
be controlled with the guitar. First, we identify the target audience and functional requirements
of an audio-based interaction system for guitar learners. Then, we introduce the technology stack
and system architecture, and address the main challenges of the design decisions and the scope of
the thesis. Various algorithmic approaches to audio matching were explored and evaluated using a
benchmark comparison.

3.1 Requirements and Target Audience

The main goal of this system is to create a convenient way of interacting with tablature interfaces
using the guitar. In other words, the tool should not require advanced technical knowledge or
additional hardware, such as specialized pedals or a modified guitar. Beginners should be able to
pick up their guitar, attach it to their audio interface, and start using it without causing trouble.
Since tablature interfaces are built for learning songs, the system must be forgiving of slight timing,
tone, playing technique inaccuracies, and sub-optimal audio quality.

Simplicity is another important aspect of the system. The goal is for users to understand the concept
and use the system well after a short introduction or without reading the manual. Complicated
menus to navigate through and a time-consuming setup create unnecessary barriers for the user.
The functionality must remain uncomplicated and relate to the critical activities, improving the
practice flow. The interaction design must also feel natural and intuitive, so inexperienced users are
not overwhelmed.

Another essential requirement is responsiveness. The system must quickly respond to the learner’s
input to minimize time lost during practice. If the system feels slow, unreliable, or delayed, users
might use a mouse and keyboard again, defeating the tool’s purpose. However, responsiveness
cannot be treated in isolation. It is closely tied to robustness, which refers to the system’s ability to
correctly interpret and respond to user input without producing errors. If a system reacts quickly
but misinterprets the learner’s input, it might be confusing and frustrating. On the other hand, a
very robust but too-slow system would disrupt the practice flow. Therefore, responsiveness and
robustness must be carefully balanced.

Guitar players of all types of abilities, from beginners to professionals, are part of the target
audience. More experienced players could enjoy better practice sessions with more control, while
beginners might benefit from fewer context changes. Still, different guitarists have very different
ways of practicing. Therefore, the finished system should supplement traditional controls rather
than completely replace them.

15



3 Audio Matching

To summarize, the completed system must be easy to learn, have a low learning barrier for beginners,
and embody an intuitive interaction design that eliminates unnecessary changes in context. It must
also be fast, responsive, and usable while remaining robust. The target audience can vary from
beginner to expert guitarists, focusing on those already using digital tablature interfaces and familiar
with its features. The system will focus on guitar-centric interaction, with mouse and keyboard
controls still available to add user flexibility.

3.2 Core Functionality

Before explaining the technical implementation, we will briefly summarize the system’s high-level
functionality to put the architectural decisions into context. The prototype is a digital tablature
interface that uses an electric guitar as the primary input device. Users can navigate and control the
interface by playing short audio snippets directly on the guitar, reducing the need for disruptive
context switches to a mouse or keyboard.

The system supports the following core features:
* Audio-Based bookmarks: Users can open a song by playing a short pre-recorded audio clip.

* Audio-Based commands: Users can execute commands (e.g., start playback or toggle the
metronome) by playing distinctive audio clips linked to those commands.

* Audio-Based section jumping: Users can jump to pre-defined song sections by playing the
first bar of that section. The input is matched with synthetically generated audio from Guitar
Pro exports.

3.3 Technology Stack and System Architecture

This part describes the technologies and architecture used to realize the system. The tool is
implemented as a web application. The front end is constructed using HTML, CSS, and JavaScript.
It is responsible for the interactive tablature interface, which shows the song tabs and provides the
interactive components for navigating and configuring the app. The back end is written in Python
and contains most application logic, including audio recording, snippet creation, feature extraction,
and matching tasks. Locating the components separately for the front and back means that we will
have a modular application that is easier to maintain, and that we can use the most appropriate
technology and libraries for each part.

Figure 3.1 visualizes the overall system architecture. The system architecture is designed to operate
in three distinct modes: live data, pre-recorded snippet, or pre-recorded song(-part) mode. Each
mode defines how the input data is acquired and prepared for further processing.

In live data mode, the system continuously records chunks of audio data into a buffer. Once enough
data is accumulated, these buffered chunks are concatenated to create a snippet of a specified length
of n seconds, which is then passed on for processing. When accessing pre-recorded test data, either
an entire pre-recorded test snippet is used directly, or snippets are extracted from an extended WAVE
recording via a sliding window technique.
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3.3 Technology Stack and System Architecture
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Figure 3.1: This schema visualizes the system’s architecture. It displays the process of recording
audio, concatenating incoming audio chunks to fixed-length snippets, processing it by
the selected algorithm, and comparing it with pre-processed data. The results are sent
to the front end.

Regardless of the mode, the next step involves passing the prepared audio snippet to the core
matching algorithm. Depending on the selected configuration, the system employs one of several
algorithms: FFT-based, MFCC-based, CENS Chromatic-based, or Basic Pitch-based. These
algorithms will be explained in detail in later sections.

The second input for the audio matching is a set of bars for comparison with the snippet. These bars
can come from two sources: Song bars are taken from the (in the interface) opened song with a bar
splitter. Bookmarks and command bars are pre-defined short audio snippets containing any sound
or melody recorded by the user.

The backend must have access to related wave files and appropriate metadata to send data for songs,
bookmarks, and commands. We synthesize the audio from the guitar tabs using Guitar Pro’s wave
export feature to provide reference audio for the matching algorithms. This export is a separate step,
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3 Audio Matching

not part of the real-time processing pipeline. We then use the resulting audio files as static inputs
for the matching system. Bookmark and command WAVE files must be pre-recorded manually.
The associated song metadata includes the song name, the path to the related wave file, the tempo,
and the time signature. Tempo and time signatures are important because they are used to calculate
the length of a single bar, which determines the snippet length n taken from the audio buffer. The
associated metadata for bookmarks and commands is the ID (to trigger the desired action in the
front end), the description, and the path to the related wave file.

After a song is rendered on the front end, the system’s back end retrieves and pre-processes
the WAVE files for the bars of the opened song. This pre-processing involves analyzing and
manipulating the wave files according to the algorithm. Bookmark and command bars undergo the
same pre-processing.

As the user interacts with the system and plays snippets live, those snippets are gradually concatenated
and consistently fed into the algorithm. These snippets are processed and compared to the pre-
processed song, bookmark, and command bars. This processing includes the snippet score function,
which calculates the similarity score of each input snippet to the candidate bars.

After computing the scores, the algorithm returns:
1. A list of all the bars of the open song, sorted by their similarity to the input snippet
2. The scores for all the song bars
3. The scores for all the bookmark and command bars

The final result is sent to the front end to be displayed to the user or used by the system to trigger an
action.

Many existing libraries contributed to accelerating the development process. alphaTab! is used
in the front end to render tablature directly from Guitar Pro files (.gp files) in the browser. The
backend is hosted via Flask?, providing a lightweight and flexible server framework for incoming
requests. Most of the audio-related calculations and processing tasks rely on functions provided by
the Librosa? library, which offers a wide range of music and audio analysis tools.

Communication between the front and back ends is achieved through HTTP-based RESTful APIs
for standard interactions and Websockets for real-time event-driven communication. This hybrid
approach allows the system to manage quick data retrieval and low-latency updates, essential for
responsive user feedback.

lalphatab.net
2ﬂask.palletsprojects.com/en/stable
3 librosa.org
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3.4 Challenges

3.4 Challenges

Even though the system aims to make practicing with digital tablature interfaces more convenient
and intuitive, it has inherent limitations. This section will present the inherent challenges of guitar
audio matching that guided the tool’s implementation and design.

One main complication relates to the nature of guitar audio. Most guitar input is polyphonic, in
other words, when multiple notes ring at the same time. This is challenging because individual note
sounds within the overlapping frequency components are difficult to isolate, identify, or analyze.
Guitar players can also use various techniques, including slides, bends, and vibrato. Each technique
has unique inconsistencies within the audio signal, which complicate specific feature extraction and
matching tasks and increase the system’s overall complexity.

Certain restrictions were outlined from the project’s outset to keep the problem manageable and
ensure the system delivers meaningful results. For example, the input is assumed to be clean,
without guitar effects such as distortion. We chose further restrictions for the songs used in the
matching algorithm to have a reasonable scope for this work and to establish consistency and
reliability in the matching algorithm’s performance:

1. The tempo does not change throughout the song.

2. Each song must have a constant time signature.

3. The song must contain no repetition marks that would interfere with matching.

4. The song should have no prelude, allowing matching to begin with the song content.

We also established some restrictions on the played snippets: Because each bar is a matching object,
exactly one bar must be played from start to finish. This allows for exact comparison and matching
against the song snippet to avoid confusion when aligning the audio input versus the song while
ensuring no prelude was present to detract from any matched audio input.

3.5 Algorithmic Approaches

This section describes the basic matching process and the implemented algorithms. The system
contains a modular algorithmic pipeline that compares live or recorded guitar input against reference
materials to find the most similar match. We implemented and tested four different approaches:
Chroma-based, FFT-based, MFCC-based, or MIDI-based (Basic Pitch). Each algorithm transforms
and compares audio data differently.

However, all algorithms in the system follow the same dataflow. First, the WAVE files of the song
bars from the opened song are retrieved and processed by the selected algorithm into a specific
feature representation. The results are cached for efficiency. Pre-recorded bookmark and command
bars are loaded and processed in the same way. Once a live or test snippet is received, it undergoes
the same transformation as the cached bars. Then, the algorithm compares the snippet to each
processed song, bookmark, and command bar, calculating a compliance score that reflects their
similarity. Based on these scores, a list of song bars sorted by compliance is returned. This
procedure repeats with each new snippet, enabling continuous and responsive matching.
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3 Audio Matching

The main goal of the algorithmic module is to compare a snippet played by the learner against each
song bar to determine the best match. Each algorithm will need to realize three capabilities:

1. Pre-process song bars: Every song bar is pre-processed before live interaction and cached so
that the features do not need to be extracted every time live context analysis is performed.

2. Process input snippet: Once the learner plays a snippet, it can be processed through the same
feature extraction pipeline applied to the pre-processed song bars.

3. Matching process: The processed snippet is matched against every pre-processed song bar.
In this process, compliance is calculated for every comparison to measure how similar the
snippet phase is to each bar.

After matching, we create a list of bars ranked by compliance scores. The higher the score, the more
similar the bar is to the played snippet. This list determines the most likely match and can initiate
actions in the tablature interface. All algorithms use a floating-point time series representation
of the audio data, which was derived using the load* method from Librosa. While each of the
algorithms follows the same structural pipeline, they have two major differences:

* How the audio was processed (e.g., frequency-based, pitch-based, or other spectral descriptors)

* How the compliance scoring was performed (i.e., how the snippet was compared with each
song bar to get a score for compliance).

Fundamentally, each algorithm varies in its transformation of the raw audio input into a structure
suitable for matching. The differences are found in the feature extraction pipelines, which emphasize
different musical characteristics of the signal. Below is a breakdown of each method:

FFT-based Feature Extraction Fast Fourier Transform (FFT) [BM67] is an efficient imple-
mentation of Discrete Fourier Transform (DFT). It transforms a time series into the frequency
domain, showing the signal’s composition in amplitudes and phases. This system uses FFT on the
raw audio snippet with NumPy’s fft® function. The Fourier-transformed data is displayed in the
frequency domain as a spectrum of the amplitude of the different frequency components, providing
a snapshot of the harmonic content. The frequency profile is used to match the processed bars.

Chroma-based Feature Extraction The Chroma Energy Normalized Statistics (CENS)
[Ewel1] representation emphasizes pitch class profiles, i.e., the energy distribution across the 12
semitone classes of the Western chromatic scale, regardless of the octave. This makes chroma
features particularly effective in representing harmonic and melodic content. Using the Librosa
function chroma_cens’, we can derive the chromatogram of both the snippets and the bars. These
features are somewhat resilient to dynamic and timbre variations, so they can be useful for tonal
comparisons between user input and the original song content.

4librosa.org/doc/main/generated/librosa.load.html

Snumpy.org
6numpy.org/doc/stable/reference/generated/numpy.l‘ft.l‘ft,html

7 librosa.org/doc/main/generated/librosa.feature.chroma_cens.html
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3.5 Algorithmic Approaches

MFCC-based Feature Extraction Mel-frequency Cepstral Coefficients (MFCCs) [Log+00]
are popular speech and music processing features. They model the short-term power spectrum of
sound by a non-linear Mel scale of frequency that replicates how humans perceive sound. The
Librosa function for extracting MFCCs is mfcc®. The resulting compact representation focuses
more on timbral and spectral shape than pitch, which allows for comparing the subtle nuances in
tone and articulation in performances.

MIDI-based Music Transcription Unlike the above methods, which rely on feature extraction,
the MIDI-based method uses Automatic Music Transcription (AMT) to convert raw audio into a
symbolic representation: the piano roll. A piano roll is a binary or intensity matrix that shows which
MIDI notes are active at which timesteps. We extract a piano roll using the Basic Pitch® library, an
AMT model built by Spotify!?. This library returns information about each note’s pitch, onsets,
and duration. The resulting piano roll enables direct symbolic (as opposed to signal) comparisons
between the snippet and each bar, allowing more melodically aware matches.

After transforming the input snippet and the song bars into comparable feature representations, the
system must determine their similarity. This is done using a compliance score, which measures how
closely a learner’s performance matches a target bar. The method of computing this score depends
on the selected algorithm.

For the Chroma, MFCC, and MIDI approaches, the system uses a well-known technique for
measuring similarity between two time-dependent sequences, as we mentioned, Dynamic Time
Warping (DTW) [Miil07]. With DTW, the sequential points can be warped along the time axis so
that it dynamically expands/contracts the Time axis between the points, minimizing the distance
measured by the accumulated distance between each corresponding point. This is useful for musical
material where timing may not be consistent. In this system, we apply the DTW algorithm to
measure the distance between the decomposed input snippet and each of the previously decomposed
pre-processed individual song bars. Next, this DTW distance is converted into a compliance score
with the following equation:

dtw_distance

compliance = 1 — - -
zero_compliance_distance

The zero_compliance_distance is a tunable constant of the worst-case distance (i.e., the complete
difference between the two signals). This value must be tuned for the specific application setting,
such as the setup or the learner’s playing accuracy. Relying on informal testing, values between
3000 and 5000 proved usable in representing a meaningful scoring scale. By normalizing the DTW
distance, scores vary between O and 1, where 1 is interpreted as a perfect match.

The FFT-based approach is unsuitable for DTW since FFT transforms the signal into the frequency
domain, thus leaving the time domain. So, cosine similarity is applied to determine the spectral
vectors’ similarity. Cosine similarity is computed using the angle between vectors, not their
magnitudes, and is, therefore, less affected by variable amplitudes.

8]ibrosa.org/doc/main/generated/librosa.feature.mfcc.html
9 github.com/spotify/basic-pitch
10www.spotify.com/de/about-us/impressum

21



3 Audio Matching

We use the cosine!! function of SciPy!? to calculate the cosine distance. This results in a value
between 0 and 1, where 0 means the vectors are identical in direction. To convert this into a
compliance score, a simple conversion is used:

compliance = 1 — cosine_similarity

Although cosine similarity is easier to compute and doesn’t require fine-tuning, it lacks the temporal
flexibility of dynamic time warping, possibly leading to less accuracy for capturing changes in
rhythm or articulation. This is why we only use it in the FFT-based method, since timing is no
longer represented in the feature space.

By implementing the song bars’ pre-processing, processing the learner’s input snippet, and
calculating the compliance score, we aim to enable navigation inside songs by matching the played
input snippet with the song bars. Learners can jump to specific sections by simply playing the
corresponding musical phrase.

In summary, the applied algorithms make up the core of the system’s interaction model. The system
supports audio-based navigation, as the audio data is transformed into a comparable format via
various feature extraction techniques (FFT, Chroma, MFCC, MIDI). Similarity was measured using
either DTW or cosine similarity.

This framework supports three main capabilities: matching played snippets to song bars, identifying
song-specific bookmarks, and recognizing custom commands. Together, these functions form
a system where the guitarist interacts and controls the interface using the guitar. This marks a
significant leap toward creating more intuitive and immersive practice spaces for guitarists from all
practice levels.

3.6 Benchmark Comparison

This section presents the benchmark evaluation of the implemented algorithms using a custom test
dataset. To provide a sufficient evaluation with substance and variety, we selected five modern guitar
songs: Another Brick in the Wall by Pink Floyd, Hells Bells by AC/DC, Patience by Guns N’ Roses,
and Scar Tissue and Under the Bridge by Red Hot Chili Peppers. For each of the selected songs, we
recorded three bars using a clean guitar sound. The selected bars showcase different playing styles
and numerous techniques, such as bends, slides, and rhythmic patterns, so that the test set would
have an extensive representation of musical features. Therefore, it evaluates the performance of the
different matching algorithms shown in the sections prior using 15 different bars.

To systematically assess the algorithms, we built an automated benchmark that tests each algorithm’s
reliability and efficiency. Therefore, the synthetic song audio was split and pre-processed into
individual bars through the selected algorithm. Next, each recorded bar was matched against each
bar from the corresponding song. The essential goal of the test was for the algorithm to successfully
identify the bar of the song that had been played. A match is successful when the bar with the
greatest compliance score matches the played input, irrespective of where it appears on the track.

W docs.scipy.org/doc/scipy/reference/generated/scipy.spatial.distance.cosine.html
12 scipy.org
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3.6 Benchmark Comparison

That way, repetitive bars are no problem because a successful match identifies musical identity,
not location. Based on these comparisons, the benchmark calculates and reflects each algorithm’s
success rate, demonstrating their performance as they would realistically occur.

Compliance of each Bar Bar 14 v Bar 15 v Bar 16 v Pause

Compliance Timeline

1 2 3 4 € 7 8 5 10 1 14 15 16
‘ FFT v

(a) This screenshot shows the dynamic compliance bar chart and the compliance timeline of three selected
bars. The current algorithm can be adjusted at the bottom right.

e« command2: Slide from C to G

Compliance Timeline
100

(b) This screenshot shows the compliance timeline of the command with the id ’command?2’.

Figure 3.2: This figure shows screenshots from the web-based test interface named 7est Field.
It is used to visualize the matching results dynamically. Besides the compliance
visualization for the song bars and commands, it provides an interface to start the
benchmark and displays an overview of the results.

For further testing purposes, we developed a web-based test interface to complement the automated
benchmark and provide a more interactive view. It allows users to select a song and an algorithm
and visualize the match process in real-time. As the audio snippets are processed, the compliance
scores for each bar are presented visually and dynamically, showing how well each algorithm
effectively matches songs (Figure 3.2a). Additionally, the interface allows for testing of command
matching: users can play pre-recorded command snippets, and visualized compliance values will
indicate recognition accuracy (Figure 3.2b). The test field allows for interactive testing, starts and
repeats benchmarks from within the test field itself, and gives users an overview of the results.
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100 Algorithm Success Rate Comparison
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Figure 3.3: This bar chart shows the average success rate of each algorithm based on all the tested
songs. Algorithms with taller bars are better at identifying the correct musical bar.

The benchmark showed clear differences in performance across the algorithms in Figure 3.3. The
best overall approach was the MIDI-based algorithm, achieving a general success rate of 66.67%.
The second best was Chroma with 53.33%, followed by FFT at 40%. MFCC only achieved a success
rate of 13.33%. Overall, these results suggest that MIDI is the optimal technique for the case we
have been working on and is a more reliable choice for identifying the correct song bars. MFCC'’s
poor performance was potentially due to its sensitivity to noise and inconsistencies with playing,
which are common to guitar recordings in real life.

A more detailed breakdown of the results by individual songs is presented in Figure 3.4. The
analysis shows slight variations in algorithm performance across songs. For Another Brick In The
Wall, only Chroma was able to match one bar correctly, while the others got nothing. Comparably,
Hells Bells was much easier to analyze: FFT and MIDI correctly matched all three bars, Chroma
matched two, and MFCC got nothing. Likewise, MFCC got nothing matched for Patience, while
Chroma, FFT, and MIDI could track two out of three bars.

MIDI matched all three bars for Scar Tissue, with the other algorithms getting only one match
correctly each. For Under The Bridge, MIDI and Chroma tracked two bars correctly and MFCC
matched one bar. FFT was worse on this song and matched none.

These findings further underline MIDI as the most accurate algorithm in the current setup.
Simultaneously, we observed different performances across songs, indicating that no algorithm is
constantly reliable on all music material. This suggests that the characteristics of the songs (e.g.,
arrangement, tonal harmony, and number of notes) matter in determining the usefulness of each
method.
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Success Rate per Song
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Figure 3.4: This bar chart shows how well each algorithm matched the songs in the test. We
compare the performance of four algorithms - Chroma, FFT, MFCC, and MIDI - for

each song. For example, for Scar Tissue: Chroma, FFT, and MFCC each have a 33.3%
success rate while MIDI has a 100% success rate.
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Figure 3.5: This boxplot compares how long each algorithm took to run on two different types of
computers: a desktop and a laptop. Each box shows how long it takes to match one

snippet to each song bar. The chart shows how well each approach works and how
sensitive it is to hardware.
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Algorithm Trade-Off: Accuracy vs. Computation Time
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Figure 3.6: This scatter plot shows the relation between how accurate the results are and how long
it takes to compute them for each algorithm. The x-axis shows the average time per
snippet, and the y-axis shows the average success rate for all the songs. Each point
on the graph shows one algorithm. Ideally, the best algorithms will be in the top-left
corner, as these are both quick and accurate.

Apart from matching accuracy, computation time is important for evaluating the performance
of each algorithm in real-time applications. Systems developed for real-time feedback must be
responsive to a learner’s input with little latency. Otherwise, anything longer than a second may
lead to the learner’s input being missed and, therefore, ignored during the processing delay.

To evaluate efficiency, the computation time of each of the four algorithms was obtained on two
computer setups: a desktop computer (AMD Ryzen 7 3600X, RTX 2060) and a laptop (Intel
15-1240P, integrated graphics). The results are visualized in Figure 3.5. For the desktop computer,
all four algorithms performed similarly with a mean computation time of approximately 0.1 seconds,
except Chroma, which was 80% slower (0.18 seconds) on average. The performance difference was
much more pronounced on the laptop, which is a far more regular setup for many users.

The performance of both FFT and MIDI was about four times slower than the performance of
those two algorithms on the desktop. This increase in computation time reduces responsiveness
and reliability. Although Chroma and MFCC were less affected by hardware differences, their
performance should be considered in terms of their lower accuracy, particularly that of MFCC.

These findings emphasize that the choice of algorithm cannot rely solely on accuracy. Efficiency
and hardware compatibility are also essential for real-time support.

To better understand the relation between reliability and efficiency, we constructed a trade-off
scatter plot, shown in Figure 3.6. The chart included measures of success rates and average
computation times for each algorithm, simplifying the process of evaluating suitability for real-time
implementation to the system.
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3.6 Benchmark Comparison

The results are conclusive, and we can clearly state that MIDI is the outlier of all the tested
algorithms. MIDI achieved a 66.67% success rate, with a computation time median of 0.09 seconds
on the desktop system. This resulted in the best trade-off between accuracy and computational
companion. Therefore, MIDI is the most suitable candidate for our matching tasks, where reliability
and responsiveness are important.

While other algorithms, like Chroma, achieved decent success rates, their performance fell short
regarding computational efficiency or consistency from song to song. MFCC did well in terms of
computational efficiency but did not demonstrate comparable accuracy. Thus, MIDI offers the best
trade-off for the current implementation.
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Figure 3.7: These heatmaps of FFT and MIDI for Another Brick In The Wall (Part II) show how
similar the played snippets are to the full song. Higher values (shown in darker shades)
indicate higher similarity. The played bars are marked with blue rectangles.

Another critical factor in evaluating algorithmic performance is the confidence with which each
algorithm accurately identifies matches. While high success rates are important, if the compliance
scores across all song bars are closely clustered, the system will have difficulty confidently making
reliable decisions and triggering interface actions. To investigate this, we introduce heatmaps
as shown in Figures 3.7 to 3.11, which visualize the distribution of compliance values for each
algorithm. The heatmaps represent the compliance scores between a played input bar and every bar
of the related song: red indicates high compliance (i.e., a likely match), while yellow represents
lower compliance.
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Figure 3.8: These heatmaps of FFT and MIDI for Hells Bells show how similar the played snippets
are to the full song. Higher values (shown in darker shades) indicate higher similarity.
The played bars are marked with blue rectangles.

In our analysis, we focused on MIDI and FFT.

» MIDI was selected for its overall best benchmark performance, offering a high success rate
and short computation time.

* FFT was chosen because of its consistently low computation time, which makes it a strong
candidate for real-time applications despite its slightly lower success rate.

Repeating patterns are clearly visible, as identical bars produce equal compliance values throughout
the song. While the algorithms show structural similarities in their results, significant differences
occur for specific bars. For example, in Another Brick in the Wall (Figures 3.7a and 3.7b), bar 19:
The FFT algorithm correctly identifies the silent bars at the end of the song as unlikely matches,
whereas the MIDI algorithm assigns them high compliance values, highlighting MIDI’s difficulty
in handling silence. Frequently repeated bars in Hells Bells (Figures 3.8a and 3.8b), such as
bars 1 and 16, are captured well by both algorithms, with repeating red and dark orange stripes.
However, although the bar content is correctly matched, their exact position in the song remains
ambiguous due to these repetitions. In Patience (Figures 3.9a and 3.9b), the silent intro bars are
correctly estimated by FFT with low compliance, while MIDI incorrectly assesses them as more
similar to the input. Furthermore, MIDI assigns 0% compliance to all other bars for bar 25 - a
case in which all DTW distances exceed the defined zero compliance constant. Cases like this
can make the interpretation of the algorithm’s results challenging. For Scar Tissue (Figures 3.10a
and 3.10b), bars 22 and 63 demonstrate how FFT can identify coherent groupings of structurally
similar sections. In contrast, MIDI provides a more scattered compliance but still achieves a
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Figure 3.9: These heatmaps of FFT and MIDI for Patience show how similar the played snippets
are to the full song. Higher values (shown in darker shades) indicate higher similarity.
The played bars are marked with blue rectangles.

correct match. Notably, bar 55, the start of the solo, is handled better by MIDI, which produces
less ambiguous results. Under the Bridge (Figures 3.11a and 3.11b) stands out as a particularly
difficult case. FFT produces no clear patterns, and MIDI assigns zero compliance across the board,
suggesting neither algorithm can confidently interpret the input. Overall, the heatmaps demonstrate
that the algorithms’ performance is highly dependent on the song. Even when the correct bar is
identified, the result may be ambiguous and, therefore, challenging to interpret.

Generally, Chroma is effective at analyzing segments with strong harmonic characteristics, such as
chord progressions. Bar 19 of Another Brick in the Wall (Figure 3.12a) is a good example, with
its clear and consistent harmonic content. Chroma was the only approach that was able to match
this bar correctly. However, Chroma is ineffective at analyzing melodic or solo passages involving
performance techniques such as slides, bends, and vibrato. These techniques are too complex to fit
well into harmonic models, so this approach does not accurately represent them.

As a frequency-domain transformation, the FFT excels in bars with rich rhythmic and chordal
content. The FFT method is effective when the spectral energy is clearly distributed, making it
suitable for rhythmically defined sections. However, the FFT method tends to struggle with solo
passages or expressive articulations. Techniques such as slides appear blurred in the frequency
spectrum, resulting in less precise matches. Interestingly, FFT identified the actual played bar as
the second-best match in three test cases, which was musically very close to the top guess. This
suggests that, although FFT can make good approximations, it lacks the sensitivity necessary for
making more nuanced distinctions.

29



3 Audio Matching

FFT - Distance Heatmap: Scar Tissue
(Blue boxes = played bar)

o
~
0.3
. I [
I I II I I l .
n -
in
i [ -0.0

1 i 1 1 I I I 1 1 I 1 1 1 1 I 1 1 I I I I i 1 i I i 1
1 3 5 7 9 11131517 19 21 23 25 27 29 31 33 35 37 39 41 43 45 47 49 51 53 55 57 59 61 63 65 67 69 71 73 75
Song Bars

Played Bars
63
I

(a) FFT Scar Tissue

MIDI - Distance Heatmap: Scar Tissue
(Blue boxes = played bar)

ST TR IIIIIIIIII nr |

0.6

- 04

Played Bars
3

-02

-0.0

1 1 1 1 1 I I 1 1 1 I I I I 1 1 1 I 1 1 1 1 1 I 1 1 1 I I I I 1 1 1 I 1 1
1 3 5 7 9 11131517 19 21 23 25 27 29 31 33 35 37 39 41 43 45 47 49 51 53 55 57 59 61 63 65 67 69 71 73 75
song Bars

(b) MIDI Scar Tissue

Figure 3.10: These heatmaps of FFT and MIDI for Scar Tissue show how similar the played
snippets are to the full song. Higher values (shown in darker shades) indicate higher
similarity. The played bars are marked with blue rectangles.

MEFCC was initially developed for speech processing and focuses on capturing fine-grained spectral
differences. However, this feature is a drawback when applied to music, particularly guitar
music, because timbral subtleties and expressive techniques differ significantly from the structured
patterns found in speech. Consequently, MFCC had the lowest success rate across all benchmarks,
demonstrating that its ability to detect minor spectral shifts is not effectively transferred to guitar
audio analysis.

The MIDI algorithm, with a programmatic representation of note data in a piano roll format
achieved by applying the Basic Pitch algorithm, has proved to be highly reliable for simple melodies.
However, it struggles to adequately represent expressive techniques such as slides and bends because
they are often omitted or misrepresented as we convert to MIDI notes. Nonetheless, in average
musical contexts, MIDI performed better than all other algorithms.

These findings made clear the importance of aligning the algorithm with musical context. FFT has
the best potential combination of speed and approximate accuracy. Chroma had consistent results
for harmonic content. MFCC was mostly unsuitable for matching guitar-based content. MIDI was
quite good at matching much more structured and consistent performance but was weaker when
dealing with expressiveness.

Besides the algorithms’ overall performance, the individual cases in the test set contained challenges
in proposing matches. Some of the algorithms consistently matched some cases well, while others
failed to do so due to either structural or expressive complexity.
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Figure 3.12: This figure contains the tabs of seven bars from five different songs.
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Patience bar 15 (Figure 3.12d) was one of the easiest bars to match. Its melody sequence was clear
and simple. The piece’s simplicity meant all algorithms, except MFCC, could find the correct match
with good confidence, regardless of their capabilities. Similarly, Bars 26 (Figure 3.12b) and 69
(Figure 3.12c¢) from Hells Bells, consisting of rhythmically simple power chords and single notes,
also showed accessibility. These bars have no embellishment, reducing spectral uncertainty and
allowing Chroma, FFT, and MIDI to match correctly.

However, other bars were more challenging. In Patience bar 25 (Figure 3.12e), notes of a chord are
struck one after the other, completely confusing all algorithms, with none succeeding and too many
incorrectly matching similar structural bars. Bar 1 (Figure 3.12g) from Under The Bridge provided
more complex melodic sequencing, including low and high notes. The algorithms struggled a lot
here, mostly returning bars with chords or other melodies far from the matching goal. In Another
Brick in the Wall bar 19 (Figure 3.12a), chord hits with short pauses were misclassified by most
algorithms. Chroma correctly matched the bar, while FFT and MIDI matched a bar with the
first chord only struck once. Finally, Scar Tissue bar 63 (Figure 3.12f), with the start of the solo
containing a slide-in, was only correctly matched by MIDI. Chroma and FFT provided matches out
of bars nearby and in the solo section with the same or similar phrasing, but it was not the match
intended. These examples highlight how minor phrasing, timing, or articulation nuances affect the
algorithm’s matching performance.

3.7 Benchmark Conclusion

The benchmark comparisons showed clear differences in results between the algorithms. Overall,
at 66.67% accuracy, MIDI was very approachable and performed comfortably and quickly across
various musical inputs. FFT performed acceptably for clear chordal and rhythmically encountered
material but was limited in interpretive nuance and performance. Some bars were difficult to match
due to repeated structures and expressive techniques (slides and bends), while others were matched
consistently, specifically bars with a recognizable melody and few ornaments. Regardless, these
examples highlight the importance of the algorithms used to influence the musical content context.
In summary, the results demonstrate that there is no single best algorithm. The best algorithm
depends on the trade-off between accuracy, speed, and the complexity of the musical work’s layers.
However, MIDI tends to be the most reliable choice in our testing process.

Regarding our objectives, section jumping requires reliable results for the matching algorithm.
However, practical challenges such as varying threshold sensitivity, inconsistent input timing, and
differences between real and synthetic audio have limited its usability (see Section 5.1 for more
details). Because of these limitations, the system now focuses on more stable mechanisms, such as
audio-based bookmarks and commands. The following chapter introduces our first prototype that
implements these features.
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4 TabCtrl Application

We developed a tablature interface called TabCltrl to be able to test the audio-based interaction design
in a realistic environment. TabCltrl is a web application similar to conventional tablature interfaces,
but supports audio gestures in addition to conventional control via mouse and keyboard.

4.1 Application Overview

TabCtrl can be used like a conventional tablature player with a mouse and keyboard. It offers
playback features such as play/pause, buttons for configuration options, and navigation through the
song bars via mouse clicks. Additionally, we integrated the most promising algorithms from the
benchmark to enable audio-based control.

Search songs. + i} |
ACDC - Hells Bells.gp v
Amen Amarth - Tattered Banners And Bloody Flags.gp v
Avenged Sevenfold-Chapter Four-03-16-2025.gp v
Billy Talent - Fallen Leaves.gp v
Black Sabbath - Iron Man.gp <
Deep Purple - Smoke On The Watergp v
Dire Straits-Sultans Of Swing-03-26-2025.gp v
Edguy-Arrows Fly-11-20-2016.gp v
Eric Clapton-Layla-03-21-2025.gp v
Europe-The Final Countdown-03-26-2025.gp v

Green Day-Wake Me Up When September Ends-04-09-2025gp @

Figure 4.1: With TabCtrl, we developed a digital tablature interface mostly based on the alphaTab
library. It provides typical functions like synchronized playback or configuration
options, such as count-in, a metronome, or looping. Additionally, TabCtrl implements
audio-based commands for navigation and configuration options.
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Figure 4.2: TabCtrl resembles the standard look of tablature interfaces. It consists of a pinnable
(hidden when not hovered by default) top navigation bar, which controls the tablature
playback, current song and track information, and more configuration options and
submenus. Floating status buttons on the bottom left indicate activated options.
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4.2 Audio-based Interface Control

The application consists of two main views: a song selection page (Figure 4.1) and a tablature page
(Figure 4.2). The tablature page includes configuration options such as count-In, metronome, and
loop to support and enhance structured practice sessions.

4.2 Audio-based Interface Control

The system’s goal is to allow input snippets to be compared against a set of bookmarks and command
bars. These are short, pre-recorded audio snippets containing a specific melody or sound the learner
has recorded. In the case of song bookmarks, the recorded snippet typically represents a distinctive
bar from the target song. Notably, the learner doesn’t need to reproduce the tab with perfect accuracy
each time; consistency in how the phrase is played is sufficient for the system to recognize it. This
design allows for a flexible yet reliable way to identify user intent and respond accordingly based on
the pre-registered sonic fingerprint.

The main difference between song bar, bookmark, and command matching stems from the reference
data type. Song bars are purely based on synthetically generated sounds from Guitar Pro’s export
feature. On the other hand, bookmarks and commands are initially recorded by the learner, suitably
using the same equipment in a similar acoustic environment. There is less variability for the
pre-recorded audio clips and input snippet, allowing for less complexity. Thus, bookmark and
command bar recognition is typically more robust and less sensitive to false negatives than song bar
matching. While the bookmarks and commands serve different functionalities, the system processes
them structurally similarly. As with the song bars, they were processed and cached to avoid
redundant computation. It compares these bookmarks and commands using the same compliance
score calculations described previously - Dynamic Time Warping (DTW) or cosine similarity,
depending on the user-selected algorithm. The unified scoring process means all interactions are
assessed using the same criteria.

The system allows learners to interact with the tablature interface exclusively via guitar input, as
bookmarks and commands are built into the algorithmic pipeline. Pre-recorded bookmarks allow
the user to switch back and forth between songs seamlessly by playing a distinct, recognizable
phrase. Pre-recorded commands allow the user to perform an interface configuration action, such as
turning on/off the metronome or moving to the song selection screen, all from the guitar, without
using a traditional input device.

The user interface for managing song bookmarks is shown in Figure 4.3. This interface is a key
component for enabling guitar-based song selection. The learner selects a song and uses the
browser’s built-in audio recording feature to create a new bookmark by clicking the ’Start Recording’
button and recording a brief audio clip. After recording, the learner provides a brief description
and uploads the snippet. For usability purposes, the learner can replay the recorded audio and
select whether to re-record the snippet. The system automatically trims leading/trailing silence
before storing the audio clip. Once the snippet is uploaded, it is stored by the back end process
and integrated into the matching system. From then on, learners can open a song by playing the
corresponding snippet on their guitar, assuming they are on the song selection page. Additionally,
learners can review each saved bookmark or commands using the *Play Reference’ button, which
helps them remember and validate their recordings.
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4 TabCtrl Application

ﬂ Song Bookmarks

Save audio snippets as a reference to use them as song bookmarks. The snippets should have a length of 2 to 4 seconds. Silence at the beginning or at the end of the audio
input is frimmed automatically.

ACDC - Hells Bells.gp Guns N' Roses - Patience.gp

Intro Lick Solo

Record Custom Audio Record Custom Audio

0:00 / 0:00 B 0:00 / 0:00 H

Figure 4.3: Song bookmarks have to be manually pre-recorded. They can be maintained in the
corresponding menu. This screenshot displays two song bookmarks: one for Hells
Bells, containing the intro lick, and one for Patience, containing a part of the solo.

m Shortcuts

Save audio snippets as a reference to use them as shortcuts. The snippets should have a length of 2 to 4 seconds. Silence at the beginning or at the end of the audio input is
trimmed automatically.

Home Toggle Play / Pause

Returns to the home screen Toggles play and pause

Four G Chords 15th Fret Pentatonic

Record Custom Audio Record Custom Audio

0:00 / 0:00 B 0:00 / 0:00 E

Figure 4.4: Commands have to be manually pre-recorded. They can be maintained in the corre-
sponding menu. This screenshot displays two commands: "Home’, activated by four G
chords, and "Toggle Play / Pause’, activated by playing the pentatonic scale in the 15th
fret.
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4.3 Summary

After selecting a song, learners are directed to the tablature page. The tabs on this page are rendered
by the alphaTab library, which provides the layout and functionality of a standard tablature interface.
On the tablature page, TabCtrl enables audio-based interaction with the interface via commands
that function similarly to song bookmarks. Learners can create and manage command snippets
through a dedicated menu (Figure 4.4). After recording and uploading a command snippet, learners
can assign it to one of the available commands, including play/pause, back to start, home, and the
toggles for count-in, metronome, and loop. The application then recognizes and matches these
snippets against the live input, enabling learners to control it entirely through their guitar without
relying on a mouse or keyboard.

This setup allows for the following audio-based workflow example: The learner opens the web
application and plays a pre-recorded snippet, which triggers the opening of a song. The playback
can be started via a command. During the practice session, the learner can reset the playback using
the *Back to Start’ command or return to the song selection page using the "Home’ command. After
that, the learner can open another song by playing a different bookmark. This enables navigation
through songs and control of playback without touching a mouse or keyboard.

4.3 Summary

To summarize, the final implementation is a web application called TabCtrl that enables audio-based
navigation using recorded snippets. Learners can select songs using bookmarks and control playback
with commands, all with just their guitar. Although this supports a mouse-free workflow, it requires
memorizing snippets, threshold tuning, and unique snippets to avoid accidental triggers.
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5 Limitations and Future Work

This chapter discusses the findings and results of the TabCtrl prototype while outlining the main
challenges faced during the development process and possible future enhancements.

5.1 Limitations

The development and evaluation of TabCltrl revealed both technical and design-related limitations.

Algorithmic Reliability The inconsistent performance of various matching algorithms across
different songs and setups caused complications because different compliance scores produced
unreliable results for triggering audio-based actions. Compliance scores vary depending on the user’s
setup, including guitar type, playing style, audio interface, and many other variables. Additionally,
existing algorithms had trouble reliably matching the synthetic audio from tablatures to the real
guitar input. Although the algorithms can potentially match learners’ live guitar audio with synthetic
tab sounds, differences in dynamics, timbres, and playing styles make it difficult to align the two.

Threshold Tuning Because of the sensitive compliance scores, the threshold required for a
reliable match varied greatly between algorithms, songs, and even different recording conditions,
making implementing a universal or dynamically adaptive solution difficult. A compliance score
of 60% may indicate a strong match for some songs, while in others, many unrelated bars may
produce similar scores around 50% due to harmonic or spectral overlap. As a result, learners need
to manually tune the threshold based on the song, playing style, and recording situation, adding
complexity to the system.

Input Timing Matching a command to the pre-recorded snippet is difficult given real-world
timing variations. Timing inconsistencies between the learner’s input and the system’s recognition
process resulted in false triggers or missed matches. The system could filter out leading silence
from the incoming audio to make the snippet fit the intended content more clearly. But that leads to
musical bars that begin with pauses, may be discarded or misaligned, preventing correct matching.
The currently used alternative is to continuously process overlapping snippets from the audio
stream to increase coverage and avoid missing the start of an input. However, this makes the
process computationally more intensive, potentially weakening the match’s reliability and might
still misalign the input.
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Mode Ambiguity The distinction between playing mode (the user just plays the guitar) and
control mode (the user tries to trigger a command) is essential for the system’s functionality.
However, this problem becomes difficult to resolve reliably with no additional physical buttons or
pedals. One could only engage control mode when the playback is stopped, assuming that any input
without playback is for control. But this prevents the learner from practicing without interruption.
Alternatively, a dedicated command could be invoked to switch between modes. This would be
feasible, but it adds another level of operational complexity, moving away from the system’s goal of
usability enhancement.

Design Challenges Firstly, learners must record and memorize all their bookmark and command
snippets. Secondly, the command snippets must differ from the musical bars in the open song to
avoid accidental triggers. Thirdly, every learner must tune the threshold, depending on audio quality,
type of guitar, noise levels, and the selected song. These aspects caused by the design could bother
some users and increase the entry barrier.

Besides these limitations, the system provides reliable results for identifying matches between
pre-recorded snippets and live guitar input, enabling a mouse-free interaction workflow. With
short, distinct snippets recorded beforehand, learners can navigate the menu and select songs
without relying on a mouse or keyboard. Thus, the fundamental goal of an audio-based interface for
guitarists is achieved.

5.2 Improvement Opportunities

Although the current implementation of TabCtrl shows potential for audio-based interactions,
improvements can still be made. This section suggests ways to enhance the system’s accuracy,
flexibility, and user experience.

Improve Algorithms One possible improvement would be to enhance existing algorithms or
explore alternatives. Each algorithm has strengths and weaknesses, including limits on sensitivity
to expressive playing and pitch resolution. Improvements to pre-processing, search iterations, or
other focused approaches could also be explored to provide a higher-quality match. Furthermore,
one could develop and test a hybrid approach with multiple algorithms to take advantage of their
strengths. For example, a matching pipeline that uses a fast algorithm (e.g., FFT) to run a pre-filtering
of the bars could then use a more accurate algorithm (e.g., MIDI) for a fine-grained comparison
of the reduced set. A tiered approach could reduce computation time, improving accuracy and
robustness, which is valuable for real-time applications.

Threshold Improvements Another area of improvement is dynamically adjusting the threshold.
One could analyze and interpret the structure of a song’s tablature, which may provide information
about how difficult that song is to match. Lower scores typically occur in songs with repeated chord
structures or expressive techniques such as slides and bends, which produce more ambiguity. If we
know the tabs, we could use their characteristics to dynamically adapt the matching threshold by
increasing it for simpler sections and lowering it for more complex sections. This could produce
reliable automatic matching with no manual threshold tuning involved.
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Response Time Speed is also important, particularly for interactive interfaces. Right now, when
the snippets are extracted from the live audio stream, we are working with overlapping windows,
meaning parts of the same audio data repeatedly go through processing. This is unnecessary
computation and time wasted. We can improve responsiveness by improving the input pipeline,
only processing new data, or processing overlaps more intelligently.

Snippets and User Feedback To reduce accidental operations, later versions could provide
tools for validating command snippets. These tools could check whether a snippet is unique enough
in the selected song’s context and warn only when there is a high risk of unintentional matches. The
validation would reduce the number of unintended triggers and improve user trust in the interaction
design. Furthermore, the system could provide visual or auditory feedback for ambiguous matching
outputs. This could help to understand the matching process, including when the recorded snippets
or threshold should be adjusted. In addition, it would provide users with a more dynamic interaction
with the system rather than feeling like a black box. The system could also provide users with
suggested default snippets. They could include sounds unlikely to occur in an actual song to prevent
accidental triggering. This would eliminate the need for new users to create commands from scratch
and give them an idea of valid command snippets.

In summary, future improvements could enhance the algorithms’ accuracy, efficiency, and adaptabil-
ity, reduce the user burden through suggesting and validating snippets, and create a better experience
through real-time feedback. This would create a more robust and user-friendly tool that supports a
range of practice scenarios.

5.3 Broader Research Opportunities

This thesis focuses explicitly on audio, but many possible approaches fall outside its scope. A
machine learning-based solution was initially considered but was beyond the intended focus. The
system would instead evaluate the effectiveness of established audio processing algorithms to enable
a real-time interaction model using guitar input.

Hardware One possible extension is utilizing commodity hardware, e.g., a foot pedal for mode
switch, or custom hardware, such as buttons and dials attached to the guitar. These devices allow
users to explicitly indicate whether they are switching to playing or control mode, which audio-only
systems cannot easily do due to the inherent ambiguity of audio context. External hardware would
provide flexibility to avoid assuming the mode of use and eliminate accidental triggers. In the
case of guitar-mounted buttons, it would be possible to establish direct operations that preserve the
audio-based command functionality of current snippets. While this creates a not purely audio-based
system, there are clear advantages regarding input reliability, speed, and precision. These advantages
would result in faster, more reliable operations.

Support More Instruments Future work could increase the system’s relevance by expanding
the range of supported instruments beyond the guitar. While this thesis has focused on guitar-
based interaction, the generalization would significantly expand this concept’s audience. Different
instruments have different acoustic characteristics, so approaches must be constructed to allow for
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different interfaces and algorithmic techniques. For example, wind instruments have a continuous
tone with expressive modulation, and drums provide rhythmic input with limited harmonic
characteristics. This wide range of instruments means a generic approach to user interactions would
not suffice. Supporting different instruments requires the system architecture to be more flexible and
modular (while still usable and consistent). If the system were built to consider instrument-specific
traits, its potential could expand to become a universal audio-based interaction tool applicable to
various learning and performance contexts.

Non-audio gestures Other non-audio input forms, such as hand gestures or body movements,
could extend the interaction design. The system could use a webcam or wearable sensors to identify
specific movements as commands. This would also allow for new forms of interaction, especially
for musicians who move with their instruments. Gesture-based interaction provides a way to control
the system without using a mouse or keyboard. This method lets users control the system without
going in and out of playing mode. For instance, a quick hand wave could pause playback, and a nod
could move the cursor back to the beginning. Adding gestures to the system could improve practice
sessions and keep users engaged with the instrument by avoiding context switches. Combining
audio and physical controls could lead to more flexible and dynamic system control.

Other Interaction Designs Furthermore, other interaction designs could include precise
control of submenus. With the current implementation, we only trigger direct actions inside the
interface and do not enable features like approving dialogs, scrolling, or simple button clicks.
To implement such an approach in the audio-based context, one could combine the interaction
design with menu techniques from HCI (Human-Computer Interaction). Such interactive menus
could map frets and strings dynamically to menu items and enable a broader range of audio-based
functionality.

Overall, there are many opportunities for the future development of musical instrument-based
interface controls or other interaction designs.
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6 Conclusion

In this thesis, we explored using guitar audio input to implement an alternative control method for
digital tablature interfaces. We aimed to design and prototype a system that allows guitarists to
navigate and interact with a tablature interface only through the guitar while using conventional
input as little as possible. Throughout the thesis, we investigated this interaction design’s viability,
limitations, and possibilities in a practical context.

Our goal was to eliminate the frustrating context switches caused by reaching for a mouse, keyboard,
or touchscreen. To avoid disruptions that could break the flow of a practice session, we defined
three objectives:

1. Let learners select a song simply by playing a snippet.
2. Let learners execute customizable commands simply by playing a snippet.
3. Let learners jump to pre-defined sections by playing the first bar of that section.

We tested various algorithmic methods for musical matching tasks to support audio-based interaction
design and conducted a benchmark comparison between four approaches: Chroma, FFT, MFCC,
and MIDI. We evaluated each algorithm’s ability to correctly match a short real guitar recording to
the corresponding bar, synthesized from the tabs with Guitar Pro. The benchmark included five test
songs, each of which had three bars played with a clean tone. The three bars were matched to all
synthesized bars of those songs to mimic realistic learner input. Out of the methods tested, the
MIDI-based matching method showed the best overall reliability. However, it does have performance
trade-offs due to having higher system demands. The FFT is an option that can provide results
faster, but it is more sensitive to input conditions and is less reliable in complex situations.

Based on the outcome of the benchmark, we designed and implemented a web-based prototype
called TabCtrl. The interface includes audio-based interaction components that facilitate the
learner’s practice experience and fulfill the first two objectives presented in the thesis. Learners
select songs using bookmarks and play a pre-recorded snippet on their guitar. Also, they can
customize commands that enable the execution of interface operations, such as starting/stopping the
metronome and restarting playback, without using a mouse or keyboard.

However, the third objective, section jumping, was challenging to implement because it was difficult
to reliably match real guitar audio to synthesized song bars. The differences in tone, timing
variability, and unreliability in algorithms did not allow for a robust implementation. So, while the
prototype provides audio-based song selection and command features, matching song bars to jump
to defined sections remains an open problem.

In summary, TabCtrl shows that an audio-only interaction method has potential. The main limitation,
however, relates to usability, such as the effort required to memorize the recorded snippets and the
manual tuning of the recognition threshold. This means that further interaction design is needed
in the future. Developing and testing the system showed that many external factors, such as the
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instrument, audio setup, and the learner’s playing style, influenced the system’s reliability. These
performance factors, together with the substantial effort for users, highlight the limitations of the
approach.

Despite its limitations, TabCtrl has practical value in specific contexts. For example, it is useful
when learners want to interact with the interface while standing away from the computer, such as
during band practice or when they want to move around freely. Switching to traditional input devices
is more time-consuming, so our audio-based interaction design is a worthwhile alternative. Beyond
our current implementation, TabCtrl may also serve as a stepping stone for future exploration of
accessible, alternative input methods for digital music tools. By presenting a functional prototype,
this work contributes to the broader discussion about how musicians interact with learning software
and how these interactions can be enhanced.

Although TabCtrl is not a complete replacement for traditional input methods, it showcases the
potential of audio-based interaction in tablature interfaces. This thesis highlights the opportunities
and the challenges of integrating audio-based controls into existing tools. Additionally, it opens the
door to new and more intuitive ways for musicians to interact with digital systems, moving towards
tools that work with the learner rather than making them adapt to the tool.
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