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Abstract

Public discourse is an important building block of democracy: it is where opinions
are exchanged and certain narratives are formed or reinforced. In recent years, the
importance of everyday discussions, for example on social media, has grown. These
platforms allow citizens from different backgrounds and with different political views to
participate.

The aim of the following thesis is to empirically model constructive discussion behav-
ior. Only constructive discourse can strengthen democracy through participation and the
exchange of different perspectives. If this fails, the result is fake news and declining trust
in democracy—and thus a threat to any democratic system.

This work takes an interdisciplinary perspective. The research is based on actual
discussions between lay citizens (e.g., online discussions). The theoretical basis is
provided by normative frameworks that define what constitutes a constructive discussion
or a good argument (e.g., deliberative theory or the definition of good argumentation
in rhetoric). These are modeled and evaluated using methods from natural language
processing (NLP). NLP allows large amounts of data to be analyzed efficiently—for
example, as shown in a publication of this work, all discussion posts on Reddit about
the COVID-19 pandemic. The resulting models can in turn be used to develop semi-
automatic interventions for more constructive discussion behavior: the moderation of
(online) discussions.

The thesis is divided into three parts: the first part examines how central aspects
of constructive discussion behavior can be defined and how they can be automatically
measured or evaluated in natural language. In the social sciences, these aspects are
summarized and characterized under the core concept of “deliberative quality”, while in
rhetoric and computational linguistics they are treated under the concept of “argument
quality”.

The second part of this thesis takes a closer look at a particular aspect of deliberative
quality: the narration of personal experiences and stories (known as “storytelling”), a
phenomenon that is often used to clarify a point of view. In the context of constructive
discourse, storytelling can, for example, promote perspective-taking, is less conflict-laden
than value-based argumentation, and can contribute to creating a collective identity or a
shared narrative.

The third part of this thesis deals with semi-automatic support for moderation. This
is based on data containing human moderation behavior (e.g., from experts in the field
of moderation or from active discussion participants). In this part, the findings from
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the first two building blocks are brought together to examine the relationship between
moderation and aspects of (non-)constructive discussion behavior and, based on this,
how these insights can be used to develop models for supporting human moderators.
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Zusammenfassung

Der o6ffentliche Diskurs ist ein wichtiger Baustein der Demokratie: Hier werden Mei-
nungen ausgetauscht und bestimmte Narrative gebildet oder verstirkt. In den letzten
Jahren hat die Bedeutung alltdglicher Diskussionen, beispielsweise in sozialen Medien,
zugenommen. Diese Plattformen ermoglichen die Beteiligung von Biirger*innen mit
unterschiedlichen Hintergriinden und politischen Ansichten.

Ziel der folgenden Arbeit ist es, konstruktives Diskussionsverhalten empirisch zu
modellieren. Nur konstruktiver Diskurs kann Demokratie durch Partizipation und den
Austausch unterschiedlicher Perspektiven stiarken. Gelingt dies nicht, sind Fake News
und sinkendes Vertrauen in die Demokratie die Folge — und damit eine Gefahr fiir jedes
demokratische System.

Diese Arbeit verfolgt einen interdisziplindren Ansatz. Grundlage fiir die Untersuchun-
gen sind tatsdchlich gefiihrte Diskussionen von Biirger*innen (zum Beispiel in Online-
Diskussionen). Die theoretische Grundlage bilden Ansétze dazu, was eine konstruktive
Diskussion oder ein gutes Argument ausmacht (etwa die deliberative Theorie oder die
Definition von guter Argumentation in der Rhetorik). Diese werden mit Methoden der
natiirlichen Sprachverarbeitung (NLP) modelliert und evaluiert. NLP ermdglicht die
effiziente Analyse groler Datenmengen — beispielsweise, wie in einer Verdffentlichung
dieser Arbeit gezeigt, aller Diskussionsbeitrage auf Reddit zur COVID-19-Pandemie.
Die daraus res Modelle konnen wiederum genutzt werden, um semi-automatische Inter-
ventionen fiir ein konstruktiveres Diskussionsverhalten zu entwickelen: die Moderation
von (Online-)Diskussionen.

Die Dissertation ist in drei Teile gegliedert: Im ersten Teil wird untersucht, wie
zentrale Aspekte konstruktiven Diskussionsverhaltens definiert werden, und wie diese
in der natiirlichen Sprache automatisch gemessen oder evaluiert werden konnen. In den
Sozialwissenschaften werden diese Aspekte unter dem Kernbegriff ,,deliberative Qualitat*
zusammengefasst und geprégt, wihrend sie in der Rhetorik und Computerlinguistik unter
dem Begriff ,,Argumentqualitit* behandelt werden.

Im zweiten Teil dieser Arbeit wird ein besonderer Aspekt der deliberativen Qualitit
vertieft betrachtet: das Erzihlen von Erfahrungen und Geschichten (das sogenannte Sto-
rytelling), ein Phianomen, das hiufig genutzt wird, um einen Standpunkt zu verdeutlichen.
Im Kontext eines konstruktiven Diskurses kann storytelling beispielsweise die Perspek-
tiveniibernahme fordern, ist weniger konfliktbehaftet als wertegeleitete Argumentation
und kann dazu beitragen, ein kollektives Bewusstsein bzw. ein gemeinsames Narrativ zu
schaffen.



Der dritte Teil der Arbeit befasst sich mit der semi-automatischen Unterstiitzung von
Moderation. Grundlage hierfiir sind Daten, die menschliches Moderationsverhalten
enthalten (beispielsweise von Expert*innen im Bereich Moderation oder von aktiven
Diskussionsteilnehmer*innen). In diesem Teil werden die Erkenntnisse aus den ersten
beiden Abschnitten zusammengefiihrt, um die Beziehung zwischen Moderation und As-
pekten (nicht)konstruktiven Diskussionsverhaltens zu untersuchen und darauf aufbauend
Modelle zur Unterstiitzung menschlicher Moderator*innen zu entwickeln.
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1. Introduction

What factors contribute to a constructive discussion when it comes to solving problems or
making decisions? How can different ways of justifying one's point of view improve the
constructiveness of a discussion? How can we recognize whether a discussion is on the
right track and what strategies can we apply to steer it in a positive direction? This disser-
tation aims to address these fundamental questions from an interdisciplinary perspective:
using natural language processing methods, this thesis empirically implements theoretical
notions of "good' discussions taking into account de nitions of constructiveness from
both computational argumentation and social science. Can we develop models that can
automatically predict different forms of "constructive’ behavior in a discussion? What do
the linguistic patterns and realizations of constructive discussion behavior look like?

Fostering research on constructive discussion behaviour is worthwhile for a number of
reasons:

First of all, language impacts social reality language has a strong, performative
effect; structural power relations are expressed in communication just as much as our
own personal, social and cultural background and experiences. Thus, the way we talk
shapes our social reality. Enhancing our conversational practices can impact society and
promote societal change.

Furthermorebetter discussions should lead to better outcome#. all perspectives
affected by political decisions are heard and considered, decisions are made with greater
insight and ethical negotiation — giving everyone the chance to participate and contribute
will lead to a fairer outcome. On top of that having a critical re ection of different
perspectives on a speci ¢ problem or con ict can help to nd new ideas for moving
forward.

As a consequencanproving discourse improves democracyGiving people the
possibility to have a say and to contribute their perspective in a way such that it is heard
and included, makes them feel empowered. This not only has personal bene ts but also



1.1. DATA SCENARIO: FACETS OF CONSTRUCTIVENESS IN DELIBERATIVE
DISCUSSIONS

positive consequences for democracy: citizens are more informed (lowering the spread
of misinformation and fake news), their trust in decisions being made increases reducing
the risk of them adopting and following populist world views. When people engage with
different opinions, a constructive discussion can help them understand the reasons and
perspectives of others. This can lead to nding common ground, reducing animosity, and
mitigating the risk of affective polarization in society.

1.1. Data Scenario: facets of constructiveness in
deliberative discussions

To set the stage of the research work discussed in this thesis, let us start by looking at an
example of the type of data this thesis investigates: in the following online-discussion,
citizens can express their opinion on the expansion of wind power in their town in a
citizen participation forum. These discussions can help decision-makers and political
actors to obtain an opinion from directly-affected citizens or to collect speci ¢ solutions
and ideas from citizens in order to solve concrete problems and con icts.

Comment 1. “Further expansion of wind turbines and solar power will make reliable
electricity supply (baseload power) increasingly uncertain, leading to further
rising electricity prices, as large-scale storage of wind and solar power is not
expected in the foreseeable future. Germany, with the highest electricity prices
in the world, will experience deindustrialization as a consequence, and large
industrial companies will relocate abroad(user 1)

Comment 2: “We must preserve the forest! Against the existing intention of the green
ideological politics to convert forest areas into concrete foundations with wind
turbines! Our FOREST IS A PIECE OF HOME! It needs to be preserved, also for
recreational purposes and as a commercial forest for a healthy timber industry!

1Example was extracted from a citizen participation forum about the topic of wind power expansion in
the federal state of Thiringen:

https://forum.thueringer-landtag.de/diskussionen/diskussion/
beteiligung-von-einwohnerinnen-und-einwohnern-sowie-gemeinden-an-windparks

The comments were automatically translated into English using Dewfys{//www.
deepl.com/en/translator )
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Wind turbines pose health risks to us (infrasound!) and cause arti cial drought
and dryness.(user 2)

Comment 3: “I come from a small village in the Vorderrh6n region, where many new
installations are currently being built. About 10 wind turbines with a total capacity
of 20 MW have been standing near the village since around 2008. Overall, the
wind turbines have blended in well with the landscape and are well accepted by
the local population. Additionally, the renovation of agricultural traf c routes
for delivery has created good paths for walking or inline skating. If some euros
from the pro ts were to stay with the local residents or if there were discounts on
electricity prices, that would be great for all parties involve@iser 3)

Comment 1 represents a classic, rather rational argument: the person clearly expresses
their opposition to further wind power expansion and gives reasons for this. If other
participants try to understand this statement, they may stumble over thbasetoad
powerdue to a lack of background knowledge. For better understanding, user 1 could
explain the term to other participants in order to make the statement clearer for everyone.
User 1 could also provide additional support for their claims, e.g. “Germany, with the
highest electricity prices in the world[...]".

Comment 2 is formulated much more emotionally and the personal connection between
the discussion participant and the forest, which they see as their 'home', becomes clear,
as do their fears of having to give it up due to the expansion of wind power. User 2 also
addresses other citizens (“we must preserve”, “our forest”), who can understand this
feeling of personal attachment to the forest and the fear of having to give it up - thus
establishing a group identity. Although the strong negative sentiment targeting the wind
power expansion becomes clear from the comment, the fear of user 2 and reasons where
these fears come from are not made explicit. Again, user 2 also puts forward claims
without providing additional information or the source (“wind turbines pose health risks
to us”).

User 3 shares a personal experience of a positive example of power expansion in
their home town. They illustrate the positive impact of the wind park on the leisure
infrastructure of the village and pose a solution to the con ict by suggesting to give
citizens bene ts, e.g. reduced electricity prices.



1.1. DATA SCENARIO: FACETS OF CONSTRUCTIVENESS IN DELIBERATIVE
DISCUSSIONS

Taken together, the comments in our example show how different the argumentative
contributions in such discussions can look like and also how different forms of argu-
mentation (rational, emotional, personal) can make a constructive contribution. Each
contribution on the other hand, also offers potential for improvement or an intervention of
a professional ‘'moderator’, who could help to actively steer the discussion in a productive
direction. Here, a moderator could use a variety of strategies, such as asking participants
to further clarify their arguments, to provide more information or activating other par-
ticipants to make them share experiences as well, in order to strengthen a diversity of
opinions.

Examples as shown above form the data basis of the empirical investigations of this
thesis - we are mainly concerned with discussions between citizens or “laypeople'.
Throughout the thesis, we refer to a concrete realization of an argumentative exchange
between different participants as a “discussion’; if we speak more generally about
discussions or several discussions on a speci c topic, we refer to it as “discourse'.
Furthermore, the data analysed in this paper consists mainly of online discussions where
users interact through comments. In a few cases, the data also includes discussions that
took place in person. In general, we will refer to a particular utterance (whether spoken
or written) as a “contribution'.

The data example above illustrates potential challenges when modeling the differ-
ent properties of the comments or the user interactions, which need to be taken into
consideration in the context of this thesis.

First, the topics discussed can be very speci c, including topic-speci ¢ jargon. Thus,
when developing models for one discourse they might not generalize well to new dis-
course topics. Similarly, the models might learn spurious correlations when predicting
constructive discussion behavior, leading them to overgeneralize these patterns to other
data and causing errors. Therefore, it is important to utilize methods of domain adapta-
tion and model introspection to improve cross-domain generalization, gain insights into
which linguistic patterns are learned by the model and which contribute to these errors.

Second, while these types of discussions are common, they are rarely annotated. When
they are annotated, annotation often follows speci ¢ guidelines or focuses on a single
aspect. Thus, another key challenge is to integrate different annotations and data into
a model, address their conceptual overlap, and overcome the low-resource issue by
annotating new data or enriching existing data with more annotations.
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Finally, guidelines aside, human perceptions of constructiveness are subjective. This
problem is further complicated when shifting from annotating prototypical "rational’
arguments to more personal or emotional ones. This reveals a challenge inherent in the
phenomenon examined in this thesis.

1.2. Interdisciplinary perspective and thesis outline

The theoretical and empirical foundations for assessing and modeling constructive
discussion behavior in this thesis are drawn from two research communities: social
sciences, speci callgeliberative theoryHabermas, 1996; Thompson, 2008), and natural
language processing (NLP), particularly the eld of computational argumentation or
argument mining

Deliberative theory states that we can solve societal problems more effective and
come to better political decisions if we engage in an argumentative discourse beforehand.
However, this discourse presupposes certain conditions. Meeting these conditions de nes
the quality of discourse, namely iRBeliberative Quality(DQ) (Steenbergen et al.,
2003). In general, a discussion with a high DQ is characterised by the ability of all
participants to participate equally through argumentation (reasoning) and by the way in
which participants interact with each other (listening). From a deliberative point of view,
it is not only relevantwhat participants say, but aldwowthey refer to each other and
whether they do so in a respectful manner.

Existing empirical research on deliberative theory aims to quantitatively investigate
the conditions for constructive discourse and its direct consequences (Bachtiger et al.,
2018). However, whilst discourse is taking place in many contexts, the internet and
online platforms make it possible to engage in a large-scale discourse asynchronously.
Research on DQ in this context requires a large human effort and manual annotation.

The quality of argumentative discussions in the NLP community has been targeted
in the area of argument mining. Here, the quality of arguments is examined less from
a normative perspective than from the extent to which NLP can automatically model
the logical structure, linguistic appropriateness or persuasiveness of an argument with
the aim of speci ¢, concrete applications, such as argument retrieval (Bondarenko et al.,
2021), automatic generation of counterarguments (Alshomary and Wachsmuth, 2023) or
automatic writing feedback systems (Lauscher et al., 2020).
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To quantify so called\rgument QualitfAQ) in this eld, the community has devel-
oped models to assess the logical structure of arguments, whether they have valid and
relevant premises and how different types of premises and arguments can be categorized
(Wachsmuth et al., 2017a,b).

This thesis investigates constructiveness of discussions following an interdisciplinary
approach: itintegrates theoretical insights from both disciplines, emphasizing deliberative
theory. The data and annotation guidelines are also derived from these two elds. For the
empirical modeling of constructive discourse, we utilize methods from NLP, primarily
employing models trained for text classi cation using machine learning or deep learning
on annotated data from both disciplines. Our tools for analysis and interpreting the
models also stem from NLP, while general data analysis is predominantly conducted
using linear regression. In what follows, we outline the three main building blocks of
this thesis, each building block tackles a larger research gap.

First building block: modeling constructive discourse While many of the
concepts and theories that tackle constructive discourse are theoretically established,
an empirical picture is often missing. With the rst building block of this thesis, we
aim to advance empirical research on AQ and DQ by exploring how different notions
conceptually overlap, by identifying their common linguistic features and by investigating
whether incorporating diverse properties of discourse quality can enhance modeling. By
developing and improving models to automatically assess the quality of discourse and
single contributions, this thesis advances research on which properties impact constructive
discourse on a large scale. To develop such models, this dissertation integrates various
conceptualizations and resources from both deliberative theory and argument mining,
providing an interdisciplinary perspective on constructive discourse. Speci ¢ challenges
addressed in this building block are the fact that resources annotated for deliberative
guality are rich in annotations but small in size. As a consequence, developing models
capable of learning these concepts requires data augmentation, transfer learning, or
additional features such as related concepts or linguistic properties, often drawing on
the larger resources of the argument mining community. The theoretical frameworks
and related work for this building block are elaborated on in detail in chapter 2 which
also discusses the concrete contributions of this thesis to the empirical modeling of
constructive discourse.
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Second building block: storytelling as an alternative form of reasoning

More recent advancements in deliberative theory have criticized the normative claims by
what quali es as "high-quality' reasoning for predominantly favoring an argumentation
style aligned with white supremacist norms (Young, 2002). Especially since the affective
turn in the humanities, the role of emotions has been shown to be an essential component
of human reasoning, since they form the basis of decision making and attitude formation.
Since then, the norm has shifted to a more inclusive understanding of what constitutes a
constructive argument in discourse, taking so cadiigernative forms of reasoningto
account. As a second main contribution and building block of this thesis, we zoom in
on one possible alternative form to justify positions: the use of personal experiences
and narrative elements. This type of reasoning, caltedytellingin deliberative theory,

has been claimed to foster constructive discourse, since it facilitates perspective-taking
and helps to establish a collective identity. Since research on this phenomenon is scarce,
this thesis starts from developing models to detect the phenomenon and its different
realizations in language. We then build upon this work and try to empirically de ne the
role of storytelling in argumentative discourse by constructing a new dataset. This dataset
serves as a foundation to train models that can be applied to investigate storytelling in a
larger argumentative discourse. Consequently, this thesis addresses the research gap in
studying storytelling as an alternative form of argumentation, a still under-researched
phenomenon. We contribute to this by providing new resources, models, and insights into
the connection between storytelling and constructive discourse. The general motivation
for exploring this phenomenon in the context of constructive discourse and the theoretical
background and related work are detailed in chapter 3.

Third building block: facilitating constructive discourse — using NLP to sup-

port of human moderation Finally, deliberative theory has implemented practical
interventions to foster constructive discourse. One practical intervention is moderation,
or facilitation, which is often implemented by trained human moderators. These modera-
tors facilitate constructive discussions in live deliberations as well as in asynchronous
online discussions on e-participation platforms. Moderation has been proven successful
in improving discourse quality, but is again very costly to implement at larger scale.
Therefore, the third main building block of this thesis looks into whether the signal
about different properties of discourse quality can be leveraged to automatically support
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human moderators. For example, these models can potentially ag comments that can
be improved to make their contribution more effective or that are problematic because
they violate communication norms by not being formulated in a respectful tone. The
main challenge in the research reported in this building block is the lack of resources on
moderation, which makes training models dif cult. With this building block we primarily
contribute to exploring how information on DQ and AQ can be utilized as a signal for
predicting when a moderator intervenes. Additionally, we contribute in the development
of new resources for further investigating this phenomenon. The theoretical background
and concrete contributions of this thesis to support modeling moderation in discussions
are detailed in chapter 4.



2. Modeling constructive discourse

This chapter describes the contributions of this thesis with respect to advancing research
in modeling constructive discussion behavior or constructive discourse in general.

In the reminder of this section, we establish the two notions of what de nes constructive
behavior in discussions from two different research communities: deliberative theory
in social science and argument mining in NLP. Section 2.1 describes related work on
the empirical investigation and modeling of the respective notions of quality in the two
disciplines.

In social sciencegleliberative qualityquanti es the extent to which an individual
contribution or an entire discussion ful lls the communicative norms established by
deliberative theory. Introduced by the philosopher Jirgen Habermas, this normative
framework states that political or social decisions gain legitimacy through an ethical
communication process or discourse (Habermas, 1996). According to this theory, con-
structive discourse follows certain conditions, further referred @imgnsionswhich
promote critical reasoning and mutual understanding. More speci cally, a good discus-
sion requires that all involved parties have equal opportunities to participate (equality
dimension) and share their views through a rational exchange of arguments (rational-
ity dimension). These arguments should then be subject to critical re ection by other
participants (dimensions related to active listening).

Argument qualitythe corresponding concept introduced in the eld of computational
argumentation, aims to describe high quality arguments and originated in the eld of
rhetoric. In this eld, AQ can be systematically broken down into smaller aspects of what
de nes a good argument and is based on the norms put forward by Aristotele (Aristotle,
1998). These aspects include a logical dimension which aims to assess the coherence and
degree of justi cation, a rhetorical dimension, i.e. the use of a certain style, anecdotes
and metaphorical language to increase persuasiveness and an ethical dimension, which
assesses the credibility and sincerity of the speaker.
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Both elds have developed systematic taxonomies, annotation guidelines and datasets
to assess argument and deliberative quality empirically. In deliberative theory, a fre-
quently used instrumehis the discourse quality index (DQI) (Steenbergen et al., 2003),
which got revised by Bachtiger et al. (2009) to also include alternative forms of reasoning.
Consequently, the updated index (DQI 2.0) measures the following classical ideals of

DQ:
» equalitymeasures to what extend different affected groups can participate

* respectquanti es whether participants are respectful towards other discourse
participants and groups

* justi cation rationality evaluates whether a contribution contains an argument that
is supported with evidence

» common good orientatiodescribes whether arguments take into account the
interests of a broader collective

* constructive politicevaluates whether participants make proposals to resolve an
issue

* interactivity or reciprocity measures how much participants take into account and
re ect on other perspectives or contributions

It also contains contemporary ideals of deliberation, sudt@ytellingor humoras an
alternative reasoning mode.

In Argument Mining, Wachsmuth et al. (2017b) propose a taxonomy (further re-
ferred to as AQtax) which de nes three broad categories on how to measure AQ. Those
categories are:

 cogencyevaluates the logical soundness, coherence and plausibility of an argument

« effectiveneskoks at the style and presented form of the argument, such as clarity
in language, appropriateness, emotional appeal or the extend to which it makes the
speaker or writer of the argument credible

1The termresearch instrumerih social science describes a tool to collect, measure and analyse data. It
can include surveys, scales, tests and interviews.

11
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» reasonablenessvaluates the argument in the context of a larger discussion, i.e.
whether it proposes a solution to an issue or is being considered as plausible by
other discourse participants

Figure 2.1 shows the two taxonomies and their potential conceptual overlaps. It
becomes clear that the two frameworks place different emphasis on the evaluation of the
argument, when comparing the different associated goals on each side. In AQ, the two
main objectives are the logical soundness and coherence of an argument, which is seen
as an objectively veri able value and its persuasiveness (targeted to a speci ¢ group) or
more general convincingness (targeted at a universal audience). Thus, AQ is primarily
looking at the content of the argument itself and whether it is positively perceived and
accepted by others.

When looking at DQ, we see that associated goals focus more on how patrticipants
communicate and how their arguments affect their relationships or role within the society.
DQ can be understood in terms of how an argument impacts the overall discussion
ow, whether there is value-based reasoning (considering the collective rather than the
individual), and how it contributes to a better representation of all perspectives and the
recognition of different points of view.

We nd shared goals associated to speci ¢ dimensions between both AQ and DQ, e.qg.
using logical reasoning to arrive at a truth or solution and the goal of problem solving or
resolving an issue.

Overall, with this thesis, we empirically de ne constructiveness as an overarching
concept that encompasses dimensions from both AQ and DQ and their interactions. For
this, we utilize these dimensions in the context of how they in uence the quality of
a discussion that targets cooperative goals such as problem solving, nding common
ground, or interacting with and understanding a plurality of opinions.

2.1. Research Context

2.1.1. Modeling Deliberative Quality

In empirical research on DQ, researchers use or adapt the DQI to manually annotate
discussions to measure their quality in different contexts, e.g. in parliamentary debates
(Steiner et al., 2005), in face-to-face multilingual discussions (Gerber et al., 2018), or in
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Figure 2.1..The gure illustrates the different taxonomies on two sides: the left side
represents the AQtax (Wachsmuth et al., 2017b) and the right side visualizes
more recent adaptations of the DQI (Steenbergen et al., 2003; Bachtiger et al.,
2009). Colors are used to indicate if two dimensions are conceptually related.
Each side has speci c goals. For exampgdersuasioris a goal associated to
all AQ dimensions that belong to effectiveness. Goals positioned on the left
are primarily associated with the AQ dimensions, goals positioned on the
right are primarily associated with the DQ dimensions. Goals in the middle
are shared between certain AQ and DQ dimensions.
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online deliberation (Black et al., 2011b). In this process, social scientists often rely on
content analysisvhich involves the development of an extensive set of guidelines that is
applied by experts in order to manually annotate texts for analyzing their DQ. With this
method, speci c research questions are targeted; e.g. Esau et al. (2017) investigates how
DQ differs between different types of platforms, comparing online discussions in news
comment sections with social media.

Given the large human effort that is required for manual annotation, some of the
guality dimensions are often complemented or replaced by simple automatic metrics,
for example the number of responses or likesifieractivity, speaking lengths or the
number of utterances per speaker to measqrality, or the number of interruptions to
quantifyrespect

More and more research contributions, however, try to develop more sophisticated
methods to automatically quantify dimensions of the DQI. These range from utilizing
linguistic features, such as causal markers or discourse particles to quantify the level of
justi cation to approaches based on visualization (Gold et al., 2015). Fournier-Tombs
and Di Marzo Serugendo (2019) and Fournier-Tombs and MacKenzie (2021) investigate
automating the DQI on debates from Canada's three northern territories. They apply a
feature-based approach with different linguistic features to classify a speech utterance into
low/medium/high quality (Fournier-Tombs and Di Marzo Serugendo, 2019). In Fournier-
Tombs and MacKenzie (2021) they train a classi er for each dimension separately. Since
their approach uses interpretable linear models, they investigate which linguistic features
were particularly predictive of a certain dimension. Recently, Behrendt et al. (2024)
employ a deep learning approach to predict the DQ of a discussion. They apply parameter-
ef cient ne-tuning using adapters (Pfeiffer et al., 2021) and learn a task-speci ¢ model
for each DQ dimension based on manually annotated data. The scores predicted by the
models are then aggregated by a weighted sum to give more relevance to some quality
dimensions than others.

2.1.2. Modeling Argument Quality

A large amount of research has targeted the automatic assessment of AQ resulting in a
large set of data, annotations and models. Many related works aim to model speci c
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quality dimensions and can be mapped to one of the three corresponding core dimensions
of the AQtax (cogency, effectiveness and reasonableness).

Most works in this direction focus on aspects of cogency, as in measuring whether
the premises match the claim (are relevant) (Dumani and Schenkel, 2019) or whether
a claim is suf ciently supported by premises (Stab and Gurevych, 2017). Others focus
on the conclusion, i.e. assessing its novelty and validity (Heinisch et al., 2022); and
further work assesses whether in general, the parts of the argument are relevant to the
topic (Wachsmuth et al., 2017d).

On the effectiveness dimension, Walker et al. (2012) provides a corpus annotated for
different rhetoric features, such es emotional appeal, sarcasm and whether the argument
is formulated in a respectful tone. Ziegenbein et al. (2023) annotates a corpus for
appropriateness, a sub-dimension of effectiveness. They investigate with which aspects
this concept correlates and nd several aspects to be relevant. whether the language
used in the argument contains excessive emotions, whether it is sarcastic or whether the
language is unclear. Persing and Ng (2013) and Swanson et al. (2015) look into clarity,
nding more speci ¢ reasons for what makes and argument or claim unclear, for example
missing details, confusing phrasing or an unclear stance.

Little work exists that focuses on the dialectical dimension of reasonableness. Since
reasonableness evaluates whether the overall argument is plausible and acceptable by an
universal audience, works that assess the overall quality or acceptability of an argument
can be considered as relevant for this dimension. These works usually ask whether
annotators would recommend the argument to a friend or whether they would use itin a
debate (Toledo et al., 2019; Joshi et al., 2023).

Several works also have assessed the three dimensions of the AQtax explicitly.
Wachsmuth et al. (2017c) creates a small corpus annotated with all three core dimen-
sions and corresponding ne-grained dimensions (15 in total). Ng et al. (2020) publish
the GAQCorpus which re nes and optimizes the guidelines for each dimension for
annotation simplicity and annotator agreement and provides a corpus of three domains
annotated with these three dimensions.

In terms of linguistic material that is object of annotation, most research focuses on a
single argument or part of an argument, usually without the context of a longer discussion.
However, several works also investigate the impact of larger discussion context (Durmus
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et al., 2019; El Baff et al., 2020), the conversational ow (Zhang et al., 2016) or the
interaction dynamic between discourse participants (Tan et al., 2016).

Assessing and annotating the quality of arguments is inherently subjective. This
problem has been addressed in several works in argument mining, usually with the goal
of reducing this subjectivity. One possible strategy is to assess the quality of arguments
in a relative way: given two arguments, the user determines which one they nd more
convincing (Habernal and Gurevych, 2016). Since annotation and the aggregation
of relative comparisons is less ef cient, some works investigate how to improve this
annotation strategy in terms of ef ciency (Gienapp et al., 2020). Others try to simplify
the annotation to a binary label and optimize for an aggregation strategy that takes into
account annotator competence in order to retrieve a score between 0 and 1 for AQ (Gretz
et al., 2020). Annotations are frequently carried out by crowd-sourcers, trained students
or researchers or, in case of Joshi et al. (2023), by domain-experts (professional debaters).

The subjectivity and the often vague de nitions of AQ led to a research direction that
explores explanations for annotations; e.g. Habernal and Gurevych (2016) investigate
potential rationales collected from annotators, to explore what aspects are important
for them when annotating convincingness. Britner et al. (2023) design an application
which utilizes related NLP tasks and linguistic features to automatically annotate an
argument and map the information to one of the three core quality dimensions (e.qg.
fact checking, profanity, style features, URLS). This is then used to highlight which
dimension is especially relevant when predicting which of two arguments is more
convincing. Potash et al. (2017) explore which features are relevant for the model when
predicting convincingness, nding that there is a length bias that is picked up by the
model. Sun et al. (2021) nd that the syntactic structure and topic relevance are decisive
for modeling AQ.

Compared to modeling DQ, models for AQ are a lot more sophisticated. Even
though former works also make use of feature-based approaches, most recent work on
modeling AQ in NLP uses neural networks. These apply RNNs (Potash et al., 2017), ne-
tuning transformer models for text classi cation (Lauscher et al., 2020), merge semantic
and structural information using graph embeddings (Marro et al., 2022), incorporate
commonsense knowledge using Contextualized Commonsense Knowledge Graphs (Plenz
et al., 2023), Siamese networks for relative assessment of AQ (Gleize et al., 2019) or
very recently prompting LLMs (Rescala et al., 2024).
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2.1.3. Research Gaps

Revising related work in both research communities reveals several research gaps.

RG 1 [integrate-DQ]: Narrow focus in AQ - the aim is usually to persuade.The
goal of investigating AQ in NLP is usually persuasion: how can we formulate the best
argument, such that peophgn a debateconvince other peopler evenchange their
mind Applications that are less focused on persuasion are mostly anchored in education
(how can we improve the argumentative skills of students / writers?)

Therefore, a research gap in the eld of AQ is shifting focus from persuasion to
fostering constructive discourse. This requires the integration of insights from DQ
and deliberative theory, aiming to conceptualize constructiveness not only in terms of
reaching individual goals (i.e. winning) but in terms of reaching a cooperative outcome.
Such a cooperative goal encompasses resolving issues, advancing knowledge on topics,
and fostering mutual understanding of diverse viewpoints.

RG 2 [rel-DQ-AQ)]: Limited understanding of the relationship between quality
dimensions, in particular between AQ and DQ

Since the introduction of the DQI in 2003 as a tool for the empirical measurement
of deliberative quality, the index has been widely criticised. Existing weaknesses have
been partially addressed by adapting or expanding the index, but there are still open
points of criticism that lead to research gaps. One criticism is that the dimensions are
conceptualised and named differently in the empirical studies. There are some overlaps,
but also some differences. There is no consensus among social scientists on standardised
annotation guidelines. The normative nature of the framework and quality dimensions
also plays a role. This affects the annotations, as the criteria are very subjective and a
strong bias in the annotations is to be expected. In addition, the context sensitivity of the
dimensions comes into play; a high level of rationality may be de ned differently in a
political debate than in an online discussion.

While the conceptualization of AQ in NLP may be less prescriptive, similar challenges
arise: a large number of datasets exists, yet research on how these concepts interact and
in uence one another and whether they generalize across domains is scarce. Furthermore,
annotations are often optimized for objectivity, although inherently subjective, raising
guestions about the impact of annotators' biases on the annotated data.
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RG 3 [modeling-DQ]: Modeling deliberative quality lacks diversity and performs
poorly While empirical research in modeling DQ has leveraged textual indicators to
quantify speci ¢ dimensions, these approaches often rely on simpli ed surface-level
features. As a result, such models or indicators are limited in their ability to capture the
richness of linguistic expressions and implicit signals that indicate a low or high quality
in certain dimensions. In the area of AQ, there is a large research and data base for
modeling various aspects of argument quality. To what extent can this help to improve
modeling of DQ on a large scale?

RG 4 [interpretability]: Lack in analysis and transparency — what features do
models learn?A potential criticism of using more sophisticated models to measure DQ
is their lack of transparency (Ehsan et al., 2021). This research gap can be addressed
by shedding light on what linguistic features are picked up by neural networks when
modeling DQ and AQ.

2.2. Publications

2.2.1. Overview over publications and contributions
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This cumulative thesis is based on eight scienti ¢ publications that | co-authored
together with my advisor Gabriella Lapesa. A part of these publications was co-authored
with my colleagues from the E-DELIB research group, Iman Jundi and Eva Maria
Vecchi (University of Stuttgart). In the following, | detail my own contributions to each
publication according to CRediT, the Contributor Roles Taxonomy.

Eva Maria Vecchi, Neele Falk, Iman Jundi, and Gabriella Lapesa. 2021.
Towards argument mining for social good: A survey.In Proceedings of
the 59th Annual Meeting of the Association for Computational Linguistics
and the 11th International Joint Conference on Natural Language Pro-
cessing (Volume 1: Long Paperspages 1338-1352, Online. Association
for Computational Linguistics.

The main idea for this publication was initiated and developed by Eva Maria Vecchi
and Gabriella Lapesa. Eva Maria Vecchi was responsible for supervising and managing
the overall research for this publication. The surveyed papers and implications were
regularly discussed with the whole research team E-DELIB, Iman Jundi, Eva Maria
Vecchi, Gabriella Lapesa and me. My main responsibility was surveying the related
work on Argument and Deliberative Quality and investigating their conceptual overlap
(Section 3 in the paper). All team members were involved in writing and reviewing the
paper. Overall my contributions amount to 20% of the work effort invested in this paper.

Neele Falk, Iman Jundi, Eva Maria Vecchi, and Gabriella Lapesa. 2021.
Predicting moderation of deliberative arguments: Is argument quality
the key? In Proceedings of the 8th Workshop on Argument Miningages
133-141, Punta Cana, Dominican Republic. Association for Computa-
tional Linguistics.

The main research questions and the design of the experiments of this publication
have been developed throughout our team meetings with our independent research group
E-DELIB together with Iman Jundi, Eva Maria Vecchi, Gabriella Lapesa and me. The
overall research was managed by Gabriella Lapesa. | worked closely together with my
team colleague Iman Jundi on acquiring and pre-processing the data. Iman Jundi focused
on incorporating different levels of context into the classi cation models and conducted
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and evaluated all experiments that targeted general moderator interventions (implemen-
tation and investigation). | focused on the experiments related to predicting moderator
interventions when they improve the quality of previous comments (implementation and
investigation). Together with the whole team we developed the guidelines and setup for
human annotation of argument quality. The annotation was conducted by trained student
assistants who were supervised by Gabriella Lapesa and me. | applied and evaluated
the classi er for automatically generating argument quality scores. The whole team was
involved in analyzing the results and in writing, reviewing and editing the paper. Overall
my contributions amount to 40% of the work effort invested in this paper.

Neele Falk, Eva Vecchi, Iman Jundi, and Gabriella Lapesa. 2024. Mod-
eration in the wild: Investigating user-driven moderation in online dis-
cussions.In Proceedings of the 18th Conference of the European Chapter
of the Association for Computational Linguistics (Volume 1: Long Papers)
pages 992-1013, St. Julian's, Malta. Association for Computational
Linguistics

The idea for this research paper was developed during several pilot experiments and
discussions together with Eva Maria Vecchi. The whole research group E-DELIB, Iman
Jundi, Eva Maria Vecchi, Gabriella Lapesa and |, was involved in regular discussions
during which we developed the methodology and annotation study. | was responsible for
leading the overall research project and managing the annotation study. The annotation
guidelines were developed by Eva Maria Vecchi. | managed the data collection via the
annotation platform proli c. | implemented the code for feature extraction and statistical
analysis. Eva Maria Vecchi investigated the relationship between linguistic features
and constructiveness. | investigated the impact of comment properties on annotator
disagreement. The whole team was involved in writing and reviewing the paper. Overall
my contributions amount to 50% of the work effort invested in this paper.

Neele Falk and Gabriella Lapesa. 2022a. Reports of personal experi-
ences and stories in argumentation: datasets and analysis Proceed-
ings of the 60th Annual Meeting of the Association for Computational
Linguistics (Volume 1: Long Papers)yages 5530-5553, Dublin, Ireland.
Association for Computational Linguistics.
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Neele Falk and Gabriella Lapesa. 2022b. Scaling up discourse quality
annotation for political science.In Proceedings of the Thirteenth Lan-
guage Resources and Evaluation Conferenpages 3301-3318, Marseille,
France. European Language Resources Association.

Neele Falk and Gabriella Lapesa. 2023a. Bridging argument quality
and deliberative quality annotations with adapters.In Findings of the
Association for Computational Linguistics: EACL 2023%ages 24692488,
Dubrovnik, Croatia. Association for Computational Linguistics.

Neele Falk and Gabriella Lapesa. 2023b. Storyarg: a corpus of narra-
tives and personal experiences in argumentative textén Proceedings
of the 61st Annual Meeting of the Association for Computational Lin-
guistics (Volume 1: Long Paperspages 2350-2372, Toronto, Canada.
Association for Computational Linguistics.

Neele Falk and Gabriella Lapesa. 2024. Stories and personal expe-
riences in the COVID-19 discourse.In Proceedings of the 2024 Joint
International Conference on Computa- tional Linguistics, Language Re-
sources and Evaluation (LREC-COLING 2024)pages 15320-15340,
Torino, Italia. ELRA and ICCL.

The following applies for all ve papers, listed above. The methodology and research
guestions were developed trough regular meetings between Gabriella Lapesa (supervisor)
and me. | curated and pre-processed the data, implemented the models and conducted
the experiments, which amounts to 80%, Gabriella Lapesa contributed in writing and in
shaping the storyline (20%).
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2.2.2. Towards Argument Mining for Social Good: A Survey

Summary Vecchi et al. (2021) ( Part, Publication 1) provides a critical literature
review of argument mining and its possible application in political or social science-
related elds. In addition to concrete sub-tasks of argument mining, which deal with the
structuring, classi cation and extraction of arguments or parts of arguments (for example,
premises, conclusions), this work focuses in particular on more normative aspects of
argument mining: the question of what characterizes a good argument.

The work proposes a change of perspective: while in argument mining the quality
of arguments is often modeled and examined with the aim of persuasion, deliberative
guality describes aspects that not only evaluate the argument in terms of rationality, but
also to what extent a contribution improves the constructiveness of the overall discussion
and leads to a better social interaction: the aim is therefore a cooperative one - to enable
the best possible discussion for all participants.

As an example of an NLP-based application that is motivated by such a goal, this
work discusses semi-automatic support of moderation in deliberation. Since this can
often not be implemented in larger discussions or online, the work re ects on possibil-
ities to use various sub-tasks of argument mining and other relevant tasks of natural
language processing (for example hate-speech detection), to automate or support human
moderators.

Methods and Findings  This work surveys existing literature in order to investigate
the conceptual overlap of the two most frequently used frameworks in assessing AQ or
DQ, the AQtax (Wachsmuth et al., 2017b) and the DQI (Steenbergen et al., 2003).

We nd that the two frameworks primarily overlap in their focus on the reasoning
aspects of deliberation, such as measuring the level of justi cation. We also nd some
overlap in assessing the emotional appeal of an argument, and on aspects that evaluate
the argument in the context of broader discourse, such as contributing to resolving an
issue or topic relevance.

However, the DQI introduces additional dimensions that should be taken into consid-
eration. These include the extent to which individuals are unaffected by power relations
and can contribute to the discussion (equality), as well as the degree to which people
consider and re ect on other perspectives, highlighting the importance of active listening.
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Contributions to research gaps The work contributes to research ghfintegrate-

DQ)J; shaping an interdisciplinary perspective on modeling constructive discourse. How
can models from NLP be used to analyze the concepts from deliberative theory at a
large scale or be embedded in a concrete application for a positive societal contribution?
How can aspects of deliberative theory, normative frameworks, as well as data sets and
insights from studies be used to open up other research elds in the area of argument
mining and modeling constructive discourse?

On a theoretical level this work also contributes2tgrel-DQ-AQ] in identifying
potential conceptual overlaps and gaps comparing existing dimensions from both elds.

2.2.3. Scaling up Discourse Quality Annotation for Political
Science

Summary Falk and Lapesa (2022b) ( Part Publication 4) targets the automatic
prediction and modeling of four classical deliberative dimensions, as conceptualized
by the DQI:level of justi cation reference to common gopiditeractivityandrespect

In this publication, we compare the performance of simpler models based on linguistic
features to ne-tuning a transformer for text classi cation. The target dataset is the
Europolis dataset (Gerber et al., 2018) which contains face-to-face deliberations from
different citizens of the European Union about the topic of immigration. It was manually
annotated by political scientists based on an updated version of the DQI.

Since the dataset is small and the classes within each dimension are imbalanced, we
explore the effect of simple data augmentation strategies to improve model robustness
and performance.

In an analysis we investigate which linguistic features or patterns were learned by the
models for the different dimensions.

Finally we explore the effectiveness of incorporating AQ for predicting DQ. We enrich
a subset of Europolis with manual annotations for AQ following the AQtax (Wachsmuth
et al., 2017b). We conduct a correlation analysis to investigate the relationship between
DQ and AQ empirically and conduct additional experiments incorporating AQ scores as
additional features.
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Methods We automatically extract various linguistic features describing the lexical
diversity, lexical sophistication and different lexicon-based features describing polarity
and emotions. We utilize easy data augmentation (Wei and Zou, 2019) as an augmentation
strategy to counterbalance class imbalance.

As models we compare a feature-based model (tree-based ensemble using gradient
boosted trees (Friedman, 2001) with linguistic features such as textual complexity and
sentiment) and the transformer-based model RoBERTa (Liu et al., 2019) trained in a
multi-class classi cation setup for each of the four dimensions.

For the interpretability analysis we use SHAP (Lundberg and Lee, 2017) for the feature-
based model to visualize which linguistic features increase or decrease the probability of
a certain class. We apply Integrated Gradients (Sundararajan et al., 2017) to nd tokens
that the transformer pays attention to when predicting DQ.

Findings We nd that the feature-based approach is signi cantly outperformed by
the transformer-based approach, suggesting that many textual contributions cannot
be classi ed correctly when relying on simpler linguistic features. We nd mixed
results when evaluating the effectiveness of data augmentation: results improve for
interactivity and respect, but get worse for justi cation and common good (potentially
due to introducing too much noise during the augmentation).

We analyse the importance of different linguistic features and salience of tokens and

nd patterns picked up by the models, such as the length of an argument correlating with
higher levels of justi cation and different lexical cues indicative for referring to common
good (e.g. mentioning the European Union or other political entities).

Figure 2.2 shows a spoken contribution from the Europolis dataset with token attribu-
tions extracted with LIG from the ROBERTa classi er for predicting positive references to
others (highnteractivity). We can see that the classi er picks up on pronouns, interactive
references (“l agree with all those”) and stance markers.

Regarding the conceptual overlap between DQ and AQ, all dimensions assessing AQ
exhibit a signi cant positive correlation witjusti cation andrespectwhich represent
the fundamental dimensions of the classic deliberative standards. However, when in-
corporating the AQ scores as features into the transformer model, we did achieve any
improvements on modeling those dimensions.
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Figure 2.2.Example contribution of the Europolis with highlighted important words
picked up by the best model trained for predicting the deliberative quality
dimensionsnteractivity (class = positive references to others). Green words
have a positive effect on the corresponding class and red words a negative
effect. We use Layer Integrated Gradients (LIG) to compute token attribu-
tions.

Contributions to research gaps This publication contributes tRG 3 [modeling-

DQ] in developing more sophisticated models to assess different dimensions of DQ.
However, given that simpler models would be preferable by social scientists both in terms
of transparency and ef ciency, we compare the transformer-based text classi cation mod-
els to simpler baselines relying on linguistic features. We shed light on linguistic patterns
that are learned by the different models when predicting different quality dimensions,
thus contributing tdRG 4 [interpretability] . Finally, we approacRG 2 [rel-DQ-AQ]

in enriching data with AQ scores and investigate the question of whether we can harness
that information to improve modeling of DQ.

2.2.4. Bridging Argument Quality and Deliberative Quality
Annotations with Adapters: rst part

Summary The rstpart of Falk and Lapesa (2023a) ( PartPublication 5) targets
the automatic modeling of DQ and AQ using a multi-task learning approach. For
this, we leverage existing datasets with annotations for either AQ or DQ. The datasets
stem from diverse domains and were annotated with distinct conceptualizations, goals,
guidelines, and annotators, encompassing Likert scales and classi cation labels, experts
and crowd-sourcers and varying de nitions for AQ/DQ, ranging from narrow to broader
interpretations of quality. In total, we collect datasets that cover 20 different dimensions.
We apply adapter-fusion to explore whether we can improve modeling speci ¢ quality
dimensions by incorporating knowledge about other dimensions (Pfeiffer et al., 2021).
This method is applied in two stages: in the rst stage we consider each dimension as
a task and train a single-task adapter for each of them. In the second stage we train an
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adapter-fusion model for a target dimension, incorporating other, potentially helpful or
related dimensions. The model learns the target dimension as a weighted combination
of the related tasks. For example, for the target dimensogencywe train a fusion
model with adapters fazogency, effectiveness, reasonableness, overall quality, clarity,
argument impacéand the DQ dimensionateractivityandlevel of justi cation

Since the weighted combination of related tasks (i.e. other quality dimensions) is
learned via an attention mechanism, we analyze the activation patterns for the different
guality dimensions, to investigate which AQ and DQ dimensions are empirically most
related.

Methods We use adapters as a parameter-ef cient ne-tuning approach to learn a
small set of weights for each target dimension (Houlsby et al., 2019). We utilize adapter-
fusion (Pfeiffer et al., 2021) as a multi-task learning approach since it is effective in
reducing disadvantages of traditional multi-task learning such as catastrophic forgetting.
On top of that, this offers the possibility to visualize the activations of the attention
mechanism that learns an optimal combination of adapter weights for a speci c target
task which helps to shed light on the relationship between the different dimensions.

Findings  We investigate whether we can inject knowledge about other quality dimen-
sions when modeling a speci c target dimension and nd that the performance increases
signi cantly for 8 out of 20 dimensions when using multi-task learning.

We observe that a target dimension can be learned as a weighted combination of
related source dimensions without having to add speci ¢ weights learned for the target
dimensions on top. For example, the dimengigti cation rationality from a deliber-
ative dataset can successfully be learned trough a combination of adapters trained on
level of justi cationandnegative emotionom deliberative sourceslarity and general
argument qualityfrom sources from argument mining. This can be especially helpful for
a target dimension that has little annotated data.

Applying our analysis of adapter activations and conducting a correlation analysis of
predictions for all dimensions we nd which quality dimensions are particularly related.
For example, we observe that more rhetorical aspects and dimensions related to active
listening are relevant when modeling alternative forms of argumentation (see Figure 2.3
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for an example visualization of highly activated dimensions for storytelling (narration) in
one of the target datasets), such as empathy, emotions and referring to other people.

We also nd that emotions play an important role for modeling almost all dimensions,
as indicated by Figure 2.4 which shows high activationgiegative emotionghen
modelingjusti cation rationality.

Figure 2.3.Rhetorical conceptualization of quality — sum of adapter activations extracted
from an adapter-fusion model trained to prediatration/storytellingin a
deliberative dataset.

Figure 2.4.Rational conceptualization of quality — sum of adapter activations extracted
from an adapter-fusion model trained to predlitti cation rationality in a
deliberative dataset.

Contributions to research gaps We contribute t(RG 3 [modeling-DQ] in de-
veloping more sophisticated models for both AQ and DQ resulting in models for 20
different dimensions which integrate AQ and DQ through multi-task learning. Given that
adapter-fusion adds a layer of transparency we contribuR&3d [interpretability] by
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analyzing which related quality dimensions are particularly helpful for modeling a target
dimensions. This analysis and the correlation analysis of predicted AQ and DQ across
various datasets contribute R 2 [rel-DQ-AQ] in empirically identifying overlaps and
differences between dimensions. The analysis also demonstrates which dimensions are
particularly useful for generalizing across different domains.
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3. Storytelling as an alternative
form of reasoning

This chapter elaborates on how this thesis contributes to the empirical investigation
of storytelling as an alternative way of reasoning and its relationship to constructive
discourse.

The termstorytellingrefers to the use of personal experiences, anecdotes, narratives
and recurring events to illustrate or justify a user's point of view.

First, we outline how criticism of deliberative theory has prompted research into
storytelling as an equivalent, constructive form of argumentation, compared to other
communication styles. Second, we elaborate on how storytelling can contribute to
making discourse more constructive.

In section 3.1 we review existing research on storytelling in argumentation and delib-
eration in social science and NLP and identify key research gaps. Finally, we summarize
the publications of this dissertation that focus on storytelling situating them within the
broader research landscape and highlighting how they contribute to closing existing
research gaps (section 3.2).

Establishing storytelling as an alternative form of argumentation. Delibera-

tive Theory and its norms regarding what constitutes a good discussion contribution have
faced criticism from recent scholars. Although deliberative theory purports to prioritize
equality and inclusivity in discourse, its norms for a good contribution are, in fact, more
exclusive (Sanders, 1997). The emphasis on rational, logical, and non-affective rea-
soning favors a communication style more commonly associated with higher-educated,
middle-class men, thereby devaluing other communication styles prevalent among people
from diverse socio-economic backgrounds (Young, 2002). On top of that, recent studies
have criticized how arti cial intelligence designed to support high-quality deliberation
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inadvertently perpetuates the dominance of certain demographic backgrounds over others
(Carstens and Friess, 2024). This, according to Carstens and Friess (2024), is a result of
the fact that Al-based methods primarily employ models from Argument Mining, which
prioritize logical argumentation and offers a wealth of resources and models for detecting
and classifying such arguments, as already mentioned in chapter 2.

Based on this critique, research on storytelling in empirical deliberative theory has
emerged that is concerned with storytelling as a way of contributing to constructive
discourse, equally valid as it's more rational counterpart, in other words atternative
form of reasoning

This thesis aims to broaden the perspective of argument mining to include the more
recent deliberative perspective on storytelling as a discursive tool to promote constructive
discourse. In argument mining, storytelling is rarely studied (and even more rarely in
terms of its contribution to constructive discourse). On the other hand, NLP offers meth-
ods for automatic modeling of storytelling in argumentation and its different linguistic
realizations and properties that can be leveraged for this interdisciplinary goal.

What makes storytelling a constructive way of reasoning in discourse?

Not only is storytelling a constructive way of reasoning in terms of opening up the
discourse for people from diverse backgrounds (everyone can and has a story to share),
but it also has other properties that can make it a constructive way of engaging in a
discussion.

Sense MakingStories provide a means to address topics that cannot be abstracted or
made sense of at a higher level. This is often the case when discourse is in uenced by a
current societal shift, such as when a structural discrimination is on the verge of being
verbalized, but has not yet entered the public discourse. Storytelling as a discursive tool
can help to uncover the shared essence of those experiences and shed light on deeper,
structural issues within society.

Identity formation Through stories, we establish our identity, as we are shaped by our
lived experiences. In discourse, we can establish a collective identity, as stories allow us
to relate to each other on multiple levels. This allows us to negotiate the tension between
us as individuals and us as part of greater collectives within society (Black, 2008).

Perspective-takingWe may disagree on many issues (e.g., one person identifying
as a Democrat and another as a Republican). This can often lead to heated debates, as
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individuals tend to focus on a speci ¢ aspect of the “other' that makes them different,
evoking feelings of animosity. However, through storytelling, the “other' can become
less abstract and more relatable: we can discover aspects of the other person beyond their
political identity, and likely nd common ground (e.g., both being parents, or growing up

in a rural area). This can help foster constructive discourse, as people begin to lose their
animosity towards each other and gain a deeper understanding of the other perspective.
In the best case, stories from others help to foster empathy for the others, or out-group
members (Dillon and Craig, 2021).

Imagination If we consider discourse with the aim of decision making, nding
solutions or negotiating values and norms, stories can help to construct or explore
potential situations that are affected by these decisions. The concrete experiences can
serve as a simulation to better assess the consequences of certain decisions and imagine
potential problems that may arise (Dillon and Craig, 2021). By fostering imagination,
stories have the potential to inspire new approaches to problem solving, which in turn
can generate novel ideas and ways to resolve con ict.

3.1. Research Context

3.1.1. Computational Social Science

Since the emphasis on rational discourse as the communicative standard set by delib-
erative theory has been criticized, storytelling has been recognized as a legitimate and
equally valid discursive tool in deliberation. It offers a more inclusive way of presenting
reasons and justifying positions. As a consequence, the original framework to quan-
tify deliberative quality, the DQI, has been updated to encompass storytelling among
other means of alternative communication, called “type Il deliberation' (Bachtiger et al.,
2009) and empirical research on how storytelling can foster constructive discourse has
advanced in the eld of empirical deliberative research (Esau, 2018; Esau et al., 2020).
For instance, Polletta and Lee (2006) shows that storytelling offers a good alternative to
rational reasoning being used by people with more marginalized points of view. Maia
et al. (2020) empirically investigate different functions of storytelling in deliberative
forums, such as establishing identity, proposing solutions or disclosing accounts of harm
or injustice.
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This advancement resulted in a set of annotated data, in this context used to answer
speci ¢ research questions related to storytelling's contribution to increase deliberative
quality.

Additionally, storytelling has been proposed as a particularly fruitful alternative for
negotiating topics involving so called "wicked problems' (Esau, 2018). These are issues
that do not offer objective and simple solutions since resolving them requires to prioritize
certain values over others (e.g. collective responsibility needs to be prioritized over
individual freedom when implementing measures to protect climate). In this context,
storytelling connects people and opens them to other perspectives, while logic-based
reasoning can create resistance when people's value preferences clash. On top of that,
understanding the narratives and experiences within these contexts would allow to more
effectively identify and address the underlying value con icts in society, since stories
often convey speci ¢ socio-cultural norms and values, which can vary signi cantly
between different groups—especially when both dominant and marginalized groups are
involved.

In computational social science, recent research on storytelling has advanced, exploring
its use as a communicative practice, its role in transmitting culture, and its function in
establishing collective identity (Piper, 2023). This has fostered research on the automatic
detection of storytelling and led to the release of new datasets to train such models
(Antoniak et al., 2024) and to better understand how different ways of storytelling are
used in online communication. Recent work also involves exploring similarity between
stories and their role in triggering empathy (Shen et al., 2023) or the use of narratives for
manipulation and to spread misinformation (Ganti et al., 2023).

3.1.2. Computational Linguistics

In the eld of computational linguistics and argument mining, narratives and personal
experiences have primarily been explored as potential components of a larger argu-
ment. The theoretical foundations of argument mining are rooted in rhetoric, and many
discussions surrounding the role of storytelling in arguments have been initiated and
elaborated upon by Aristotle (Aristotle, 1998). In this work Aristotle investigates the
extent to which stories, as an integral part of argumentation, contribute to achieving the
goal of persuasion and enhancing the argument's effectiveness. He observes that stories
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and personal experiences are frequently employed in arguments by induction, where
a general conclusion can be drawn from a concrete story. Additionally, narratives can
illustrate a problem in a more relatable and understandable manner. Another function of
using personal experiences within an argument is to establish the storyteller as an expert,
thereby increasing the credibility of their argument.

In more recent linguistic work on argumentation these functions and how storytelling
is embedded into the larger argument have been investigated as pagtinfentation
schemegWalton et al., 2008). These schemes formalize narratives, along with other argu-
ment components, into a logical structure, enabling the evaluation of their relationships to
the claim, premises, and conclusion. In this context, the research focus on storytelling in
arguments has been on their structural properties and their persuasive power. Argumenta-
tion schemes with narratives or personal experiences have been qualitatively investigated,
for example in arguments from reader letters on newspaper articles (Schroter, 2021), or
in the automatic classi cation of different premise types within the argument mining
community (Park et al., 2015b; Song et al., 2016; Egawa et al., 2019). These use either
feature-based models to automatically identify the phenomenon or simple neural net-
works, like LSTMs or CNNs, but more recent approaches to automatically model this
phenomenon are lacking in the argument mining community.

A common challenge in research on storytelling in argumentation is establishing a
clear distinction between narration and argumentation, as their boundaries often become
indistinct. Furthermore, storytelling does not necessarily involve a xed sequence of
events and there has been no standardized de nition of storytelling. For example, Song
et al. (2016) investigatanecdotesas triples consisting of a person, a story and an
implication, focusing on recommending suitable stories of famous people for arguments
in student essays. In contrast, Al-Khatib et al. (2016) uses the term more broadly to
include personal experiences by the author, events or examples helping to illustrate a
point within an argument. Park and Cardie (2014) empésgimonyto describe rst- or
second-hand experiences used by laypeople in discussions. Egawa et al. (2019) use the
same concept to investigate it in the context of persuasion. Similarly, Wang et al. (2019)
explore the use of personal storywhich are positive experiences from other people to
persuade people to donate money.

To address this issue, recent studies have adopted a more exible understanding of
narrative, introducing concepts such as “small stories' (Georgakopoulou, 2007; Bamberg
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and Georgakopoulou, 2008) which encompass a broad range of different forms of
narration, including alluding to events, hypothetical stories, and fragmented narration.
However, this broad conception of narration and argumentation is essential for thoroughly
investigating storytelling in everyday conversations, as the linguistic variety of these
“small stories' is particularly frequent in informal contexts, such as online discussions,
where storytelling and argumentation often deviate from prototypical norms.

3.1.3. Research Gaps

RG 1 [models-detection]: Few models for robust and domain-agnostic recognition

of storytelling A major challenge is the non-standardised de nition of storytelling,
which is strongly in uenced by the heterogeneity of research questions targeted in the
corresponding related work. Especially in the context of argumentation, it is not possible
to make a clear distinction between purely rational argumentative text and narrative. In
addition, storytelling itself is very vague in terms of form and linguistic realisation which
makes its robust detection dif cult.

Another challenge is the diversity in the concrete realization of storytelling in argu-
mentation. Rational argumentation involves abstracting general statements, which means
that only a nite number of arguments can be made on a speci c topic. In contrast, story-
telling is based on concrete events or personal experiences, where the general message or
interpretation has not yet been fully abstracted. This means that storytelling can offer a
wider variety of examples, as it re ects diverse experiences rather than just a nite set of
abstract arguments. Consequently, the number of distinct stories and experiences related
to a particular topic is limitless. This makes robust recognition and generalization of
storytelling across different discussion forms and topics particularly dif cult. As a result,
more research on domain-agnostic models for detecting and classifying storytelling
arguments is necessary. Finally, more recent approaches to modeling storytelling are still
missing.

RG 2 [interdisciplinary]: Lack of interdisciplinary perspective on storytelling
and its relationship to constructive discourseArgument Mining has primarily focused
on logical arguments, often treating storytelling as a secondary consideration, explored
as one potential method of justi cation among others. Although some researchers have
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examined the role of emotion and anecdotes in persuasion, there is a notable lack of
systematic research on detecting storytelling and its relationship to constructive discourse.

True inclusivity and equality in discourse require investigating diverse forms of rea-
soning and argumentation. This reveals a signi cant research gap: while deliberative
empiricists have explored the constructive contributions of storytelling and emotions to
deliberation, the eld of Argument Mining has largely neglected these reasoning styles.

Thus, an emerging research opportunity lies in integrating insights and resources
from empirical deliberative research. Despite their typically small size, these datasets
offer valuable information, providing a broader perspective than the narrow focus on
persuasion. They can signi cantly complement existing research on storytelling in
computational social science and its role in facilitating constructive discourse.

RG 3 [resources]: Resource gap: annotated data and subjectivitg signi cant
challenge lies in the fact that stories offer room for interpretation. This makes human
annotation dif cult because evaluating an argument, particularly its effectiveness, is
highly subjective. This subjectivity is even more pronounced when humans evaluate
stories within arguments, as stories can (a) be interpreted in various ways and (b) their
ability to build collective identity or resonate with people may depend on the raters'
personal experiences and backgrounds. Therefore, there is a lack in resources in terms of
annotated data that explore the role of storytelling in argumentation and its relationship
to constructive discourse, additionally taking the role of subjectivity into account.

RG 4 [analysis]: Limited knowledge about linguistic properties of storytelling
From a linguistic perspective, it is also important to further investigate the linguistic
properties of these arguments. Unlike logical arguments, there are different structural
markers the models learn from and most research in argument mining has focused on
the detection and classi cation of purely logical arguments, revealing a research gap
in the analysis and processing of the concrete linguistic realization of narrative-based
arguments.

3.2. Publications

This thesis targets existing research gaps in exploring storytelling in argumentation and its
relationship to constructive discourse. In what follows we summarize three publications
of this thesis that focus on storytelling as a discursive tool.
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3.2.1. Storytelling in arguments: datasets and analysis

Summary Falk and Lapesa (2022a) ( PartPublication 3) focuses on the automatic
identi cation of arguments containing storytelling in different domains. The goal of
this publication is to investigate which con guration of training data and model leads to
a robust recognition of the phenomenon in different domains. Furthermore, this work
investigates which linguistic features storytelling in argumentation exhibits and how
these in uence the model predictions.

The datasets employed in this work are provided by two different research communities
and such offer different annotations: the phenomenon is cattagtellingin social
science and has been annotated as an alternative form of deliberation in the Europolis
dataset, which covers a live discussion about the topic of immigration in Europe (Gerber
et al., 2018). In the resources provided by the Argument Mining Community storytelling
is annotated atestimonythat is a personal experienced used to support the claim of
a speci c argument. This is annotated for the RegulationRoom (RegRoom) dataset
(Park et al., 2015a; Park and Cardie, 2018), which covers a wide range of deliberative
discussions hosted on the e-participation platform regulationt@mu for the subreddit
CMV which targets persuasion of other people and includes a variety of different topics
(Egawa et al., 2019).

This poses both, a conceptual and an empirical challenge: to what extend can the
two different annotations be learned by one model, how much are they conceptually
overlapping and for which cases do they diverge?

Methods For the automatic detection of storytelling/testimony we employ different
text classi cation models, comparing baseline models (feature-based, bag-of-words,
feed-forward neural network) to the state-of-the art transformer model BERT (Devlin
et al., 2019). The models predict the existence of storytelling as a binary classi cation
task based on a representation of a single comment or spoken contribution.

To tackle the challenge of out-domain and cross-domain detection of storytelling, we
employ domain-adaption by ne-tuning the language model of BERT on different large
datasets containing argumentative data (e.g. parliamentary debates, Reddit discussions).

http://www.regulationroom.org
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We establish the trends and the best con guration for a robust identi cation of story-
telling in arguments with a statistical analysis using regression.

In order to dive deeper into the linguistic patterns that are picked up by our classi ers
we employ a surrogate model (Molnar, 2022). This method adds a level of interpretatbility
to a machine learning model, using a linear regression to approximate the predictions of
the classi er (probability of a comment containing storytelling) given several linguistic
features. We explore the effect of 51 distinct features, including syntactic and surface
features, sentiment, lexical features and textual complexity.

We employ this method as a form of error analysis: which patterns make the model
overgeneralize? In which cases does the model miss a case of storytelling (predict a low
probability of storytelling even though there is one) and can we see speci c features
having an impact on this?

Findings Regarding the best training con guration we nd that combining the re-
sources and annotations from both communities works most robust across all three
datasets. The CMV dataset provides the best training set for out-domain generalization.
We hypothesize that this is because of the wide amount of topics available in the dataset,
compared to the other two, which merely focus on one or two very speci c topics.

We also nd that domain-adaption is effective in improving the results and generaliz-
ability of BERT (the best performing text classi cation model) across domains and that
parliamentary debates work best for our target phenomenon.

Trough our regression analysis we shed light on the linguistic properties of storytelling
in argumentation and identify which features make the detection easier. We nd that there
are indeed some indicative linguistic patterns (e.g. high amount of personal pronouns,
stronger sentiment) that hint at the existence of a storytelling argument (Figure 3.1
visualizes the interaction effect for training corpus and amount of personal pronouns).

Contributions to research gaps This work contributes to IIRG 1 [models-
detection]. Given that many models for the detection of classical argumentation exist,
we implement several textual classi ers for the recognition of storytelling as an alternative
form of reasoning. We establish the best training and model con guration to make this
recognition more robust such that the phenomenon can be detected in different domains
and across different topics.
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Figure 3.1.Effect plot for the interaction between training corpus and the amount of
personal pronouns for false negatives. A positive effect (increase in a line)
indicates that the feature pushes the model in the right direction. Depicts
effects for three training corpora: Europolis (face-to-face deliberation), Re-
gRoom (online deliberative forum) and all (a mix of three training sets:
Europolis, RegRoom and CMV). We can see that when trained on RegRoom,
the model picks up on personal pronouns as cues for the presence of story-
telling, while this is not the case when trained on the other training corpora.
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Second, we contribute in terms of analysidR@ 2 [interdisciplinary] andRG 4
[analysis]. On the one hand, we show that the concepts annotated in the different research
communities do overlap and that combining both in one model is bene cial. On the other
hand, we explore various linguistic features in the concrete realizations of storytelling in
the datasets and how they are related to the model predictions.

3.2.2. StoryARG: a corpus of narratives and personal
experiences in argumentative texts

Summary  With Falk and Lapesa (2023b) ( PartPublication 6) we aim to create a
dataset focusing on storytelling in argumentation and its relationship to constructiveness.
The dataset contains storytelling spans in argumentative texts, covering four domains:
the subreddit CMV (Egawa et al., 2019), the RegulationRoom (Park et al., 2015a; Park
and Cardie, 2018), Europolis (Gerber et al., 2018) and newspaper comments about the
topic of veganism (Pichler et al., 2023).

We develop a comprehensive annotation taxonomy that describes the narrative prop-
erties of the storytelling span, including the narrative perspective, protagonists, and
sequential plot. Additionally, the taxonomy captures evaluative properties, such as the
story's effectiveness within the argument, its emotional appeal, whether it is hypothetical
or factual, and its function within the overall discussion.

For this we draw on an existing framework from social science that classi ed the
function of storytelling into different categories given the goal of the story within the
context of deliberation (Maia et al., 2020). These functions cover the use of the story to
establish the background of the speaker to increase their credibility and establish them
as an expertgstablish backgroundthe use of the story as an illustration or analogy
(clari cation), the use of the story to disclose harm, such as showing discrimination,
exploitation or suffering which can raise awareness and empathy in other discourse
participants disclosure of harr)) and the use of the story to illustrate and pose a solution
(search for solution

The framework for annotating the functions helps to understand the use of storytelling
in discussions; however not regarding goal of persuading others, but how the story is
used to establish the identity of discourse participants and how it builds connections to
others.
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To illustrate this, consider the following example from the published resol@ue:
to your point about how we are perceived in society: you have never known societal
discomfort until you have lived a day with Gender Dysphoria. Hearing 'ma‘'am’ or
'miss' all day every day is the kind of thing that can just make you want to lay down and
die as a transgender personThis story is illustrates a disclosure of harm annotated
as a (recurring) personal experience about a group (people with gender dysphoria).
The experience has a high emotional load and was annotated as highly effective, as it
conveys the pain of a trans person experiencing misassigned gender, thereby bringing
their perspective very close to the reader.

Methods In addition to introducing the new resource, this paper presents a statistical
analysis that explores the relationship between the perceived effectiveness or argumenta-
tive impact of a story and its properties. We conduct a regression analysis that predicts
the effectiveness score as dependent variable and the different properties of the stories as
independent variables.

This analysis also looks into annotator-speci ¢ differences in perceived effectiveness,
thus tapping into the relationship between argument quality, storytelling, and subjectivity.

Findings The nal dataset contains 2,451 storytelling spans annotated with different
properties, such as the main protagonist of the story, the narrative perspective, whether
the story has a plot, the emotional load, the perceived effectiveness and its argumentative
function.

Regarding the relationship between storytelling and constructiveness we nd that
longer stories with a stronger narrative plot and a higher emotional appeal are perceived
as more effective (Figure 3.2 visualizes all signi cant main effects).

We also nd annotator speci ¢ preferences for certain argumentative functions: some
annotators prefer stories that illustrate harm, probably being more receptive to perspective-
taking. Others nd stories that offer solutions more effective, potentially preferring the
more positive examples.

Contributions to research gaps Compared to a rather narrow focus on the spe-
ci ¢ structure of the storytelling elements within an argument (e.g. as part of abstract
argumentation schemes) or the function of the story as a persuasive tool, we broaden the

40



3.2. PUBLICATIONS

Figure 3.2.Effects for different storytelling properties on perceived argumentative effec-
tiveness. We nd a signi cant positive effect for storytelling used to propose
a solution to an issue, stories about non-human characters (i.e. institutions,
countries), lengthier storytelling spans, stories with a plot and those which
are emotionally appealing. Forest plot with standardized beta values of
selected terms (most explanatory regr. model, R2 = 32%).
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perspective to a more interdisciplinary approach, therefore tacR®@ [interdisci-
plinary] .

First, we establish a broad de nition of storytelling within arguments that does not
require speci ¢ structural elements (e.g. a xed sequential plot) or a certain length but
aims to capture the full variety of different forms of storytelling in or as arguments.
Trough more speci ¢ annotations the research community can apply their own de nition,
e.g. narrowing it down based on protagonist, narrative perspective or sequentiality.

Second, we explore the function of the story as part of communication between social
actors (e.g. when do they trigger empathy / raise awareness?) and their contribution
to political discourse (when do they offer concrete solutions?). This shifts the focus of
storytelling away from using them as a persuasive tool to the features that can make them
a constructive form of deliberation. As a result, this paper contributes to advancing our
understanding of the relationship between storytelling arguments and constructiveness,
as well as their effectiveness as discourse contributions, a topic that has been under
researched in the computational linguistics community.

Finally, this work contributes to the eld of analyzing annotations through the lens
of perspectivism (Cabitza et al., 2023), a recent paradigm shift in NLP that emphasizes
the importance of addressing disagreements in annotation and modeling of NLP tasks.
According to this framework, disagreements should not be smoothened out, as has
been the case in traditional NLP approaches, where annotations are consolidated or the
majority vote is taken as the gold label. Instead, disagreements should be treated as a
valuable source of information. In this paper, we investigate the disagreements among
annotators when evaluating the effectiveness (a dimension of AQ) of a storytelling span
within an argument. This is a rst step towards modeling the subjectivity in argument and
discourse quality annotationRG 3 [resources), which have challenged the research
community.

3.2.3. Stories and Personal Experiences in the COVID-19
Discourse

Summary InFalk and Lapesa (2024) ( Part Publication 8) the goal is to understand
the role of storytelling in a global discourse. It builds on the two previously mentioned
publications (Falk and Lapesa, 2022a, 2023b) and makes use of the model (detection of
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storytelling) and the resource (storyARG: storytelling arguments with different proper-
ties) to develop an NLP pipeline to automatically analyse storytelling at large-scale. The
target discourse is a large collection of Reddit comments related to COVID-19 that are
publicly available (Kumar et al., 2022).

The pipeline allows for the extraction of storytelling spans and its classi cation into
different types of storytellingpersonal storiesare rst-hand experiences, with the
individual being in the focus, whilgeneral storiesarget collectives or institutions and
are often recounted from a more external perspective. In addition, we classify each
storytelling span into one or several argumentative functions based on the categorization
introduced by Maia et al. (2020): clari cation, establish background, disclosure of harm
and search for solution.

We use the storyARG dataset as training data and develop different classi ers for
the tasks mentioned above. We evaluate them both in-domain (on storyARG) and out-
domain (on the COVID-19 discourse). To evaluate the effectiveness of the models in an
out-domain setting, a subset of the COVID-19 discourse is annotated by two experts (the
author of this thesis and a trained student assistant).

To complement the analysis we apply topic-modeling and assign a sub-topic of the
COVID-19 discourse to the stories. We categorize and merge smaller sub-topics into a
more coarse-grained topic scheme to be able to analyze the discourse from a more global
perspective.

This way we shed light on the role of storytelling in online discourse and the interplay
between different COVID-19-related topics and speci ¢ properties of storytelling argu-
ments, for example, which broader topics trigger the use of storytelling in disclosures of
harm? Which topics are more prevalent in more personal stories?

Methods We develop and evaluate different text classi cation models: we apply
existing models to classify whether a comment contains storytelling or not. We develop a
sentence-based text classi er (ROBERTa) (Liu et al., 2019) to extract smaller storytelling
spans. We use RoBERTa to classify each span into personal or general. For classifying
the functions of the story (each function is treated as a separate binary classi cation
problem) we compare RoBERTa with a zero-shot instruction- netuned model ( an-
xl-alpaca) (Raffel et al., 2020; Chung et al., 2022) and a model that we additionally
ne-tune on instructions targeting the different argumentative functions. To achieve this,
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we transform the storyARG dataset with annotated functions into a format compatible
with instruction-following models, where the instruction provides a description of the
argumentative function that a storytelling span can be labeled with.

For topic modeling we apply BertTopic, the neural topic-modeling approach by Groo-
tendorst (2022). Equipped with a corpus of 177,225 storytelling spans that are annotated
with a topic, argumentative functions and whether they are personal or general, we
conduct a qualitative analysis on the sub-topics with the highest relative proportion of
a speci c story type (e.g., which topics elicit many disclosures of harm?), enabling us
to draw more general conclusions about the interplay between story type and discourse
topic.

Findings Asa rst nding we establish the performance of the models on three tasks,
that are part of the NLP pipeline, both on the storyARG dataset (in-domain) and on
the COVID-19 discourse test set (out-domain): (1) extraction of storytelling spans (2)
whether they are personal (targeting individual, rst-hand) or general (about a collective
or institution, narrative perspective is more distant), and (3) for each of the four possible
argumentative functions (clari cation, establish background, disclosure of harm, search
for solution) whether it ts the argumentative function of the story or not.

We nd that tasks (1) and (2) work well in-domain and out-domain with ne-tuning
RoBERTa on storyARG. Task (3) is challenging, both because of class-imbalance (low
frequency of most functions in the training set) and its dif culty in annotation due to its
ambiguity in interpretation. Fine-tuning a general purpose instruction-following model
on storyARG shows more robust performance on the out-domain data.

As a second nding we reveal interactions between speci c stories and subtopics of the
COVID-19 discourse. Examples are the use of storytelling to establish expertise in more
complex topics (e.g. health care or development of the vaccine) to increase the speakers
credibility or the high amount of disclosures of harm regarding societal problems (Black
Lives Matter movement, environmental consequences). See Figure 3.3 for an example of
frequent co-occurrences of topics and the argumentative funesiablish background

Contributions to research gaps With respect to research contributions, this work
again taps into the con ict of applying models of storytelling arguments to an out-domain
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Figure 3.3..The top 5 coarse-grained topics with highest relative amount of storytelling
spans used to establish a users background and increase their credibility:
users use it to establish their identity as an expert, e.g. in topics related
healthcare and hospital systems (doctors, care stuff (experts) vs. laypeople)
or to distinguish oneself from a group that is being criticized (e.g. vaccine
sceptics vs. proponents or conspiracy theorists).

topic (RG 1 [models-detection] as the COVID-19 discourse is not part of the StoryARG
dataset.

Additionally, this publication helps to scale up the analysis of storytelling in argumen-
tation. This does not only shed light on how storytelling is used as a discursiveRiGol (
2 [interdiciplinary] ), but from a practical point of view, the NLP pipeline can be applied
to a new discourse topic, enabling policymakers to make more informed decisions or
intervene effectively during crises by identifying common concerns among citizens from
diverse socio-demographic backgrounds.
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4. Facilitating constructive
discourse: using NLP to support
of human moderation

This chapter deals with the last building block of this thesis: NLP-supported moderation
of online discussions. First, we explain the type of moderation we are interested in and
how it differs from other types of moderation. Then we illustrate the different strategies
moderators use to promote constructive discussions.

In section 4.1, we summarise the existing research on moderation in NLP and the
social sciences and outline the challenges to be expected when modeling the deliberative
type of moderation. As this is an under-researched phenomenon in NLP, focusing on this
type of moderation also highlights the most important research gap in the eld.

What is moderation?  Moderation can be de ned as an intervention that promotes
certain communication norms and fosters a constructive discussion. One of the most
universal communication norms is to treat other people with respect. The most common
form of moderation is implemented in this context and deals with deleting, Itering and
blocking comments or users to prevent the posting of inappropriate, offensive or hateful
content. This type of moderation is calledntent-moderatioand frequently applied in
online discussions. As a consequence NLP has focused on the identi cation of harmful
and offensive content to support human moderators in this process.

In more pedagogical contexts (e.g in educational or deliberative contexts), we nd
so-called “advanced', activating orteractive moderationwhich takes on far more
functions than ensuring a respectful environment and employs strategies to encourage
active listening and constructive dialogue in general. In deliberative contexts, this form
of moderation is calleéacilitation and has been shown to be effective in promoting the
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deliberative quality of a discussion (Black et al., 2011a; Dillard, 2013; Kuhar et al., 2019).
In this context, the moderators' focus is not on blocking users or deleting comments, but
on how to actively intervene and interact with the participants.

To illustrate the various types of interventions and strategies that can be employed by
an interactive moderator, let us look at the following examples.

Comment 1. "Actually, USER-J, | would support banning such items from being
used/taken out during ights, given that they are capable of doing so simply being
circulated in the air. You're right that peanuts are not the only items that can do
this, but the list of items that are well known to cause such reactions in this way is
not that long. And | would challenge you to nd any reason why a person couldn't
go without them for the duration of any ight(USER-B)

Reply 1. "USER-B, Thank you for your comment. Do you believe that a peanut free zone
would be suf cient to alleviate the problem? or requiring those with allergies to
disclose them prior to ight and then ban peanuts only on that ighgffoderator)

Reply 2. "Hello Moderator. | don't believe that a peanut free zone would suf ce, but it
is better than nothing. However, | prefer having those with allergies disclose them
prior to ight and then ban them on that ight.(USER-B)

Reply 1 illustrates that the moderator takes on two tasks at once: on the one hand, they
try to link USER-B's contribution with a concrete suggestion, and on the other hand,
they try to keep the discussion on topic, as otherwise it could quickly degenerate into a
side discussion about the necessity of people having peanuts on ights, and thus take a
non-constructive turn. This moderation intervention successfully triggers USER-B to
clearly state a concrete proposal (reply 2).

Comment 1. “[...]Truckers already face a huge pile of regulations that apply only to
them, and not to other drivers on the road. In most cases, these regulations are at
least tangentally appropriate given the nature of the vehicle driven. In this case,
however, the activity in question is one engaged in by drivers off all classes of
vehicle. It seems to me to be more appropriate for the regulation or non-regulation
to come at the state level, and cover ALL vehicle operators. Further, acceptance of
this as an FMCSA rule immediately also brings up the question: how would this
be enforced?[...]"(USER-T)
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Reply 1: “Thanks for your thoughtful comments. For more information about why
FMCSA has proposed to imposes regulations against commercial drivers, please
see our next post called “Which Drivers are Covered.” After reading through this
material, let the community know if your opinion has changed. As to your comment
about enforcement, you've identi ed one of the most dif cult questions about this
proposed regulation. Feel free to continue to discuss this question in the post called

“Who & How of Enforcement.””(moderator)

In this example, the moderator provides information and tries to activate the user
to actively search for more information. The moderator also suggests a discussion
thread that is better suited to the topic — in other words, the moderator brings ideas and
discussion threads together. Still, the moderator values the input of USER-T (“you've
identi ed one of the most dif cult questions about this proposed regulation”) trying to
keep the them motivated and engaged in the discussion.

Comment: “Dear participants, What could the "new forms of municipal cooperation”
you described actually look like? Do you know of any good examples from practice,
perhaps from other countries{moderator)

Finally, as shown in this last example, the moderator can also intervene to stimulate the
discussion in general. Here, the moderator also tries to trigger other styles of reasoning
that involve more participants, such as sharing personal experiences and examples.

How does moderation promote constructive discourse? As mentioned in
earlier chapters, there are two major norms for deliberative discussiqualityensures

that all people have an equal opportunity to participate and all perspectives are heard
equally andreasoning and listeninge ects whether the discourse is based on active
listening and a reasoned exchange of different points of view. Facilitation as an interven-
tion for deliberative participation processes was developed to uphold and promote these
two norms, especially since communication is at the center of deliberation.

Equality: one of the main tasks of moderators is to protect minorities and balance
power asymmetries (Trénel, 2009). Minorities are often the target of racist, offensive or
disrespectful remarks, which is why moderation is essential; it ensures civil interaction
and creates a safe space for discussion for everyone.
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Another task in this context is to encourage participants who are less involved to share
their perspective. Since one reason for lower participation are the communication norms
in discussions, which, as already mentioned, are favoring a certain demographic over
others, another task of moderation is to expand these norms and open up the space for
different forms of contributions. For example, a moderator could ask participants in a
discussion to share their experiences on a particular problem in order to open up the
discussion to all participants.

Reasoning and listening other tasks of the moderator consist of promoting construc-
tive discursive behavior in general. For example, moderators can ask activating questions
to stimulate the discussion or to broaden perspectives. Moderators can also provide
information and help participants to improve their contributions, formulate them more
clearly, justify them or encourage re ection through feedback or follow-up questions.

Finally, another important task of moderation is of course mediation, i.e. intervening
and resolving con ict situations and, if necessary, anticipating them in order to avoid
escalation.

moderator action function (deliberative) goal

broaden perspective
ask for experiences
connect ideas / threads
resolve technical issues
policing

manage con icts
provide information

decrease internal exclusion,
stimulation, inclusion decrease affective polarization,
reciprocity

ensure a respectful enviroment civility

. . . productive outcome foster learning and reasoning
keep discussion on topic
welcoming, thanking for appreciation positive experience, make
contributions people feel heard

Table 4.1.0verview of general functions of interactive moderation, their concrete actions
and the norms which they aspire.

Table 4.1 gives an overview of the different strategies of moderation and how they are
related to promoting speci ¢ deliberative goals, thereby enhancing the constructiveness
of the discussion.
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Why is NLP necessary to support human moderation? Scaling up deliberation to a
large space (online) leads to a number of challenges (Shortall et al., 2022): it has been
shown that with an increased discussion size the quality of the discussion deteriorates.
Participants lose track of the structure and are overloaded by the amount of comments
and information. Compared to face-to-face discussions, social cues are missing making
misunderstandings and con icts more likely to happen. On top of that, internet com-
munication is a lot more likely to produce hateful or offensive content due to people
being protected by anonymity. Human moderation can help to effectively reduce those
problems, however is costly and time-consuming.

NLP methods can therefore offer a solution to keep discussions more constructive at a
large-scale by supporting human moderators, while at the same time humans should not
be completely replaced by NLP models. This motivates the goal of the current building
block — to design a model that can support human interactive moderation.

4.1. Research Context

4.1.1. Computational Social Science

The scienti ¢ contributions in the social sciences are largely concerned with the role of
facilitators in promoting normative ideals of deliberative communication. The positive
effects of facilitation can be, for example, increasing internal inclusion (all participants
are well integrated into the discussion and there are fewer effects of power asymmetries)
(Trénel, 2009), a good group atmosphere and greater participant satisfaction (Mansbridge
et al., 2006), an improvement in the perception of the overall quality of the discussion
(Kuhar et al., 2019; Boulianne et al., 2020), as well as a greater willingness to participate
or success in reducing affective polarization (Strandberg et al., 2017).

Even more recent contributions note that there is little empirical research on mod-
eration and its' effects on different aspects of deliberative quality of discussions (von
Schneidemesser et al., 2023). von Schneidemesser et al. (2023) point out that practition-
ers in the eld of civic participation and deliberation are paying more attention to this
guestion. As a result, there are a large number of manuals and guidelines for facilitation
and various forms of moderation in this area (eRulemaking Initiative et al., 2017; fur
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Zukunftsfragen, 2018; White et al., 2022). These provide a comprehensive overview of
how diverse the tasks of moderation are.

However, the role of moderation is also critically re ected upon: to what extent
are moderators genuinely neutral? (Spada and Vreeland, 2013) This is particularly
important for the role of moderators as facilitators for internal inclusion. To what extent
do the moderators improve the discussion or do they dominate? (Moore, 2012) The
type of intervention and the amount of moderation implemented are a key factor for the
intervention being successful. Moderation can potentially limit the amount of diverse
perspective and different reasoning styles instead of fostering it (Edwards, 2002).

A few research projects look into the role of arti cial intelligence in supporting human
moderation in deliberation. One of the earlier works is presented by Park et al. (2012)
who try to automatically predict moderator interventions in the e-participation forum
RegulationRoom. They conduct an annotation study in which they manually label a
subset of the data for the type of moderator intervention (e.g. intervention because
someone went off topic, to improve the comment quality, to broaden the discussion).
Given a comment, their goal is to predict whether a moderator intervened. They use a
feature-based classi cation approach and nd that predicting an intervention is challeng-
ing. Wyss and Beste (2017) create a rule-based arti cial intervention system, prompting
users to either share their opinion in general or to re ect on a speci ¢ argument by
another user. The work aims to investigate whether an automated intervention can foster
communicative interaction between participants and re ection upon other points, thus
increasing knowledge gain in participants. Similarly, Gelauff et al. (2023) present a
semi-automated video-conferencing platform which implements moderation strategies
such as managing speaker queues, staying on topic and prompting speakers to share their
opinion (nudging). They show that their system helps to increase equality in participation
across different genders and socio-economic backgrounds.

Other related work does not use Al during the discussion itself, but to either prepare the
discussion content before or post-process it after the participation process, for example
by automatically summarizing and structuring content (Anastasiou and De Liddo, 2024),
by automatically classifying proposals with regard to their concreteness (Romberg, 2022)
or by automatically simplifying the text of proposals in citizens' initiatives (Stodden and
Nguyen, 2024).
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4.1.2. Computational Linguistics

As anticipated in the introductory section, most research in NLP on moderation focuses
on content-moderation. One reason for this focus is that content moderation is a common
issue across various online communities. Another reason is that abusive language often
exhibits identi able patterns, making it a suitable starting point for automation. In this
context, research has investigated the detection of abusive language in online discussions
(Caselli et al., 2021), newspaper comment sections (Lee et al., 2022) and social media
(Waseem and Hovy, 2016; Davidson et al., 2017; Ousidhoum et al., 2019).

Challenges in this eld are: conceptualizations of hate speech are often simpli ed
(given that there are many different forms of abusive language and they have very
different linguistic realizations) (MacAvaney et al., 2019) and its context-dependent
nature (Vidgen et al., 2019), biased models that overgeneralize and classify certain
communication forms of speci ¢ groups as offensive (e.g. African-American Vernacular
English (AAVE) (Davidson et al., 2019)) and the distinction between counter speech and
hate speech (for Fundamental Rights., 2023).

Other research within the NLP community explores the impact of content moderation
on user behavior and perceptions (Shen and Rose, 2019; Chandrasekharan et al., 2022),
thereby empirically examining its effects on discussion and community dynamics. They
nd that user perceptions of content moderation are in uenced by their ideology and that
certain implementations of content moderation (e.g. quarantining) are limited in their
effectiveness when applied to more toxic communities.

Another strand of research explores automating moderation in the context of com-
munity management or community norms (Park et al., 2021). In addition to preventing
hate speech and enforcing civility, these strategies can also include a broader range of
content-targeted rules, such as those against spamming, off-topic, or low-quality posts.
The work also investigates the impact of incorporating knowledge about the community
or post history on model performance.

Jurgens et al. (2019) point out the need for more research on 'pro-active technolo-
gies' to explore methods for preventing online abusive behavior before it necessitates
censorship, thereby supporting the need for further investigation into more pro-active
moderation strategies. In the NLP community, one of those pro-active interventions
are counter-narratives, which, for example can be manually or automatically generated
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(Mathew et al., 2019; Tekiroglu et al., 2020). Counter-narratives are constructive re-
sponses to counter hateful content by using arguments or stories to present alternative
viewpoints and challenge ideological messages with positive examples.

4.1.3. Research Gaps

The review of related publications on automated support for human moderation in online
discussions revealed several research gaps:

RG 1 [interactive-mod]: NLP is focused on a single function of moderationMost
automated models deal with content moderation: how can we automatically detect and
delete, Iter or clean offensive, toxic or harmful content? What is missing is a broader
perspective that takes into account interactive moderation, which has so far remained
largely unexplored in the NLP community.

Existing models for this type of moderation from the social science community so far
only simulate a certain moderation action (e.g. stimulating users to participate) with rule-
based systems. However, the moderator tasks are manifold, such as enforcing a respectful
communication between participants, actively intervening to improve comments, make
them more understandable, bring participants together, stimulate discussion or resolve
con icts between participants.

As a consequence, more sophisticated models are necessary to explore the automatic
support of the various moderation tasks. These tasks can be linked to various pragmatic
actions, but it remains unclear to what extent concrete linguistic signals in the comments
and discussion ow indicate that a moderator intervention is necessary, and thus can be
modeled automatically.

RG 2 [rel-constructiveness]: Lacking empirical research on moderation signal
and its relationship to constructive discussion behaviorTo date, there is little empiri-
cal work on how systematically moderators intervene and which characteristics of the
discussion and the contributions play a particularly important role in intervening. For
example, can we expect moderators to intervene when certain communication norms
are not met (when the contribution scores low on one or several AQ or DQ dimen-
sions)? Therefore, another research gap is exploring the extent to which AQ and DQ of a
contribution signal that a moderation intervention is necessary.
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RG 3 [resources]: Limited resources on interactive moderationFinally, a signi -
cant research gap is the lack of data on interactive moderation and detailed information
about the nature of interventions.

4.2. Publications

4.2.1. Predicting Moderation of Deliberative Arguments: Is
Argument Quality the Key?

Summary Falk et al. (2021) ( Pant, Publication 2) aims to address the challenge

of predicting when a comment requires moderation, building on the RegulationRoom
dataset (Park et al., 2012). The platform was moderated by trained experts to foster high-
guality discussions and steer them in a productive direction. Park et al. (2012) present a
subset of the dataset, where moderator comments are annotated with the motives behind
the moderator's interventions (e.g. the moderator aims to broaden the discussion, the
moderator gives feedback on another comment to improve comment quality).

This work addresses two main research questions: given the textual content of a
contribution, can we predict moderator interventions? To answer this question, this work
compares two types of interventions: (a) any form of moderator intervention (i.e., any
intervention in the dataset where the exact motive of the moderator is unknown) and (b)
interventions annotated by humans, indicating that the moderator aimed to improve the
quality of a user's comment. Additionally, this work explores the impact of adding the
previous comments in the discussion to the input for the model to test whether there is a
signal that can be picked up from the discussion ow rather than the comment directly.

The second research question that is addressed in this work is the relationship between
moderator interventions and argument quality. Does a low AQ of a comment result in a
moderator intervention?

Methods The models used for this publication are based on ne-tuning ROBERTa for
binary text classi cation: does a comment require a moderator intervention or not? As
input for the models, we either use the comment that triggered a moderator intervention
or we additionally add the previous one or two comments to the model input. We conduct
a manual annotation study to collect human intuitive judgements for AQ, using a 5-point
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Likert scale. We generate predictions for overall AQ, applying the classi er developed
by Lauscher et al. (2020) to investigate the relationship between AQ and moderator
interventions at a large scale. We use the human annotated data to validate the AQ
classi er.

Findings We nd that modeling moderator interventions is extremely challenging but
that models can predict them more accurately than a random baseline. The dataset is
small and suffers from class imbalance (only around one quarter of the comments were
moderated). Adding more context (previous comments) does not improve the results
signi cantly. However, since the models outperform the random baseline, we conclude
that there is indeed a distinctive pattern in the text that the models pick up on, indicating
when a moderator is likely to intervene.

Concerning the relationship between AQ and moderation, we nd that both low and
high quality comments were moderated. As a result, there is no correlation between
quality scores and the model's probability of moderator intervention, therefore this is not
picked up by the model (Figure 4.1 illustrates this nding based on the human annotated
AQ scores).

This is due to a number of reasons: the notion of general AQ might be too limited, other
guality dimensions might have been relevant for the moderator intervening. Another
reason could be the fact that moderators intervene pro-actively: they might help to make
high quality comments more visible (therefor providing feedback for comments that
already have a high quality), or they might have wanted to stimulate the discussion by
highlighting speci cally constructive comments.

Contributions to research gaps We investigate the automatic identi cation of
comments that require moderation in online discussions from a deliberative perspective,
that is we focus on interactive moderation and test whether it can be predicted from text.
Rather than focusing on civility and removing or blocking comments due to offensiveness,
rudeness, or hostility, we explore supporting moderation that includes more strategies to
facilitate constructive discourse to address the modeling of interactive moderation, which
has been under-researched so R(5(1 [interactive-mod]).

These strategies include improving comment quality, engaging participants in mean-
ingful discussions, connecting similar perspectives, and highlighting new proposals or
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Figure 4.1.Density plot of human annotated AQ scores comparing comments that have
been moderated with comments that have not been moderated. We see
that moderated comments cover all levels of AQ, mostly centred around
intermediate levels of quality.
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ideas. Given that the amount and diversity of moderator actions is manifold, we nd that
modeling this type of moderation is challenging.

Furthermore we analyze the relationship between AQ and moderation and enrich
a subset of the data with human annotations, thus contributing knowledge related to
RG 2 [rel-constructiveness]as well as an extension of an existing resouiR& 3
[resources).

4.2.2. Bridging Argument Quality and Deliberative Quality
Annotations with Adapters: Part 2

Summary Inthe following, we summarize the second part of the publication presented
in chapter 2 (Falk and Lapesa, 2023a) ( ParPublication 5). This part of the paper
deals with investigating whether we can build a model that is able to predict moderator
interventions using a wide range of AQ and DQ dimensions.

Given that we hypothesized in Falk et al. (2021) that the notion of quality annotated in
there was too narrow, this work investigates whether we can improve the performance of
predicting moderator interventions by incorporating knowledge about different quality
dimensions with multi-task learning. We compare this approach to a feature-based
approach, that utilizes predicted scores of the corresponding quality dimensions directly.

We conduct experiments using the same dataset (RegRoom) and splits as in Falk et al.
(2021) to investigate the extent to which models incorporating information about quality
dimensions outperform baseline models.

Given that the multi-task model provides an additional layer of interpretability, we
explore the relationship between moderation and constructiveness in a detailed manner:
speci cally, which aspects of the comment are relevant for the model's decision when
predicting moderator interventions?

Methods We train several text classi cation models to predict moderator interventions.
These include full ne-tuning a RoBERTa model, training a single-task adapter (Houlsby
et al., 2019) on predicting moderator interventions, a logistic regression classi er that
uses predicted quality scores from the different single or multi-task adapters as input, and
nally an adapter-fusion model (Pfeiffer et al., 2021) with (a) only including the adapters

57



CHAPTER 4. FACILITATING CONSTRUCTIVE DISCOURSE: USING NLP TO
SUPPORT OF HUMAN MODERATION

for the different quality dimensions and (b) additionally incorporating a single-task
adapter that was trained for predicting moderator interventions.

Findings Asa rststep, we establish that models which incorporate information about
the different quality dimensions (either feature-based or adapter-fusion) signi cantly
outperform models that only use the text of the comment. The best model is an adapter-
fusion model with the quality adapters and a task-speci ¢ adapter trained on the RegRoom
dataset. This suggests that the task of modeling moderator interventions is best learned
by incorporating information about both the textual content of a comment and other
related tasks (modeling AQ and DQ).

Second, since the adapter fusion model learns a weighted combination of different
adapters with an attention mechanism, we analyze the relevance of the different quality
dimensions for this task by visualizing the aggregated adapter activations. We nd that
the model pays attention to a mix of various aspects: the adaptenparctoffers a
good general-purpose representation, given that it learned a general intuition about good
arguments for a large amount of different topicagact equates to user “likes” for
arguments extracted from the structured online argumentation platformtKiluis is
followed by high activations for aspects targeting a respectful interaction between partic-
ipants €mpathyandrespec} as well as content that is relevant for highly constructive
contributions in deliberative contexts (presence of congeiposalsand references to
thecommon good The model shows moderate activations for dimensions describing
the argumentativeness of the contributions followed by those that relate to alternative
forms of reasoning (storytelling, emotions).

Contributions to research gaps This publication attempts to combine the ndings
from the rst and second building blocks with the practical application: can aspects
of constructive discursive behavior, both from the argument mining community and
from deliberative empirical research, serve as a source of information to identify com-
ments that require an intervention? Is there a systematic signal that exists between
moderator interventions and those aspects of communication? It therefore R@ets

1 [interactive-mod] andRG 2 [rel-constructiveness]in systematically investigating
interactive moderation and its relationship to constructiveness.

Ihttps://www.kialo.com
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Figure 4.2.:/Adapter fusion trained for predicting moderator interventions. Adapter
activations are summed over all layers in the underlying transformer model.
Figure shows activations for the incorporated adapters, each of which was
trained to model a certain AQ or DQ dimension.

The results in the paper show that there is a signal that can be leveraged, but that
the models still miss-classify a large amount of the dataset. This might be because
humans did not always intervene consistently. For instance, the model might predict
that certain comments need intervention and that doing so would make the discussion
more constructive. However, in those cases, the moderator did not actually intervene
for a various reasons — either because they were being overwhelmed with the amount of
comments or other issues (e.g. ensuring civility) were more pressing. The other reason
could be the fact that a lot of information about the overall discourse are still missing,
i.e. what is the current quality of the discourse? How is the participation distributed
across different groups of people? This would require a global representation of the
whole discussion which still remains a missing piece in the development of effective
moderation assistance tools.

The publication also contributes to developing moderation assistance tools that en-
hance user trust. As previously demonstrated by Wilms et al. (2024), transparency is
crucial for increasing the acceptance of machine-learning-based tools to assist human
moderators. The model implemented in this work includes an additional layer of trans-
parency, allowing it to indirectly indicate which quality aspects of a comment were
relevant to the model's decision.

4.2.3. Moderation in the Wild: Investigating User-Driven
Moderation in Online Discussions

Summary Falk et al. (2024) ( Part, Publication 7) construct a dataset to explore a
novel phenomenon. This phenomenon, cailledr moderatiomn our work,collective
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civic engagemernih other related works in social science (Friess, 2021), occurs when
laypeople step in to promote deliberative norms in online discussions, emulating the
facilitating actions of moderators. We collect human annotations for 1000 comment-reply
pairs, annotating whether a comment represents a "user moderation intervention'. We
add additional layers that describe the style of the comment (subjectivity, aggressiveness
and sentiment) and we ask the annotators to rate the constructiveness of the lay person
intervention. To better understand what type of actions user moderators take over, we
ask annotators to classify the intervention into one or more pragmatic function (e.g. do
they improve the comment quality, broaden the discussion, perform policing?)

Furthermore, we explore which aspects of the comment de ne the perceived construc-
tiveness and what causes the humans to disagree when annotating whether a comment
counts as an intervention.

Methods In this publication we use crowd-sourcing to collect several annotations per
item. The publication of the dataset is paired with two regression analyses: one looks
into the relationship between properties of the user moderation comments and perceived
constructiveness, the other into aspects that cause annotators to disagree.

Findings Our ndings indicate that lay people in online discussions indeed employ
various methods to promote certain communication norms and stimulate the discussion.
As a result, participants most frequently attempt to broaden perspectives and often
provide feedback on other users' comments, highlighting a lack of argumentation or
supporting references.

These interventions are perceived as non-constructive when the style of the comment
signi cantly deviates from the norm of a good moderator comment. For instance,
comments with greater emotional intensity, a more aggressive tone or a self-centered
perspective are considered non-constructive even if they express a moderator-like action.

The style also plays a key role in annotators' uncertainty: when the style becomes
more subjective, aggressive, or strongly emotional, annotators show more disagreement
about whether the user comment quali es as a valid moderator intervention. This also has
consequences for the effect of constructiveness on disagreement: while more constructive
comments are subject to less disagreement (negative effect), this effect is mitigated when
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the style deviates from the prototypical moderator style (more subjective language,
negative sentiment), as illustrated by Figure 4.3.

Figure 4.3.Marginalize effect of the interaction between different sentiments and con-
structiveness on human entropy (disagreement). With positive or neutral
sentiment, a higher constructiveness leads to lower disagreement (negative
effect) This effect is mitigated when sentiment is negative (blue line).

Contributions to research gaps This work aims to shed light on user moder-
ation as an under-investigated phenomenon. We contribute a dataset that allows the
investigation of the properties of such 'laypeople’ interventions and investigate under
which conditions the annotators perceive them as constructive, therefore contributing
to investigating the relationship between moderation and constructive discR@s2 (
[rel-constructiveness).
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On top of that, this work puts the focus on the comments by moderators, instead
of comments by users that require moderation: what de nes a constructive moderator
intervention? Our analysis shows that style is a salient feature in whether a moderator
intervention is perceived as constructive.

RG 3 [resources]is addressed by this work as it tackles the scarcity of data on
interactive moderation. The dataset can be utilized to predict the level of collective civic
engagement on various platforms or to augment data for training models on moderator
interventions. Itincludes comment-reply pairs, with replies annotated to indicate whether
or not they can be considered as moderator interventions, together with a corresponding
pragmatic action taken by the intervention.

The dataset itself also advances the research line of perspectivism (Cabitza et al.,
2023) by offering both un-aggregated and aggregated versions of the dataset and analysis
on what causes annotators to disagree. This can serve as a foundation for developing
disagreement-aware models, such as those trained to predict a distribution over annota-
tions rather than a single label. This is further facilitated by the dataset providing nine
annotations per item.
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5. Conclusion and future directions

5.1. Summary and Key Findings

The goal of this thesis is to investigate the extent to which we can automatically recognize,
model and stimulate constructive discussion behaviour. To theoretically conceptualize
constructive discussion behavior, this thesis is based on two frameworks from different
research disciplines: Argument Quality, as encoded by the AQtax from argument mining
and Deliberative Quality, encoded by the DQI from social science.

The AQtax is grounded in Aristotle's philosophical work on what constitutes a good
argument and de nes three broad categories with further sub-categories that in uence
AQ. These broader aspects encompass logical coherence, which ensures that arguments
are consistent and well-structured; a rhetorical dimension, which aims to persuade the
audience; and a dialectical dimension, which seeks to achieve broader objectives such as
resolving issues or reaching mutual understanding.

DQ evaluates the constructiveness of discussions from social and ethical viewpoints. It
assesses the extent to which certain conditions are met to enable a cooperative discourse
that aims for the best possible outcome for a political issue, a group or for society. It
includes aspects describing rational reasoning, equal participation, active listening and
mutual understanding.

This introductory frame presented the three core contributions of the thesis in three
building blocks.

In the rst building block we exploréhe empirical modeling of Deliberative and
Argument Quality using the frameworks mentioned above with the goal of integrating
both into a uni ed model of constructive discussion behavior. In the second building
block we investigate storytelling as a recently introduced aspect of deliberative
guality, its' contribution to facilitating a constructive discourse and the challenges
related to its computational modeling. In the third building block we exphas to
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semi-automatically support moderator interventionsthat aim to make a discussion
more constructive, also referred to as facilitation. The following summarizes the main
ndings from each building block.

Modeling Constructive Discourse: we nd conceptual and empirical over-

laps between AQ and DQ and successfully integrate both notions into a

model for constructive discourse. In the rst building block we focus on gener-

ally exploring the relationship between AQ and DQ. We nd that annotated resources on
DQ are scarce, but that they offer a rarely annotated perspective on constructive discourse
that focuses on interpersonal communication and active listening.

We explore various methods for integrating information about different quality aspects
(both from AQ and DQ) into a uni ed model and nd that the multi-task framework of
adapter-fusion offers a promising solution. We show that this method not only improves
the modeling results in a number of quality dimensions, but also provides a level of
transparency that indicates which other quality dimensions are bene cial for modeling
the target one.

Analysing these activation patterns highlights that general quality dimensions are
activated for their bene t in modeling different topics and an intuitively positive human
perception of arguments, while more speci ¢ quality dimensions are activated according
to their conceptual relatedness (e.g. aspects that describe rationality, aspects that stimulate
active listening).

Storytelling as an alternative form of reasoning: we successfully model sto-

rytelling using text classi cation across different domains and discussion

contexts and lay the groundwork to further explore the impact of story-

telling on constructive discourse. First, we develop models to detect storytelling

as a discursive tool and investigate how to overcome challenges of domain adaption.
Next, we provide insights into which linguistic properties of storytelling are learned

by the model. As a resource contribution, we publish guidelines and an annotated dataset

to investigate narrative and evaluative properties of storytelling in online discourse and

its relationship to constructiveness.
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Last, we show how existing resources and models can be utilized for large-scale
automated discourse analysis that focuses on storytelling and shed light on the role of
storytelling in the COVID-19 discourse.

Facilitating constructive discourse: we nd that modeling interactive mod-

eration is challenging because of the scarcity of data and the lack of a

clear signal in various quality aspects of the discussion contributions.

We are able to make improvements for automatically modeling moderator
interventions when incorporating a large number of diverse quality aspects

into a model.  We empirically explore the relationship between interactive moderation
and AQ and DQ and nd that there is no clear and simple pattern in moderators inter-
vening based on different quality aspects (both high and low quality comments trigger a
moderator intervention).

We make rst steps towards modeling moderator interventions, investigating the role
of context and how we can incorporate information about the different quality dimensions
into the task.

We leverage information about quality dimensions through multi-task learning and
demonstrate that this model outperforms simpler models that incorporate no such in-
formation, but are fully ne-tuned on the task alone. This improvement suggests the
presence of a more complex pattern involving interactions between different quality
dimensions and moderator interventions.

The activation patterns of the quality dimensions for different predictions can be
utilized to give human moderators more transparency when being supported by such
models.

Faced with the scarcity of datasets containing human moderation, we made a further
resource contribution that investigates user moderation. With this, we show that users
frequently take over roles and functions employed by moderators and that they can
contribute in making discussions more constructive. However, this approach requires that
their style does not exceed appropriate levels of different aspects, such as aggressiveness
in tone or affectiveness.

The contributions of this thesis have thus been at multiple levels. On a conceptual
level, this thesis develops an interdisciplinary perspective on the constructiveness of
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discussions. How do aspects of DQ and AQ overlap and complement each other and how
can they contribute to the main goals of a good (deliberative) discussion: a discussion
based on an equal, reasoned exchange of different perspectives that is characterised by
active listening.

In order to investigate constructiveness empirically, this thesis develops different
approaches for the automatic recognition and modeling of such aspects. In this context,
we employ various strategies to overcome challenges of data scarcity and out-domain
performance (data augmentation, multi-task learning, domain-adaptation).

As a further step to actively promote constructive discourse, this thesis explores
interactive moderation. We contribute different models that can support this type of
intervention to enable large-scale constructive dialogue.

In terms of analysis, we contribute to the understanding of the model's decisions by
analyzing their errors and the linguistic patterns they have learned.

Since existing datasets on constructive discourse are limited, this thesis also con-
tributes at the level of resources, by enriching existing datasets and developing new ones,
especially for the investigation of storytelling and interactive moderation.

5.2. Ethical Considerations

As stated before, the classical ideals of deliberative theory, speci cally the aspect of
rationality, prefer a speci ¢ communication style, typically associated with a white male
elite. This issue is expected to be reinforced when integrating models and resources
of AQ. Although some resources from this research community are annotated with
perceptions from crowd-workers, thus representing a more intuitive understanding of
good argumentation by a diverse group of people, many still rely on annotations provided
by experts or trained students. The latter often emphasize rational arguments over
other forms of justifying a position, re ecting a prescriptive bias which is consequently
built into the models. Although this thesis aims to integrate more inclusive forms of
argumentation in form of storytelling, other discursive forms exist and require further
exploration (e.g. humor or the role of emotions (Graham, 2012; Esau et al., 2023)).
Furthermore, this work has only taken the rst steps towards modeling and exploring
the role of storytelling in argumentation, but more resources that incorporate human
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perceptions of storytelling in argumentation in relation to constructiveness are a necessary
next step.

The third building block of this thesis looks into semi-automatic support of human
facilitators. The long-term goal of this research is a concrete application that can be
implemented in online discussion or participation forums to improve the quality of the
discussions. An important missing gap in modeling moderator interventions is further
research on to what extent human moderators dominate discussions or in uence the
opinions of the participants despite the requirement for moderators to behave neutrally
(Spada and Vreeland, 2013). If models are blindly trained on moderated data and applied
to new discussions, they might reinforce those potential harms of moderation. On the
other hand, semi-automatic support also bears the potential of reducing those human
biases: models could be designed to monitor moderators' written comments and detect
instances of non-neutrality. Additionally, another model could identify a particular
moderator's preferences and smooth them by agging comments that this moderator
would not typically ag.

Finally, if such models are applied and incorporated into discussion platforms, one
needs to ensure algorithmic transparency. This requires to improvement and investigation
of different methods of model interpretability, some of which have been explored in this
thesis. However, especially for deep-learning based methods, one interpretability method
is not suf cient to explain model decisions in a robust manner. Several methods need
to be explored and applied to models supporting human moderators, so that they have a
better understanding of how the models arrive at their decisions. Additionally, providing
information about model uncertainty can help human moderators determine when to pay
closer attention to the model's suggestions. In general, it is important to communicate
the application of these models in discussion forums to users and to constantly audit the
models for the potential biases mentioned above and how to mitigate them.

5.3. Outlook

Advance research on modeling under-investigated deliberative quality
dimensions  This work has shown that integrating models and data from the eld of
Argument Quality can advance the modeling of the Deliberative Quality, in particular
aspects of rationality. Similarly, we were able to show that the use of storytelling as
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an alternative form of reasoning and an important factor for perspective taking can
be modeled using NLP. Although we successfully modeled other aspects of DQ using
annotated data provided by the social sciences (Gerber et al., 2018; Esau, 2022), some
of these showed less overlap with concepts from AQ, highlighting further research gaps
that need to be addressed to improve the modeling of these aspects.

The aspect of participation (equality) is particularly affected, which in deliberative
empirical research has so far only been measured in terms of speaking or writing shares.
However, this method ignores the content of the discussion. Further research is needed to
investigate the extent to which power asymmetries affect interpersonal communication,
making it more dif cult for certain groups to participate in the discussion. A fruitful
synergy with NLP could result from advances in the automatic detection of microag-
gressions (Breitfeller et al., 2019), which could reveal such implicit power structures in
communication.

In this context, research on modeling other dimensions of active listening (e.g. reci-
procity) should also be taken forward, as this inevitably has an impact on equality. As this
aspect needs to be investigated in the wider context of communication (what does person
A say and to what extent does person B re ect on what person A says?), there is also a
large research gap here, as modeling to date often still ignores the wider context of the
discussion. In the context of equality, one could further investigate whether arguments
or contributions from certain groups are included and re ected up on more often than
others, and which groups are disadvantaged as a consequence.

Irrespective of equality, research on the automatic modeling of reciprocity should be
extended further in order to better measure the constructiveness of the discussion. To
what extent do discourse participants respond to each other or talk past each other? As
this aspect requires a lot of pragmatic knowledge and is often implicitly expressed in
language (there are not necessarily clear structural features), modeling truly in-depth
active listening is likely to be challenging. A wider range of annotated resources that
capture the whole ow of the discussion is a necessary rst step in this direction.

Foster research on perspective-taking In this thesis we have looked at story-

telling as a form of argumentation and its contribution to constructive discourse. An
important aspect of storytelling is it's relationship to perspective taking. Storytelling
allows participants to move away from focusing on a potential con ict or disagreement
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(attack), toward explaining one's own view on a personal and emotional level, which
is more likely to resonate with the other person, especially in cases of disagreement.
In this thesis we have only been able to take the rst steps towards advancing research
on storytelling in discussions. The relationship between storytelling and its function of
facilitating perspective taking is largely unexplored in NLP pointing to a new research
gap. Here, an interdisciplinary perspective is essential to investigate when and how
storytelling can facilitate constructive discussion through perspective taking by incorpo-
rating additional insights from psychology and behavioural science (van Krieken and
Sanders, 2021). A further and related aspect to be explored is the relationship between
storytelling and empathy (Cummings et al., 2021; Shen et al., 2023). When do stories
trigger empathy in other participants? When do they make others turn away?

Apart from storytelling, there are other aspects that can in uence and strengthen
perspective taking. The Moral Foundations Theory offers an interesting framework
to foster research on perspective taking (Haidt and Joseph, 2008; Atari et al., 2023).
The theory suggests that humans are equipped with certain basic moral building blocks
that they develop differently through their lived experiences, upbringing and culture.
For example, some people value freedom, while others value strong leadership and
respect for those above them. These preferences have a strong in uence on the attitudes
and arguments of discourse participants. Con icts arise especially when such moral
preferences are contradictory. By exploring the recognition and modeling of these moral
preferences, they can be made visible, allowing discussion participants to re ect on their
own and others' preferences and to better understand the perspective of others (Esau,
2018). As an additional research gap, we therefore propose to advance research on
automatic modeling and recognition of different moral preferences in language.

Subjectivity in assessing Argument and Deliberative Quality The publi-

cations presented in this thesis are often based on annotated data (or the aim of the
publication is to create a newly annotated resource). A major challenge in annotating
dimensions of AQ and DQ is the subjectivity of the concepts to be annotated. In previous
research, different methods have been applied to achieve the highest possible agreement
between annotators or the most robust score (re ecting the perception of the majority).
These methods include developing very detailed guidelines, strongly limiting the de ni-
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tions of the dimensions to be annotated, or using simpli ed annotation methods that can
additionally compensate for deviant annotation behaviour with statistical methods.

One area of research in NLP that has recently received more attention and success is
the eld of 'perspectivism’, which explores whether valuable information can be derived
from annotators' disagreements when annotating primarily subjective categories and
leveraged for modeling those (Basile et al., 2021; Cabitza et al., 2023). Since the quality
dimensions considered in this work are primarily subjective, it is essential to develop
methods for disagreement-aware modeling of AQ and DQ. These models should be able
to capture human variation in the annotation of a given quality dimension. In particular,
for semi-automated moderation, it is necessary to provide moderators with information
about how 'controversial' a decision is, i.e. how many people agree that a particular
aspect is of high or low quality.

In addition, new resources need to be created that employ a more diverse pool of anno-
tators. The resources frequently used in this thesis primarily represent the annotations
of a speci c demographic group (researchers, students, western) and are insuf cient to
capture the full spectrum of human variance. An important step in this direction is the
collection of more data with annotations from people from different backgrounds and
the publication of data in non-aggregated form.
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6. Overview of Publications and
Author Contributions

This cumulative thesis is based on eight scienti ¢ publications that | co-authored together
with my advisor Gabriella Lapesa. A part of these publications was co-authored with my
colleagues from the E-DELIB research group, Iman Jundi and Eva Maria Vecchi (Uni-
versity of Stuttgart). In the following, | detail my own contributions to each publication
according to CRediT, the Contributor Roles Taxonomy.

Eva Maria Vecchi, Neele Falk, Iman Jundi, and Gabriella Lapesa. 2021.
Towards argument mining for social good: A survey.In Proceedings of
the 59th Annual Meeting of the Association for Computational Linguistics
and the 11th International Joint Conference on Natural Language Pro-
cessing (Volume 1: Long Paperspages 1338-1352, Online. Association
for Computational Linguistics.

The main idea for this publication was initiated and developed by Eva Maria Vecchi
and Gabriella Lapesa. Eva Maria Vecchi was responsible for supervising and managing
the overall research for this publication. The surveyed papers and implications were
regularly discussed with the whole research team E-DELIB, Iman Jundi, Eva Maria
Vecchi, Gabriella Lapesa and me. My main responsibility was surveying the related
work on Argument and Deliberative Quality and investigating their conceptual overlap
(Section 3 in the paper). All team members were involved in writing and reviewing the
paper. Overall my contributions amount to 20% of the work effort invested in this paper.

Neele Falk, Iman Jundi, Eva Maria Vecchi, and Gabriella Lapesa. 2021.
Predicting moderation of deliberative arguments: Is argument quality
the key? In Proceedings of the 8th Workshop on Argument Miningages
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133-141, Punta Cana, Dominican Republic. Association for Computa-
tional Linguistics.

The main research questions and the design of the experiments of this publication
have been developed throughout our team meetings with our independent research group
E-DELIB together with Iman Jundi, Eva Maria Vecchi, Gabriella Lapesa and me. The
overall research was managed by Gabriella Lapesa. | worked closely together with my
team colleague Iman Jundi on acquiring and pre-processing the data. Iman Jundi focused
on incorporating different levels of context into the classi cation models and conducted
and evaluated all experiments that targeted general moderator interventions (implemen-
tation and investigation). | focused on the experiments related to predicting moderator
interventions when they improve the quality of previous comments (implementation and
investigation). Together with the whole team we developed the guidelines and setup for
human annotation of argument quality. The annotation was conducted by trained student
assistants who were supervised by Gabriella Lapesa and me. | applied and evaluated
the classi er for automatically generating argument quality scores. The whole team was
involved in analyzing the results and in writing, reviewing and editing the paper. Overall
my contributions amount to 40% of the work effort invested in this paper.

Neele Falk, Eva Vecchi, Iman Jundi, and Gabriella Lapesa. 2024. Mod-
eration in the wild: Investigating user-driven moderation in online dis-
cussions.In Proceedings of the 18th Conference of the European Chapter
of the Association for Computational Linguistics (Volume 1: Long Papers)
pages 992-1013, St. Julian's, Malta. Association for Computational
Linguistics

The idea for this research paper was developed during several pilot experiments and
discussions together with Eva Maria Vecchi. The whole research group E-DELIB, Iman
Jundi, Eva Maria Vecchi, Gabriella Lapesa and I, was involved in regular discussions
during which we developed the methodology and annotation study. | was responsible for
leading the overall research project and managing the annotation study. The annotation
guidelines were developed by Eva Maria Vecchi. | managed the data collection via the
annotation platform proli c. | implemented the code for feature extraction and statistical
analysis. Eva Maria Vecchi investigated the relationship between linguistic features
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and constructiveness. | investigated the impact of comment properties on annotator
disagreement. The whole team was involved in writing and reviewing the paper. Overall
my contributions amount to 50% of the work effort invested in this paper.

Neele Falk and Gabriella Lapesa. 2022a. Reports of personal experi-
ences and stories in argumentation: datasets and analysis Proceed-
ings of the 60th Annual Meeting of the Association for Computational
Linguistics (Volume 1: Long Papers)ages 5530-5553, Dublin, Ireland.
Association for Computational Linguistics.

Neele Falk and Gabriella Lapesa. 2022b. Scaling up discourse quality
annotation for political science.In Proceedings of the Thirteenth Lan-
guage Resources and Evaluation Conferenpages 3301-3318, Marseille,
France. European Language Resources Association.

Neele Falk and Gabriella Lapesa. 2023a. Bridging argument quality
and deliberative quality annotations with adapters.In Findings of the
Association for Computational Linguistics: EACL 2023%ages 2469-2488,
Dubrovnik, Croatia. Association for Computational Linguistics.

Neele Falk and Gabriella Lapesa. 2023b. Storyarg: a corpus of narra-
tives and personal experiences in argumentative textén Proceedings
of the 61st Annual Meeting of the Association for Computational Lin-
guistics (Volume 1: Long Paperspages 2350-2372, Toronto, Canada.
Association for Computational Linguistics.

Neele Falk and Gabriella Lapesa. 2024. Stories and personal expe-
riences in the COVID-19 discourse.ln Proceedings of the 2024 Joint
International Conference on Computa- tional Linguistics, Language Re-
sources and Evaluation (LREC-COLING 2024)pages 15320-15340,
Torino, Italia. ELRA and ICCL.

The following applies for all ve papers, listed above. The methodology and research
guestions were developed trough regular meetings between Gabriella Lapesa (supervisor)
and me. | curated and pre-processed the data, implemented the models and conducted
the experiments, which amounts to 80%, Gabriella Lapesa contributed in writing and in
shaping the storyline (20%).
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1. Towards argument mining for
social good: A survey.

Eva Maria Vecchi, Neele Falk, Iman Jundi, and Gabriella
Lapesa

2021.Towards argument mining for social good: A survey.

In Proceedings of the 59th Annual Meeting of the Association
for Computational Linguistics and the 11th International

Joint Conference on Natural Language Processing (Volume 1.:
Long Papers)pages 1338-1352, Online. Association for

Computational Linguistics.
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2. Predicting moderation of
deliberative arguments: Is
argument quality the key?

Neele Falk, Iman Jundi, Eva Maria Vecchi, and Gabriella
Lapesa
2021.Predicting moderation of deliberative arguments:
Is argument quality the key?
In Proceedings of the 8th Workshop on Argument Mining
pages 133-141, Punta Cana, Dominican Republic.
Association for Computational Linguistics.
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3. Reports of personal experiences
and stories in argumentation:
datasets and analysis.

Neele Falk and Gabriella Lapesa
2022a.Reports of personal experiences and stories in
argumentation: datasets and analysis.
In Proceedings of the 60th Annual Meeting of the Association
for Computational Linguistics (Volume 1: Long Papers)
pages 5530-5553, Dublin, Ireland. Association for
Computational Linguistics.
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4. Scaling up discourse quality
annotation for political science.

Neele Falk and Gabriella Lapesa
2022hb.Scaling up discourse quality annotation for
political science.
In Proceedings of the Thirteenth Language Resources and
Evaluation Conferenggages 3301-3318, Marseille, France.
European Language Resources Association.
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