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Abstract

Emerging industrial applications such as factory automation with automated guided vehicles often
require time-sensitive communication across multiple domains. Although these scenarios may
have independent operating domains, the global traffic still needs to meet end-to-end latency and
reliability requirements. This complicates scheduling in multi-domain Time-Sensitive Networking
(TSN). Current approaches often rely on a global orchestrator that computes a single schedule
for all streams. These centralized solutions are computationally demanding and undermine the
separation of concerns between domains. Additionally, the large number of individual streams
makes scheduling infeasible without aggregation mechanisms. To address these challenges, we
propose a system model for multi-domain TSNs with domain-specific controllers. Inter-domain
streams are assigned to service classes that combine aggregation with constraints inspired by
frame-based scheduling, which capture additional delays at domain borders. Within each domain,
the service classes and intra-domain streams are then scheduled independently, distributing the
global problem into smaller subproblems. Our evaluation compared to a globally scheduled TSN
shows that multi-domain scheduling achieves comparable end-to-end latency guarantees, while
reducing scheduling runtime performance by a factor of up to ×20 and lowering a part of the
device state by up to 40 % through stream aggregation. Domain borders introduce additional delays
that can be controlled systematically through our proposed constraints combined with the service
class assignment. Our work demonstrates the feasibility of scalable and reliable inter-domain
scheduling without a centralized orchestrator, contributing to the development of future industrial
TSN networks in which wired and wireless domains coexist.
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Kurzfassung

Aufkommende industrielle Anwendungen wie die Automatisierung von Fabriken mit selbstfahrenden
Fahrzeugen erfordern oft eine zeitkritische Kommunikation zwischen mehreren zeitunabhängigen
Domänen. Auch wenn diese Szenarien unabhängig voneinander operierende Domänen umfassen
können, müssen die globalen Datenströme (Streams) dennoch die Ende-zu-Ende-Anforderungen
an Latenz und Zuverlässigkeit erfüllen. Dies macht die Erstellung von Ablaufplänen in Multi-
Domänen-TSNs besonders herausfordernd. Aktuelle Ansätze basieren häufig auf einem globalen
Koordinator, der einen einzigen Ablaufplan für alle Streams berechnet. Diese zentralisierten
Lösungen sind jedoch rechnerisch aufwendig und verhindern die Trennung der Aufgabenbereiche
zwischen den Domänen. Darüber hinaus macht die große Anzahl individueller Streams die Planung
ohne Aggregationsmechanismen praktisch unmöglich. Um diese Herausforderungen zu adressieren,
schlagen wir ein Systemmodell für Multi-Domänen-TSNs mit domänenspezifischen Koordinatoren
vor. Domänenübergreifende Streams werden Service-Klassen zugeordnet, die Stream Aggregation
mit Beschränkungen kombinieren. Diese Beschränkungen verwenden Prinzipien aus der frame-
basierten Planung, um die zusätzliche Verzögerung zu ermöglichen, die an der Grenze zwischen
zeitunabhängigen Domänen entsteht. Innerhalb jeder Domäne werden die Service-Klassen und die
domäneninternen Streams unabhängig voneinander geplant, wodurch das globale Problem in kleinere
Teilprobleme unterteilt wird. Unsere Evaluation im Vergleich zu global geplanten TSNs zeigt, dass
die Multi-Domänen-Planung vergleichbare Ende-zu-Ende-Latenzgarantien erzielt und gleichzeitig
die Komplexität des Planers um einen Faktor von bis zu ×20 reduziert und einen Teil der benötigten
Ressourcen des Geräts durch Stream-Aggregation um bis zu 40 % senkt. Domänengrenzen führen
zu zusätzlichen Verzögerungen, die jedoch durch die von uns vorgeschlagenen Einschränkungen in
Kombination mit der Zuordnung von Service-Klassen systematisch kontrolliert werden können.
Unsere Arbeit zeigt, dass eine skalierbare und zuverlässige domänenübergreifende Planung ohne
einen zentralen Koordinator möglich ist und damit eine Grundlage für zukünftige industrielle
TSN-Netzwerke schafft, in denen kabelgebundene und kabellose Domänen koexistieren.
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1 Introduction

The integration of Cyber-Physical Systems (CPSs) into industrial environments is driving the
demand for reliable, predictable, and secure communication infrastructures. CPSs, such as fleets of
Automated Guided Vehicles (AGVs), must interact in real time with factory backbones to ensure
safe and efficient operation. These systems are distributed and combine computational and physical
processes, which makes timely and dependable communication a key requirement for correct
functioning [RLSS10].

To address these challenges, Time-Sensitive Networking (TSN) has been standardized by IEEE 802.1
to provide deterministic communication over Ethernet. In particular, the Time-Aware Shaper (TAS)
introduced in IEEE 802.1Qbv allows precise control of packet transmission, ensuring bounded
latency and predictable delivery. Extending these guarantees to wireless domains is crucial, as
AGVs rely on 5G connectivity to maintain flexible mobility within factory halls. The combination
of TSN and 5G will be a cornerstone of future industrial communication, but it also highlights the
need for robust scheduling solutions across heterogeneous domains [SPS+23].

In single-domain networks, deterministic scheduling can be achieved with centralized configuration.
However, in multi-domain settings, additional difficulties arise. Each domain may have its own
configuration and scheduling policies, and global schedules quickly become infeasible to compute
due to their complexity. Moreover, misalignment at domain borders, due to time-independent
domains, can introduce additional latency, which complicates End-to-End (E2E) guarantees. At the
same time, multi-domain scheduling offers benefits in terms of scalability, since the scheduling
can be done separately for the domains. Furthermore, it increases security when information kept
hidden in each domain without a centralized scheduler. Therefore, new mechanisms are required to
coordinate inter-domain streams while preserving the autonomy of the domain schedulers.

Existing research provides important foundations. Differentiated Services (DiffServ) and Deter-
ministic Networking (DetNet) provide important design goals for multi-domain settings. The
integration of 5G into TSN has been achieved by the 3rd Generation Partnership Project (3GPP), by
integrating it as a TSN bridge [3GP16]. Furthermore, several multi-domain approaches have been
proposed, ranging from global orchestrators to distributed cooperative frameworks. While these
works address parts of the problem, they often rely on a fully centralized view or are restricted to
specific use cases.
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1 Introduction

We first introduce a formal system model for multi-domain TSN, which integrates 5G-domains
connecting AGVs to a backbone. The model leverages service classes to aggregate multiple
inter-domain streams in order to provide predictable end-to-end performance. Based on this model,
our main contributions are:

• Inter-Domain Controller with Service Classes: We design an Inter-Domain Controller that
splits the E2E latency budget of inter-domain streams to the traversed domains and assigns
them to service classes. This reduces the Per-Stream Filtering and Policing (PSFP) entries,
which indicate the device state, by up to 40 %.

• Adaptation of Frame-Based Scheduling to Multi-Domain TSN: We extend classical
frame-based scheduling concepts to the multi-domain setting by introducing constraints that
ensure latency and reliability guarantees across domains. This allows us to constrain a larger
delay range of up to 16 ms, introduced at domain borders because of the time-independent
domains.

• Extensions to OMNeT++: We enhance the OMNeT++ simulator with modules supporting the
proposed multi-domain scheduling approach in combination with service classes. This enables
systematic evaluations in terms of latency, resource usage, and scheduling performance by
comparing a globally scheduled baseline with our multi-domain approach. These evaluations
demonstrate that our multi-domain setting achieves comparable latency guarantees to global
scheduling, while reducing the scheduling runtime by a factor of up to ×20.

Overall, our approach satisfies the E2E requirements in multi-domain TSN, with time-independent
domains, while significantly increasing performance and reducing resource usage compared to
global scheduling.

Our work is structured as follows. Chapter 2 introduces the necessary background on TSN, task
scheduling, and frame-based scheduling. Chapter 3 discusses related work with a particular focus
on multi-domain approaches. Chapter 4 presents the system model and problem statement to define
the theoretical foundation for the design, which is discussed in Chapter 5. This chapter describes
the design of the Inter-Domain Controller and the necessary changes to simulate the multi-domain
network with its time-independent domains. Chapter 6 gives some implementation details how the
design is realized in Python and OMNeT++. Our design is then evaluated in Chapter 7 comparing
the state, performance and delay in multi-domain settings. Finally, Chapter 8 concludes our work
and outlines possible directions for future work.
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2 Background

This chapter introduces the key concepts required for our work. It uses TSN to guarantee packet
transmission with bounded latency, low packet loss and low packet delay variation [IEE]. Wireless
communication in the form of 5G is used, as it is scalable and well-suited to connect AGVs with a
backbone. Both the AGVs and the backbone are domains and consist of multiple devices and TSN
bridges. Streams are then sent between the end devices of each AGV-domain and the backbone.
All these components are described in this section. First TSN in Section 2.1, next Task Scheduling
in Section 2.2 and finally frame-based scheduling in Section 2.2.1 which is used in our work to find
constraints for the streams.

2.1 Time-Sensitive Networking

The increasing demand for deterministic communication in various domains has led to the emergence
of TSN. The Institute of Electrical and Electronics Engineers (IEEE) 802.1 working group [IEE]
therefore developed a set of standards to enable real-time communication over Ethernet. While
traditional Ethernet is widely deployed and cost-effective, it does not guarantee bounded latency
or delivery reliability. These requirements are critical in real-time networks and safety-critical
applications. TSN addresses these limitations by extending Ethernet with mechanisms that support
time synchronization, traffic scheduling, resource reservation and fault tolerance.

For the scope of this work, we focus on the time-driven mechanisms of TSN. In the following
we provide a brief overview. A TSN system usually comprises end stations, TSN bridges and a
centralized or distributed configuration mechanism. End stations are the devices in the system that
generate or consume time-sensitive data streams. Devices that generate streams are referred to
as talkers, while those that consume streams are referred to as listeners. These streams require
guarantees regarding latency and reliability when used in real-time applications. TSN bridges can
be described as Ethernet switches with TSN capabilities, which forward traffic according to strict
timing and priority rules in our setting. To enable deterministic communication, all devices in
the network are synchronized using the Precision Time Protocol, by broadcasting the local time
of selected devices. Also, TAS is introduced which uses a Gate Control List (GCL) to schedule
the streams, by defining the order in which streams are processed at each TSN bridge. It assigns
each stream for each device a precise timeslot to guarantee delivery. Critical traffic is prioritized
and different queuing and shaping techniques are used as described in Section 2.1.1. Streams are
identified and managed using extended headers, as described in Section 2.1.4 Such a network can be
configured centrally using a Centralized Network Configuration (CNC) as shown in Section 2.1.3.
At last Section 2.1.5 shows how 5G is integrated into TSN.

15



2 Background

2.1.1 802.1Qbv: Time-Aware Shaper

Time-Aware Shaper (TAS), as standardized in IEEE 802.1Qbv [IEE16], adds a time-triggered traffic
scheduling mechanism. This provides minimum network latency and jitter by using so-called gates
at each egress queue that are either open or closed.

A visualization of TAS is illustrated in Figure 2.1. Each TSN bridge has multiple egress queues for
traffic with different priorities. The number of priorities or Priority Code Point (PCP) values is
standardized to eight. Streams with a PCP value of one for example will be queued in the egress
queue with value one. Each queue has a gate that can be opened and closed at specific times to send
streams which are currently in the queue.

Figure 2.1: Overview of GCL for a single Egress Queue, as standardized in [IEE16]

TAS uses Gate Control Lists (GCLs) to schedule streams by defining strict transmission windows
for each gate of each queue. As the queues are often considered as First-In, First-Out, TAS marks
the first frame as ready for transmission if the gate is open and there is no other frame before that
frame in the queue which is ready for transmission.

However, the computation of GCLs is not standardized and a separate scheduler is used to create
them. The computed GCLs are then stored offline to be executed at each border bridge during
runtime. Although the usage of GCLs yields a minimal runtime overhead for TSN bridges, it is
well-known that computing suitable GCLs is an NP-hard optimization problem [DN16].

Using GCLs is deterministic because the frames will be sent exactly when the gate is open and
cannot be blocked by low-priority traffic. It can also be used to guarantee bounded latency, as GCLs
specifies exact transmission times. This avoids the head-of-line blocking problem, which occurs
when a lower-priority stream starts transmitting before a higher-priority stream and thus finishes
transmitting before the higher-priority stream can start.

2.1.2 802.1Qci Per-Stream Filtering and Policing

The IEEE 802.1Qci [IEE17a] standard introduces Per-Stream Filtering and Policing (PSFP) to
prevent cascading delays and failures, by filtering out too much delayed or early arriving traffic. It
is added to the ingress ports of each TSN bridge as visible in Figure 2.2.
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Figure 2.2: Overview of PSFP, as standardized in [IEE17a]

PSFP consists of three components: The Stream Filter, Stream Gates and Flow Meter. Initially,
a Stream Filter identifies the stream based on header parameters like its VLAN Identifier (VID),
PCP, or MAC addresses. Once identified, the frame is passed to a Stream Gate. This gate operates
using a GCL which defines time windows for the transmission; frames arriving too early or late
are immediately discarded. The final stage is a Flow Meter, which polices the stream against a
configured bandwidth profile. It drops frames that cause the stream to exceed its defined rate. By
enforcing these strict timing and bandwidth constraints at the network edge, PSFP is critical for
maintaining the overall reliability and deterministic behavior of TSN-based networks.

2.1.3 802.1Qcc: Centralized Network Configuration

The Centralized Network Configuration (CNC) is introduced by IEEE 802.1Qcc [IEE18] which
performs resource reservation and scheduling with a global view. Scheduling in TSN is a
computationally complex task (NP-hard) as shown by Dürr and Nayak [DN16]. For these use
cases, centralizing the computation in one CNC entity is helpful. This is known as the Centralized
Network/Distributed User Model.

Other models, such as the fully distributed model, are not applicable to our work because the
computation can be too complex to distribute. The fully centralized model is applicable, but
not necessary because a separate user abstraction with a Centralized User Configuration is not
required.

Figure 2.3: TSN Overview with CNC, as standardized in [IEE18]

The CNC manages TSN by providing a global view of the network, including all network bridges,
as well as the stream requirements, as shown in Figure 2.3. All Talkers and Listeners on the network
send information about their local view to the CNC. A Talker wanting to send a stream sends all
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the necessary capabilities and specifications of the device and the stream to the CNC. Likewise, a
Listener, that wants to receive a stream, will send its capabilities and the stream specifications to
the CNC. This information is then used to schedule the streams and generate the GCL to meet all
requirements. After the schedule has been calculated, the TSN bridges are configured accordingly
by communicating with the CNC.

2.1.4 802.1ad: Q-in-Q Tagging

In IEEE 802.1ad [IEE06] Q-in-Q Tagging is introduced. It describes a mechanism to add multiple
headers between the Mac and Ethernet header, as visible in Figure 2.4, where two nested Q-Tags
are added to the packet. This is done to tunnel packets through a domain by only looking at the
outer Q-Tag, while the inner Q-Tag is used only outside of the domain.

Each Q-Tag consists of a VLAN Identifier (VID), Priority Code Point (PCP) and Drop Eligible
Indicator (DEI). VIDs are used to navigate between multiple domains or subnets with different
providers. The inner header is often inserted by the provider with a unique VID, while the outer
header is inserted by the client. PCP values are used to prioritize the packets and assign them to
different queues in the TSN bridge, as described in Section 2.1.1. DEIs are booleans that indicate
whether frames can be dropped earlier in the event of network congestion.

Figure 2.4: Overview of Q-in-Q Tagging, as standardized in [IEE06]

2.1.5 Integration of 5G into TSN

TSN was designed for deterministic wired Ethernet networks. However, many industrial use cases
like mobile robots or AGVs require wireless connectivity. Fifth Generation Mobile Network (5G)
with ultra-reliable low-latency communication is well suited for TSN. Its key improvements include
higher speeds, lower latency, increased reliability and greater network capacity. These improvements
enable safety-critical services for the separate AGVs. TSN has been developed for standard Ethernet
and thus wired traffic. To enable wireless traffic, 5G plays a crucial role. It can be integrated as TSN
link or TSN bridge, with the latter being described in the following. However, multiple challenges
arise because the possible delay at 5G links is much higher than in Ethernet links [Aĳ20].

The 3GPP specification TS 23.501 [3GP16] provides the foundational architecture for integrating
the 5G System into TSN environments. The core concept is the representation of the 5G system as a
logical IEEE 802.1Q bridge. This abstraction allows the entire 5G network, from a wireless device
to the network edge, to appear as a standard TSN bridge to the external wired network, simplifying
management and ensuring interoperability. This functionality is realized by a Domain-Specific
Traffic Type (DS-TT) on the side of the end devices of the user and a Network-Wide Traffic Type
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2.2 Task Scheduling

Figure 2.5: Abstracted View of the 5G System as a Logical TSN Bridge as standardized in [3GP16]

(NW-TT) at the backbone, which together handle the conversion between TSN frames and 5G
Quality of Service (QoS) flows. An abstracted view of the 5G system is shown in Figure 2.5, where
the dashed line abstracts the wireless links and further components which manage this system.

In essence, while 3GPP provides the architectural blueprint, the practical realization of wireless
determinism depends on these advanced scheduling algorithms that balance optimality, flexibility,
and robustness.

2.2 Task Scheduling

Task scheduling in real-time systems has been extensively studied, for example in the foundational
work of Liu [Liu00]. A task is an application that runs on an end station of a network. Tasks
are executed periodically and work with the data they receive from other stations via streams.
Periodically means that task execution is repeated at regular intervals. Typically, one task consists
of multiple related jobs. It is executed on a device, using the resources of the device to calculate or
process data. Additionally, the devices can send streams after processing data or executing tasks.
A scheduler then needs to create a schedule for the streams and tasks combined. This scheduler
considers the release time and deadline of each task. The release time describes when a task is
ready for execution, while the deadline is the maximum time by which task execution must be
finished. The scheduler cannot schedule a task before its release time. The difference between
the release time and the deadline is called the relative deadline or delay. The deadline is a hard
constraint that cannot be missed; otherwise, the task will fail. Thus, the task must be scheduled in
time to finish execution with a high probability before the deadline.

2.2.1 Frame-Based Scheduling

In frame-based scheduling, scheduling decisions are made at specific, predetermined time instants.
These time instants are referred to as frames in this section, not to be confused with Ethernet data
frames in TSN. This approach is particularly well-suited for deterministic hard real-time systems
where the parameters of all periodic tasks are known in advance. This is described in the cyclic
executive model by Baker and Shaw [BS88].
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A key feature of this approach is the use of a static schedule that is computed offline and stored for
runtime use. This schedule dictates the exact execution times for each task, thereby minimizing
runtime scheduling overhead. At runtime, the role of the scheduler is to dispatch tasks according to
this precomputed schedule.

In a frame-based scheduling setting, the timeline is divided into fixed-size intervals called frames.
Scheduling decisions are made only at the beginning of each frame. Each task is executed
periodically. It also has a deadline which specifies the latest time for completion, which can
normally not be greater than the period. If a task is assigned to a frame, it will be executed together
with all other assigned tasks during this frame.

The length of the frame, known as the frame size, is a critical design parameter that determines
the scheduling constraints. A sequence of frames equal to the hyper-period of the task set forms a
major cycle, which repeats throughout the system execution. The hyper-period of a domain is the
least common multiple of the period of all tasks of that domain.

Frame Size Constraints: The main idea of these constraints is that one complete frame must fit
between release time 𝑡′ and deadline 𝑡′ + 𝐷𝑖 of every task 𝑖. As shown in Figure 2.6, one complete
frame (frame k+1) is in between 𝑡′ and 𝑡′ + 𝐷𝑖 . This has the reason that tasks can only be scheduled
at the beginning of a frame, thus when the release time of task 𝑖 is during frame k, it will be executed
earliest at time 𝑡 + 𝑓 . When there exists a task depending on task 𝑖 it needs to wait until task 𝑖

finishes. Thus, we need to make sure that the task is finished before the next task is executed.

Figure 2.6: Size Constraints for Frame-Based Scheduling adapted from [Liu00].

This principle can be applied to our work by using E2E latency and period of each stream to
calculate similar constraints as shown later in Section 5.3.1.

The choice of the frame size is governed by a set of constraints to ensure a possible schedule of the
system:

• To avoid preemption of a task, the frame size must be large enough to execute any single task
within the frame. This leads to the first constraint where the frame size 𝑠 must be greater than
or equal to the maximum execution time 𝑒𝑖 of any task 𝑖 in the system:

(2.1) 𝑠 ≥ max
1≤𝑖≤𝑛

(𝑒𝑖)

• To minimize the length of the major cycle, the frame sizes should divide the length of the
hyper-period of the tasks. This is because each period of a task divides the hyper-period, if
the frame size divides at least one period 𝑝𝑖 of a task 𝑖.

(2.2) 𝑠 | 𝑝𝑖
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2.2 Task Scheduling

• To allow the scheduler to monitor deadlines, the frame size must be small enough to ensure
that there is at least one complete frame between the release time and the deadline of every
task, as seen in Figure 2.6, because the release time could be exactly after the start of a frame.
Then the task needs to wait for one entire frame. For a task 𝑖 which is released in frame k,
with period 𝑝𝑖 and relative deadline 𝐷𝑖 , this constraint is expressed as:

(2.3) 𝑠 − gcd(𝑝𝑖 , 𝑠) ≤ 𝐷𝑖

This can be derived by the fact that 𝑡 + 2𝑠 ≤ 𝑡′ +𝐷𝑖 , where 𝑡′ is the release time of the task and
𝑡 denotes the beginning of a frame. Since gcd(𝑠, 𝑝𝑖) | (𝑡′ − 𝑡), we have gcd(𝑠, 𝑝𝑖) ≤ 𝑡′ − 𝑡.

To avoid confusion with Ethernet frames we use the term segments instead of frames from
frame-based scheduling from now on.
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3 Related Work

In this chapter, existing literature and related approaches are discussed to position this work in the
broader context of TSN and beyond.

We start with Differentiated Services (DiffServ) (Section 3.1.1), which are important for handling
traffic differentiation and aggregation across heterogeneous domains. Then, Deterministic Network-
ing (DetNet) (Section 3.1.2) is introduced, as it provides a similar system model as our work and is
central when strict deterministic QoS guarantees are required.

Furthermore, we introduce major scheduling challenges and particularly reviewing Full Interleaving
Packet Scheduling (FIPS) in Section 3.2.1, which is used for scheduling in our work and provides
strong E2E guarantees even under unpredictable wireless delays of 5G-domains.

In addition, recent research investigates the use of service classes (Section 3.2.2) to handle mixed-
criticality traffic in TSN. Here, traffic streams are grouped by priority into combinatorial scheduling
problems, which can reduce latency and packet loss.

Finally, several multi-domain approaches (Section 3.3) are reviewed. These range from hierarchical
and cooperative scheduling in vehicular networks, to frameworks with global orchestrators, and
hybrid Software-Defined Networking (SDN)-TSN setups that even include non-TSN domains.
These works highlight different strategies for balancing global coordination with local autonomy.

Together, these sections provide an overview of how different architectures and scheduling methods
contribute to the broader problem of deterministic networking across multiple domains.

3.1 DiffServ and DetNet

The design goals, and especially the traffic aggregation of DiffServ and deterministic QoS guarantees
of DetNet, are important for our work and discussed in this section.

3.1.1 DiffServ

Differentiated Services (DiffServ) [CN02] is an architectural framework developed to provide
scalable QoS for the Internet. The model focuses on edge-to-edge service and uses service level
agreements at domain boundaries.

The main design goals of DiffServ are simplicity, scalability, and incremental deployment. Rather
than maintaining an extensive state in the core network, complexity is shifted to the edges, keeping
the core lightweight and scalable.
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A central mechanism in DiffServ is traffic aggregation. Since the Internet is composed of many
heterogeneous domains, each domain organizes its own resource allocation. Packets traversing
several domains are aggregated into traffic groups according to local rules. At the network
boundaries, these aggregates are treated as single units, reducing the amount of state that must be
maintained, and improving scalability.

For multi-domain operation, DiffServ introduces per-domain behaviors. It specifies the expected
treatment of a traffic aggregate within one DiffServ domain. Aggregates are identified by fields
in the IP header, and E2E services are created by chaining the per-domain behaviors of adjacent
domains.

Forwarding decisions inside domains rely on per-hop behaviors. An important example is Assured
Forwarding [WHBW99], where packets are marked with one of three drop precedences that
indicate the likelihood of being discarded under congestion. During congestion, packets with
lower drop precedence are retained with higher probability, while those with higher precedence are
dropped first. Within the same Assured Forwarding class, packets are not reordered, which ensures
consistent delivery. A similar priority attribute is used in our work to prioritize service classes.

3.1.2 IETF DetNet

Deterministic Networking (DetNet) [FTVF19] is an architecture developed by the Internet Engi-
neering Task Force (IETF) to provide deterministic and absolute guarantees. It aims to deliver
a bounded, predictable, and highly reliable E2E service, guaranteeing constrained latency and
jitter for specific data flows. For a multi-domain TSN approach, DetNet is critical as it extends the
deterministic principles to heterogeneous network infrastructures, enabling E2E QoS guarantees.

Unlike single TSN domains that can rely on high-precision time synchronization, a large-scale
DetNet architecture must handle time asynchronity and the following:

• Support asynchronous clocks across different technologies and domains.

• Tolerate clock jitter within a domain without compromising performance.

• Provide mechanisms that do not require strict time synchronization to accommodate diverse
network setups.

• Handle large single-hop propagation latencies, which can vary significantly between different
technologies like high-speed Ethernet and 5G links.

To manage the complexity of many flows efficiently, DetNet uses flow aggregation as described
in [XJJ25]. Traditional IP flow identification using tuples is insufficient for the dynamic nature of
complex networks with multiple flows. Flow aggregation allows flows with similar QoS requirements
to be grouped into a class-aggregate, reducing the state maintenance and control signaling overhead.
This explicit identification also enables network nodes to quickly distinguish DetNet traffic and
forward it to the appropriate queue to meet its latency requirements.
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3.2 Scheduling in TSN

DetNet leverages various queuing and scheduling mechanisms to maintain consistent and predictable
data transmission. The services provided can be classified based on their scheduling discipline, like
rate-based, time-based, arrival-based, and priority-based. These mechanisms provide diverse traffic
types. However this work primarily focuses on periodic traffic with fixed frame sizes and strict
QoS demands.

3.2 Scheduling in TSN

While the 5G architecture introduced by 3GPP enables integration, achieving true E2E determinism
over a wireless link presents a significant scheduling challenge. This has opened a major research
field focused on co-scheduling resources across both wired and wireless domains, primarily to
support the IEEE 802.1Qbv TAS [SOLM23]. Research into these complex scheduling algorithms
can be broadly categorized by the following.

The approaches range from using Integer Linear Programs [HHH+21] [FDR18], to Heuristics.
Integer Linear Programs find mathematically optimal solutions but are computationally expensive
and best for static, offline planning, while heuristics provide not optimal solutions which are
computed faster and are still reasonable. Key design goals for these schedulers also drive research,
including:

• Reliability Against Link Failures: The creation of robust schedules that can withstand link
failures by incorporating redundancy, such as pre-calculating backup paths or integrating
frame replication with standards like IEEE 802.1CB [IEE17b].

• Incremental Scheduling: The ability to add or remove network flows with minimal disruption
to existing traffic, which is crucial for operational flexibility in environments like a smart
factory. An incremental approach is used by the following scheduler.

3.2.1 Full Interleaving Packet Scheduling

Full Interleaving Packet Scheduling (FIPS) [EGS+25] is a scheduler that provides formal E2E QoS
guarantees in TSN-based networks that include wireless links. Unlike conventional schedulers
designed for deterministic wired environments, FIPS explicitly accounts for the stochastic delay
characteristics of 5G, which is the reason why we chose it for our work. In these networks
it is possible to have a delay of streams in the range of milliseconds, which is unsuitable for
conventional schedulers. FIPS introduces controlled batching of TSN streams and thus enables
better schedulability by improving the number of accepted wireless streams.

FIPS employs an incremental approach to schedule streams. When adding a new stream, FIPS
determines the earliest possible transmission time for a new frame at each network hop and inserts
it into the transmission order. For wireless streams it can merge new frames with an existing batch
to counteract the delay variations. After potentially creating a new schedule, by adding streams, it
verifies that the QoS requirements like latency and reliability are still met for all streams including
the new one.
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The 5G delay introduces problems like large and unpredictable package delays that can disrupt
the precise timing required by TSN. FIPS solves this by not relying on simplistic and non-robust
assumptions. Therefore it adds Packet Delay Budget to specify the target delay of the 5G system.
Furthermore, FIPS guarantees E2E delivery of the packet without causing disruptions as long as the
Packet Delay Budget is met.

3.2.2 Traffic Aggregation

Zheng et al. [ZZWC24] propose two algorithms to address the scheduling of mixed-critical traffic
in TSN. This traffic is assigned to multiple priorities to assign different QoS guarantees to each
stream depending on this priority. To simplify the scheduling algorithm the NP-hard problem is
transformed into a 2D combinatorial packing traffic scheduling problem, using the packing space as
the first dimension. The authors used the Combinatorial Packing Traffic Scheduling Algorithm
based on Unoccupied Space (CPTSA-US) as a baseline. The second algorithm is a Mixed-Critical
Traffic Scheduling Algorithm based on Free Time Domain (MCTSA-FTD) which introduces the
time domain as a second dimension. This is an extension of the CPTSA-US algorithm and brings
significant improvements to TSN-based networks by reducing the maximum latency and the packet
loss rate. However, the limitation of this approach is that the proposed algorithms only address
single-node scenarios.

3.3 Multi-Domain Approaches

Several related works separate the network into multiple domains to distribute responsibility and
computation.

Bigge and Sommer [BS25] introduce dynamic scheduling in a multi-domain setting. They propose
a hierarchical cooperative TSN solution for combining in-vehicle networks (IVNs) with vehicle-to-
everything (V2X) communication. Instead of relying on a global CNC, each vehicle independently
manages its own IVN schedule. Cooperation between domains is realized through best-effort
wireless links. It addresses the limitations of centralized TSN coordination in highly dynamic
vehicular environments, such as platooning. This approach enables adaptive local scheduling.
When new external traffic is detected, vehicles reserve time slots and adjust their schedules
dynamically, thereby improving latency without violating intra-domain constraints. Unlike our
study, this work focuses on IVN-V2X integration and cooperative adaptation over best-effort wireless
channels. Our work considers more general multi-domain TSN settings. Rather than treating the
wireless connection as unmanaged and adapting locally, we investigate mechanisms for coordinated
scheduling across domains.

The work of Bhattacharjee et al. [BAB23] presents a hierarchical control plane framework in a
similar setting to our work. The domains are also separated and have no knowledge of other domains.
There also exists an Inter-Domain Controller similar unit, the TSN multi-domain orchestrator,
which has a global view. This unit schedules the streams with a global view which is a critical
difference to our work where the schedule is built for the separated domains. The global schedule is
later split and sent to the Domain Controller.
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Böhm et al. [BOW19] propose a protocol to enable on-demand, real-time communication across
multiple TSN domains. The work addresses the need for dynamic configuration in modern industrial
networks by introducing an east-westbound communication protocol. This protocol allows TSN
controllers from different administrative domains to negotiate and establish E2E communication
paths. Unlike approaches that rely on a single global controller, this work presents a decentralized,
hop-by-hop solution, where adjacent TSN controllers exchange information to coordinate stream
setups. This coordination is needed because the inter-domain streams are scheduled across multiple
domains. To schedule an inter-domain stream, a stream is first requested at the Centralized User
Configuration of its domain. This controller (e.g. Controller A) calculates a path to the border
bridge and calculates the required GCLs. It then recalculates stream properties and requests the
stream from the neighboring domain controller (e.g. Controller B). Controller B then calculates
GCLs for its own devices, configures its data plane, and confirms the stream establishment, which
triggers Controller A to do the same and notify the user. This prevents queuing delays between
domains but needs globally aware controllers to send the necessary information.

Guo et al. [GSLH24] propose an SDN-TSN framework to provide deterministic and scalable
transmissions across TSN and non-TSN domains. This system splits the configuration as well
into domain controllers and a single coordinated controller with a global view. In this work a
multi-domain time-aware traffic scheduling model was proposed to generate schedules for each
domain separately. The non-TSN domain is modeled as a logical TSN bridge similar to the
5G-domain that is described in Section 2.1.5. The introduced algorithm based on tabu search
achieves bounded delay and low delay variation guarantees. However, it needs a global view to
work in contrast to our work, which creates schedules for the domains separately.
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4 System Model and Problem Statement

The system model formalizes the structure of the used network and provides the foundation for the
subsequent scheduling problem. It captures both wired and wireless components as well as their
decomposition into domains. This abstraction is necessary to clearly separate intra-domain and
inter-domain scheduling tasks, and to define the role of the different controllers (Domain Controllers
and the Inter-Domain Controller). By representing the network as a graph, we can reason about
devices, links, and traffic flows to later define constraints that define the service class assignment.
In the following, we introduce the global network graph, its decomposition into domains, and the
associated concepts of streams and service classes that form the basis of the problem statement. The
problem statement then defines the scope for designing and evaluating the proposed multi-domain
approach.

4.1 System Model

The system model abstracts the industrial network into a graph-based representation, similar to
the DetNet framework [FTVF19]. This formalization enables a precise description of devices,
links, and domains, which is essential for the later scheduling problem. The network consists of
devices (e.g. end-devices or TSN bridges) that are interconnected by either wired or wireless links.
A domain is defined as a set of devices connected by homogeneous links (all-wired or all-wireless).
In this work, the wireless domain is realized by a 5G system, which is modeled as a TSN bridge
according to 3GPP specifications [3GP16]. Interconnection between wired domains is established
via such a 5G-domain, where the corresponding border bridges belong simultaneously to their
wired domain and to the wireless domain as illustrated in Figure 4.1.

Figure 4.1: System Model Example with three Domains
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As an example, we consider three wired domains AGV0, AGV1 and CORE which are connected by
a wireless 5G-domain. All domains are visualized by dashed lines in the figure above. Each wired
domain has one border bridge depicted in blue. Thus, the wireless domain consists of all border
bridges and bidirectional wireless links between the border bridges which are visible as lines.

Formally, we define the Full Network Graph as 𝐺 𝑓 𝑢𝑙𝑙 = (V𝑓 𝑢𝑙𝑙, E 𝑓 𝑢𝑙𝑙). It represents the complete
network topology, including all nodesV𝑓 𝑢𝑙𝑙 (e.g. TSN bridges, end-devices) and all edges E 𝑓 𝑢𝑙𝑙

(wired and wireless links).

4.1.1 Intra-Domain Structure

The global network topology (Figure 4.2) is decomposed into a set of domains D (We assume that
each domain is strongly connected.) to correctly abstract the view of the domain controller. This
figure illustrates the perspectives of the Inter-Domain Controller and the Domain Controllers: the
Inter-Domain Controller maintains only the parts of the topology that are relevant for inter-domain
traffic, whereas each Domain Controller has visibility restricted to its local domain, without access
to links of other domains.

Figure 4.2: Intra- vs. Inter-Domain Controller View.
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4.2 Streams and Service Classes

Each domain 𝐷 ∈ D is an undirected graph 𝐷 = (V𝐷 , E𝐷), where:

• V𝐷 is the set of network nodes within domain 𝑑 (e.g. TSN bridges, end-devices, including
border bridges belonging to this domain).

• (𝑛1, 𝑛2) ∈ E𝐷 is the set of undirected intra-domain links connecting nodes 𝑛1, 𝑛2 ∈ V𝐷 .

Every node in the network belongs to at least one domain:
⋃

𝐷∈DV𝐷 = V𝑓 𝑢𝑙𝑙. However, a node
can be part of multiple domains if it is a border bridge and thus connecting multiple domains. Let
E𝑖𝑛𝑡𝑟𝑎 =

⋃
𝐷∈D E𝐷 be the set of all intra-domain links.

Because the delay in wireless domains is much higher and thus has a bigger effect on the latency,
a domain consists exclusively of either wired or wireless links. Finally, each domain 𝐷 ∈ D is
managed by its own Domain Controller, which computes the intra-domain schedule consisting of
service classes and intra-domain streams F𝑖𝑛𝑡𝑟𝑎.

4.1.2 Inter-Domain Structure

To capture only the parts of the network that are relevant for inter-domain traffic, we define the
inter-domain graph 𝐺𝑖𝑛𝑡𝑒𝑟 = (V𝑖𝑛𝑡𝑒𝑟 , E𝑖𝑛𝑡𝑒𝑟 ). This abstraction represents the perspective of the
Inter-Domain Controller, which does not require full knowledge of the intra-domain topologies but
only of the nodes and connections participating in inter-domain communication.

Formally, for each domain 𝐷 ∈ D we define:

• B𝐷 ⊆ V𝐷 as the set of border bridges. These nodes belong to multiple domains and serve
as connection points between them.

• The Talker 𝑇𝐷 ⊆ V𝐷 and Listener 𝐿𝐷 ⊆ V𝐷 as the sets of end-systems that act as sources or
sinks of inter-domain traffic.

• The set of inter-domain nodes is then V𝑖𝑛𝑡𝑒𝑟 =
⋃

𝐷∈D (B𝐷 ∪ 𝑇𝐷 ∪ 𝐿𝐷). Thus, V𝑖𝑛𝑡𝑒𝑟

contains exactly the border bridges and end-devices involved in inter-domain traffic, as
illustrated in Figure 4.2.

• The inter-domain edges E𝑖𝑛𝑡𝑒𝑟 connect all nodes V𝑖𝑛𝑡𝑒𝑟 . For all nodes 𝑣𝑖 ∈ V𝑖𝑛𝑡𝑒𝑟 that
are connected with a path (𝑣0, . . . , 𝑣𝑛) in 𝐺 𝑓 𝑢𝑙𝑙 we add an edge 𝑒 = (𝑢, 𝑣) ∈ E𝑖𝑛𝑡𝑒𝑟 if
{𝑣𝑖 ∉ V𝑖𝑛𝑡𝑒𝑟 | 0 < 𝑖 < 𝑛}. In other words, each inter-domain edge represents a compressed
path between two inter-domain nodes. Nodes that belong to multiple domains are included
only once in 𝐺𝑖𝑛𝑡𝑒𝑟 .

4.2 Streams and Service Classes

In our context, a stream represents the periodic transmission of data between a single Talker and
Listener. Each stream encapsulates both functional properties (such as its forwarding path and
frame size) and non-functional requirements including latency, jitter, and reliability. By explicitly
modeling these properties, streams form the basis for analyzing and guaranteeing E2E QoS in
deterministic networks.
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4.2.1 Stream Definition

We denote the set of time-triggered streams as F . Once released at time 𝐹.𝑝ℎ𝑎𝑠𝑒, the stream
𝐹 ∈ F generates a frame every 𝐹.𝑝 time units. Each frame is forwarded along the predefined path
𝐹.𝑝𝑎𝑡ℎ until it reaches its listener. QoS constraints of the stream apply to every transmitted frame
instance

Each stream 𝐹 ∈ F is characterized by:

• 𝐹.𝑙𝑎𝑡: Maximum tolerated E2E latency.

• 𝐹. 𝑗𝑖𝑡: Maximum tolerated delay variation, so-called jitter.

• 𝐹.𝑟𝑒𝑙: Required probability that the latency is smaller than 𝐹.𝑙𝑎𝑡.

• 𝐹. 𝑓 𝑟𝑎𝑚𝑒𝑆𝑖𝑧𝑒: The size of a frame of stream 𝐹.

• 𝐹.𝑝: The time period between frame transmissions.

• 𝐹.𝑝ℎ𝑎𝑠𝑒: Initial release time of the stream.

• 𝑇𝐹 , 𝐿𝐹 ∈ V𝑓 𝑢𝑙𝑙: The unique Talker and Listener node of stream 𝐹.

• 𝐹.𝑝𝑎𝑡ℎ = (𝑣0, 𝑣1, . . . , 𝑣𝑛), 𝑣𝑖 ∈ V𝑖𝑛𝑡𝑒𝑟 : The ordered sequence of border-bridges and end-
devices traversed by the stream, starting at the Talker 𝑣0 = 𝑇𝐹 and ending at a Listener
𝑣𝑛 = 𝐿𝐹 .

Depending on the placement of its nodes, a stream is classified as follows:

• If all nodes of 𝐹 reside within the same domain (including border bridges that belong to
multiple domains), then 𝐹 ∈ F𝑖𝑛𝑡𝑟𝑎 is an Intra-Domain Stream.

• If at least one node lies exclusively in a different domain, then 𝐹 ∈ F𝑖𝑛𝑡𝑒𝑟 is an Inter-Domain
Stream.

For convenience, we define the nodesV𝑝, edges E𝑝 and domains D𝑝 which are traversed by the
stream 𝐹 with 𝐹.𝑝𝑎𝑡ℎ = 𝑝.

4.2.2 Service Classes

Service classes provide an abstraction to group streams with similar Quality of Service (QoS)
requirements, such as latency, jitter, and reliability. By handling multiple streams as a single class,
the network can simplify resource allocation and scheduling while ensuring service guarantees.
Each domain maintains its own set of service classes, which are prioritized to support efficient
inter-domain communication. Care must be taken, however, not to confuse these service classes
with the traffic classes defined by PCP values in TAS, which are mapped to different egress queues
in TSN bridges.
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Each service class 𝑆 ∈ S is characterized by the following attributes:

• 𝑆.𝑙𝑎𝑡: Maximum tolerated latency

• 𝑆. 𝑗𝑖𝑡: Maximum tolerated jitter

• 𝑆.𝑟𝑒𝑙: Minimum tolerated reliability

• 𝑆.𝐹: The set of streams that are assigned to 𝑆 by the Inter-Domain Controller.

• 𝑆.𝑝𝑟𝑖𝑜𝑟𝑖𝑡𝑦 ∈ N: Priority of 𝑆 with higher priority values correspond to more critical traffic.

• 𝑆.𝑑𝑜𝑚𝑎𝑖𝑛 ∈ D: The domain in which 𝑆 is valid.

• 𝑆.𝑝: The transmission period.

• 𝑆.𝑏𝑎𝑡𝑐ℎ𝑆𝑖𝑧𝑒: The maximum amount of data that can be transmitted in one period 𝑆.𝑝

defining the number of streams that fit into one service class.

• 𝑆.𝑝ℎ𝑎𝑠𝑒: Initial release time of 𝑆.

• 𝑆.𝑝𝑎𝑡ℎ = (𝑣0, 𝑣1, . . . , 𝑣𝑛), 𝑣𝑖 ∈ V𝑖𝑛𝑡𝑟𝑎: The ordered sequence of nodes traversed by the
stream.

The assignment of streams to service classes, as specified with 𝑆.𝐹, is done by the Inter-Domain
Controller. Each inter-domain stream 𝐹 ∈ F𝑖𝑛𝑡𝑒𝑟 is assigned to one service class 𝑆 ∈ S per traversed
domain along its path. The assigned service classes may differ in priority across domains.

To obtain the assigned service class of a stream in a given domain, we define the following
function:

𝑆(𝐹, 𝐷) ↦→ 𝑆 ∈ S with 𝐹 ∈ F𝑆 and 𝑆.𝑑𝑜𝑚𝑎𝑖𝑛 = 𝐷.

Because each transmission on an Ethernet link is separated by an inter-frame gap, the effective
duration and thus the resource demand of a stream is slightly higher than what is obtained by only
considering the frame size. In principle, this overhead should be included in the stream-to-service-
class assignment, since it influences the number of streams that can be assigned to a service class.
However, to avoid unnecessary complexity in the following formulas, we disregard the inter-frame
gap.

4.2.3 Delay and Budget

Each stream 𝐹 ∈ F has an E2E latency constraint 𝐹.𝑙𝑎𝑡. To guarantee this constraint, the total
delay 𝑑 is expressed as the sum of per-edge delays along its path:

𝑑 (𝐹) =
∑︁

𝑒∈𝐹.𝑝𝑎𝑡ℎ

𝑑 (𝑒, 𝐹),

with

𝑑 (𝑒, 𝐹) = 𝑑𝑡𝑟𝑎𝑛𝑠 (𝑒, 𝐹) + 𝑑𝑠𝑐ℎ𝑒𝑑 (𝑒, 𝐹).
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Here, 𝑑𝑡𝑟𝑎𝑛𝑠 (𝑒, 𝐹) covers transmission-related components such as propagation, serialization,
and processing, while 𝑑𝑠𝑐ℎ𝑒𝑑 (𝑒, 𝐹) reflects the waiting time introduced by scheduling decisions.
Wireless links typically increase 𝑑𝑡𝑟𝑎𝑛𝑠 (𝑒, 𝐹) due to higher variability. Additionally, the delay at an
edge between two domains increases through 𝑑𝑠𝑐ℎ𝑒𝑑 (𝑒, 𝐹) since the schedule of both domains may
not align.

To keep 𝑑 (𝐹) ≤ 𝐹.𝑙𝑎𝑡, the Inter-Domain Controller assigns a budget to each domain 𝐷 ∈ D
traversed by 𝐹:

𝐵𝑢𝑑𝑔𝑒𝑡 (𝐹, 𝐷) ≥
∑︁

𝑒∈𝐹.𝑝𝑎𝑡ℎ∩E𝐷
𝑑 (𝑒, 𝐹).

This budget splitting ensures that every domain schedule remains locally feasible, while collectively
respecting the global E2E latency bound as described further in Section 5.2.

4.3 Problem Statement

The integration of mobile CPSs, such as AGVs, is increasingly shaping industrial networks. CPSs
require highly time-sensitive communication to ensure correct networking [RLSS10]. AGVs depend
on both wired TSN inside separate domains and wireless 5G access to effectively connect different
domains. In such settings, ensuring predictable communication is not only a question of bounded
E2E latency, but also of scalability and manageability. As the number of mobile devices grows,
computing a single global TSN schedule becomes infeasible due to the NP-hardness [DN16]. This
highlights the need for a multi-domain approach in which each subsystem manages its own
schedule with a separate CNC. Security advantages are also provided by this approach through the
isolation of traffic within well-defined domains. It ensures that internal flows remain hidden and
that domains with higher Safety Integrity Levels can be protected through stricter access policies
and monitoring. This separation of concerns not only improves security but also simplifies the
certification process for safety-critical subsystems.

To schedule the inter-domain streams separately even though they traverse multiple domains, they
can be assigned to service classes which are defined per domain. However, this creates challenges
that existing TSN methods do not address. Schedules are generated independently and thus may not
align across domain borders. This introduces additional delays which can be bounded by constraints
that use the properties of the service classes. Conversely, aggregating streams into service classes
enables scheduling of similar priority traffic in a batch and thus improves resource allocation.
Although service classes offer a scalable abstraction, the level of granularity of grouping streams
into classes introduces a trade-off: broad groupings simplify management at the cost of wasted
capacity, whereas fine-grained groupings risk excessive state in the network.

Our work investigates how to integrate the assignment of streams to service classes into a multi-
domain scheduling framework. The focus is on understanding the impact of such assignments on
E2E guarantees and resource utilization when scheduling is performed separately in independent
domains.
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The study is organized around three central questions:

• How can E2E guarantees be achieved in multi-domain settings where each configuration
domain has its own CNC?
A small-scale scenario is simulated to validate correctness and to expose phenomena such as
latency asymmetry at domain borders.

• Which assignment strategies best balance resource efficiency and state complexity?
Bin-packing heuristics are applied to study the trade-offs in service class utilization and
per-device filtering state with a varying number of domains and streams.

• How does the number of domains affect scalability and schedulability of the time-
independent domains.
Different numbers of streams, service classes and domains are used to evaluate the scheduling
performance of the multi-domain setting.

Our work relies on a simulation-based methodology to explore these questions. The evaluation
networks consist of multiple AGV-domains which are interconnected via 5G-domain to a backbone.
Intra-domain schedules are first computed for each experiment using the FIPS scheduler, while the
Inter-Domain Controller assigns streams to service classes. A global scheduling approach with
a total view of the entire network is used as a baseline. This setup enables a comparison of the
scalability and performance to the proposed multi-domain approach.

In our work, we assume that the set of service classes has already been generated. However, deriving
these service classes is a non-trivial task in itself. Since intra-domain streams are prioritized, only the
remaining capacity within each domain is available for scheduling inter-domain streams. Therefore,
determining the appropriate number of service classes to accommodate as many inter-domain
streams as possible while assigning them suitable priority levels is a challenging optimization
problem. It will be one interesting direction for future work, to explore systematic methods for
generating service classes and integrating them into the inter-domain scheduling process.
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This chapter presents the design of the Inter-Domain Controller. Its main purpose is to coordinate
the assignment of inter-domain streams in a system where domains are scheduled independently.
Without coordination, it would be impossible to guarantee the E2E QoS requirements of streams
traversing multiple domains.

Figure 5.1: Overview of the Design Components

The design is divided into several components that build upon each other, as illustrated in
Figure 5.1.

First, the Assumptions and Requirements define the system model and the E2E QoS objectives
that must be satisfied. The key assumptions are shown in the first line of the figure, which are
essential for the Inter-Domain Controller to operate. Building on these assumptions, the subsequent
components of the design are introduced.

The Budget Splitting section describes how the overall latency requirements of inter-domain streams
are distributed among the domains they traverse. With these budgets in place, the Service Class
Assignment section defines the rules and constraints for mapping streams to service classes within
each domain and presents different strategies for this assignment. Afterwards, the Schedule
Unification section explains how independently scheduled domains are combined into a unified
global schedule, which then serves as the basis for our simulation. Finally, mechanisms for Q-in-Q
Tagging and Reordering at domain border bridges are described.
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5.1 Assumptions and Requirements

The design of the Inter-Domain Controller relies on a clear set of assumptions, requirements, and
constraints. These assumptions characterize the controller’s view of the system and the information
available to it. The requirements capture the E2E requirements that must be met across domains.

5.1.1 Assumptions

The key assumptions establish the boundaries of this work by specifying the available information
and the scope of supported scenarios. They also define assumptions applied to the streams and
domains:

• All service classes and streams are provided in advance, together with their attributes.

• There exists no time synchronization between domains.

• The network is pre-divided into multiple overlapping domains.

• All streams are unicast and follow exactly one path to exactly one Listener.

5.1.2 End-to-End QoS Requirements

In multi-domain TSN-based networks, streams often traverse several administrative or technological
domains. To guarantee predictable performance, their E2E QoS must be assured across all traversed
domains. This requires jointly considering the service class assignments in each domain and the
corresponding latency budgets, so that latency and reliability guarantees are satisfied for each
inter-domain stream.

The assignment of inter-domain streams 𝐹 ∈ F𝑖𝑛𝑡𝑒𝑟 to service classes 𝑆(𝐹, 𝐷) across the domains
𝐷 ∈ D𝐹 traversed by 𝐹 must therefore satisfy the overall E2E QoS requirements. The requirements
for each stream 𝐹 (𝐹.𝑙𝑎𝑡, 𝐹.𝑟𝑒𝑙) are defined as follows:

• E2E Latency: The sum of the maximum latency contributions by the assigned service classes
𝑆(𝐹, 𝐷).𝑙𝑎𝑡 in each traversed domain 𝐷 must not exceed the maximum latency requirement
𝐹.𝑙𝑎𝑡 of the stream 𝐹. The scheduling delay needs to be included for all edges of the domain
D𝑝 on the path 𝑝 = 𝐹.𝑝𝑎𝑡ℎ of the stream 𝐹.

(5.1) ∀𝐹 ∈ F𝑖𝑛𝑡𝑒𝑟 :
∑︁

𝐷∈D𝑝

𝑆(𝐹, 𝐷).𝑙𝑎𝑡 +
∑︁

𝑒∈𝐹.𝑝𝑎𝑡ℎ

𝑑𝑠𝑐ℎ𝑒𝑑 (𝑒, 𝐹) ≤ 𝐹.𝑙𝑎𝑡

38
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• E2E Reliability: The E2E probability of successfully meeting the latency of 𝐹 along its path
𝑝 depends on the reliability contributions of the service classes assigned in each domain
traversed by that path. Assuming that the reliability outcomes in different domains are
independent, the overall reliability for a path 𝑝 = 𝐹.𝑝𝑎𝑡ℎ is the product of the reliability of
the service classes in the domains D𝑝 along that path. This path reliability must meet the
minimum allowed requirement 𝐹.𝑟𝑒𝑙 specified for the stream.

(5.2) ∀𝐹 ∈ F𝑖𝑛𝑡𝑒𝑟 :
∏

𝐷∈D𝑝

𝑆(𝐹, 𝐷).𝑟𝑒𝑙 ≥ 𝐹.𝑟𝑒𝑙

The task of the Inter-Domain Controller, therefore involves the assignment 𝐹 ↦→ 𝑆(𝐹, 𝐷) for all
𝐹 ∈ F𝑖𝑛𝑡𝑒𝑟 and 𝐷 ∈ D𝐹 such that both, Equation (5.1) and Equation (5.2), are satisfied for all
inter-domain streams.

5.2 Budget Splitting

In order to guarantee the E2E QoS requirements for each stream 𝐹, the available maximum E2E
latency 𝐹.𝑙𝑎𝑡 of an inter-domain stream must be distributed among the domains that the stream
traverses. Thus, every domain requires a part of the available E2E latency called budget to ensure
the stream can be transmitted without violating the requirements. Budget splitting is therefore an
essential step, since it allows the system to decide how much delay can be tolerated inside each
domain. This enables the later assignment of streams to service classes.

The budgets assigned to each stream must be compatible with the maximum overall latency of the
stream. This can be checked by summing up all budgets along the path 𝑝 = 𝐹.𝑝𝑎𝑡ℎ of the stream:∑︁

𝐷∈D𝑝

𝐵𝑢𝑑𝑔𝑒𝑡 (𝐹, 𝐷) ≤ 𝐹.𝑙𝑎𝑡

Furthermore, all budgets must be strictly positive to ensure valid allocation across domains.

5.2.1 Splitting Techniques

There are several techniques that can be applied to divide the total budget 𝐹.𝑙𝑎𝑡 of an inter-domain
stream 𝐹 with path 𝑝 = 𝐹.𝑝𝑎𝑡ℎ between the domains 𝐷 𝑝 that the stream traverses.

1. Equal Splitting: The total budget is divided equally among all domains. This method is
simple and fair, but it does not consider specific domain properties.

(5.3) ∀𝐷𝑖 ∈ 𝐷 𝑝 : 𝐵𝑢𝑑𝑔𝑒𝑡 (𝐷𝑖 , 𝐹) =
𝐹.𝑙𝑎𝑡��𝐷 𝑝

��
2. 5G-Aware Splitting: The 5G domains receive a larger share due to lower reliability and

higher delay, whereas the AGV and CORE domains are assigned the same budget. The
budget for the 5G-domain is calculated with the help of the reliability of the stream and the
histogram of the 5G-link. The quantile 𝑔𝑒𝑡𝑄𝑢𝑎𝑛𝑡 (𝑟, 𝐻𝑖𝑠𝑡) for a reliability level 𝑟 ∈ [0, 1]
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5 Design

and histogram 𝐻𝑖𝑠𝑡 is calculated as follows: First compute the target count 𝑟 · 𝑁 with 𝑁

the total number of bins. Then sort the bins by their lower bound and accumulate their
counts. The quantile is the upper bound of the first bin where the cumulative count reaches
the target. If no such bin exists, the last upper bound is taken. After defining the budget
of the 5G-domains 𝐷 𝑗 ⊆ 𝐷 𝑝 as 𝐵𝑢𝑑𝑔𝑒𝑡 (𝐹, 𝐷5𝐺

𝑗
) = 𝑔𝑒𝑡𝑄𝑢𝑎𝑛𝑡 (𝐹.𝑟𝑒𝑙, 𝐻𝑖𝑠𝑡) · 𝐹.𝑙𝑎𝑡 we can

now define the budgets of the wired-domains:

(5.4) ∀𝐷𝑖 ∈
⋃
𝑘

𝐷𝐴𝐺𝑉
𝑘 ∪ 𝐷𝐶𝑂𝑅𝐸

𝑘 ⊆ D𝑝 : 𝐵𝑢𝑑𝑔𝑒𝑡 (𝐹, 𝐷𝑖) =
𝐹.𝑙𝑎𝑡 − 𝐵𝑢𝑑𝑔𝑒𝑡 (𝐹,∑ 𝑗 𝐷

5𝐺
𝑗
)

2

3. Adaptive Splitting: The 5G-domain again receives its share based on reliability. Instead of
splitting the remaining budget equally, it is distributed according to the size of each domain
or the amount of intra-domain traffic. Larger domains introduce higher times for streams to
pass through, and higher traffic load increases the risk of blocking by other streams. This
technique therefore adapts to the actual conditions of each domain.

5.3 Service Class Assignment

Each domain provides its own set of service classes. Since streams travel through multiple domains,
they must be assigned to one service class per domain. The assignment of service classes is
important because it directly affects the time the stream needs to traverse the domains. Proper
assignment ensures that available resources are used efficiently and that streams meet their E2E
QoS requirements. To ensure that the requirements are fulfilled we define a set of constraints which
are described next.

5.3.1 Constraints

For the scheduling to work effectively in time-independent multi-domain settings, certain constraints
must be met. They are necessary to prevent invalid stream assignments and to satisfy the E2E
QoS requirements of the system as described in Section 5.1.2. Here, we encounter an additional
challenge since the time-independent domains introduce additional delay at the domain borders.

The constraints are defined for each stream 𝐹 with path 𝑝 = 𝐹.𝑝𝑎𝑡ℎ. They restrict the set of service
classes S(𝐹, 𝐷)𝑣𝑎𝑙𝑖𝑑 ⊆ S, which represents the valid assignment for stream 𝐹 in domain 𝐷. We
define the constraints in the following.
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5.3 Service Class Assignment

∀𝐹 ∈ F𝑖𝑛𝑡𝑒𝑟 : ∀𝐷 ∈ D𝑝 : ∀𝑆 ∈ S(𝐹, 𝐷)𝑣𝑎𝑙𝑖𝑑:

• Path: The first trivial constraint for the assignment is that a stream can only be assigned to a
service class if the path of the service class is traversed by the stream.

(5.5) 𝑆.𝑝𝑎𝑡ℎ ⊆ 𝐹.𝑝𝑎𝑡ℎ

• Period: The streams that are assigned to a service class need to have a period compatible
with the period of the service class.

(5.6) 𝑆.𝑝 | 𝐹.𝑝

The period of the service class needs to be a divider of the period of each stream. For instance,
the streams period can be 8, 12, and 20 if the service class period is 4. Its relaxation and
potential implications could be investigated in future work.

• Frame Size: The sum of all frame sizes of streams that are assigned to a service class must
be smaller than the batch size. Because otherwise not all streams can be sent in one batch.

(5.7) 𝐹. 𝑓 𝑟𝑎𝑚𝑒𝑆𝑖𝑧𝑒 +
∑︁

𝐹′∈𝑆.𝐹
(𝐹′. 𝑓 𝑟𝑎𝑚𝑒𝑆𝑖𝑧𝑒) ≤ 𝑆.𝑏𝑎𝑡𝑐ℎ𝑆𝑖𝑧𝑒

• Equation (5.8) shows the constraint inspired by the segment size constraints of the frame-based
scheduling, where one complete segment needs to be between release and deadline. We can
use the budget that is given each stream by the budget splitting to define a similar constraint.
Intuitively we want to say that at every domain border, there should be an entire service class
period 𝑆.𝑝 between arrival time (𝐹.𝑝 +∑𝑖−1

𝑗=0(𝐵𝑢𝑑𝑔𝑒𝑡 (𝐹, 𝐷 𝑗))) and maximum allowed delay
𝑆.𝑙𝑎𝑡 of every inter-domain stream within the allowed budget (

∑𝑖
𝑗=0 𝐵𝑢𝑑𝑔𝑒𝑡 (𝐹, 𝐷 𝑗)). (This

constraint is proven and further explained in Section 5.3.3)

(5.8) 𝑆.𝑝 + 𝑆.𝑙𝑎𝑡 − gcd(𝑆.𝑝, 𝐹.𝑝,
𝑖−1∑︁
𝑗=0
(𝐵𝑢𝑑𝑔𝑒𝑡 (𝐹, 𝐷 𝑗))) ≤

𝑖∑︁
𝑗=0

𝐵𝑢𝑑𝑔𝑒𝑡 (𝐹, 𝐷 𝑗)

5.3.2 Assignment Strategies

After calculating a possible set of service classes for each inter-domain stream by ensuring that
every constraint is satisfied, the inter-domain streams get assigned to the service classes. When
several possible service classes |S(𝐹, 𝐷)𝑣𝑎𝑙𝑖𝑑 | > 1 are available for an inter-domain stream 𝐹 in a
domain 𝐷, different heuristics can be used to decide which service class 𝑆 ∈ 𝑆(𝐹, 𝐷)𝑣𝑎𝑙𝑖𝑑 will be
assigned to 𝐹.

This is called a bin-packing problem [ME21]. It is an NP-hard combinatorial optimization problem,
where a set of different items has to be placed into identical bins. This placement must minimize
the used bins without exceeding the maximum capacity (batch size of service classes) in each
bin. In our case there exists multiple streams which fit into a set of service classes. These service
classes must not be identical in batch size, which a slight variation of the bin-packing problem.
Furthermore, the goal of our variation of the bin-packing problem is not always to minimize the bin
number.
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In the following some bin-packing algorithms from [ME21] are shown and applied to our system
model:

1. Choose Min Free Capacity: This implements the Best Fit algorithm, where the service
class with the most available capacity that is still compatible with the frame size of the stream
is selected. The heuristic can be expressed as:

max
𝑠∈𝑆 (𝐹,𝐷)

𝑠.𝑏𝑎𝑡𝑐ℎ𝑆𝑖𝑧𝑒 −
∑︁
𝑓 ∈𝑠.𝐹

𝑓 . 𝑓 𝑟𝑎𝑚𝑒𝑆𝑖𝑧𝑒 ≥ 𝐹. 𝑓 𝑟𝑎𝑚𝑒𝑆𝑖𝑧𝑒

2. Choose max Free Capacity: This again implements the Best Fit algorithm with a comple-
mentary heuristic. Always choose the service class with the most free capacity. This can lead
to a better load distribution across the available classes. However, it may have drawbacks
when the number of service classes is similar to the number of streams. Additionally, large
streams could be blocked by other streams, if they fit only in specific service classes, which
might already be partially filled with other streams. The heuristic can be expressed as:

min
𝑠∈𝑆 (𝐹,𝐷)

𝑠.𝑏𝑎𝑡𝑐ℎ𝑆𝑖𝑧𝑒 −
∑︁
𝑓 ∈𝑠.𝐹

𝑓 . 𝑓 𝑟𝑎𝑚𝑒𝑆𝑖𝑧𝑒 ≥ 𝐹. 𝑓 𝑟𝑎𝑚𝑒𝑆𝑖𝑧𝑒

This is not a valid classical bin-packing solver because it does not try to minimize the service
class / bin amount.

3. First Fit Decreasing: For this algorithm the streams are first sorted by decreasing frame size
Afterwards, the larger streams are placed into the first fitting service class. This ensures that
streams that need more space, and are therefore harder to assign, are assigned first

5.3.3 Proof of Equation (5.8)

To prove Equation (5.8), we need to look at the path of a stream 𝐹. Each stream 𝐹 traverses multiple
domains 𝐷𝑖 ∈ D𝑝 along its path 𝑝 = 𝐹.𝑝𝑎𝑡ℎ. In the following we prove the constraint for each
domain border (𝐷𝑖−1, 𝐷𝑖) that lies on the path of an inter-domain stream 𝐹. The stream arrives at
time 𝑡𝐴 at the domain border (𝐷𝑖−1, 𝐷𝑖). The stream is assigned to a service class in domain 𝐷𝑖:
𝑆 = 𝑆(𝐹, 𝐷𝑖), which has a release time 𝑡𝑅 = 𝑆.𝑝ℎ𝑎𝑠𝑒. This is shown in Figure 5.2.

Figure 5.2: Visualization of the Arrival and Release Time by adapting Figure 2.6

The first case is for 𝑡𝐴 > 𝑡𝑅.

Each stream 𝐹 receives a budget 𝐵𝑢𝑑𝑔𝑒𝑡 (𝐹, 𝐷𝑖) for each domain 𝐷𝑖 by the budget splitting
algorithm. This budget indicates the maximum allowed delay for the stream in domain 𝐷𝑖 .
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Since the stream 𝐹 is assigned to 𝑆 in its next traversed domain 𝐷𝑖, in the worst case, it may
arrive just after the transmission opportunity of 𝑆 and will then have to wait up to 𝑆.𝑝 before being
transmitted in domain 𝐷𝑖. Once transmission begins, it can take at most 𝑆.𝑙𝑎𝑡 time, as specified
by the maximum latency of the service class. Thus, we can calculate the maximum delay with
𝑡𝑅 + 𝑆.𝑝 + 𝑆.𝑙𝑎𝑡.

In summary, we can say that this maximum delay needs to be smaller than the allowed delay calculated
with the actual arrival time and the maximum allowed delay in the domain 𝐵𝑢𝑑𝑔𝑒𝑡 (𝐹, 𝐷𝑖):

𝑡𝑅 + 𝑆.𝑝 + 𝑆.𝑙𝑎𝑡 ≤ 𝑡𝐴 + 𝐵𝑢𝑑𝑔𝑒𝑡 (𝐹, 𝐷𝑖).

Next, we express the release and arrival times as multiples of the respective periods of the service
class or the stream:

∃𝑘, 𝑙 ∈ N : 𝑡𝑅 = 𝑘 · 𝑆.𝑝 ∧ 𝑡𝐴 = 𝑙 · 𝐹.𝑝 +
𝑖−1∑︁
𝑗=0

𝐵𝑢𝑑𝑔𝑒𝑡 (𝐹, 𝐷 𝑗)

Here, the budget sum accounts for the accumulated delay caused by all domains preceding 𝐷𝑖 in
the path of 𝐹.

Substituting these expressions into the earlier inequality gives:

𝑘 · 𝑆.𝑝 + 𝑆.𝑝 + 𝑆.𝑙𝑎𝑡 ≤ 𝑙 · 𝐹.𝑝 +
𝑖−1∑︁
𝑗=0

𝐵𝑢𝑑𝑔𝑒𝑡 (𝐹, 𝐷 𝑗) + 𝐵𝑢𝑑𝑔𝑒𝑡 (𝐹, 𝐷𝑖)

⇐⇒ 𝑆.𝑝 + 𝑆.𝑙𝑎𝑡 − (𝑙 · 𝐹.𝑝 − 𝑘 · 𝑆.𝑝) ≤
𝑖∑︁
𝑗=0

𝐵𝑢𝑑𝑔𝑒𝑡 (𝐹, 𝐷 𝑗)

We know that gcd(𝑥, 𝑦) divides all linear combinations of 𝑥, 𝑦 ∈ N, it follows:

𝑡𝐴 − 𝑡𝑅 = 𝑙 · 𝐹.𝑝 − 𝑘 · 𝑆.𝑝 +
𝑖−1∑︁
𝑗=0

𝐵𝑢𝑑𝑔𝑒𝑡 (𝐹, 𝐷 𝑗)

≥ gcd
(
𝑆.𝑝, 𝐹.𝑝,

𝑖−1∑︁
𝑗=0

𝐵𝑢𝑑𝑔𝑒𝑡 (𝐹, 𝐷 𝑗)
)

≥ 𝑆.𝑝 + 𝑆.𝑙𝑎𝑡 −
𝑖∑︁
𝑗=0

𝐵𝑢𝑑𝑔𝑒𝑡 (𝐹, 𝐷 𝑗).

Finally, this directly leads to the desired constraint for this first direction:

𝑆.𝑝 + 𝑆.𝑙𝑎𝑡 − gcd(𝑆.𝑝, 𝐹.𝑝,
𝑖−1∑︁
𝑗=0

𝐵𝑢𝑑𝑔𝑒𝑡 (𝐹, 𝐷 𝑗)) ≤
𝑖∑︁
𝑗=0

𝐵𝑢𝑑𝑔𝑒𝑡 (𝐹, 𝐷 𝑗)

→ 𝑡𝑅 + 𝑆.𝑝 + 𝑆.𝑙𝑎𝑡 ≤ 𝑡𝐴 + 𝐵𝑢𝑑𝑔𝑒𝑡 (𝐹, 𝐷𝑖)

For the other case: 𝑡𝐴 = 𝑡𝑅 we then only require 𝑆.𝑙𝑎𝑡 ≤ 𝐵𝑢𝑑𝑔𝑒𝑡 (𝐹, 𝑑𝑜𝑚𝑎𝑖𝑛𝑖) which follows
directly from the first case with substituting 𝑡𝐴 = 𝑡𝑅 + 𝑆.𝑝.

This completes the proof for the Equation (5.8). □
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5.4 Schedule Unification

After the inter-domain streams have been assigned to specific service classes in each domain, the
separate, domain-local schedules must be merged and transformed into a coherent, E2E schedule
for the entire network.

As previously discussed, the separate domains are scheduled independently, resulting in different
hyper-periods per domain. To create a unified timeline for the entire system, a global system
hyper-period (𝐻system) is established by calculating the Least Common Multiple (LCM) of all
domain hyper-periodes.

𝐻system = LCM𝐷∈D (𝐻𝐷)

The schedule for each domain is then expanded to fit this new, longer timeline. This is achieved
by replicating the original schedule of each domain (including GCLs, Talker times, and Listener
windows) for the duration of the system hyper-period. This step ensures that all scheduled events
across all domains are aligned to a common, repeating time base.

Consider a service class with a period of 5 ms, and two streams 𝑆1 (10 ms period) and 𝑆2 (20 ms
period) assigned to it. The required system hyper-period is 𝐻system = LCM(5, 10, 20) = 20. Within
this hyper-period, the service class provides 4 transmission frames, {𝐹0, 𝐹1, 𝐹2, 𝐹3}.

• Stream 𝑆1 (10 ms period) maps to frames 𝐹0 (at 0 ms) and 𝐹2 (at 10 ms).

• Stream 𝑆2 (20 ms period) maps to frame 𝐹0 (at 0 ms).

Only the full 20 ms hyper-period captures the complete, repeating assignment pattern for all streams,
making a valid schedule possible.

5.5 Additional Border Bridge Capabilities

To enable multi-domain scheduling with independent domains, the border bridges need to know
which inter-domain stream belongs to which service class.

In this section additional capabilities of the border bridges are described. The border bridges need
to identify service classes by their VID and thus need Q-in-Q Tagging. Furthermore, reordering is
necessary to prevent streams from blocking each other at the domain border.

5.5.1 Q-in-Q Tagging

The Q-in-Q Tagging described in Section 2.1.4 is used to identify the streams in each domain by
their assigned service class. Each service class is assigned a unique VID which is used to identify
the service class at each traversed border bridge. At the incoming border bridge each stream is
assigned another Q-Tag that specifies the VID for the current domain. As previously shown in
Figure 2.4, this Q-Tag is inserted on top of the existing Q-Tag in the header field of the packet
Each TSN bridge uses this VID to identify the stream and apply the PSFP function, which decides
whether to forward or discard the stream. At the domain border, the stream is reassigned a new VID
by the Inter-Domain Controller to ensure the correct identification in the following domain.
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5.5.2 Reordering

To prevent inter-domain streams from blocking each other at the domain border, reordering of the
streams is necessary.

To illustrate this concept, let us consider two streams 𝐹1 and 𝐹2, that belong to different service
classes and traverse first domain 𝐷1 and then 𝐷2. If 𝐹1 is sent before 𝐹2 in the first domain, but 𝐹2
is scheduled before 𝐹1 in the second domain, both streams will end up in the same queue at the
border from domain 𝐷1 to 𝐷2, if they have the same PCP value. Since the transmission opportunity
for 𝐹2 would occur before 𝐹1, reordering is required, as 𝐹2 can only be transmitted after 𝐹1. Without
reordering, the transmission opportunity for 𝐹2 would be lost.

Reordering can be achieved in two ways:

• By inspecting the upcoming schedule and always placing the stream that is scheduled next at
the head of the queue. However, this needs some recalculation at the border bridges.

• By maintaining a separate queue for each inter-domain stream, ensuring that streams from
different classes cannot block one another.

Due to time limitations, we chose the second approach to have a less complex simulation because
no recalculation is needed.

5.6 Discussion and Limitations

Due to time constraints, certain aspects of our work leave room for improvement. In this section,
we outline the main limitations and possible directions to address them.

One key assumption concerns the generation of service classes. To evaluate different simulations
we generated the service classes randomly, resulting in an overhead of service classes to assign
as much inter-domain streams as possible. However, this random generation may not always
produce efficient or realistic service class distributions. A more systematic approach could schedule
intra-domain streams first, and generate service classes that are well suited to accommodate
inter-domain streams using the remaining device capacity afterwards. This would likely result in a
more efficient and representative assignment. and generate service classes that are well suited to
accommodate inter-domain streams using the remaining device capacity afterwards.

Another limitation stems from the constraint that the period of a service class must divide the period
of the inter-domain stream to enable perfect assignments. Relaxing this restriction could allow a
more flexible service class generation without preventing streams from reaching their Listener. For
instance, when a stream reaches a domain border and is mapped to a service class with a different
period, it only needs to wait at most one period before being transmitted at the next available
opportunity. Thus, the period mismatch does not necessarily pose a problem.

The Reordering is currently done by assigning each stream to a single gate. A more effective
design could instead assign each stream to a gate which is assigned to the next service class of the
stream. All streams in that queue are transmitted simultaneously, since they belong to the same
service class and can therefore share the queue.
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6 Implementation

This chapter provides an overview of the implementation to enable the validation and evaluation
of the theoretical design introduced in the previous chapter. First, the overall pipeline is briefly
introduced, since its structure largely follows the design phase.

Figure 6.1 illustrates the Python pipeline, where each component is annotated with the modifications
required to realize the multi-domain setting. The purple elements represent straightforward
implementations of the design, while the blue elements are described in detail in this chapter.

Figure 6.1: Python Pipeline

6.1 Python Pipeline

A set of interconnected scripts forming a processing pipeline were developed using Python1. These
scripts build upon the work of Egger et al. [EGS+25] and use the OMNeT++ enhancements of
DETERMINISTIC6G [SPS+23].

1https://www.python.org/
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6 Implementation

The pipeline begins with the generation of the network. Here, we enhanced the functionality by
adding the creation of service classes and the partitioning of the network into multiple domains.
Furthermore, we added an additional node to prevent scheduling mistakes, which is explained in
more detail in Section 6.1.1.

Next, the scheduler generates two kinds of schedules:

• a baseline schedule, in which inter-domain streams are scheduled on the global network, and

• per-domain schedules, where the service classes are scheduled within each domain.

The scheduling runtime is recorded to evaluate the performance.

The tasks of the inter-domain controller are then started by performing the budget splitting algorithms.
For each scheduled inter-domain stream, the traversed path is identified and the total E2E latency
is distributed as a budget across the domains according to the selected budget splitting heuristic.
Additionally, the set of feasible service classes is computed for each domain on the path of each
inter-domain stream, by verifying the constraints defined in the design section. The final assignment
of streams to service classes is then determined using the assignment algorithms.

The following adjustments are made to simulate the multi-domain setting in OMNeT++. This
involves NW-TT abstraction, stream instantiation, and GCL recalculation, which are described in
detail later in this chapter.

Finally, the OMNeT++ simulation files are generated by using the schedule and service classes for
subsequent simulations. The pipeline results are then saved together with the configuration and all
network and stream data files to enable reproducibility and subsequent evaluation.

6.1.1 Adding and Removing a Logical Node in the 5G-domain

Because the 5G system is abstracted as a logical TSN bridge by 3GPP, the multi-domain setting
introduces some problems. One problem is that the link between the NW-TT and the CORE-domain
is not modeled correctly for the scheduler.

In our design, the wireless domain uses an additional logical intermediate node that assists in
scheduling the 5G-domain. This node does not represent a physical device in the final data path
between the CORE- and AGV-domains when it is simulated in OMNeT++.

This is necessary to enable a correct scheduling of the service classes in the 5G-domain. In a
scenario with two AGVs and one CORE-domain, as illustrated in Figure 6.2, the scheduler is unaware
that a Deterministic and Congestion-Aware Communication (DetCom) entity exists between the
CORE- and the AGV-domains. This DetCom simulates the 5G network and consists of multiple
DS-TTs and one NW-TT.

The DetCom has a link (NW-TT,CORE) that is used by every inter-domain stream. To correctly
model this, an intermediate node 𝑛𝑙𝑜𝑔𝑖𝑐 needs to be added. Without node 𝑛𝑙𝑜𝑔𝑖𝑐, the scheduler would
incorrectly assume parallel, independent links between CORE and each AGV (e.g. (CORE,AGV0)
and (CORE,AGV1)). In reality, these connections share the common (NW-TT,CORE) link. This
node 𝑛𝑙𝑜𝑔𝑖𝑐 replaces the entire DetCom in Figure 6.2, connecting all root nodes of the AGV- and
CORE-domains.
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Figure 6.2: Two AGVs with one DetCom

In order to create a valid simulation model after the streams got scheduled, this logical node must
be removed. The two-hop path (e.g. CORE-Root – 𝑛𝑙𝑜𝑔𝑖𝑐 – AGV-Root) is collapsed into a single,
direct link. This requires a careful recalculation of the timing parameters associated with the new
link. The GCL-entries, PSFP-entries, and Talker times are remapped from the original two-hop
path to the new single-hop path. The Talker times correspond to the exact times at which the frame
is sent.

The recalculation procedure is formalized in Algorithm 6.1. The following paragraphs provide
more detailed explanation of the individual steps.

Algorithm Direction AGV → CORE: For the first direction, the GCL-entries, need to be
reassigned (Line 5). Rather than using the entry for the logical (𝑎𝑔𝑣, 𝑛𝑙𝑜𝑔𝑖𝑐) link, the configuration
must refer to the (𝑐𝑜𝑟𝑒, 𝑛𝑙𝑜𝑔𝑖𝑐) link. This ensures that the time of the critical wireless hop is taken
into account, since this link determines the bottleneck scheduling point in the 5G-domain.

However, the configuration can reuse the original Talker definitions (Line 6). This is possible
because the service class source is unchanged in both cases: AGV–𝑛𝑙𝑜𝑔𝑖𝑐–CORE and AGV–CORE.
Therefore, no recalculation of Talker times is necessary and the old values can be transferred
directly.

An additional step is required for the PSFP remapping. Here, the function computeOpenTime()

(Line 8) is used to determine the offset introduced by the original (𝑎𝑔𝑣, 𝑛𝑙𝑜𝑔𝑖𝑐) link. The procedure
iterates over the GCL sequence and accumulates the durations until the position matching the offset
plus the Talker’s transmission time is found. At this point, the algorithm retrieves the opening time
of the gate that allowed transmission. This opening time is then subtracted from the original PSFP
close time, to ensure that the PSFP-entries remain consistent when the two-hop path is collapsed
into a single link.
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Algorithm 6.1 Removing the logical node from the Wireless TSN Configuration
Require:

𝑤𝑖𝑟𝑒𝑙𝑒𝑠𝑠𝑆𝑒𝑟𝑣𝑖𝑐𝑒𝐶𝑙𝑎𝑠𝑠𝑒𝑠 – set of all service classes of the 5G-domain
𝑜𝑙𝑑𝑃𝑠 𝑓 𝑝, 𝑜𝑙𝑑𝐺𝑐𝑙, 𝑜𝑙𝑑𝑇𝑎𝑙𝑘𝑒𝑟 – TSN configuration with logical node 𝑁 = 𝑛𝑙𝑜𝑔𝑖𝑐

Ensure:
A new TSN configuration without the intermediate node 𝑁

1: for each 𝑡𝑐 ∈ 𝑤𝑖𝑟𝑒𝑙𝑒𝑠𝑠𝑆𝑒𝑟𝑣𝑖𝑐𝑒𝐶𝑙𝑎𝑠𝑠𝑒𝑠 do
2: if 𝑖𝑠𝐼𝑛𝑆𝑡𝑟𝑒𝑎𝑚(𝑡𝑐) then // AGV→ CORE
3: 𝑎𝑔𝑣𝑁 ← link(𝑎𝑔𝑣𝑅𝑜𝑜𝑡, 𝑁)
4: 𝑎𝑔𝑣𝐶𝑜𝑟𝑒 ← link(𝑎𝑔𝑣𝑅𝑜𝑜𝑡, 𝑐𝑜𝑟𝑒𝑅𝑜𝑜𝑡)
5: 𝑛𝑒𝑤𝐺𝑐𝑙 [𝑎𝑔𝑣𝐶𝑜𝑟𝑒] ← 𝑜𝑙𝑑𝐺𝐶𝐿 [𝑐𝑜𝑟𝑒𝑁]
6: for each (𝑡𝑎𝑙𝑘𝑒𝑟, 𝑡𝑡𝑎𝑙𝑘𝑒𝑟 ) ∈ 𝑜𝑙𝑑𝑇𝑎𝑙𝑘𝑒𝑟𝑠 for 𝑡𝑐 do
7: 𝑛𝑒𝑤𝑇𝑎𝑙𝑘𝑒𝑟 [𝑡𝑎𝑙𝑘𝑒𝑟] ← 𝑡𝑡𝑎𝑙𝑘𝑒𝑟
8: 𝑜𝑝𝑒𝑛𝑇𝑖𝑚𝑒 ← computeOpenTime(𝑜𝑙𝑑𝐺𝐶𝐿 [𝑎𝑔𝑣𝑁], 𝑡𝑡𝑎𝑙𝑘𝑒𝑟 )
9: 𝑛𝑒𝑤𝑃𝑠 𝑓 𝑝 [𝑡𝑎𝑙𝑘𝑒𝑟] ← 𝑜𝑙𝑑𝑃𝑠 𝑓 𝑝 [𝑡𝑎𝑙𝑘𝑒𝑟] − 𝑜𝑝𝑒𝑛𝑇𝑖𝑚𝑒

10: end for
11: end if
12: if 𝑖𝑠𝐼𝑛𝑆𝑡𝑟𝑒𝑎𝑚(𝑡𝑐) then // AGV→ CORE path
13: 𝑐𝑜𝑟𝑒𝑁 ← 𝑙𝑖𝑛𝑘 (𝑎𝑔𝑣𝑅𝑜𝑜𝑡, 𝑁)
14: 𝑐𝑜𝑟𝑒𝐴𝑔𝑣 ← 𝑙𝑖𝑛𝑘 (𝑐𝑜𝑟𝑒𝑅𝑜𝑜𝑡, 𝑎𝑔𝑣𝑅𝑜𝑜𝑡)
15: 𝑛𝑒𝑤𝐺𝑐𝑙 [𝑎𝑔𝑣𝐶𝑜𝑟𝑒] ← 𝑜𝑙𝑑𝐺𝐶𝐿 [𝑐𝑜𝑟𝑒𝑁]
16: for each (𝑡𝑎𝑙𝑘𝑒𝑟, 𝑡𝑡𝑎𝑙𝑘𝑒𝑟 ) ∈ 𝑜𝑙𝑑𝑇𝑎𝑙𝑘𝑒𝑟𝑠 for 𝑡𝑐 do
17: 𝑛𝑒𝑤𝑇𝑎𝑙𝑘𝑒𝑟 [𝑡𝑎𝑙𝑘𝑒𝑟] ← reCalculateTalkerTimesForFrames()
18: 𝑛𝑒𝑤𝑃𝑠 𝑓 𝑝 [𝑡𝑎𝑙𝑘𝑒𝑟] .𝑎𝑝𝑝𝑒𝑛𝑑 (𝑜𝑙𝑑𝑃𝑆𝐹𝑃[𝑡𝑎𝑙𝑘𝑒𝑟])
19: end for
20: end if
21: end for
22: return {𝑛𝑒𝑤𝐺𝑐𝑙, 𝑛𝑒𝑤𝑃𝑠 𝑓 𝑝, 𝑛𝑒𝑤𝑇𝑎𝑙𝑘𝑒𝑟𝑠}

Algorithm Direction CORE→ AGV: The second direction is handled analogously, except for
one detail regarding the Talker times (Line 17). In this case, multiple frames may initially be
assigned the same Talker time with a large open duration. If these values were reused directly,
the GCL recalculation (described in Section 6.1.3) would not consider this and would schedule
all streams in parallel with insufficient open durations. To avoid this, the Talker times must be
recalculated so that the transmissions are distributed sequentially within the period. Further details
on the step-by-step recalculation can be found in the source code.

6.1.2 Stream Instantiation

Initially generated schedules for each domain are based on abstract service classes, which act as
placeholders for the actual inter-domain streams. In this step, the schedule is made concrete by
replacing these service class placeholders with the specific inter-domain stream instances that were
assigned to them by the Inter-Domain Controller.
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For each transmission opportunity defined for a service class in the separate domain schedules,
corresponding Talker and Listener entries are created. Entries for each individual inter-domain
stream assigned to that service class are then added to the unified schedule. Service classes without
assigned inter-domain streams are excluded from this unified schedule.

6.1.3 Recalculating GCL

The first GCL-entry of a domain often needs to be recalculated, since the FIPS scheduler does not
consider that an inter-domain stream may arrive at a different time at a border bridge than expected.
This situation only occurs at the border bridges, because additional delays can be introduced by
streams originating from other domains. Consequently, the GCL computed by FIPS may contain
gate durations that do not accurately reflect the behavior of incoming traffic. For instance, a schedule
may allocate alternating open intervals for two service classes with periods of 3 ms and 4 ms. If a
stream assigned to the service class with period 4 ms arrives earlier than anticipated, it may occupy
the transmission opportunity of the other service class after 3 ms, which can only happen if both
service classes share the same link. This leads to inconsistencies at downstream nodes, which
would discard the packet due to its misalignment with the expected PSFP interval. To prevent such
violations, the GCL must be recalculated based on the Talker characteristics and the actual frame
size.

Merge GCL and PSFP for Multiple Frames: If the hyper-period of a domain is greater than
the period of a service class, multiple frame instances of the same service class will appear
within this hyper-period. In such cases, all instances of the same frame must be merged into a
single inter-domain stream. This ensures that the inter-domain stream can utilize all transmission
opportunities of the service class, instead of being limited to a single frame instance.

Consequently, the PSFP-entries and the corresponding GCL-entries of these frame instances must
be merged. Merging is performed by considering the open and close times of each transmission
gate, together with the transmission duration of the associated frames.

The following algorithm (Algorithm 6.2) is used to merge the GCL-entries while the merging of
PSFP-entries can be done analogously.

First, the transmission times of all Talkers are collected and ordered by removing all Talker values
greater than the hyper-period 𝐻 of the domain. The duration of each transmission is then computed
with the frame size and data rate of the outgoing link (Line 2).

From these values, a pair of times is derived for every scheduled transmission.

• The open time represents the point in time at which the gate must be opened to allow the
frame transmission to start.

• The close time is defined as the time at which the gate closes, immediately after the
transmission has finished.

For the first Talker, the offset is determined based on the hyper-period 𝐻 and the time of the last
scheduled Talker (Line 6-8). The last scheduled transmission is used because all durations must
sum up to the hyper-period.
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Algorithm 6.2 Merging Multiple Frame Instances into a Single GCL Entry
Require:

𝑠𝑡𝑟𝑒𝑎𝑚 – current inter-domain stream
𝑑 – current domain
𝑡𝑐 – service class assigned to the stream in the current domain
𝑡𝑎𝑙𝑘𝑒𝑟𝑠 – sorted talker entries by time for 𝑡𝑐 and 𝑑

𝑑𝑎𝑡𝑎𝑅𝑎𝑡𝑒 – data-rate of the next link in the path of the 𝑠𝑡𝑟𝑒𝑎𝑚

Ensure: A merged GCL sequence with aligned open/close times
1: 𝐻 ← getHyperPeriod(𝑑)
2: 𝑜𝑝𝑒𝑛𝐷𝑢𝑟𝑎𝑡𝑖𝑜𝑛← 𝑔𝑒𝑡𝑆𝑖𝑧𝑒 (𝑠𝑡𝑟𝑒𝑎𝑚)

𝑑𝑎𝑡𝑎𝑅𝑎𝑡𝑒

3: 𝑙𝑎𝑠𝑡𝑇𝑎𝑙𝑘𝑒𝑟 ← 𝑓 𝑖𝑛𝑑𝐿𝑎𝑠𝑡𝑇𝑎𝑙𝑘𝑒𝑟𝐸𝑛𝑡𝑟𝑦(𝑡𝑎𝑙𝑘𝑒𝑟𝑠)
4: Initialize 𝑑𝑢𝑟𝑎𝑡𝑖𝑜𝑛𝑠← [ ], 𝑡𝑜 𝑓 𝑓 𝑠𝑒𝑡 ← ∅
5: for each (𝑡𝑎𝑙𝑘𝑒𝑟, 𝑡𝑡𝑎𝑙𝑘𝑒𝑟 ) in 𝑡𝑎𝑙𝑘𝑒𝑟𝑠 do
6: if 𝑖𝑠𝐹𝑖𝑟𝑠𝑡𝑇𝑎𝑙𝑘𝑒𝑟 (𝑡𝑎𝑙𝑘𝑒𝑟) then
7: 𝑡𝑐𝑙𝑜𝑠𝑒 ← 𝐻 − 𝑡𝑙𝑎𝑠𝑡𝑇𝑎𝑙𝑘𝑒𝑟 + 𝑡𝑡𝑎𝑙𝑘𝑒𝑟 − 𝑜𝑝𝑒𝑛𝐷𝑢𝑟𝑎𝑡𝑖𝑜𝑛

8: 𝑡𝑜 𝑓 𝑓 𝑠𝑒𝑡 ← 𝑡𝑐𝑙𝑜𝑠𝑒 − 𝑡𝑡𝑎𝑙𝑘𝑒𝑟
9: else

10: 𝑡𝑐𝑙𝑜𝑠𝑒 ← 𝑡𝑡𝑎𝑙𝑘𝑒𝑟 −
∑
𝑑𝑢𝑟𝑎𝑡𝑖𝑜𝑛𝑠 + 𝑡𝑜 𝑓 𝑓 𝑠𝑒𝑡

11: end if
12: 𝑑𝑢𝑟𝑎𝑡𝑖𝑜𝑛𝑠.𝑎𝑝𝑝𝑒𝑛𝑑 (𝑡𝑐𝑙𝑜𝑠𝑒, 𝑡𝑐𝑙𝑜𝑠𝑒 + 𝑜𝑝𝑒𝑛𝐷𝑢𝑟𝑎𝑡𝑖𝑜𝑛)
13: end for
14: return {𝑡𝑜 𝑓 𝑓 𝑠𝑒𝑡 , 𝑑𝑢𝑟𝑎𝑡𝑖𝑜𝑛𝑠}

For subsequent Talkers, the close time is shifted using the accumulated durations and the calculated
offset (Line 11). The resulting sequence of open and close times forms the merged GCL. Once
the offset has been subtracted, the gates open and close exactly at the required times. This ensures
that inter-domain streams can consistently utilize all valid transmission opportunities of the service
class, while maintaining deterministic forwarding.

6.2 OMNeT++ Simulation

Objective Modular Network Testbed in C++ (OMNeT++)2 is a discrete event simulation framework,
commonly used for modeling communication networks, multiprocessor systems, and other distributed
systems. In our work, OMNeT++ is employed to simulate TSN. We only discuss the components
that required modification to simulate our network.

The processing order of the stream through the modified components can be seen in Figure 6.3.
The main modifications were made to enable reordering and Q-in-Q Tagging.

2https://omnetpp.org/
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Figure 6.3: Processing Order of Modified OMNeT++ Simulation Components

The modified components are integrated into other components or layers. The Queue component is
part of the Mac-layer and is processed first and last. While the iee8021q protocol is part of the
link layer together with the Bridging component. All components except the PCP-Classifier are
modified to enable Q-in-Q Tagging.

The Header-Checker validates the header and drops packets with incorrect VIDs. If two Q-Tag
headers are present, both are removed and added as tags. Otherwise, only the single existing header
is removed.

The Stream-Decoder then reads the assigned VID and maps it to the corresponding service class
name. This service class is linked to a time window, which the PSFP mechanism uses to drop the
stream, if it is not received within the correct time window.

Next, the Packet-Direction-Reverser processes the added tags. If two Q-Tags are found, they are
both processed and reattached to the packet for later reinsertion.

Finally, the Stream-Encoder checks that the stream name matches the name assigned by the
Stream-Decoder. It then sets the VID and PCP values for both Q-Tag headers before they are
reinserted into the packet headers by the Header-Inserter, which removes the tags in the process.

The Traffic-Class-Classifier classifies streams. The modification here is to enable the reordering:
The classifier identifies the stream and, if a queue has already been assigned, maps the stream to
this queue. If no such mapping exists, the classifier falls back to the queue associated with the PCP
value. The stream waits in this queue until the GCL opens the assigned gate for transmission.

6.3 Discussion and Limitations

While our proposed approach demonstrates the feasibility and scalability of multi-domain scheduling,
some aspects of the current implementation need further discussion. The following points highlight
the limitations and outline potential improvements for future work.

In the multi-domain scenario, our current setup employs only one DetCom, which is indeed more
realistic than having multiple ones. Nevertheless, the scheduler abstraction for this structure remains
limited. A more accurate simulation would explicitly model all DS-TTs and NW-TTs, thereby
representing the links between NW-TTs and the CORE-domain better. This approach would provide
a cleaner solution than the current method of adding and removing a temporary logical node.
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Finally, our results were obtained using local simulations, while the containerized setup intended to
ensure reproducibility is not yet fully operational. Specifically, we observed that less than 1 % of
the frames are wrongly filtered out by PSFP, when executing the same OMNeT++ simulation file
within the Apptainer3 environment. Resolving this would be important to guarantee reproducibility
of the results across environments.

3https://apptainer.org/
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7 Evaluation

This chapter evaluates our designed multi-domain system. The system consists of time-independent
domains and assigns streams to given service classes by satisfying the constraints and the E2E QoS
requirements.

To evaluate the multi-domain setting the globally scheduled network is used as a baseline, where
FIPS solver schedules all inter-domain streams across all domains. This baseline is described in
Section 7.1.

The subsequent evaluation is split into multiple experiments. In the first experiment (Section 7.2)
the OMNeT++ simulation is conducted for multiple AGVs to evaluate the delay together with the
allowed E2E latency of each inter-domain stream. Next, in Section 7.3, the state as a resource
is evaluated by looking at the PSFP- and GCL-entries of the simulation file for different domain
and stream numbers. Furthermore, the effect on the state is evaluated by comparing different
bin-packing algorithms.

Next, the performance of the scheduling algorithm is compared in Section 7.4. This is achieved by
using different domain and stream numbers. The purpose of this is to evaluate the scheduling time
between both systems. Finally, the results of the evaluation are summarized in Section 7.5.

7.1 General Experiment Setup

For the evaluation of the multi-domain system, we use a baseline with a globally aware controller.
This baseline can schedule inter-domain streams with full knowledge of the network, resulting in
optimized schedules.

Baseline: The baseline is used in all experiments that follow. In the baseline, the number of
streams is always equal to the number of streams of the multi-domain approach where they are
assigned to service classes. For the baseline, the FIPS solver is used to schedule the inter-domain
stream across the global network. The simulation file is then generated for this global schedule
to simulate the baseline in OMNeT++ or evaluate the used resources. Figure 7.1 shows a typical
view of an OMNeT++ simulation for the baseline on the right and the multi-domain setting on
the left. Two AGVs consisting of seven nodes each, are connected with a CORE-domain via a
5G-domain. The only difference between the baseline and the multi-domain setting, is the number
of DetCom stations in each network. A DetCom simulates a logic TSN bridge and was introduced
by the DETERMINISTIC6G project which is used in this work to simulate the network [SPS+23].
If there are several AGVs in the baseline, then there is also one DetCom for each AGV. This is the
case because otherwise there is the possibility that FIPS schedules streams simultaneously for the
link from DetCom to CORE_00, which would result in lost frames of the inter-domain traffic.
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Figure 7.1: Baseline vs. Multi-Domain Setting in OMNeT++

General Experiment Setup: In general, we always use one CORE-domain, one 5G-domain,
and several AGV-domains as seen in Figure 7.1. Each AGV-domain has a depth of three, the
CORE-domain a depth of four, while the 5G-domain contains only the root nodes of the other
domains. The stream route and type of each stream is generated randomly. For the stream route the
Talker- and Listener-end-devices are chosen randomly and connected through the shortest path.
However, for service classes, only one end device is chosen randomly, because the other node is
always the root-node. We consider either one or two stream or service class types. A stream type
defines the number of distinct streams. With two types, streams differ in period and E2E latency.

7.2 Delay and E2E-Latency Evaluation

The system model is evaluated in a network with five AGVs and 30 streams. The experiment
investigates the delay characteristics and E2E latencies in both the baseline and multi-domain
configurations.

Experimental Setup: The network is simulated 100 times for 10 s. Each stream is analyzed
regarding its minimum and maximum delay, as well as the resulting E2E latency. The five AGVs are
connected to one 5G-domain which is connected to the backbone. Streams are generated randomly,
with two different periods and E2E latencies used for both inter-domain streams and service classes.
Service classes operate with a period of either 4 ms, 5 ms or 20 ms for the 5G-domain, while
inter-domain streams use a period of either 80 ms or 160 ms. This leads to a higher number of
frames per stream and thus increases the overall scheduling complexity. In total, 105 frames are
observed, and each 30 stream is assigned to a scheduled service class.
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Figure 7.2: Compare Delay and E2E-Latency for 5 AGVs and 30 Streams.

The results of the simulations are shown in Figure 7.2. It shows the delay and E2E latency of each
inter-domain stream. This delay is calculated by subtracting the arrival time with the send time of
each inter-domain stream. The maximum and minimum delay is plotted for each stream and the
area between the two curves is shaded to illustrate the range. The maximum allowed E2E latency
for both the baseline and multi-domain setting is shown in red.

Domain Border Delay: As shown in Figure 7.2, the range of delay-values in the multi-domain
approach is always larger compared to the baseline. This range can be calculated by subtracting
the maximum delay with the minimum delay. The multi-domain range reaches 16.139 ms, while
the baseline only shows a range of maximum 0.027 ms. This additional delay originates from
scheduling at the domain borders, because the domains are time-independent. When an inter-domain
stream arrives at the domain border, it needs to wait for the transmission opportunity of the service
class it is assigned to in the next traversed domain. Therefore, a stream can wait up to one period
of the next assigned service class before it can be transmitted. This behavior is anticipated and
bounded by the constraint proven in Section 5.3.3. Although FIPS minimizes this range in the
baseline configuration, this is not possible in the multi-domain setting because the domains are not
synchronized.

Table 7.1 summarizes the highest maximum and minimum delays, together with the total frame
count of 105 for the 30 assigned streams. This can be used to validate that no frame got lost, and to
satisfy the reliability requirement.

As shown in the table, the lowest maximum and minimum values occur in the multi-domain setting,
while the highest maximum and minimum values are in the baseline. This difference can be
explained by the scheduling strategies of FIPS which were already described.

Highest vs. Lowest Max-Value: The difference between the highest and lowest maximum delays
in the multi-domain setting is important to notice. This effect is influenced by the 20 ms period of
the service classes in the 5G-domain and by the time independence of the domains. Depending
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Metric Multi-Domain Baseline
Maximum Range 16.139 0.027
Highest Max-Value 40.155 74.179
Lowest Max-Value 12.057 14.053
Highest Min-Value 28.065 74.152
Lowest Min-Value 4.057 14.053
Frame Count 105 105
Assigned Streams 30 -

Table 7.1: Summary of Minimum and Maximum of Delay Statistics

on the alignment of the service class schedules at the border bridge, a stream may be transmitted
immediately in the first available slot, or it may have to wait for the next slot. This explains why the
difference is close to 20 ms, the period of the 5G service classes.

E2E Latency: The E2E latency requirement is never violated in either the baseline or the multi-
domain setting, which confirms that the E2E QoS requirements are satisfied. However, the baseline
delays are closer to the E2E latency limits. This is explained by how FIPS uses the knowledge
of the available latency (55 ms or 80 ms) to schedule streams more efficiently. In contrast, the
multi-domain setting only considers the service class latencies, which are smaller, and therefore
achieve lower delays.

Summary of Results:

1. The multi-domain configuration introduces additional delays ranges (up to 16.139 ms) due to
time-independent domain schedules, while the baseline keeps the range minimal (0.027 ms).

2. The multi-domain setting produces lower extremes but larger variability of the delay range.

3. The E2E latency bounds are never violated in either configuration, confirming E2E latency
requirement are satisfied.

4. No lost frames ocure, which results in a satisfied E2E reliability requirement.

7.3 State Evaluation

Three different bin-packing algorithms, as described in Section 5.3.2, are evaluated. The Max-
Capacity heuristic assigns each stream to the service class with the most remaining capacity. First,
fill each possible service class with one stream. Then, assign additional streams to partially filled
service classes. The Min-Capacity heuristic in contrast assigns streams to less occupied service
classes. The First-Fit Decreasing heuristic always inserts the largest streams in the first fitting bin.
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To evaluate the needed state at each device in TSN, different stream and domain numbers are chosen.
Simulation files are analyzed using the PSFP- and GCL-entries as indicators of the device state size.
In the first experiment (Section 7.3.1) all three bin-packing algorithms are compared regarding the
state they need. In the next subsection (Section 7.3.2), the bin-packing algorithms are compared
across an increasing number of domains.

7.3.1 Compare Bin-Packing Strategies

To evaluate the efficiency of different packing strategies, we consider a network consisting of
five AGV-domains, one CORE-domain, and one 5G-domain. In total, 50 inter-domain streams
are scheduled. The service classes are configured with a batch size of 600 bytes, while each
inter-domain stream has a frame size of 100 bytes. Taking the inter-frame gap into account, a
maximum of five streams can be placed in one service class. To highlight the differences between
the packing strategies, a large number of 50 to 100 service classes per domain is provided.

Figure 7.3: Compare the PSFP-Entries and the GCL-Entries

PSFP Results: Figure 7.3 shows the number of PSFP- and GCL-entries per device for both the
baseline and the multi-domain scenario. The Min-Capacity heuristic assigns a total of 130 service
classes to streams, whereas the Max-Capacity and the First-Fit Decreasing strategies require only
61 service classes. This results in a much lower number of needed PSFP-entries as visible in the
figure. In contrast, the Max-Capacity approach, assigns nearly one stream to one service class,
resulting in PSFP-entry numbers that closely match those of the baseline.

In total, the multi-domain setting achieves a reduction from 318 to 193 PSFP-entries, corresponding
to about 40 % fewer entries when using the Min-Capacity or First-Fit Decreasing heuristic.

Table 7.2 summarizes these results, reporting both the total number of entries and the mean per
device. Since the First-Fit Decreasing heuristic yields identical results to Min-Capacity, it is omitted
from the table. First-Fit Decreasing yields identical results, because the stream size is equal.
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Experiment PSFP Total PSFP Mean GCL Total GCL Mean
MinCapacity (Multi-Domain) 193 3.86 188 3.92
MinCapacity (Baseline) 318 6.36 110 2.29
MaxCapacity (Multi-Domain) 300 6.00 188 3.92
MaxCapacity (Baseline) 318 6.36 110 2.29

Table 7.2: Comparison of PSFP and GCL Metrics for 5 AGVs with Different Packing Strategies

GCL Results: A second observation concerns the number of GCL-entries, which increases
by roughly 170 % in the multi-domain scenario. This effect is a result of the reordering logic,
which assigns a dedicated gate to each inter-domain stream. Consequently, border bridges handle a
significantly larger number of gates, explaining the higher outliers despite the similar distributions
seen in the box plots.

Summary of Results:

1. Min-Capacity and First-Fit Decreasing reduce PSFP-entries by about 40 % compared to the
baseline.

2. Max-Capacity yields PSFP-entry numbers that are nearly identical to the baseline (6 %
difference).

3. The number of GCL-entries increases substantially for border bridges in the multi-domain
setting due to stream reordering, resulting in a 170 % increased total count.

7.3.2 Comparing States for Different AGV Numbers

This experiment evaluates the required device states for different numbers of AGV-domains. In
total, 100 inter-domain streams are scheduled with identical periods and randomly selected paths.
Each service class can accommodate up to five streams. We compare three scenarios with 1, 10,
and 25 AGVs, in addition to one 5G-domain and one CORE-domain, while using two different
packing-strategies.

Figure 7.4 shows box plots comparing the baseline with the multi-domain setting. The left side
depicts the number of PSFP-entries per device, while the right side shows the GCL-entries per
device. For the GCL plot, the 𝑦-axis is clipped because several extreme outliers at 100 in the
multi-domain setting would otherwise distort the visualization.

PSFP Results: The multi-domain approach consistently reduces the number of total PSFP-entries
by minimum 35 % compared to the baseline. The baseline shows significantly more outliers for
more AGVs than in the other domains, which can be explained by the large number of streams in the
CORE-domain. In the baseline, each inter-domain stream receives a PSFP-entry, leading to very
high state requirements at the root node (e.g. up to 100 PSFP-entries in the baseline). Table 7.3
summarizes the totals and mean values per device. The PSFP totals of the baseline remain relatively
stable at 608 to 667 across all AGV counts. This is expected, since the total number of streams
is fixed at 100 and only distributed differently across the domains. The increase is due to the
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Figure 7.4: Compare the PSFP-Entries and the GCL-Entries for Different Domains

intra-domain traffic, which is one per domain in both settings. In contrast, the total service class
amount increases resulting in a slowly increasing PSFP-entry number for the multi-domain setting,
from 303 to 402.

AGVs System PSFP Total PSFP Mean GCL Total GCL Mean
1 Multi-Domain 303 13.77 244 11.09
1 Baseline 608 27.64 50 2.27
10 Multi-Domain 369 4.34 342 4.28
10 Baseline 629 7.40 184 2.30
25 Multi-Domain 402 2.38 421 2.83
25 Baseline 667 3.79 310 2.08

Table 7.3: Comparison of PSFP and GCL metrics across AGV experiments with Min-Capacity
Heuristic

GCL Results: The number of GCL-entries increases significantly in the multi-domain setting.
With one AGV, the total GCL-entries are nearly 5 times higher than the baseline (244 vs. 50).
However, as the number of AGVs grows, the increase is reduced: At 25 AGVs, the multi-domain
setting requires only about 1.3 times more GCL-entries than the baseline (421 vs. 310). This
effect can be explained by the distribution of streams across domains. With more AGVs, fewer
streams traverse each individual domain, which reduces variance and leads to more uniform GCL
requirements across the network.

61



7 Evaluation

The extreme outliers (cut out of the figure) at 100 for each AGV number result from border bridges
in the CORE-domain, which must handle gates for all 100 inter-domain streams simultaneously.

Summary of Results:

• PSFP counts are reduced by minimum 30 % in the multi-domain approach compared to the
baseline.

• GCL counts increase by up to 5× for small domain counts, decreased to only 1.3× at 25
domains.

7.4 Scheduling Performance

To evaluate the scheduling performance of the proposed multi-domain model, we compare it against
the baseline, where the inter-domain streams are scheduled directly on the global network. In the
multi-domain case, streams are scheduled independently within each domain. Since domains are
time-independent, scheduling can be executed in parallel. Thus, for the multi-domain approach,
the scheduling runtime is measured as the maximum runtime of the schedulers of all domains,
assuming parallel execution in real networks. To reduce the influence of outliers, both experiments
are executed 10 times and the results are averaged.

Experimental Setup: To provide a broad evaluation, multiple randomly generated stream sets
are used. The paths of the streams are randomized, while other parameters, like the period and
E2E latency, are kept fixed. The stream sets vary in size, with between 1 and 600 inter-domain
streams. Additionally, eight different AGV-domain numbers are considered. The number of streams
is distributed equally across all domains: For example, 300 streams across 10 domains result in 15
outgoing and 15 incoming inter-domain streams per AGV-domain, while all inter-domain streams
are routed across the CORE- and 5G-domain. The number of service classes increases with the
number of streams, but there is always at least one service class for each leaf node of the domain.
Each service class can contain up to 8 inter-domain streams. To ensure correctness, the assigned
inter-domain streams are compared with the total amount of inter-domain streams scheduled in the
baseline.

7.4.1 Heterogeneous Stream Set

In this experiment, we analyze a heterogeneous stream set consisting of 40 streams. These streams
are generated with two different periods and E2E latencies. This leads to a higher number of
frames per stream because the hyper-period of each domain is different to the period of the separate
streams.
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Figure 7.5: Scheduling Performance with Multiple Domains in Heterogeneous Stream Sets

Multi-Domain: The results of this evaluation are shown in Figure 7.6. The scheduling runtime
for each stream set and AGV count is depicted, with a solid line representing the multi-domain
setting and a dashed line indicating the baseline.

The scheduling time for the multi-domain approach remains stable at around 50 ms. This can be
explained by the structure of the CORE-domain, which always contains an equal number of service
classes regardless of the AGV count. Among all domains, the CORE-domain exhibits the highest
scheduling complexity because all inter-domain streams are routed through this domain and the
larger stream paths compared to the 5G-domain.

Figure 7.6: Percentage of not Scheduled Streams in the Heterogeneous Stream Set

Figure 7.6 shows the percentage of not scheduled streams caused by random service class assignments
for each AGV count and stream set. This effect is particularly visible for a single AGV, where the
likelihood of an uneven distribution across the four leaf nodes is high.
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Comparison with the Baseline: The baseline scheduling runtime grows almost exponentially
with increasing AGV count for stream numbers ≥ 40, as shown in Figure 7.5.

This growth has multiple causes: In single domain settings, FIPS can batch more inter-domain
streams because there are more streams with the same route, while in the multi-domain setting
the inter-domain streams are distributed across multiple domains. Furthermore, the total stream
number increases for 25 and 30 domains, because we have at least two streams, one incoming and
one outgoing, for each domain, which increases the stream number for all stream sets to 40 and 50
streams.

For 100 streams, runtimes are generally much higher, but do not increase monotonically with
AGV count. This can be explained by the randomness of stream paths, which influences batching
opportunities.

In the case of 100 streams, the baseline runtime increases by at least a factor of 8, from 50 ms to
400 ms. However, 2 % to 25 % of the streams remain unscheduled due to random service class
assignments.

At 10 AGVs, the baseline requires nearly 1,000 ms of scheduling time, compared to just 50 ms for
the multi-domain setting, corresponding to a speedup factor more than ×20. For smaller stream
sets, the speedup is less dramatic but still significant, e.g. runtimes increase from 50 ms to 200 ms
for 25 AGVs, corresponding to a factor of ×4.

Overall, in the multi-domain setting, stream routes are shorter and multiple streams can be mapped
to the same service class, which improves scalability.

Summary of Results:

• For small stream sets, scalability effects become visible for 15 or more domains, where the
multi-domain approach outperforms the baseline by a factor up to ×4.

• For 100 streams, the baseline performs worse across all AGV counts, with runtimes up to 8
to 20 times higher than the multi-domain approach. However, due to random service class
generation, up to 25 % of streams remain unscheduled in the multi-domain case.

• The multi-domain approach remains stable across different stream sets, because the number
of service classes per domain is similar in all configurations.

7.4.2 Homogeneous Stream Set

The results for homogeneous stream sets are shown in Figure 7.7. For clarity, only four representative
stream sets are plotted. All streams have the same properties except the route which is generated
randomly.
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Figure 7.7: Scheduling Performance with Multiple Domains in Homogeneous Stream Sets

One AGV: The case with a single domain is excluded from the figure, as scheduling required up
to 20 s for 500 streams, which would otherwise dominate the scale of the plot. This difference can
be explained by the scheduling output of FIPS. In single-domain settings with many streams, the
baseline scheduler can batch a large number of streams, which results in runtimes of around 280 ms.
In contrast, in the multi-domain approach, batching is less effective. Additionally, the high number
of service classes in the CORE-domain further increases scheduling time, because all inter-domain
streams are routed across the CORE-domain.

Small Stream Sets: For smaller stream sets (≤ 50 streams), the multi-domain approach performs
worse than the baseline, with runtimes up to 1,000 ms compared to nearly 39 ms in the baseline.
This effect is particularly visible in wired domains, where the high number of leaf nodes inflates
the number of service classes. Future work could reduce this effect by filtering out unused service
classes before scheduling.

Larger Stream Sets: With larger stream sets (≥ 500 streams), the multi-domain approach
consistently outperforms the baseline. For example, with 600 streams and 25 AGVs, the multi-
domain approach achieves 300 % faster scheduling.

Figure 7.8 shows the percentage of unassigned streams. This outcome results from randomly gener-
ated service classes that cannot accommodate all inter-domain streams. Due to an excessive number
of streams sharing the same route, fewer inter-domain streams are being assigned. Nevertheless, the
service classes were still scheduled, even if they had no assignment. For large stream sets, only
50 % to 85 % of the inter-domain streams are successfully assigned in the multi-domain setting.
This can only partially explain the lower runtime because the number of service classes and their
batch size is too low to schedule all inter-domain streams.
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Figure 7.8: Percentage of not Scheduled Streams in the Homogeneous Stream Set

As a result, the scheduling performance of the multi-domain approach remains nearly constant
across different AGV counts. This is due to the time-independent domains and the similar number
of service classes in each simulation. In contrast, the baseline scheduling runtime grows with
increasing AGV numbers, as more stream paths exist and batching becomes less effective.

Comparison with Heterogeneous Stream Set: When compared to the heterogeneous case,
the speedup of the multi-domain scheduler over the baseline is less visible in the homogeneous case.
This is largely due to the service class generation, which was not optimized in our work and is part
of the future work. With improved service class generation, we expect the homogeneous case to
achieve results closer to those observed in the heterogeneous case.

Summary of Results:

• For small stream sets, the baseline performs better, especially in single-domain scenarios
where batching reduces runtime and too many service classes exist.

• For larger stream sets, the multi-domain approach consistently outperforms the baseline by
up to 3 times, however schedules only 50 % to 70 % of the streams.

• The scheduling performance of the multi-domain approach remains nearly constant with
increasing AGV numbers, while the baseline runtime grows due to longer routes and reduced
batching efficiency.
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7.5 Overall Findings

Across all three evaluation dimensions, delay, state, and scheduling performance, the results
consistently show the trade-offs between the baseline and the proposed multi-domain system.

Delay and E2E Latency

• The multi-domain setting introduces an additional delay range of up to 16 ms, while the
baseline keeps it minimal at 0.027 ms.

• Both settings satisfy the E2E latency and reliability requirement.

State (PSFP and GCL)

• The multi-domain setting reduces PSFP-entries by 30 % to 40 ms compared to the baseline,
especially with Min-Capacity or First-Fit Decreasing heuristics.

• GCL-entries increase in the multi-domain setting substantially (up to 5× for small AGV
numbers), caused by additional gates at border bridges.

Scheduling Performance

• For heterogeneous stream sets, the multi-domain setting is up to 20× faster than the baseline,
especially at higher AGV counts with nearly all inter-domain streams assigned.

• For homogeneous stream sets, the baseline performs better for small sets, but the multi-domain
approach outperforms for larger sets (up to 3× faster). However, it assigns up to only half of
the inter-domain streams.

Overall, the results demonstrate that the proposed multi-domain system achieves significant
scalability and scheduling-time improvements at the cost of slightly increased variability in delay
and higher GCL state requirements.
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Unlike the single-domain TSN, which relies on global time synchronization, time-independent
multi-domain networks must tolerate varying scheduling delays. Existing approaches often introduce
global orchestrators or hierarchical controllers [BAB23], however, these solutions compromise
scalability and domain autonomy.

To enable a separation of concerns the time-independent domains are scheduled separately by
their Domain Controller. This allows intra-domain streams to be exclusively handled by their
domain, increasing information-hiding. Additionally, service classes have been proposed to
simplify scheduling and reduce the device state by aggregating streams. However, they introduce a
fundamental trade-off. Coarse-grained grouping of streams leads to inefficient prioritization, while
overly fine-grained grouping results in excessive state complexity. As a result, the scheduling of
traffic aggregates in time-independent multi-domain settings remains an open challenge that has not
been sufficiently addressed in existing literature.

Although several frameworks have been developed for vehicular or SDN-based networks, they
typically rely on a global view of the system and are therefore not directly applicable to general
industrial multi-domain TSN. This gap motivated our work, in which we investigated the scheduling
of inter-domain streams in multi-domain TSN-based networks where both wired and wireless (5G)
domains coexist.

We introduced a system model that represents such networks formally and designed an Inter-Domain
Controller capable of assigning streams to service classes for each domain under latency and
reliability constraints. Particularly, constraints inspired by frame-based scheduling were utilized to
allow the additional delays introduced at the border of the time-independent domains. Additionally,
we provided a proof of correctness to demonstrate their validity. The approach was implemented
and evaluated in OMNeT++ to confirm its applicability.

The evaluation produced several important results:

• We observed that additional delays arise at domain borders because independently scheduled
domains are not aligned in time and may use different service classes. This effect was
systematically controlled by introducing constraints inspired by frame-based scheduling,
ensuring that E2E guarantees on latency and reliability were satisfied despite the separation.
However resulting in a bigger delay variation of up to 16 ms.

• The analysis of device states revealed that the number of PSFP-entries could be reduced
significantly by up to 40 % by aggregating streams into service classes. This increased the
number of GCL-entries compared to the global baseline, as additional reordering is required
at domain borders. While this overhead does not compromise correctness, it indicates an
opportunity for optimization in future work.
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• The runtime of the scheduler was shown to be, up to a factor of ×20, lower in the multi-domain
setting. Stream aggregation and the separation of intra- and inter-domain scheduling reduced
the computational effort compared to global scheduling, enabling more scalable operation
while maintaining comparable E2E performance.

Beyond these main findings, the experiments also demonstrate that scalability benefits become
increasingly pronounced as the number of domains and streams grows. While global scheduling
quickly became computationally complex at larger scales, multi-domain scheduling remained
stable.

Outlook: Although our work has demonstrated the feasibility of multi-domain scheduling with
service class assignments, several directions remain open for further exploration. First, while
our design assumed a predefined set of service classes, the systematic generation of such classes
remains an open challenge. Developing methods that dynamically derive service classes from traffic
demand, latency constraints, and domain-specific properties would not only improve runtime and
reduce state but also eliminate overhead before the scheduling process even begins.

To relax the assumptions outlined in Section 5.1.1 future work could extend the model to support
multicast scenarios, thereby evaluating whether the proposed constraints also hold when streams
traverse multiple paths. In addition, incorporating explicit jitter constraints may provide stronger
guarantees. One promising direction would be to schedule selected inter-domain streams globally to
satisfy strict jitter requirements, while continuing to handle the remaining streams within separate
domains like in our work. This hybrid approach could balance the need for jitter control with the
scalability benefits of distributed scheduling.

By combining service class aggregation with time-independent scheduling across domains, our
work contributes to the next generation of deterministic networks where scalability and reliability
coexist.
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