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1 Abstract

Cross-lingual word embeddings have been found to be useful in aiding cross-lingual

transfer, but work in this line of research has to date rarely addressed the monosemy

constraint of static word embeddings in depth, where the collapse of multiple mean-

ings into one form might arguably lead to subpar alignments. In this thesis, we ad-

dress this gap by examining potential approaches towards the incorporation of sense

information into cross-lingual alignment. We explore in specfic two variants of cross-

lingual multi-sense alignment: one in which we employ the method of embedding

the senses of each word as a Gaussian mixture (Athiwaratkun and Wilson, 2017),

where the assumption is that multi-sense embeddings as a basis for alignment may

help mitigate the meaning conflation deficiency (Camacho-Collados and Pilehvar,

2018), and in turn help improve isomorphism between vector spaces (Ruder et al.,

2019). Our second method explores learning a cross-lingual multi-sense embedding

space by reversing the order: we cross-lingually align uni-sense word embeddings,

and attempt multi-sense enrichment as a postprocessing step by retrofitting (Pile-

hvar and Collier, 2016) the embedding on the Open Multilingual Wordnet (Bond

et al., 2023). We observe that our model is capable of fine-grained cross-lingual se-

mantic distinctions, where our model successfully identifies colexifications without

cross-lingual supervision.
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2 Introduction

Current approaches towards cross-lingual transfer typically rely either on multilin-

gual transformers (Lauscher et al., 2020) or cross-lingually aligned vector spaces of

lexical representations, depending on the specific task and resource requirements.

Approaches which rely on the latter approach are known typically as cross-lingual

word embeddings, which have been explored under a wide variety of training con-

ditions (Vulić et al., 2020b) and learning approaches (Ruder et al., 2019). However,

work in this line of research has to date rarely addressed the monosemy constraint of

static word embeddings in depth, where the collapse of multiple meanings into one

form might arguably lead to subpar alignments. Where exceptions occur, approaches

often rely either on the existence of parallel corpora for multi-sense joint-training

embeddings (Chi and Chen, 2018), or assume the existence of pretrained contextu-

alized embeddings for alignment (Liu et al., 2023b; Schuster et al., 2019), both of

which are di�cult to acquire for the low-resource scenarios that cross-lingual transfer

is most useful in.

In this work, we explore this direction of research by adapting prior approaches

towards learning multi-sense embeddings to a cross-lingual scenario. We explore in

specfic two variants of cross-lingual multi-sense alignment: one in which we em-

ploy the method of embedding the senses of each word as a Gaussian mixture

(Athiwaratkun and Wilson, 2017), where the assumption is that multi-sense embed-

dings as a basis for alignment may help mitigate the meaning conflation deficiency

(Camacho-Collados and Pilehvar, 2018), and in turn help improve isomorphism be-

tween vector spaces (Ruder et al., 2019).

Our second method explores learning a cross-lingual multi-sense embedding space

by reversing the order: we cross-lingually align uni-sense word embeddings first,

which has already been shown in the literature on cross-lingual embeddings to per-

form competitively on tasks such as bilingual lexicon induction. We then attempt

multi-sense enrichment as a postprocessing step, by retrofitting (Pilehvar and Collier,

2016; Faruqui et al., 2015; Jauhar et al., 2015) the embedding on the Open Multilin-

gual Wordnet (Bond et al., 2023; Miller, 1994). We show how the first approach of
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aligning based on multi-sense embeddings su↵ers from artifacts of its more complex

learning objective, resulting in subpar alignments that, although successful to some

degree in mitigating the meaning conflation deficiency, results in a cross-lingual em-

bedding space that performs worse than the baseline on intrinsic evaluation metrics.

In contrast, we show that enriching sense information as a postprocessing step re-

sults in sensible cross-lingual multi-sense embedding spaces that are able to induce

colexifications by cross-linguistic sense comparison.

We measure the performance of our model on the standard task of bilingual

lexicon induction, and propose the task of colexification induction to illustrate the

advantages of our approach. Our results show that our cross-lingual sense space can

successfully induce colexifications without supervision. We also observe that while

the performance of our model on the BLI decreases in comparison to the baseline, an

error analysis reveals that the predictions generated are often near synonyms with

the gold label data. This points to the possibility that current evaluation approaches

may require more sophisticated design to account for developments in cross-lingual

representation learning.

This thesis is structured as follows. We first provide background knowledge on

cross-lingual embeddings and the meaning conflation deficiency, the latter of which

we hypothesize to hinder cross-lingual alignment. This is followed with a brief survey

on standard approaches to cross-lingual embeddings, multi-sense embeddings, and

the intersection of the two. Our methodology section then provides specifics of how

we construct and evaluate our cross-lingual multi-sense word embeddings, where for

evaluation, we discuss the task of bilingual lexicon induction, of quantifying isomor-

phism, and also of the task of colexification induction which we propose. We close

with a discussion of our findings, where we argue that for mapping-based approaches

to cross-lingual word embeddings, retrofitting cross-lingually aligned baseline em-

beddings on word sense knowledge bases may be a more promising approach then

mapping sense embeddings directly. We also discuss how our proposed tasks may

be useful in the automation of time-consuming semantic typological work Rzymski

et al. (2020).

Our contributions are as follows:
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1. Building on the standard task of bilingual lexicon induction, we propose the

task of colexification induction, and discuss how our approach may be of benefit

for such cross-lingual tasks that require fine-grained semantic knowledge.

2. We propose the first mapping-based approach towards cross-lingual multi-

sense static word embeddings, and evaluate our embeddings against a com-

petitive baseline in cross-lingual alignment.

3. We show how multi-sense embeddings, by virtue of their more complex training

objectives and topologies, may induce lower isomorphism between embedding

spaces, resulting in lower cross-lingual alignment quality if used for mapping

directly. We show instead the advantage of applying retrofitting approaches

to cross-lingual representations, where the meaning conflation deficiency is

addressed as a postprocessing step in cross-lingual space.
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3 Background

3.1 Static Word Embeddings

Figure 1: Illustration of analogies in Word2vec embeddings.

The introduction of distributed representations of words learned by way of deep

learning techniques (Mikolov et al., 2013a) has enabled the development of compu-

tational representations of semantics that have been shown to be useful on a wide

range of downstream NLP tasks. Such representations – henceforth word embed-

dings – learn to model the similarity of words by way of modelling similarity of their

neighboring contexts, which are then mapped to a lower dimensionality to form a

more compact and generalizable representation.

A compact representation thus learned has been shown to capture semantic rela-

tionships such as semantic analogy, where vector representations of words king can

be used to perform operations such as the addition and subtraction of particular se-

mantic dimensions, yielding for instance:
#      »
king� #      »

man+ #             »
woman = #          »

queen (Figure 1).

Empirical observations made in the field also show how such representations appear

to show cross-lingual similarities, where semantically equivalent lexical items are
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shown to be nearest neighbors after a linear transformation is applied to map one

vector space to another (Mikolov et al., 2013b), and semantic analogies are shown to

be preserved in cross-lingual space (Brychćın et al., 2019). Prior research has there-

fore exploited such cross-linguistic geometric similarities between word embeddings

to map lexical representations of low-resource languages onto higher-resourced lan-

guages, which provides for the possibility of cross-lingual transfer under low-resource

settings (Adams et al., 2017; Shirazi and Momtazi, 2020).

Vulić et al. (2020b) show that, when training conditions such as data size and

quality of embeddings are controlled for, no substantial di↵erence in performance

is observed between the alignment of Spanish and Galician to English, or between

Bengali and Tamil to English, indicating that the quality of the target vector space

is a better predictor of alignment quality than factors such as typological similarity.

As such, an understanding of how target vector spaces can be trained to mitigate

potential underlying issues such as the meaning conflation deficiency may prove to be

useful, as this would enable better alignment quality and contribute towards more

e↵ective cross-lingual transfer for low-resource settings. Below, we briefly outline

common approaches to the cross-lingual alignment of vector spaces, followed by an

analysis of some of its limitations.

3.2 Cross-Lingual Embedding Alignment

The cross-lingual alignment problem aims to find a mapping between two word

embeddings that best minimizes some loss. We assume two word embeddings X and

Y , where X, Y 2 Rn⇥d, with n indicating the number of words and d indicating the

dimension. A common approach to cross-lingual alignment would then be to learn

how the source embedding X maps to the target embedding Y is by way of a linear

transformation W , which best minimizes the squared Euclidean di↵erence between

the elements of X and Y . The elements might come in a supervised form from a

selection of seed words:

(1) W
⇤ = argmin

W2Rd⇥d

kXW � Y k2
F
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Figure 2: Illustration of mapping-based alignment of cross-lingual word embeddings.

X is the source embedding, W is the (learned) linear transformation, and Y is the

transformed embedding, which is projected into the same vector space as the target

embedding. Semantically equivalent words would ideally be nearest neighbors, as

illustrated.

Further constraints can be placed onW , such as constrainingW to be orthogonal,

which has been shown empirically to improve the quality of the mapping. Assuming

Od to stand for the set of orthogonal matrices, this can be expressed as follows (Xing

et al., 2015):

(2) W
⇤ = argmin

W2Od

kXW � Y k2
F

Moving beyond seed word supervision, it is possible to solve for this problem

under an unsupervised scenario. While approaches vary, a well-known approach

10



in this regard is to learn the alignment between source and target words P and

the linear transformation W jointly. Below we assume P⇤ to stand for the the

permutation matrix that provides a one-to-one alignment between the source and

target words (Grave et al., 2019):

(3) W
⇤
, P

⇤ = argmin
W2Od,P2Pn

kXW � PY k2
F

In this thesis, we hypothesize that such mapping-based approaches towards align-

ment may benefit from multi-sense representations. By decomposing lexical forms to

its meanings in the vector space, the vector spaces in the source and target language

may become more similar due to the interference of polysemous words being miti-

gated. In the next section, we discuss how polysemy may negatively a↵ect alignment

quality.

3.3 Meaning Conflation Deficiency in Cross-Lingual Map-

ping

The meaning conflation deficiency refers to the property of static word embeddings

collapsing di↵erent meanings under the representation of a single form (Camacho-

Collados and Pilehvar, 2018). Such a property of collapsing the senses of a word to a

single form has been argued to hamper the semantic understanding of downstream

tasks; more relevantly, such a collapse also has geometric consequences that a↵ect

isomorphism between embedding spaces. In monolingual space, the conflation of

meanings for a form such as “bank”, which is known for having both a financial and

a coastline sense, leads to a vantage point from which words in the financial domain

and words related to natural landscape get drawn closer, leading to consequences

for downstream understanding of lexical similarity. Cross-lingually, target languages

which do not share such a polysemous vantage point may find their embedding

spaces less similar than without such a form in the training data.

In the linguistic literature, such a conflation is known under the term of colexifi-

cation, where a colexification is defined as “one minimal shape [having] two di↵erent
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ȟŏǥȇ׊�ƛȟ׋

ŽȇȰʙ׊�ǃɦ׋

Ȱȟǆȇƛ׊�ǃɦ׋

�՞�ȇƛ˂ǥŽŏȇ�ǃȰɦș íƛșŏȟʄǥŽ�
ƛɢʙǥʶŏȇƛȟŽƛ

�՟�ȇƛ˂ǥŽŏȇ�ǃȰɦș

Figure 3: Illustration of colexifications, where English “nail” colexifies “ongle” and

“clou” when compared with French.

meanings in two di↵erent situations” (Haspelmath, 2023). A colexification is argued

to be valid only under cross-linguistic comparison. Examined monolingually, forms

and the meanings they exhibit can be argued to be represented in the minds of speak-

ers under a unified representation; when examined against how other languages map

semantically equivalent meanings to forms however, a colexification can be said to

exist if a di↵erence in form-meaning mapping is observed. Figure 3 provides an il-

lustration, where the English form of “nail” is used in the two referring situations

of “a covering on the finger” and “a small metal spike”. These two meanings, when

examined against French, are expressed by two distinct forms, “ongle” and “clou”;

it would be said then, that English “nail” colexifies “ongle” and “clou”.

The main hypothesis that we wish to test in this thesis is the notion that

single vector representations for polysemous forms may be suboptimal for cross-

lingual alignment, and that a multi-sense representation of such entries may help

improve the quality of the cross-lingual embedding space. We provide an illustration

of our hypothesis in Figure 4 with the polysemous example of “Tasche” in German.

12



(a) Monosemous representation, where all three

words have incorrect nearest neighbors.

(b) Polysemous representation, where by allow-

ing Tasche to have multiple senses, multiple words

come to have correct nearest neighbors.

Figure 4: Illustration of how multi-sense representations can help with translational

ambiguity.
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“Tasche” colexifies “bag” and “pocket” in English, where the figure on the left shows

how “Tasche” may be unable to map correctly to either option due to the conflation

of meanings. In contrast, the figure on the right shows how a multi-sense repre-

sentation of “Tasche” can in theory successfully map the respective senses to their

English equivalents. In the next section, we review the literature on cross-lingual

word embeddings and multi-sense representations, which sets the background for

our proposed approach.
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4 Related Work

In this section, we survey prior work related to our own, where our discussion is

divided into three sections: multi-sense static word embeddings, cross-lingual word

embeddings, and their intersection.

4.1 Multi-Sense Static Word Embeddings

In survey of common approaches towards learning multi-sense word embeddings,

Camacho-Collados and Pilehvar (2018) propose that approaches to multi-sense rep-

resentation learning typically fall under two categories. The first is a two-staged

approach, where the sense-level information is first induced, followed by a step of

learning representations for the induced senses. The order of the two stages can

also di↵er, where while some approaches induce the senses before learning the rep-

resentations, other approaches “retrofit” the learned vectors on external sense-level

lexical resources such as Wordnet. The second category involves joint training, which

jointly learns both global and sense-level vectors. We describe the two approaches

in detail below.

4.1.1 Two-Stage Approach

Context-clustering:

Schütze (1998) is an early attempt towards a two-stage approach of sense represen-

tations. The core of the method involves a process termed context-group discrimi-

nation, where the process views word senses as clusters of similar contexts. For a

lexical form, the context vector of a given occurrence in the corpus is represented

as the centroid of its word vectors, where all context vectors are then clustered into

a prespecified number of groups via the Expectation Maximization algorithm. Such

an approach of pre-clustering contexts forms the basis for many later approaches

to sense representations. Notably, instead of constructing context vectors for each

specific occurrence of a word token, Reisinger and Mooney (2010) skip the context
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vector step by directly clustering the feature vectors of unigrams, and estimate mix-

tures of von Mises-Fisher distributions to obtain the sense clusters, where a von

Mises-Fisher distribution can be seen as an adaptation of a Gaussian to better fit

high dimensional data. Similarly, a mixture of von Mises-Fisher distributions is akin

to a Gaussian mixture for high dimensional settings.

Retrofitting:

However, context-clustering approaches to multi-sense representations often su↵er

from the issue of the clusters being detached from what would be considered a

distinct sense under human evaluation. A di↵erent approach is therefore to induce

the senses from knowledge bases, and then fitting learned representations on the

knowledge bases as a postprocessing step. Such a fitting process typically has as

objective function that balances two terms: one term of the objective function serves

to ensure that the learned representation stays close to the original embedding, while

the second term draws the embedding closer to information we wish to infuse into

the representation. Such an approach is originally proposed in Faruqui et al. (2015),

and extended to learning sense representations in Jauhar et al. (2015) and Pilehvar

and Collier (2016), the latter of which constitutes the basis of our approach. Pilehvar

and Collier (2016) obtain the most strongly associated words with each sense node

in Wordnet by applying Personalized PageRank (Page et al., 1999; Haveliwala et al.,

2003), which is then used to bias the conflated representation towards each of the

potential senses. We discuss this approach in more detail in the methodology section.

4.1.2 Joint-Learning Approach

Joint training approaches allow for crossover of information between the two tasks of

sense clustering and representation learning, where knowledge of one task may be of

use in the other. In this regard, Neelakantan et al. (2014) constitutes the first attempt

in updating the skipgram model to perform the task of sense clustering jointly, with

the goal of obtaining multi-sense embeddings. Word contexts are, similar to context-

clustering approaches, still represented as the mean of the words within the context,
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but a sense selection process dynamically determines which sense to update, where

the selection process is chosen by maximum similarity between sentence context and

each of the sense representations. Li and Jurafsky (2015) also base their multi-sense

extension on the skipgram model, but dynamically decide when to assign to a new

sense by modelling it as a Chinese Restaurant Process (Aldous et al., 1985).

Athiwaratkun and Wilson (2017) take an alternative approach to multi-sense

embeddings by building on the work of Vilnis and McCallum (2015). Vilnis and

McCallum (2015) embed words as Gaussians in vector space, and Athiwaratkun

and Wilson (2017) extend this approach to embedding words as Gaussian mixtures,

where the senses of words are learned into a mixture of Gaussians and associated

(spherical) covariances. This line of work is then further developed by incorporating

subword information into the embedded Gaussian mixtures (Athiwaratkun et al.,

2018b), the last of which constitutes the basis for one of our proposed approaches.

4.2 Cross-Lingual Word Embeddings

Ruder et al. (2019) survey existing approaches to cross-lingual word embeddings,

and point out that methods in cross-lingual word embeddings have mainly di↵ered in

the data used for alignment, where variation typically exists along two dimensions:

whether the level of alignment between the cross-lingual data is word-, sentence-,

or document-based; and whether the data is parallel or comparable. In view of rel-

evance, we mainly report in this section developments under word-based alignment

methods, where supervision comes in the form of word-level semantic equivalents be-

tween two languages, as is consistent with the setup of the thesis. We refer readers

to Ruder et al. (2019) for a more comprehensive account of all methods.

Within both word-level approaches and across the literature on cross-lingual

word embeddings, mapping-based approaches currently constitute the most popular

category, with variations often hinging on the nature of the transformation learned.

Such approaches train word embeddings on monolingual corpora respectively in two

languages, and map one embedding space onto the other by learning a transfor-

mation matrix, where the transformation optimizes the objective of minimizing the
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distance between known semantic equivalents in the source and target language.

Nearest neighbors of the mapped lexical forms are then retrieved cross-lingually to

obtain word translations. This the formulation adopted in Mikolov et al. (2013b),

which is further refined by Lazaridou et al. (2015) by adding L2 regularization. Such

mappings often also preprocessed the embeddings by way of a length normalization,

which Xing et al. (2015) argue to resolve inconsistencies in similarity metric for

training and evaluation, which use the dot product and cosine similarity respec-

tively. Xing et al. (2015) further constrain the transformation to be orthogonal,

which Artetxe et al. (2016) interpret to preserve monolingual invariance.

Mapping-based methods map one embedding space onto the other, but the task

of learning a cross-lingual embedding space can also be alternatively construed by

mapping both embedding spaces to a shared space. Such is the assumption behind

canonical methods, where Canonical Correlation Analysis (Hotelling, 1992) is applied

to both embeddings to map to a shared space. Faruqui and Dyer (2014) pioneer an

approach in this category, where Canonical Correlation Analysis is employed to

maximize the correlation between the projected source and target embeddings. Lu

et al. (2015) extend their method by incorporating non-linearity to the respective

transformations.

Beyond modifications to the learned transformations however, developments have

also focused on how the word-level supervision can be improved, such that good

transformations can be learned with minimal supervision under low-resource set-

tings. Where the supervision for word-level approaches initially utilize up to 5000

semantically equivalent word pairs, developments in this line of research have been

able to reduce the amount of supervision by way of weak supervision (Artetxe et al.,

2017), or by directly learning for supervision in the mapping process (Artetxe et al.,

2018), which achieves in essence an unsupervised approach to cross-lingual word

embedding that is competitive against supervised approaches.

Approaches to weak supervision take advantage of cross-lingually similar or sta-

ble features, examples of which include making use of identical strings as supervision

or by using equivalent arabic numbers (e.g. 1-1, 2-2, 3-3, 4-4...etc.) (Artetxe et al.,

2017). However, supervision can notably come from distributional information in-
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herent in the embeddings. Artetxe et al. (2018) observe that semantically equivalent

lexical forms often have similar intra-lingual distances to other lexical items, where

similarity of such an intra-lingual distance can be used to generate an initial cross-

lingual dictionary. Using this dictionary to learn a mapping, one can then iteratively

improve the quality of the dictionary and the mapping until convergence. Artetxe

et al. (2018) report competetive performance for such a method, often surpassing

even supervised approaches towards cross-lingual alignment in the task of blingual

lexicon induction.

4.3 Cross-Lingual Multi-Sense Word Embeddings

In survey of prior work on cross-lingual multi-sense word embeddings, our work

constitutes the first example of a mapping-based approach towards the learning of a

cross-lingual sense space with static word embeddings. Chi and Chen (2018) stands

as the work most related to our own, where they jointly learn a cross-lingual sense

embedding by leveraging cross-lingual signals in a parallel corpus.

Looking beyond static embeddings however, recent approaches have attempted

cross-lingual alignment on contextualized word embeddings, which similarly ad-

dresses the meaning conflation deficiency. Schuster et al. (2019) align contextualized

word embeddings by learning context-independent embeddings, which is learned for

a given token by taking its mean under di↵erent contexts in the training data. Such

context-independent embeddings can then be used for alignment in a fashion similar

to static word embeddings. They observe that senses of homonyms in cross-lingual

embeddings induced in this manner remain close in embedding space. Liu et al.

(2022) address this deficiency by proposing a sense-aware cross-entropy loss, which

models word senses directly.

Such aligned contextualized word embeddings potentially address the meaning

conflation deficiency of aligned embeddings, but our approach in comparison has the

benefit of a discrete number of senses induced by way of a knowledge base, which

allows for some level of interpretability as regards the senses. The discrete count of

our senses also allow for more straightforward induction of colexifications. Lastly,
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our approach requires substantially less computational resources to train, and re-

lies on less data. In consideration of the utility of cross-lingual word embeddings

in low-resource languages, such a representation constitutes a practical tradeo↵ be-

tween static and contextualized cross-lingual alignments, that may help cross-lingual

transfer for the long tail of underrepresented languages.
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5 Methodology

In this section, we describe the methods we use to train and evaluate cross-lingual

multi-sense word embeddings. We cover Fasttext embeddings (Bojanowski et al.,

2016) as our baseline, which also forms the basis of our more advanced architectures.

We follow up with a discussion of uni- and multi- modal Gaussian embeddings as

our first approach. We then discuss how we retrofit our baseline embeddings on the

Open Multilingual Wordnet (Bond et al., 2023; Miller, 1994) to postprocess for multi-

sense (Pilehvar and Collier, 2016) after a cross-lingual space is induced. We close

this section by a discussion of our evaluation tasks, where in addition to evaluating

on bilingual lexicon induction, we describe how we quantify isomorphism between

embedding spaces to examine whether di↵erent training objectives can result in

less isomorphic cross-lingual spaces. Finally, we propose the task of colexification

induction, which our architecture facilitates.

5.1 Fasttext Embeddings

In the literature on cross-lingual word embeddings, Fasttext embeddings (Bojanowski

et al., 2016) have become a standard choice as basis for evaluating mapping-based

cross-lingual alignment methods (Glavaš et al., 2019). This stems in part from their

ready availability as pre-trained static word embeddings for multiple languages.

They are also trained upon large amounts of comparable data from Common Crawl

and Wikipedia, allowing alignment methods to have sound basis to compare upon.

Methodologically, they constitute an advancement over standard word2vec embed-

dings in incoporating subword-level information, where morphologically-related lex-

ical items are able to share subword information.

Recall that in the skipgram model (Mikolov et al., 2013c), w1...wt denote a

sequence of training words, for which the training objective is to maximize the

probability of the context Ct given wt:
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(4)
TX

t=1

X

c2Ct

log p(wc|wt).

Fasttext incorporates subword-level information by modifying the representation

of wt, where in addition to the full word, it is also decomposed into a set of character

n-grams. For the case where wt is “apple” then, a representation with a n-gram size

of 3 would be: “〈ap, app, ppl, ple, le〉”. This step is done for ngrams of di↵erent

granularities. The word-level representation is also added to the bag of n-grams,

where it is appended with angular brackets on both ends to ensure homography with

any of the character n-grams does not occur. The scoring function for determining

the similarity of the target word with the context words is accordingly modified to

accommodate for this n-gram representation, where:

(5) s(w, c) =
X

g2Gw

z
T

g
vc.

With Gw denoting the set of n-grams associated with a given word form; zg

denoting the vector representation associated with the n-gram g; w the target word;

c the context word; and vc the representation of the context word.

5.2 Multi-Sense Embeddings

Driven by the assumption that multi-sense embeddings may bring improvements in

cross-lingual alignment quality, below we discuss two variants of multi-sense word

embeddings that we employ in our experiments: one in which we first learn Gaus-

sian mixture Fasttext embeddings (Athiwaratkun et al., 2018a) from monolingual

corpora, and attempt alignment. The hypothesis is that by mitigating the mean-

ing conflation deficiency (Camacho-Collados and Pilehvar, 2018), the metric spaces

should be more isomorphic, in turn helping alignment. Our second method maps

our baseline Fasttext embeddings to a shared cross-lingual space first, and then de-

conflates the word-level representation (Pilehvar and Collier, 2016) by biasing the
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vector towards the vectors of a list of words associated which each sense, which are

derived from the Open Multilingual Wordnet (Bond et al., 2023; Miller, 1994). This

approach is hypothesized to take advantage of the isomorphism already present be-

tween the baseline embeddings, and addresses the meaning conflation deficiency as

a postprocessing step.

5.2.1 Multi-Sense Enrichment after Alignment

In this section, we experiment with taking advantage of the pre-existing performance

of cross-lingual alignment, and enrich the embedding with senses as a postprocess-

ing step. We employ the methodology of Pilehvar and Collier (2016) for such an

enrichment, which involves two steps:

1. The obtainment of a list of words that are the most strongly associated with

the sense of a given lexical item.

2. Biasing the vector of the given word towards each of the senses, where the

target space is defined based on the list of words obtained in step 1.

We describe the two steps in further detail as follows.

Obtaining sense biasing words:

The acquisition of sense-biasing words depends in Pilehvar and Collier (2016) on

Wordnet (Miller, 1994), which is a popular graph-based lexical database that links

word senses based on lexical semantic relations. For a given dictionary form of a

word (termed a lemma), one is able to derive its synsets, which is a set of synonyms

for a particular concept. Synsets are linked to one another through lexical semantic

relations such as hypernymy or hyponymy.

As an illustrative example, for the lemma “digit”, Wordnet returns synsets of

{“figure”, “digit”} and {“finger”, “digit”}, indicating that the lemma takes part in

these senses. These senses in themselves can be linked to other senses, where the

hypernym for the first synset returns {“integer”, “whole number”}, and the second
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{“appendage”, “member”, “extremity”}. For a given lemma then, one is able to

obtain a graph of its senses and its relations with other words through Wordnet.

Pilehvar and Collier (2016) propose to obtain the most representative words for each

of the word senses by applying Personalized PageRank (Haveliwala et al., 2003; Page

et al., 1999) on the semantic graph. Below, we describe the PageRank algorithm and

explain its personalization variation.

Assuming the existence of a directed graph G = (V,E), where V denotes N

vertices v1...vN , E the edges which connect V , and di the outdegree of a given

vertex vi, we can compute a transition matrix M , which describes the probability of

transitioning from vertex to vertex, by assigning a value 1
di

to Mij if there is a link

between vi and vj, and 0 otherwise. With M , the PageRank vector Pr over G can

be computed as follows, which we iterate until convergence:

(6) Pr = ↵M
T
Pr + (1� ↵)v

Where Pr is the resulting PageRank vector that gives a probability distribution

over V ; ↵ is what is termed the damping factor, which is usually set to 0.85; and v

is a stochastic normalized vector, where the element values are 1
N
.

The personalization variation introduced by personalized PageRank involves

modifying v, where an increase in the probability mass assigned to vi results in

an increase in rank for the vertex, with its neighboring vertices also receiving a high

rank due to the increase. In Pilehvar and Collier (2016), v is treated as a one-hot

vector to select specific synsets, where the indexed synset vi is assigned the en-

tire probability mass 1.0. The resulting Pr vector, in the case of Wordnet, can be

interpreted as semantic relevance of each synset to vi.

For the German lemma “Tasche”, we can see that the “pocket” and “bag” senses

yield sensible biasing words in Table 1.

Biasing vectors to sense spaces:

With a list of semantically associated words for each synset, Pilehvar and Collier
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Sense Top biasing words

Pocket Beutel, Täschchen

Bag Tüte, Sack, Ranzen

Table 1: Sense biasing words for “Tasche”.

(2016) propose to bias the vectors for each word in the word embedding towards

its respective senses. Such a biasing procedure is done by solving for the following

equation:

(7) argmin
v⇤si

↵ d(v⇤
si
, vsi) +

X

bij2�i

�ijd(v
⇤

si
, vbij)

The equation consists of two terms. The first term ensures that the learned

sense vector v
⇤

si
does not stray away from the original vector vsi , with ↵ being a

hyperparameter that controls for how strong this term should be. The second term

biases v
⇤

si
towards the sense biasing words in �i. �ij denotes an exponential decay

function that assigns importance to higher ranking words in the ranked list of �i. It

is defined as follows:

(8) �ij =
e
��r(i,j)

|�i|

r(i, j) denotes the rank of the word bij in the list �i, and � is a hyperparameter

that controls the degree of decay applied.

Given the multilingual nature of our experiment, we replicate the method of

Pilehvar and Collier (2016) on Wordnets in multiple di↵erent languages, by taking

advantage of the Open Multilingual Wordnet (Goodman and Bond, 2021; Bond

et al., 2023). We note that the size and quality of Wordnets di↵er to some extent

between languages, where while the English and German Wordnet is richly encoded,
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the French Wordnet shows in comparison a relative lack of annotations for lexical

semantic relations, thus resulting in sense biasing word lists that are shorter, often

not extending beyond the lemmas of a given synset. Such di↵erences in annotation

size potentially impact the quality of the learned sense vectors for languages with

Wordnets of fewer relational annotations (Agirre and Soroa, 2009).

5.2.2 Gaussian Mixture Word Embeddings

We experiment with learning senses as Gaussian mixtures by adopting the train-

ing procedure in Athiwaratkun et al. (2018a). Athiwaratkun et al. (2018a) build on

the work of Bojanowski et al. (2016) and Athiwaratkun and Wilson (2017), where

Bojanowski et al. (2016) is a subword-enriched word representation, while Athi-

waratkun and Wilson (2017) helps to separate word senses by learning words as

Gaussian mixtures.

The multi-sense component of their approach learns multi-sense word embed-

dings by representing each word w in the vocabulary as a Gaussian mixture with K

components. Each word w is therefore associated with a density function fw:

(9) fw(~x) =
KX

i=1

pw,iN (~x; ~µw,i,⌃w,i)

Where ~µw,i stands for the mean vectors of a given word w at the ith component;

⌃w,i stands for the covariance matrices of the components; and pw,i are the compo-

nent probabilities which sum up to 1. The training goal of such an embedding would

then be to learn ~µw,i, ⌃w,i, and pw,i from a given corpus of text, where each Gaus-

sian component’s mean vector of word w, ~µw,i, represents a sense distinction that the

Gaussian mixture captures. Athiwaratkun et al. (2018a) further utilize the approach

of Bojanowski et al. (2016), where the mean vectors of the Gaussian embeddings

are learned by averaging its n-gram and word-level vectors. Formally:

(10) µw =
1

|NGw|+ 1
(vw +

X

g2NGw

zg)
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Where zg is the n-gram vector associated with g, an n-gram of the word, and vw

is the word-level vector.

Working with such a probabilistic model entails some changes to the training

procedure of the standard skipgram algorithm, mainly in the similarity function

and the loss function. For the similarity function, our goal is to take advantage

of the asymmetric, potentially inclusional relationship between distributions, there-

fore a dot product between the means of the vectors would not be an ideal choice.

Negative KL divergence would be a possible measure when working with unimodal

Gaussians that takes into account asymmetry, but when moving to Gaussian mix-

tures, this would not have a closed form. Athiwaratkun et al. (2018b) therefore follow

Athiwaratkun and Wilson (2017) in using the expected likelihood kernel, which is

a generalization of the inner product between vectors to an inner product between

distributions:

(11) E(f, g) =

Z
f(x)g(x) dx = hf, giL2

Where E denotes the energy distance between distributions f and g. We note

that an energy distance refers to a distance between distributions (Rizzo and Székely,

2016).

Recall that f and g in the case of Gaussian mixture embeddings are Gaussian

mixtures. To account for the similarity between individual components of the Gaus-

sian mixtures, Athiwaratkun and Wilson (2017) propose:

(12) E(f, g) = log
KX

j=1

KX

i=1

piq
e
⇠i,j

j

Where ⇠i,j is the partial energy — the partial similarity — between the compo-

nents of f and g. ⇠i,j is computed as follows: logN (0; ~µf,i � ~µg,j, �f,i + �g,j).

For the loss function, a max-margin ranking objective is used, which pushes the

energy (i.e. the distance between distributions) of a word and its positive context
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(w and c) higher than that of its negative context (w and n) by a margin of m

(Joachims, 2002), resulting in the following loss function L:

(13) L(f, g) = max[0,m� E(f, g) + E(f, n)]

Athiwaratkun et al. (2018b) report that in the case where explicit polysemy is

not observed, the mixture components tend to be closely located, and still give the

monosemous items an edge in representing subtle semantic variations.

5.3 Cross-Lingual Alignment of Gaussian Mixture Embed-

dings

For the alignment of Gaussian mixture embeddings, we take the mean of components

and align based on the centroid embedding. This is similar to the method adopted in

Schuster et al. (2019) for aligning contextualized word embedding. We report results

for alignments both with and without supervision.

5.3.1 Cross-Lingual Alignment by Self-Learning

For cross-lingual alignment, we make use of Vecmap (Artetxe et al., 2018), which

aligns based on the assumption that corresponding words between the source and

target embeddings have similar intra-lingual distances to other lexical items in the

vocabulary, which can be used to simulate an initial seed dictionary. We describe

the method as follows.

Step 1: dictionary initialization by intra-lingual similarity Artetxe et al.

(2018) propose to induce cross-lingual lexical equivalents by leveraging the intra-

lingual distributional similarity of lexical items. Concretely, assuming source em-

bedding X and target embedding Y , the problem of unsupervised cross-lingual

alignment essentially lies in the lack of alignment on both the vocabulary axis and
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dimensional axis. Artetxe et al. (2018) therefore exploit the isometric assumption of

cross-lingual word embeddings, where they propose to sort the values in each row of

similarity matrices MX = XX
T and MY = Y Y

T . If the isometry assumption holds

true, the sorted similarity matrices should now only have a mismatch on the vocab-

ulary axis, where a nearest neighbor search in MX should yield its lexical equivalent

in MY . The similarity matrices MX and MY can be obtained by way of a singular

value decomposition (SVD), where given X = USV
T , the similarity matrix MX can

be obtained by US
2
U

T . Furthermore, given that the square root of the similarity

matrix
p
MX = USU

T is closer to the original embedding, the square root is used.

Step 2: Preprocessing The method further preprocesses the similar by length

normalization, mean-centering, and a second round of length normalization. Length

normalization is applied to guarantee that all embeddings have Euclidean unit

length, whereas mean centering is to ensure all components have a zero mean. The

end result is that the dot product becomes equivalent to cosine distance for any two

embeddings, which has been shown to help alignment in prior work (Xing et al.,

2015).

Step 3: Self-Learning Having obtained an initial dictionary by way of step 1,

the method proceeds to iterate through the two steps of: (1) learning an optimal or-

thogonal mapping by maximizing the similarities of the dictionary, and (2) updating

the dictionary by way of the learned orthogonal mapping. This process is repeated

until convergence. The two steps are described as follows:

Obtain Orthogonal Mapping This step learns the linear transformation re-

quired for mapping the original embeddings X and Y into a shared embedding

space, such that the embeddings become comparable, and under the isomorphy as-

sumption, map lexical equivalents in X and Y as nearest neighbors. Xing et al.

(2015) show how constraining the mapping to being orthogonal improves perfor-

mance in bilingual lexicon induction. An optimal orthogonal transformation for a

given dictionary D is obtained as follows:
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(14) arg
WX ,WY

max
X

i

X

j

Dij((Xi⇤WX)(Yj⇤WY ))

Update Dictionary With an initial orthononal mapping, the dictionary can

then be updated over the similarity matrix of the newly mapped embeddings,

XWXW
T

Z
Z

T , where lexical equivalents are retrieved by way of nearest neighbors

from the source language into the target language.

Artetxe et al. (2018) further note a number of additional procedures they employ

that have been shown empirically to help cross-lingual alignment:

1. Vocabulary cuto↵ for noise suppresion in low-frequency items: in view

of the noisiness of low-frequency items and the quadratically increasing size of

the similarity matrix, only the k-most frequent words are used for dictionary

induction, where k is typically set to 20,000.

2. Cross-domain Similarity Local Scaling for the hubness problem: the

hubness problem in cross-lingual word embeddings refers to the issue where

some vectors in high dimensional space are popular nearest neighbors for many

other points Dinu et al. (2015). Cross-domain similarity local scaling (CSLS)

(Conneau et al., 2018) is an alternative to nearest neighbor retrieval designed

to mitigate this, where for two embeddings x and y, CSLS penalizes vectors

in densely populated neighborhoods as follows:

(15) CSLS(x, y) = 2 cos(x, y)� rT (S)� rS(y).

rT (x) and rS(y) can be seen as proxies for neighborhood density, where they

compute the average cosine similarity of x and y to their k nearest neighbors

in the other language. k is set to 10 both in the original work of Conneau et al.

(2018) and in the standard hyperparameters of Vecmap.
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3. Bidirectional dictionary induction: the dictionary induction step in the

iterative process has the potential pitfall of mapping to certain lexical items

either 0 or multiple times. In iteration, the multiply occurring words potentially

accentuate the issue of falling into local optima. The dictionary is therefore

induced from both directions and concatenated together to mitigate this issue.

A final re-weighting step is performed after the self-learning process converges,

where both source and target embeddings are re-weighted according to the

cross-correlation in each component.

5.4 Evaluation

Having obtained cross-lingually aligned multi-sense embeddings, we follow

prior work in evaluating their performance on the task of bilingual lexicon in-

duction (BLI). BLI aims to retrieve word-level translations for a list of words

in the test set. In addition, we employ a measure of quantifying isomorphism to

observe if the training objective of Gaussian embeddings cause any di↵erences

in the isomorphism of embeddings. We also propose the task of colexifica-

tion induction, where we examine whether our model is capable of inducing

colexifications without supervision.

5.4.1 Baseline

For our baseline, we propose to use the same training data as our Gaussian mix-

ture embeddings to train Fasttext embeddings (Mikolov et al., 2013a), which

should be aligned with the same mapping-based methods for a fair comparison.

We choose Fasttext embeddings as they form the basis of our proposed cross-

lingual Gaussian mixture embedding methods. In addition, they have also been

widely employed in the cross-lingual word embedding literature (Glavaš et al.,

2019). For our sense-enrichment method, we also use pre-trained Fasttext em-

beddings for enrichment.
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5.4.2 Bilingual Lexicon Induction

We follow prior work in evaluating the translation accuracy of bilingual lexicon

induction at P@1. Standard formulations of the task in the cross-lingual em-

bedding literature define a test instance as predicting whether the predicted

lemma constitutes a member in the set of potential translations. This is a

sensible limitation for standard cross-lingual word embedding models, as their

monosemy constraint would not have allowed a source lemma to map to mul-

tiple forms. Following prior work, we emulate such a constraint for our multi-

sense model, by keeping only the prediction with the highest cosine similarity

(Athiwaratkun and Wilson, 2017).

We note however, that the standard formulation of the BLI task arguably

does not reflect the advantage of multi-sense models. The main advantage of a

cross-lingual multi-sense model is its capability of mapping to multiple target

forms, yet even in the case where all target forms are predicted correctly, the

standard formulation would only count this as one successful prediction. We

address the consequences of this limitation for our sense-based model in the

discussion section.

5.4.3 Quantifying Isomorphism

For Gaussian mixture embeddings, we would also like to disentangle the e↵ect

that a Gaussian-based training objective has on isomorphism between embed-

ding spaces. Therefore, we also present results for uni-modal Gaussians, and

utilize a quantitative measure of isomorphism to probe the extent to which

uni-modal Fasttext Gaussian embeddings are isometric, in comparison with

standard Fasttext embeddings.

We employ eigenvector similarity (EVS) in measuring the isomorphism (Søgaard

et al., 2018). Isomorphism here refers to the property of two graphs containing

the same number of graph vertices connected in the same way. EVS quantifies

isomorphism by computing the extent to which the nearest neighbour graphs of
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the two embedding spaces are isospectral, which refers to whether the spaces

have the same sets of eigenvalues (i.e. spectra). Søgaard et al. (2018) note

that, although approximately isospectral graphs do not necessarily guarantee

their being isomorphic, approximately isomorphic graphs are however always

isospectral (Gordon et al., 1992).

To obtain this measure, we calculate the Laplacian matrices L1 and L2 of the

two nearest neighbor graphs. The Laplacian matrices are obtained by sub-

tracting the adjacency matrix, AX , from the degree matrix, DX , for a given

word embedding X, where LX = DX � AX .

For each nearest neighbor graph of the Laplacians, we find the smallest num-

ber of k that allows the sum of its eigenvalues to be at least 90% of its total

eigenvalues. We then take the smaller of the two k values thus obtained. The

eigenvector similarity measure is then the sum of the squared di↵erences be-

tween the largest k Laplacian eigenvalues:

(16) � =
kX

i=1

�
�1 i � �2 i

�2

Where a lower value of delta indicates that the two embeddings are more

isomorphic. The selection of k is determined as follows:

(17) min
j

{
P

k

i=1 �jiP
k

i=1 �ji

> 0.9}

A delta of 0 indicates that the two graphs are fully isospectral, with increasing

values indicating decreasing similarity between the spectra. Søgaard et al.

(2018) show that this measure of of eigenvector similarity holds a correlation of

r = 0.89 with bilingual lexicon induction performance, lending support to the

usefulness of the metric for quantification of isomorphism in word embedding.
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5.4.4 Colexification Induction

ȟŏǥȇ׊�ƛȟ׋

ŽȇȰʙ׊�ǃɦ׋

Ȱȟǆȇƛ׊�ǃɦ׋

�՞�ȇƛ˂ǥŽŏȇ�ǃȰɦș íƛșŏȟʄǥŽ�
ƛɢʙǥʶŏȇƛȟŽƛ

�՟�ȇƛ˂ǥŽŏȇ�ǃȰɦș

Figure 5: Illustration of di↵erences between bilingual lexicon and colexification in-

duction, where the red lines indicate correct sense mappings, and the yellow lines

correct lexical mappings. For BLI, typically a prediction of either one of the yellow

lines counts as a valid prediction; for colexification induction, both yellow lines must

be predicted together for a fully valid prediction.

In addition to word-level translations, we also show how our model is able

to go beyond word-level alignment and perform BLI-related tasks on a sense-

level. We propose in this section the task of colexification induction (CI). For

a given input lemma, the task of CI is to predict all target lexical forms of its

sense-level mappings. Figure 5 illustrates how the two tasks di↵er graphically.

We describe colexification induction in further detail below.

Formalization

Haspelmath (2023) defines colexifications as deviations from the canonical one-

to-one mapping between meaning and form, where a deviation is argued to be
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valid only as a result of cross-linguistic comparison, as a given lexical form

can be argued to have a unified concept for the di↵erent senses that it ex-

hibits. Based on this qualitative definition, we o↵er here a formal definition of

a colexification. Let s1. . . si denote the set of possible senses. Let Lx and Ly

be lexicalization functions that map senses to lexical forms lx1...j and ly1...k in

languages X and Y . Let Sx and Sy denote the inverse functions, which map

from the senses to their lexical forms. For a given lexical form lemx 2 lx1...j , we

obtain its semantic equivalents in language Y by Ly(Sx(lemx)), which gives

lemy1...l
. We say lemx colexifies lemy1...l

, if |lemy1...l
| > 1. Thus in Figure 5,

where lemx is the lexical form of “nail” in English, we observe that it colex-

ifies both “ongle” and “clou” when compared against French, where in our

formalism “ongle” and “clou” are lemy1...l
, with |lemy1...l

| > 1.
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6 Experimental Setup

6.1 Gaussian Embeddings

To ensure a fair comparison between our Gaussian embeddings and the base-

line, we train both the Gaussian embeddings and the baseline Fasttext they

compare against on Wikipedia dumps. We preprocess our data with a finite-

state text processing toolkit2, where we sentence-split and word-split the data

based on orthographical criteria. We lowercase the text, and remove all nu-

merals and punctuation in the data. The dimensionality for both Gaussian

embeddings and the baseline are set to 100. Following standard practice, we

trim the vocabulary of the resulting to 200k; for the case of Gaussian mixture

embeddings, we trim to the product of 200k and the number of mixtures, re-

sulting in a 400k vocabulary count. We employ the optimal hyperparameters

provided in their codebase3, but modify the window size from 10 down to 5

to ensure comparability with the baseline model. Levy and Goldberg (2014)

observe that smaller context windows capture more focused information as

regards the target word, indicating that a di↵erence in window size may result

in noise to cross-lingual alignment.

6.2 Retrofit Embeddings

For our retrofitting approach, we take advantage of pre-trained Fasttext em-

beddings for the basis of our alignment4. We trim the embeddings to a 200k

vocabulary count, which ensures comparability with prior results in the cross-

lingual embedding literature that utilize the same embeddings.

2https://github.com/microsoft/blingfire/
3https://github.com/benathi/multisense-prob-fasttext/tree/master
4https://fasttext.cc/docs/en/crawl-vectors.html
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6.3 Bilingual Lexicon Induction

For bilingual lexicon induction, we employ the training and testing data in the

MUSE library5 Conneau et al. (2018), which provides multiple target transla-

tions for a given source word. The data is created using internal translation

tools, with a train/test split of 5000/1500 for each language pair.

5https://github.com/facebookresearch/MUSE
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Languages Colex Source Colex Target

en-de drink trinken (to drink), getränk (beverage/drink),

saugen (to suck liquid)

en-de plant produktionsanlage (industrial plant),

pflanzen (to plant), pflanze (plant)

en-de head kopf (physical head), leitung (leadership)

leiter (leader), spitze (tip, top)

de-en nur only, alone, however, indeed, jolly, dulled

de-en gehalt salary, substance

en-fr doctor docteur (doctorate title), medecin (medical doctor),

gp (general practitioner)

en-fr fly piloter (to pilot/fly a plane), voler (to fly physically)

Table 2: Colexifications induced by our retrofit model.

7 Results

7.1 Colexification Induction

In this section, we give some qualitative examples of the colexifications induced

by our retrofitting method. We report results only for our retrofitted models

in this section, as our retrofitting approach has consistently been observed to

produce qualitatively better colexifications.

Table 2 shows colexifications induced for the language pairs of en-de, de-en,

en-fr, and fr-en. We observe that our model is indeed capable of inducing

colexifications based on these results, where in the case of en-de, our model

correctly predicts that the lexical form “drink” in English colexifies “trinken”

(to drink) and “getränk” (beverage/drink) in German; similarly, for the lexical

form of “plant”, our model predicts for the meanings of “industrial plant”, of

the verbal meaning of “to plant”, and of the naturally occurring organism of

plants when compared against German. Similar examples of success are also
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seen for both directions of the French-English pair, where the term “doctor” is

correctly predicted to colexify the academic title and the medical profession,

and “fly” is predicted to colexify the meanings of “flying/piloting an airplane”

and ‘to fly physically’.

Although the colexifications induced in Table 2 show only the surface forms,

we note that the nearest neighbors for the senses in the source language map to

specific senses of a lexical form in the target language, allowing us to pinpoint

the target sense the source sense is nearest neighbors with. Thus although on

face value, the fact of english “jolly” being nearest neighbors with German

“nur” is unusual, further inspection of the specific sense of “jolly” that “nur”

is here nearest neighbors with has in Wordnet the definition of “to certain ex-

tent or degree”, with the associated example sentence of “jolly decent of him”.

Similarly, the nearest neighbor of the specific sense for “alone” has here as def-

inition “exclusive of anyone or anything else”. This points to one advantage

of our retrofitting approach: we are able to query and utilize additional infor-

mation in the knowledge base we retrofit on for further information, allowing

for fine-grained interpretation of our induced colexifications.

In addition, each sense has di↵erent nearest neighbors language internally,

further allowing interpretability of sense dynamics. We empirically observe

that the nearest neighbors of the predicted senses also exhibit robustness,

where semantically similar senses are clustered together, often with di↵erent

senses of the same form predicted as nearest neighbors consecutively.

However, given that the retrofitting process is iterative, we note that for many

surface forms, colexifications often only begin to emerge and diversify as the

epoch count increases. This observation stands in contrast with our results in

BLI, where as the epoch count increases, we observe decreasing performance.

We discuss this discrepancy in the discussion section.
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Languages Type Acc.

Supervised

fr-en ft 72.36%

fr-en retrofit 29.61%

fr-en 1-gauss-ft 70.08%

Avg-based fr-en 2-gauss-ft 49.67%

it-en ft 67.28%

it-en retrofit 13.94%

it-en 1-gauss-ft 67.07%

Avg-based it-en 2-gauss-ft 33.33%

fi-en ft 53.74%

fi-en retrofit 23.65%

fi-en 1-gauss-ft 48.33%

Avg-based fi-en 2-gauss-ft 27.74%

de-en ft 63.44%

de-en retrofit 22.70%

de-en 1-gauss-ft 60.76%

Avg-based de-en 2-gauss-ft 41.38%

tr-en ft 57.03%

tr-en retrofit -

tr-en 1-gauss-ft 53.06%

Avg-based tr-en 2-gauss-ft 35.84%

Table 3: Supervised BLI performance across all models and language pairs. Models

are trained on Wikipedia dumps, with dimensionality set to 100. Turkish omitted

for retro due to the lack of Turkish in the Open Multilingual Wordnet.
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Languages Type Acc.

Unsupervised

fr-en ft 70.15%

fr-en retrofit 27.45%

fr-en 1-gauss-ft 65.13%

Avg-based fr-en 2-gauss-ft 46.72%

it-en ft 66.26%

it-en retrofit 13.33%

it-en 1-gauss-ft 60.57%

Avg-based it-en 2-gauss-ft 31.71%

fi-en ft 49.53%

fi-en retrofit 22.87%

fi-en 1-gauss-ft 45.79%

Avg-based fi-en 2-gauss-ft 0.07%

de-en ft 63.37%

de-en retrofit 20.77%

de-en 1-gauss-ft 60.96%

Avg-based de-en 2-gauss-ft 35.43%

tr-en ft 53.26%

tr-en retrofit -

tr-en 1-gauss-ft 47.01%

Avg-based tr-en 2-gauss-ft 24.68%

Table 4: Unsupervised BLI performance across all models and language pairs. Models

are trained on Wikipedia dumps, with dimensionality set to 100. Turkish omitted

for retro due to the lack of Turkish in the Open Multilingual Wordnet.
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7.2 Bilingual Lexicon Induction

In view of the colexification-inducing capability of our model, we quantitatively

measure the performance of our model on the task of BLI in this section.

Table 3 shows our results for the Gaussian embeddings against the baseline

under supervised alignment, Table 4 shows the results under unsupervised

alignment, and Table 6 shows the performance of our retrofit model as the

numbers of epochs increases.

We observe that the performance of our multi-sense models are consistently

lower than the baseline. Moreover, as the number of epochs increase in our

retrofitting process, the performance of the retrofit model increasingly de-

creases on the task of BLI.

To probe for the reason behind such a performance gap, we perform an er-

ror analysis in comparing the mistakes made by the baseline model, by our

multi-sense model, and by both models. Table 5 shows examples of our error

analysis. We observe that the predictions made by our model are in many

cases near synonyms of the gold labels. Furthermore, as the epoch count in-

creases, the target senses that the source senses map to begin to diversify. In

many cases, the decrease in BLI performance is a consequence of this, where

a diversification in prediction leads to near synonyms being predicted. Given

that evaluation for BLI is discrete, such cases are counted as errors, which

contribute to the decreasing performance of the sense models.

7.3 Quantifying Isomorphism

Lastly, we attempt to verify whether Gaussian embeddings are indeed less iso-

morphic. We test for this with a measure of eigenvector similarity (EVS) (Vulić

et al., 2020b), which has been found to correlate well with BLI performance.

We use as baseline standard Fasttext embeddings, which we compare against

unimodal Gaussian Fasttexts, thus constraining the di↵erence in eigenvector

similarity to be a result of the Gaussian representation. Table 7 shows our
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Input Prediction Gold Labels

Baseline mistakes

mmn imho mmn

brothers bros brothers

Retrofit mistakes

einnahmen profits earnings, receipts, revenue, income

angemessen proportionate appropriate, reasonable, adequately

appropriately, adequate

Intersection

policière policeman police

höchst extraordinarily (baseline) highly

extremely (retrofit) highly

Table 5: Error analysis of BLI.

Languages Baseline 1-iter 5-iter 10-iter 15-iter 20-iter

fr-en 80.20% 69.89% 47.01% 45.87% 46.00% 44.35%

it-en 76.27% 74.14% 65.45% 63.03% 63.23% 62.42%

fi-en 61.00% 57.03% 48.69% 48.07% 48.07% 43.89%

de-en 72.13% 59.79% 41.69% 41.54% 29.53% 38.43%

tr-en - - - - - -

Table 6: BLI performance for unsupervised retro model as epochs increase. Models

are pre-trained on Common Crawl+Wiki dumps, with dimensionality of 300. Turkish

omitted due to the lack of Turkish in the Open Multilingual Wordnet.
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Languages Baseline Uni-Gauss

fr-en 9.52 2.48

fi-en 17.39 30.65

it-en 17.67 4.54

de-en 21.85 32.57

tr-en 11.83 15.86

Table 7: Eigenvector similarity for standard and unimodal Gaussian Fasttext, which

serves as a measure for isomorphism.

results. We observe that, although the unimodal Gaussians are shown by EVS

to be more isomorphic for the language pairs of fr-en and it-en compared to

the baseline, this does not translate to an advantage in the task of bilingual

lexicon induction, for which unimodal Gaussians consistently perform worse.
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8 Discussion

8.1 Cross-Lingual Sense Embedings for Bilingual Lexi-

con Induction

In this section, we attempt to resolve the conflicting results in colexification

induction and bilingual lexicon induction for our cross-lingual sense models.

Our induced colexifications show a clear capability of cross-lingual sense mod-

els to capture sense-level distinctions across languages. However, our BLI re-

sults show a clear downwards trend as we retrofit our embeddings with further

epochs. We argue that these results point to potential pitfalls in the design of

the bilingual lexicon induction task.

Semantic similarity is often construed as a continuous rather than a discrete

phenomenon, where tasks such as lexical similarity (Hill et al., 2015) have as

gold label human-rated similarity scores, rather than discrete judgments of

whether two given words are similar. As such, one potential reason for the

subpar BLI performance of our model may lie in the inability of the task and

the test set to accommodate for near synonyms. In Table 5 we see examples of

this, where the gold labels produced by machine translation (Conneau et al.,

2018) in the test set often favor identical tokens in the source and the target.

This is arguably the case for the inputs of “mmn” and “brothers” in Ger-

man, where the gold labels expect the prediction in English to be identical as

the German source word. However, “mmn” is in German an abbreviation for

“meiner Meinung nach (in my opinion)”. The prediction the baseline model

o↵ers is “imho”, which is an abbreviation in English for “in my honest opin-

ion”. The prediction in this case is arguably a better translation than what

the machine-translated gold label o↵ers.

Similarly, in view of the loanword status of “brothers” in German, it is imag-

inable that “bros” may prove to be a sociolinguistically more adequate trans-

lation of the term in English, or at the very least should not constitute an

incorrect translation. We observe then, that the gold label test set has clear
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artifacts due to its machine translated nature. The discrete formulation of BLI

task evaluation also hinders the possibility of awarding partial accuracy even

in the case where a potential translation may indeed be largely similar.

The widening gap in performance between our retrofit model and the baseline

as the number of epochs increase for the former arguably also lends credence

towards this hypothesis. Where for initial epochs, only words that had strong

attractors in the sense biasing words began to di↵erentiate in sense, further

epochs of training eventually also begin to expand the words towards more

well-defined senses. In a cross-lingual word translation scenario, this often leads

to near synonyms being retrieved. As the diversification of senses for words

increase through the epochs, more and more words get translated into near

synonyms that do not coincide with the predictions of the machine translation

model that produced the test set, with little recourse to actual lexical similarity

due to the discrete nature of the task.

Therefore, although bilingual lexicon induction has been favored due to the

relative ease of obtaining resources for evaluation, our results point to the

need of alternative formulations that are better able to accommodate for gra-

dient distinctions in cross-lingual semantics. Without such a formulation, it

becomes di�cult to tell whether further increases in performance constitute

true increases in model capability, or whether the models are simply overfitting

to the formulation of the task and the test set.

As the performance of cross-lingual word embeddings increases, the need to

address this deficiency becomes concomitantly important. We hypothesize that

the task of cross-lingual lexical similarity (Vulić et al., 2020a) may be a good

alternative candidate for evaluation, which we hope to explore in future work

for the evaluation of our cross-lingual sense models.
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8.2 Multi-Sense Embeddings for Cross-Lingual Align-

ment

In our results, we observe that both Gaussian mixture embeddings and a

retrofitting approach show worse performance than the baseline on BLI. How-

ever, an error analysis of the errors produced for the two models indicate

that this decrease in performance may be due to di↵erent reasons in the two

approaches.

We argued in the previous section that BLI as a task is problematically defined

for the case of retrofitted models, which our colexification induction results

show to be sensible. For Gaussian mixtures embeddings, we observe that clus-

tering the meaning of a word into a pre-specified number of senses genuinely

results in a worse alignment. Although Athiwaratkun and Wilson (2017) re-

port increased performance of their model in the task of lexical similarity, this

is perhaps to be expected for most sense-based embeddings, as the separa-

tion of meaning into distinct embeddings allows for more options for lexical

similarity to be computed with. Their evaluation utilizes the maximum cosine

similarity between the senses of the words under comparison, which is then

correlated with human evaluation scores. This leads to a higher expressiveness

that sensibly results in more well-di↵erentiated senses, but such an expres-

siveness carries no guarantee that the senses indeed align well with human

judgment. More importantly, such an expressiveness also carries no guarantee

that this would carry over to increased geometric similarity between Gaussian

mixture embeddings of di↵erent languages.

The pre-specfied number of sense counts also proved particularly harmful for

cross-lingual alignment. For monolingual sense embeddings, a fixed count for

the number of senses does not hinder its expressivity for downstream tasks, as a

sense selection process is typically involved for computing the actual represen-

tation during both training and inference (Li and Jurafsky, 2015; Hedderich

et al., 2019). For cross-lingual alignment however, such a fixed sense count

brings the issue of empirical polysemy into the picture. For uni-sense repre-
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sentations, all training instances of a given form are used towards learning

its representation, arguably leading to relatively similar representations across

di↵erent corpora. When the representation is separated into senses however,

the placement of the senses necessarily depends on the empirical polysemy for

the lexical form that is found in the corpus. This leads to the geometry of the

embedding overfitting on the distribution of a word’s usage in a given corpus,

and stands against isomorphism between embeddings of di↵erent languages —

increasingly so if the corpus for source and target language are not comparable

corpora.

The worse performance of Gaussian embeddings for alignment may also be a

consequence of the more complex learning objective. Recall that in training,

both uni- and multimodal Gaussian embeddings generalize the inner product

used in Fasttext to an inner product between distributions, where f and g

denote the two distributions:

(18) E(f, g) =

Z
f(x)g(x) dx = hf, giL2

Such a generalization is made in order to incorporate the covariances into

training. However, in the results reported in Gaussian-based embeddings of all

variants (Athiwaratkun et al., 2018a; Athiwaratkun and Wilson, 2017; Vilnis

and McCallum, 2015), it has been shown that cosine similarity consistently

performs better than using variance-aware distance metrics during evaluation

on lexical similarity tasks. Diallo and Fürnkranz (2022) show how, in cross-

lingual alignment of unimodal Gaussian embeddings, an alignment based first

on the means, followed by a subsequent refinement step that matches also the

covariances, increases BLI performance by 1-2% on 3 out of 4 language pairs.

Their BLI results however do not compare against non-Gaussian baselines.

While the di↵erences in embedding dimensionality and training data do not

allow for a fair direct comparison between their results and ours, we note that

the performance gap between our unimodal Gaussian and baseline Fasttext
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is also approximately 2-3%, with unimodal Gaussians being lower. Taken to-

gether, these results appear to indicate that some of the isomorphism lost in

the alignment of Gaussian embeddings is likely to be in the covariances that

are not used during our alignment step. However, in view of the degree of per-

formance gain in Diallo and Fürnkranz (2022), it remains underdetermined

whether a variance-aware alignment in our procedure would therefore be able

to match the performance of the baseline.

We posit however, that for cross-lingual alignment of word embeddings with

more complex training objectives, the alignment step should in general utilize

as much of the information as possible as defined in the training objective in

order to preserve isomorphism, as the performance of similarity metrics during

evaluation cannot, as our results show, be taken as indication of what would

work well during alignment.

The alternative formulation of retrofitting embeddings as a postprocessing

step therefore appears more sensible in light of these results. The issue of a

fixed number of senses is resolved, as the number of senses depends on what

is specified in the knowledge base of Wordnet. The issue of overfitting on

empirical polysemy is also avoided due to the domain-agnostic nature of sense

distinctions in Wordnet.

8.3 Retrofitting Cross-Lingual Embeddings for Colexi-

fication Induction

While we provide only qualitative discussions on the colexifications produced

by our model in this thesis, we note that resources exist for further defining

the evaluation of this task, that may potentially be explored in future work.

Notably, CLICS is a database of colexifications, which contain colexifications

spanning 3156 languages (Rzymski et al., 2020). Similar to our work, Liu et al.

(2023a) develop a computational approach towards colexification identifica-

tion which they evaluate on this database, but their approach is graph-based

and relies on the existence of parallel corpora, di↵ering significantly in the re-
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sources required and the operations possible with their model. Our retrofitting

approach can be aligned without supervision, and under alternative formula-

tions, one may arguably be able to do away with the requirement of Wordnet

of the sense biasing words to draw the embeddings to. Potential possibilities

include pre-clustering the contexts as done in Schütze (1998) and retrofitting

the embeddings on the clusters, or by prompting large language models for

semantically associated words of a given sense. If successful, the task of colex-

ification induction by way of cross-lingual sense embeddings should be helpful

in reducing the amount of manual labor required for more large-scale work in

semantic typology, with the only requirement being monolingual corpora in

the languages examined.
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9 Conclusion

In this thesis, we have looked into methods for enriching cross-lingual word em-

beddings with sense information. Our results suggest that cross-lingual sense

embeddings, when properly trained, do indeed capture cross-lingual sense dis-

tinctions, where our model is able produce sensible colexifications for the lan-

guage pairs examined. However, this advantage does not carry over to a per-

formance increase in bilingual lexicon induction. We hypothesize that this may

be due to inherent shortcomings in the task of bilingual lexicon induction, and

propose that gradient similarity judgment tasks may be better suited for more

sophisticated analyses of cross-lingual embedding quality.

Our results also suggest that for mapping-based approaches to cross-lingual

sense embeddings, a retrofitting approach may in general be more promising

than aligning based on multi-sense models directly. We argue that word em-

beddings trained under more complex objectives may inherently necessitate

concomitant changes in the alignment method to fully take advantage of the

isomorphism, or else the loss of information results in less ideal alignments.

In future work, we would like to explore more sophisticated retrofitting meth-

ods that may do away with the requirement of Wordnet, which may benefit

studies in semantic typology by reducing the manual labor required to identify

colexifications and subtle cross-lingusitic semantic distinctions. We believe it

may also prove fruitful to perform a more comprehensive evaluation of the

colexification capabilities of our models, by evaluating against existing colex-

ification databases. Lastly, to fully understand the capability of our model in

cross-lingual transfer, we would like to integrate our cross-lingual sense model

into downstream tasks such as cross-lingual natural language inference.
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to hero: On the limitations of zero-shot language transfer with multilin-

gual Transformers. In Proceedings of the 2020 Conference on Empirical

Methods in Natural Language Processing (EMNLP), pages 4483–4499, On-

line, November 2020. Association for Computational Linguistics. doi: 10.

18653/v1/2020.emnlp-main.363. URL https://aclanthology.org/2020.

emnlp-main.363.

Angeliki Lazaridou, Georgiana Dinu, and Marco Baroni. Hubness and pollu-

tion: Delving into cross-space mapping for zero-shot learning. In Zong C,

Strube M, editors. Proceedings of the 53rd Annual Meeting of the Association

for Computational Linguistics and the 7th International Joint Conference on

Natural Language Processing (Volume 1: Long Papers); 2015 Jul 26-31; Bei-

jing, China. Stroudsburg (PA): Association for Computational Linguistics;

2015. p. 270-80. ACL (Association for Computational Linguistics), 2015.

Omer Levy and Yoav Goldberg. Dependency-based word embeddings. In

Kristina Toutanova and Hua Wu, editors, Proceedings of the 52nd An-

nual Meeting of the Association for Computational Linguistics (Volume

2: Short Papers), pages 302–308, Baltimore, Maryland, June 2014. Asso-

ciation for Computational Linguistics. doi: 10.3115/v1/P14-2050. URL

https://aclanthology.org/P14-2050.

Jiwei Li and Dan Jurafsky. Do multi-sense embeddings improve natural lan-

guage understanding? In Proceedings of the 2015 Conference on Empirical

Methods in Natural Language Processing, pages 1722–1732, Lisbon, Por-

tugal, September 2015. Association for Computational Linguistics. doi:

10.18653/v1/D15-1200. URL https://aclanthology.org/D15-1200.

Linlin Liu, Thien Hai Nguyen, Shafiq Joty, Lidong Bing, and Luo Si. Towards

57



multi-sense cross-lingual alignment of contextual embeddings. In Nicoletta

Calzolari, Chu-Ren Huang, Hansaem Kim, James Pustejovsky, Leo Wan-

ner, Key-Sun Choi, Pum-Mo Ryu, Hsin-Hsi Chen, Lucia Donatelli, Heng Ji,

Sadao Kurohashi, Patrizia Paggio, Nianwen Xue, Seokhwan Kim, Young-

gyun Hahm, Zhong He, Tony Kyungil Lee, Enrico Santus, Francis Bond,

and Seung-Hoon Na, editors, Proceedings of the 29th International Confer-

ence on Computational Linguistics, pages 4381–4396, Gyeongju, Republic

of Korea, October 2022. International Committee on Computational Lin-

guistics. URL https://aclanthology.org/2022.coling-1.386.

Yihong Liu, Haotian Ye, Leonie Weissweiler, Renhao Pei, and Hinrich

Schuetze. Crosslingual transfer learning for low-resource languages based on

multilingual colexification graphs. In Houda Bouamor, Juan Pino, and Ka-

lika Bali, editors, Findings of the Association for Computational Linguistics:

EMNLP 2023, pages 8376–8401, Singapore, December 2023a. Association

for Computational Linguistics. doi: 10.18653/v1/2023.findings-emnlp.562.

URL https://aclanthology.org/2023.findings-emnlp.562.

Yihong Liu, Haotian Ye, Leonie Weissweiler, Renhao Pei, and Hinrich Schütze.

Crosslingual transfer learning for low-resource languages based on multilin-

gual colexification graphs, 2023b.

Ang Lu, Weiran Wang, Mohit Bansal, Kevin Gimpel, and Karen Livescu. Deep

multilingual correlation for improved word embeddings. In Rada Mihalcea,

Joyce Chai, and Anoop Sarkar, editors, Proceedings of the 2015 Confer-

ence of the North American Chapter of the Association for Computational

Linguistics: Human Language Technologies, pages 250–256, Denver, Col-

orado, May–June 2015. Association for Computational Linguistics. doi:

10.3115/v1/N15-1028. URL https://aclanthology.org/N15-1028.

Tomas Mikolov, Kai Chen, Greg S. Corrado, and Je↵rey Dean. E�cient

estimation of word representations in vector space, 2013a. URL http:

//arxiv.org/abs/1301.3781.

58



Tomas Mikolov, Quoc V. Le, and Ilya Sutskever. Exploiting similarities among

languages for machine translation, 2013b.

Tomas Mikolov, Ilya Sutskever, Kai Chen, Greg Corrado, and Je↵rey Dean.

Distributed representations of words and phrases and their compositionality,

2013c. URL https://arxiv.org/abs/1310.4546.

George A. Miller. WordNet: A lexical database for English. In Human Lan-

guage Technology: Proceedings of a Workshop held at Plainsboro, New Jer-

sey, March 8-11, 1994, 1994. URL https://aclanthology.org/H94-1111.

Arvind Neelakantan, Jeevan Shankar, Alexandre Passos, and Andrew McCal-

lum. E�cient non-parametric estimation of multiple embeddings per word

in vector space. In Alessandro Moschitti, Bo Pang, and Walter Daelemans,

editors, Proceedings of the 2014 Conference on Empirical Methods in Natu-

ral Language Processing (EMNLP), pages 1059–1069, Doha, Qatar, October

2014. Association for Computational Linguistics. doi: 10.3115/v1/D14-1113.

URL https://aclanthology.org/D14-1113.

Lawrence Page, Sergey Brin, Rajeev Motwani, and Terry Winograd. The

pagerank citation ranking: Bringing order to the web. Technical report,

Stanford infolab, 1999.

Mohammad Taher Pilehvar and Nigel Collier. De-conflated semantic repre-

sentations. In Jian Su, Kevin Duh, and Xavier Carreras, editors, Pro-

ceedings of the 2016 Conference on Empirical Methods in Natural Lan-

guage Processing, pages 1680–1690, Austin, Texas, November 2016. Asso-

ciation for Computational Linguistics. doi: 10.18653/v1/D16-1174. URL

https://aclanthology.org/D16-1174.

Joseph Reisinger and Raymond J. Mooney. Multi-prototype vector-space mod-

els of word meaning. In Ron Kaplan, Jill Burstein, Mary Harper, and Gerald

Penn, editors, Human Language Technologies: The 2010 Annual Conference

59



of the North American Chapter of the Association for Computational Lin-

guistics, pages 109–117, Los Angeles, California, June 2010. Association for

Computational Linguistics. URL https://aclanthology.org/N10-1013.
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Steve Pepper, Mariann Proos, Briana Van Epps, Ingrid Blanco, Carolin

Hundt, Sergei Monakhov, Kristina Pianykh, Sallona Ramesh, Russell D.

Gray, Robert Forkel, and Johann-Mattis List. The Database of Cross-

Linguistic Colexifications, reproducible analysis of cross-linguistic poly-

semies. Scientific Data, 7(1):13, January 2020. ISSN 2052-4463. doi:

10.1038/s41597-019-0341-x.

Tal Schuster, Ori Ram, Regina Barzilay, and Amir Globerson. Cross-lingual

alignment of contextual word embeddings, with applications to zero-shot

dependency parsing. In Proceedings of the 2019 Conference of the North

American Chapter of the Association for Computational Linguistics: Human

Language Technologies, Volume 1 (Long and Short Papers), pages 1599–

1613, Minneapolis, Minnesota, June 2019. Association for Computational

Linguistics. doi: 10.18653/v1/N19-1162. URL https://aclanthology.

org/N19-1162.

Hinrich Schütze. Automatic word sense discrimination. Computational Lin-

guistics, 24(1):97–123, 1998. URL https://aclanthology.org/J98-1004.

60



Shahrzad Haji Amin Shirazi and Saeedeh Momtazi. Cross-lingual embedding

for cross-lingual question retrieval in low-resource community question an-

swering. Machine Translation, 34(4):287–303, 2020.

Anders Søgaard, Sebastian Ruder, and Ivan Vulić. On the limitations of un-
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