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Abstract

GitHub Actions are getting more and more popular among developers as they provide lots of

functionality for building and deploying code. Simultaneously, threats to Continuous Integration/-

Continuous Delivery pipelines increase. Our work explores di↵erent attack vectors for GitHub

Workflows by developing multiple proof-of-concept actions. We proof that current state-of-the-art

anti-virus scanners are not able to detect our custom malicious actions and, therefore, developers

currently have to rely on manually analyzing actions. As of May 11th 2023, the GitHub Marketplace

holds 12,710 actions, which makes manually analyzing all actions not feasible. We introduce an

approach to automatically analyze GitHub Actions. Our approach executes actions, gathers data

at runtime, filters and summarizes the data and classifies actions based on a set of 48 extracted

features. Our classification is based on multiple detection models such as an artificial neural net-

work, One-Class Support Vector Machines, Local Outlier Factor and Isolation Forest. We label a

dataset with 104 actions and proof that all four classification models are able to detect malicious

actions, while outperforming state-of-the-art anti-virus scanners in accuracy, F1-score, precision

and recall. Our analysis shows that Local Outlier Factor works best for our dataset with a F1-score

of 45 percent. Furthermore, our work extracts general characterization data about GitHub Actions

and provides suggestions for improvements in order to reduce the number of false positives and to

increase the true positive rate.
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Zusammenfassung

GitHub Actions werden immer beliebter unter Entwicklern, da sie umfangreiche Funktionalitäten

zum Kompilieren und Verteilen von Code bereitstellen. Gleichzeitig steigen allerdings auch die

Gefahren für Continuous Integration/Continuous Delivery Pipelines. Unsere Arbeit analysiert

verschiedene Angri↵svektoren für GitHub Workflows, indem wir proof-of-concept Aktionen en-

twickeln. Wir beweisen, dass aktuelle state-of-the-art Anti-Virus-Scanner nicht in der Lage sind

unsere bösartigen Aktionen zu erkennen. Daher müssen Entwickler immer noch manuell Aktionen

analysieren um sicher zu gehen, dass ihre Automatisierungen sicher sind. Allerdings gab es am 11.

Mai 2023 bereits 12.710 Aktionen auf dem GitHub Marketplace, weswegen die manuelle Analyse

wenig sinnvoll ist. Wir führen in unser Arbeit eine Herangehensweise ein, die es ermöglicht GitHub

Actions automatisch zu analysieren. Unsere Herangehensweise führt die Aktionen in einer Tes-

tumgebung aus und sammelt Daten über sie. Diese Daten werden dann gefiltert und zusammenge-

fasst, bevor wir 48 Eigenschaften für die Klassifizierung nutzen. Unsere Klassifizierung basiert auf

mehreren Erkennungsmodellen. Die Erkennungsmodelle, die wir nutzen, sind ein neuronales Netz,

One-Class Support Vector Machine, Local Outlier Factor und Isolation Forest. Wir annotieren einen

Datensatz von 104 Aktionen und beweisen, dass all vier Klassifizierungsmodelle in der Lage sind

unsere selbst entwickelten bösartigen Aktionen zu erkennen. Dabei übertre↵en alle vier Modelle

die state-of-the-art Anti-Virus-Scanner in Genauigkeit, Falsch-Positiv-Rate und F1-Wert. Unsere

Analyse zeigt, dass Local Outlier Factor bei unserem Datensatz mit einem F1-Wert von 45 Prozent

am besten funktioniert. Schlussendlich extrahieren wir generelle Informationen über GitHub Ac-

tions und geben Vorschläge, wie die Anzahl an falsch-positiven Ergebnissen reduziert werden kann

und die Echte-Positiv-Rate erhöht werden kann.
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1 Introduction

1.1 Motivation

GitHub Inc. is one of the biggest providers of Software Supply Chains (SSCs) via their system called

GitHub Actions. A part of a SSC are Continuous Integration/Continuous Delivery (CI/CD) pipelines.

These pipelines are continuously uploading, integrating, building, testing, or publishing software [1].

The process of packaging and releasing software to production is thereby automated [1]. GitHub

Actions allow users to create custom actions and workflows that help developers to automate the

process of compiling, building, releasing and versionizing software. These custom created actions,

which are published in GitHub Repositories, range from simply greeting developers upon their

contribution (commit), to automatically looking for dependency issues, linters and testing [2, 3].

The GitHub Marketplace is a platform to publish custom actions, which are provided by GitHub

itself, specific companies, open-source projects or individuals. As this provides a lot of opportunities

to freely benefit from these actions that help creating automation workflows, it also bears many

risks and undesirable consequences which we discuss below. [4, 5, 6]

Malicious actors are increasingly setting focus to SSCs [1]. Third party actions can form an

attractive attack vector to target CI/CD pipelines. This is made even more possible and easier

by the fact that GitHub Actions can execute arbitrary code, while potentially having access to

restricted code, user secrets and influence on the built and published product. Some actions, like

actions/setup-node, are used in millions of projects [7]. If one of those actions was maliciously

created to allow an attacker to trigger a malicious behavior at any point of the execution, this

would a↵ect a large number of repositories and subsequently users who depend on their released

software.

This risk is increased by the fact that GitHub itself does not analyze published actions for

maliciousness [4, 5]. Furthermore, current malware detection systems lack the ability to e↵ectively

analyze actions because they focus either on specific programming languages, dependencies or fin-

ished products. GitHub Actions can be implemented in many di↵erent ways, sometimes including

containerization and virtualization. Our preliminary experiment on 14 manually created malicious

actions, implementing di↵erent attack vectors, shows that 60 anti-virus scanners [8] are not able

detect the malicious actions. Static malware analysis does not provide meaningful results. Reason

for that is the importance of the execution context of an action, which is hard to find out stati-

cally. Furthermore, manual analysis of all GitHub Actions is impractical due to the continuously

increasing amount of 12,710 actions published to the GitHub Marketplace as of May 11th 2023.

Related work only addresses the GitHub Actions environment in terms of workflows and how to
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2 1. Introduction

harden GitHub workflows but lacks an analysis of individual actions from a security perspective.

Motivated by the wide range of security risks imposed by the usage of ungraded and possibly unsafe

actions from one side, and by the lack of e↵ective techniques to monitor, analyze and classify the

behavior of actions from the other side, in this project we target the problem of Automatically

Detecting Malicious GitHub Actions.

1.2 Research Goals

To address the problem introduced previously, this work focuses on two main goals. The first main

goal is to build a system that is able to monitor and automatically analyze actions. We aim to

extract meaningful data about an action during runtime. The infrastructure that we implement

extracts data about the behavior of an action and the impact on the surrounding systems. Fur-

thermore, the infrastructure should be able to retrieve information about the runtime at any point

before, during and after the execution of an action.

The second main goal is to create a technique that automatically classifies an action as malicious

or safe based on the collected data. Prior to the classification, the gathered data needs to be

prepared and filtered. After data preparation, we suggest using multiple classification techniques

to achieve better and more confident results. In order to ensure the e↵ectiveness of our classification

system we explore di↵erent attack vectors against GitHub Workflows and build proof-of-concept

GitHub Actions that exploit attack patterns. Creating malicious actions helps to lay a ground

truth for testing and for the possible runtime behavior, metrics and data that could be useful.

1.3 Approach Overview

To achieve the goals defined previously, we suggest the approach illustrated in Figure 1.1. The

approach consists of four steps. The first step, is about preparing the runtime environment and

creating the dataset of actions. In the second step, our system gathers behavioral data about

the actions by monitoring the actions at runtime and saving the raw data for later use. The raw

data is based on file system accesses, network activity, CPU and memory information, process

information and action-provided context information. The third step of the approach includes data

preparation and report generation. We filter the raw data, gather additional data based on presets

and ChatGPT and create a report. The preparation includes removing data not related to the

action itself, reducing raw file system data to accessed, modified and deleted files, only extracting

important information about the network activity, such as contacted GitHub API endpoints and

unique IP addresses, as well as execution time, mean and maximum CPU and memory usage. The

result of this phase is a summarized report, which is human readable and can be manually analyzed.

The implementation of this step is discussed in Section 5.3. Following, the fourth step includes

classification and characterization. For classification algorithms, we use an artificial neural network,

One-class Support Vector Machines, Isolation Forest and Local Outlier Factor. These algorithms

are introduced in Section 2.3. The extracted features, which our system uses as input for the

classification algorithms, are based on the summarized data of the preparation phase. This includes
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Figure 1.1: Approach Overview.

amount of network connections, package sizes, number of files accessed, modified and deleted, mean

and maximum CPU and memory usage as well as embedded GitHub API endpoints and context

information by ChatGPT. Di↵erent classification algorithms and outlier detection systems use

these features in order to find malicious actions. The classification outputs a binary value while

the characterization summarizes information, such as total runtime, IP addresses connected and

file types modified, of GitHub Actions generally.

1.4 Results and Contributions

Evaluating our approach on a set of 12,710 actions, we are able to successfully run and collect

data from 2810 actions. The accuracy (and F1-score) ranges from 85.6 percent (45 percent) to

51 percent (28.2 percent) depending on the classification model, surpassing the performance of

existing anti-virus scanners that achieve only 85.6 percent (0.0 percent) on our test set. Our work

contributes the following:

Development of proof-of-concept malicious GitHub Actions covering di↵erent attack vectors

that can be used as reference examples for further work.

Development of infrastructure to run actions and gather data about the actions’ behavior.

Development of a classification system of actions to detect maliciousness based on 48 features.

Evaluation of the importance of features for the used classifiers based on accuracy, precision,

F1-score and recall.

Evaluation of further improvements, applicability and general characteristics of actions.





2 Background

This chapter presents the background of this thesis. The background is split into an overview of

GitHub Actions, a summary of general malware analysis and the relevant parts of machine learning

for classification.

2.1 GitHub Actions

This section will introduce GitHub Actions and their overall structure. Furthermore, workflows

and runners are explained. As this thesis focuses only on GitHub Marketplace, we only present

and define concepts related to GitHub Actions and no other CI/CD pipelines are considered.

2.1.1 Overview

The GitHub Marketplace, on which developers can share their GitHub Actions, was published in

May 2017 [9]. Since the general release in 2019, GitHub Actions have become very popular among

developers. According to a yearly conducted survey of the JetBrains, 15 percent of the questioned

developers regularly used GitHub Actions in 2020 [10]. In 2021 and 2022 the popularity of GitHub

Actions increased to 45 percent and 53 percent [11, 12]. In 2022 GitHub Actions was the most

popular continuous integration system especially for personal use [12].

Figure 2.1 shows the infrastructure of GitHub Actions inside a user repository. In general

GitHub uses all .yml-Files under a specific folder (./.github/workflows) as workflows. These work-

flows can provide artifacts, which can then be used for other workflows or later runs.

2.1.2 Workflows

A GitHub Workflow is implemented in Yet Another Markup Language (YAML) and follows a specific

format. This format normally starts with a name and description of the GitHub Workflow. After

that the on tag specifies the trigger for the workflow. In the case of this work, the trigger will always

be workflow dispatch, as this allows the system to trigger a workflow on command. Other triggers

involve commits, pull-requests or forks. The most important section is called jobs and contains

jobs that are executed within a workflow. Each job has to specify on what runner (runs-on) it is

running and all its steps. Each step contains either a bash command or a GitHub Action. With

the keyword uses a GitHub Action can be specified and combined with the keyword with, specific

parameters like access tokens can be specified. An example of such a workflow can be found in

Appendix A. [6]

5



6 2. Background

Figure 2.1: Overview of GitHub Actions Infrastructure.

2.1.3 Runners

The GitHub Runner is a (virtual) machine on which a job is executed. GitHub di↵erentiates

between GitHub-hosted and self-hosted runners. GitHub-hosted runners, are virtual machines pre-

installed with operating systems, packages and tools, which are maintained by GitHub itself. For

each job a new instance is used. The service of GitHub-hosted runners is limited to a certain amount

of free minutes for any GitHub plan and cost extra per minute used after that. In comparison to

that, self-hosted runners can be virtual or physical machines a user controls. This provides more

flexibility and allows better monitoring of the runner from outside. Furthermore, the use of self-

hosted runners is free. In order to use self-hosted runners, GitHub provides a script to install the

runner connection. Once a job is triggered, a suiting runner is selected based on the provided

label. After the connection is established, the runner executes the job and returns the results

to the GitHub Workflow. For this project we use self-hosted runners, which try to imitate the

operating system, packages and tools of the GitHub-hosted ubuntu-latest runner. More about the

implementation of the self-hosted runner can be found in Section 5.2.1. [13]

2.2 Malware Analysis

This section provides a brief overview on how malware analysis is working in general. The section

focuses only on the important parts of malware analysis necessary for understanding this work.
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A malware in general is a piece of software that tries to produce malfunction in any kind of

computer system [14][p. 100]. Malware analysis is concerned with studying malware in order to

get information about behavior, detection and defense mechanisms of malware [15][p. 1664].

2.2.1 Types of Analysis

Malware analysis di↵erentiates between static and dynamic (or behavior-based) analysis. Static

analysis is not executing the malware but rather looking at the code itself [14, 15][p. 101, p. 1664].

Static analysis is not applicable for this work because a signature-based analysis would require

a dataset of signatures [15][p. 1663]. Furthermore, static analysis would require code inspection,

which is impracticable to automate due to the implementation of an action, as mentioned in Section

2.1.1.

This work on the other hand uses dynamic analysis. Dynamic analysis is executing a program

while monitoring the environment. The environment is a virtual machine, an emulator or a sim-

ulator, that allows to track all kinds of data changing while executing the program [15][p. 1665].

This virtual machine must be detached from any productive system in order to not cause harm

[14][p. 102]. The advantage of dynamic analysis is that no knowledge of the actual implementation

is necessary. Furthermore, dynamic analysis is able to detect new malware based on malicious

behavior [16][p. 6268]. Another advantage of dynamic analysis is detecting similar malware in-

dependent of the implementation or code [16][p. 6256]. The results of the data gathering can be

analyzed automatically and combined with heuristics and machine learning [16][p. 6259]. In order

to understand which features can be extracted by dynamic analysis, it is important to understand

what the malware is trying to archive.

2.2.2 Types of Malware

Malware can be classified by the intention of the program on an infected system. Malware can

steal information such as user secrets or passwords. Another intention of malware is to create a

vulnerability which can be used for other purposes. These purposes could be privilege escalation

or execution of commands. Furthermore, malware can try to deceive or annoy a user in order

to get more information or lead a user to faulty behavior. Further goals of malware are stealing

computing resources, for example, for crypto mining or creating a botnet. All these intentions do

not have to be exclusive but can also be combined together based on the intention of the attacker.

The motivation of an attacker is often financial gain, stealing secrets, shutting down services or

exploiting computational resources [14][p. 101]. This is why spreading malware across as many

computers as possible is also important for an attack. All these kinds of malware must use the

system to their advantage and, therefore, have to interact with the system. Even though this

interaction can be obfuscated, it will leave traces on the system which can be tracked by the

following features. [17][p. 88:7]
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2.2.3 Features

Dynamic analysis is able to extract behavioral features of a program. The data can be extracted

from di↵erent sources. Research shows that most features used for malware detection are based on

the following sources [18, 15, 16][p. 127, p. 1665 f., p. 6256]:

File System

The file system of the environment is tracked for file accessing, modification and deletion.

Especially configuration files, files with secrets or files of other applications are interesting for

the analysis.

Network Activity

The network activity is monitored for specific contracted addresses, used ports, and protocols

as well as duration of connections, amount of connections and sizes of packets.

Processes

Current processes can be important to track during the execution of a program in order to

find out whether other resources are used and executed.

CPU Registry and Memory Allocation

The CPU and memory spaces are monitored in order to find any malicious activity on values

(e.g. tokens) stored or mutations to the program memory (e.g. bu↵er and heap)

API and System Calls

The API and system calls can provide meaningful information about the disassembled code

or the execution trace.

For the implementation of this work most of these data sources are used and transformed into

features used by the classification as described in Section 3.4.

2.3 Machine Learning

This section introduces the machine learning basics necessary for understanding this work. Machine

learning and especially outlier detection is used for the classification of the approach. First, an

overview of machine learning is presented. Second, details about the used algorithms are presented.

2.3.1 Overview

Machine learning is the discipline focused on recognizing patterns in previously unseen data [19][p.

2]. Machine learning algorithms want to automatically improve and learn from new data [20][p.

255]. Algorithms achieve that by not being “hard coded” but “soft coded” [21][p. 4]. Therefore,

the algorithms provide a general structure, but the meaningful results are extracted by training the

structure. General machine learning di↵erentiates between supervised and unsupervised training.

Supervised training assumes that a labeled training set of samples is already present [22] [p. 24].

Unsupervised learning tries to cluster unknown examples without the pre-existing knowledge about

the examples and class labels [22][p. 19]. A part of machine learning is outlier detection, which

can be done supervised and unsupervised.
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Outlier detection is trying to classify examples based on patterns and to find patterns that are

not part of the norm or expected behavior [23][p. 107964]. Typically, only few samples exist, which

can be used for training [24][p. 55:2] and the boundaries between normal data and outlier data is

not clear cut [23][p. 107964]. Outlier detection is successfully use in military surveillance, fraud

detection, fault detection and anomaly detection in cyber security datasets [24, 23, 25][p. 55:1f., p.

107964, p. 307]. Outlier detection is even able to find very specific previously unknown malware

from Advanced Persistent Threats (APTs) [26][p. 2].

For this work supervised and unsupervised learning algorithms are used and compared. Outlier

detection is used because anomalies for GitHub Actions are yet unknown and our manually created

test set has few malicious samples. In the following sections specific machine learning algorithms are

explained. These algorithms are used for classifying GitHub Actions and are evaluated in Section

6.2.

2.3.2 Artificial Neural Networks

An artificial Neural Network (NN) is a network of nodes interconnected with each other [27][p.

1646]. A NN normally consists of multiple layers. The first layer is the input layer and consists of

all features used for classification [27][p. 1646]. The nodes of the input layer are then connected

to a hidden layer [27][p. 1646]. The size of the hidden layer is very variable and dependent on

the implementation. The connections between nodes are weighted. These weights can be changed

during training in order to learn information. The nodes themselves contain an activation function.

An activation function determines whether a node is triggered and reduces the amplitude of the

nodes [28][p. 1]. The last layer of the network is an output layer and consists of a few nodes which

represent the classification groups [27][p. 1646]. The Figure 2.2 shows a simple artificial NN called a

feed-forward NN [29][p. 191]. We extract the input features from every example and feed them into

the input layer. The trained weights determine how important these features are and forward them

to the hidden layer. After that, we activate the nodes in the hidden layer based on the sum of all

weights fed into the activation function. All nodes that are activated are forwarded to the output

layer and weighted again by the second row of weights. The output layer then represents a value

for each class. Normally, the output node with the highest absolute value is used for classification.

A initialized NN starts with random weights, which are modified to train the NN.

In order to train such an artificial NN we use labeled examples. The number of labels equals the

number of the output layer nodes and presents the expected output class. By feeding an example

into the NN, the output nodes are evaluated. Now the labels are compared with a loss function to

find out what output layer nodes need to be changed and in what direction. The progress is called

back-propagation and adjusts the weights by using gradient decent to reduce the loss of the loss

function [30][p. 27]. This is done for all weights to further reduce the loss. A training uses multiple

examples over multiple iterations in order to reduce the loss for all example as much as possible.

In this work we use a neural network like the one shown in Figure 2.2.

The activation function used for that neural network is Rectified Linear Unit (ReLU) which

is shown in Figure 2.3. The x-axis represents the value that a node is fed into and the y-value

represents the output value the node is emitting. The ReLU ignores all values smaller than zero and
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(a) Simple neural network (b) Used neural network

Figure 2.2: On the left is a simple fully-connected feed-forward neural network. On the right is the
fully-connected feed-forward neural network used in this work.

outputs the values greater than zero as linear function [31][p. 2]. As loss function for this work we

use cross-entropy loss. In cross-entropy loss the further the value is away from the label the higher

the loss [32]. This loss function is especially useful to test against confident and wrong predictions

[32].

Figure 2.3: Activation function ReLU [33].

2.3.3 One-Class Support Vector Machine

A basic Support Vector Machine splits a dataset into two classes by mapping the input to a vector

space. After that, the algorithm finds a hyperplane in order to split all training examples of the

two classes [34][p. 36]. The hyperplane used to split two classes must have the largest margin

to the closest examples of both classes [35][p. 41:22]. Basic Support Vector Machines can be

trained by supervised learning and can only classify binary. In comparison to that, One-Class

Support Vector Machines (OCSVMs), as firstly proposed in the paper [36], only consist of one

class and can be used by unsupervised training [34][p. 37]. As a result, OCSVMs can be used

for anomaly detection and novelty detection. Outliers in OCSVMs lay between the origin and the
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optimal hyperplane, separating the normal data and outliers. The detector has to be trained before

the OCSVM can be used [34][p. 38]. In order to e↵ectively use OCSVMs, it is important to fine-tune

the nu hyperparameter in order to increase or decrease the number of e↵ective outliers and increase

the model’s performance [37].

2.3.4 Isolation Forest

Isolation Forest is an outlier detection algorithm and is able to detect outliers with unsupervised

learning. The algorithm is based on two assumptions made for anomaly examples. First, there has

to be a significant di↵erence between normal and anomaly examples. Second, a given dataset has

only few outliers [38][p. 287]. The isolation tree is a binary tree which tries to isolate a sample for

every feature in random order. This is done for every sample point until the sample is isolated.

Based on the assumption that anomalies are di↵erent to normal samples, they get isolated quickly,

while normal samples need a longer isolation tree in order to get isolated [39][p. 414]. The features

are split by the mean value between all sample points but there can also be di↵erent split values.

Anomalies are easier to isolate and higher up the tree as the average/normal sample. Similar to

OCSVMs, we must fine-tune Isolation Forest on the value of contamination in order to limit the

number of false positives [40]. As shown in the Figure 2.4, an anomaly can be isolated by only one

split, while a normal sample needs four splits until it can be isolated. Isolation Forest performs very

good for datasets where outliers have a high variance compared to normal data. Isolation Forest is

a model that is often used in cyber security applications and able to be used for unknown data.

Figure 2.4: Graphical representation how we isolate an anomaly and a normal sample [41].

2.3.5 Local Outlier Factor

In comparison to OCSVMs and Isolation Forest, Local Outlier Factor (LOF) is not a global outlier

detection, but is able to detect outliers within a local space [42][p. 1]. An algorithm looking for

clusters withing a feature space based on the occurrence of many samples next to each other is

called a density-based detection algorithm. LOF is an unsupervised detection algorithm concerned

with the neighborhood of any sample within the feature space [43][p. 4204f.]. In order to find

outliers, LOF calculates the local deviation in density of a sample compared to its neighbors. That

means the local density is calculated from k-nearest neighbors and compared to the local density of

a given amount of neighbors [44][p. 163]. For outliers, the density is lower than the density of its
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neighbors. For the implementation of LOF it is important to fine-tune not only the contamination

hyperparameter but also the number of k-neighbors [45]. The following Figure 2.5 shows the

di↵erence in classifying outliers compared to OCSVM and Isolation Forest. Because LOF is a local

outlier detection algorithm it does not have decision boundaries unlike OCSVM and Isolation Forest.

Figure 2.5: Comparison of OCSVM, Isolation Forest and LOF on classifying outliers [37].



3 Approach

Our approach starts with an overview, before going into specifics of the environment, followed by

data gathering, data preparation and the classification models.

3.1 Overview

The approach consists of four steps as shown in Figure 3.1. Before we can gather the runtime data,

the environment needs to be built and set up. This includes setting up the GitHub Repository used

for testing, the container environment and the GitHub Runner. Once the environment is set up

we can extract the data by running the action inside the monitored environment. We gather and

save all raw data for data preparation. We prepare the data by cleaning and filtering noise data,

encoding in a format suitable for classification models and enhancing the filtered data by additional

sources, such as VirusTotal for analyzing IP addresses or ChatGPT for analyzing file di↵erences.

The data preparation phase saves the summarized information in order to use it afterwards in the

classification phase. The classification phase first extracts the features from the summarized data.

Afterwards, we feed the features into our models and classify them for maliciousness.

Figure 3.1: Overview of detailed steps for the approach.

3.2 Runtime Environment

The first step in our approach is to create a runtime environment to ensure proper execution and

monitoring of actions. The runtime environment consists of five major components (marked red)

as shown in Figure 3.2. First, we can track CPU and memory usage on the host machine as well as

executed processes. Second and third, we monitor the file system directly inside the container and

indirectly by finding di↵erences between the files before an action execution and after it. The direct

monitoring component looks at all files inside the GitHub Runner work folder and tracks which of

those files are accessed, modified, written and deleted. The indirect monitoring component copies

13
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all files inside the GitHub Runner work folder to a shared folder before the action is executed and

after the action is executed. Once the GitHub Workflow is done, we extract the di↵erences between

these two folders and write them into a text file. Fourth, in order to analyze the network tra�c

we use a packet analyzer. We attach it to the virtual network the GitHub Runner container is

using to only tack incoming and outgoing network tra�c of the GitHub Runner container. Fifth,

since GitHub API request must be tracked, the infrastructure includes a proxy server. This proxy

server acts like a man-in-the-middle system to extract the API request URLs and find out the used

GitHub API endpoints. The process of setting up all components and running the analysis happens

on the host. In order to run an action we set up a victim repository and the workflow action as

follows.

Figure 3.2: Overview of the infrastructure with the three phases data gathering (red), data
preparation (yellow) and classification (green)

GitHub Actions can be implemented in very di↵erent ways which raises a couple of new prob-

lems. Many actions require it to set parameters before they can be executed. The GitHub Market-

place does not provide an overview of which parameters are required for what actions. Furthermore,

many actions require specific source files inside the repository that the action uses. Some actions

require other actions to be executed before the specific action itself. A GitHub Workflow provides

basic permissions, which can be extended by a permissions tab, but also by providing a GitHub
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Token. There is no standardized way of knowing which permissions are needed for an action. In

order to overcome this problem we create a victim repository that contains a few files. To get these

files we run the actions/checkout before the analysis of any test action. In this work, we focus only

on actions that do not need parameters or further permissions.

3.3 Dataset of Actions

As of May 11th 2023, there are 12,710 public actions on the GitHub Marketplace. GitHub, through

an internal query, provides us with the list. However no actual malicious actions are known, we

need to create our own malicious actions. We develop 15 actions, that try to exploit one or

more attack vectors. As stated in the malware analysis Section 2.2, an attacker is interested in

stealing information, creating vulnerabilities, escalating privileges, executing commands, deceiving

or annoying users or stealing computing resources. In Appendix B summarizes all used custom

actions.

An attacker that is interested in gaining information mainly has two targets. The first target

are all tokens from GitHub and other platforms in the environment of a GitHub Workflow and the

second target are the source files of a repository itself. An attacker can use tokens directly in the

GitHub Runner itself forward them to an external source in order to be misused later. Especially

for private repositories attackers might take interest in the source code in order to steal the code

or gain information on how to further exploit it. We develop seven actions to gain information by

either extracting a token or by gaining access to the runner itself.

The second attack vector is about creating vulnerabilities or malicious code. This attack

vector includes injecting code into the repository code, tampering with the code or CI/CD pipeline

in general. An attacker can manipulate the repository code and after the product is released, the

manipulated parts allow an attacker to gain access or information. The target of this is not the code

itself but rather the user after the project is build and released. Other attacks include manipulations

of the GitHub Workflows itself. An attacker can for example inject malicious commands into the

GitHub Workflow files in order to further exploit the pipeline and, for example, escalate privileges or

gain information. Five of our proof-of-concept actions exploit the pipeline to introduce vulnerable

or malicious code to the code base or pipeline. Our actions either inject code to the repository such

as a keylogger, directly attack the pipeline by adding shell commands, or access the runner itself

and manipulate the code individually.

Escalating privileges inside of GitHub Actions can be done in three ways. An attacker can

either directly steal tokens with higher privileges, manipulate the pipeline in such a way that a

following execution yields higher privileges for the attacker, or try to gain privileges for the finished

product. Directly stolen tokens allow an attacker to gain access to services or further code, as well

as using them for further attacks to the repository itself such as creating vulnerabilities or misusing

resources. Our actions mainly focus on stealing tokens, injecting code into the pipeline in order to

escalate privileges or use a keylogger to escalate privileges at the released product.

Command execution yields a big risk for a CI/CD pipeline because, by directly executing

commands, an attacker gains access to the GitHub Runner itself. In our tests, we are able to
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re-create the proof-of-concept reverse shell attack of Ilgayev [46]. We create three implementations

directly, using the GitHub Workflow integrated shell, JavaScript, and JavaScript combined with

hiding the reverse shell inside code of an actual action. The reverse shell connects to a netcat

command-and-control server we host externally. In order to hide the malicious code, we use an

actual action and inject our malicious code inside of it. Furthermore, one proof-of-concept action

is injecting the shell-based version of the reverse shell into all existing workflows in order to esca-

late privileges. A successful establishment of the reverse shell allows an attacker to execute any

command, since the default GitHub Runner grants root access to the jobs and, therefore, to the

reverse shell as well.

Another attack vector against GitHub Actions is to deceive or disrupt the user. An attacker

can manipulate the output of a workflow. The output can be manipulated in two ways. First, by

manipulating the task result which returns whether a workflow is successful or creates an error. This

is especially important for workflows that, for example, check for dependency issues and prevent

pull-requests or commits if an error occurs. Second, attackers can deceive users by manipulating the

artifacts created by a workflow. We create three actions. The first one is simply skips all following

(e.g. linters, dependency issue and security check) actions, thereby resulting in a successful workflow

run. The second one changes the artifact, produced by an action, into malicious executable and

uploads it to the GitHub Workflow artifacts. The third action deletes a repository. [47][p. 1570f.]

The last attack vector for GitHub Actions is about stealing computing resources. Especially

crypto miners impose a threat to GitHub Actions and their runners [48]. In order to simulate a

crypto miner we implement a bash and a JavaScript loop, that runs, for a certain amount of time,

while doing calculations and accessing a web-address every few seconds. Implementing an actual

crypto miner violates the GitHub terms and conditions.

While developing our own malicious actions, we also found three actions published by Koishy-

bayev et al. [49]. One action steals information by printing the GitHub token to the console, while

the other action create a vulnerability by setting up a new npm registry, which could be malicious.

The third action is similar to our malicious action of tampering with the workflow artifact. In

order to be able to run these actions, we have to extract their code and implement it into our own

GitHub Organization.

3.4 Runtime Data

As stated in Section 2.2 for dynamic analysis it is possible to track many features of a system on

runtime. Since this work aims to find yet unknown malicious actions, it is important to track as

much data as possible. We perform the execution and data gathering in a container. The container

is isolted from the host system, and allows for a better reconstruction of the execution environment

after each action. The following Table 3.1 summarizes all features used.

3.4.1 Network Activity

The network activity is an important indicator whether malware is downloading external resources

or leaking secrets to external servers. That is why we extract a number of features from the network
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Network Activity File System Data System Resources

Number of connections Number of files accessed Runtime
Number of connections per second Number of files modified Maximum CPU usage
Unique IP addresses Number of files deleted Average CPU usage
VirusTotal classification Number of files accessed per second Maximum memory usage
Package size Number of uniquely accessed files Average memory usage
Average package size Number of restricted files
GitHub API endpoints Number of sensitive files
Restricted endpoints ChatGPT file di↵erence

Table 3.1: Summary of used features

activity. First, the number of connections is tracked in order to find actions that are excessively

using the network. Since longer actions are more likely to use more connections, we combine this

value with the run time to track the number of connections per second. Second, we track the unique

IP addresses, meaning all IP addresses used by a GitHub Workflow are extracted and compared

to the IP addresses specifically only used by the action to analysis. We extract and summarize

these unique IP addresses. The summary also includes information about the IP address such as a

VirusTotal classification, based on multiple anti-virus scanners and provides another feature for the

analysis of an action. Furthermore, we track the package size and the average package size. Both

of these aim to give an indication on how much data is send through the network. In addition to

that, our system extracts GitHub API endpoints. The endpoints are important to understand what

an action does to the repository itself. They indicate if the code of a repository is downloaded,

uploaded or other methods of a repository are used. Our system has a list of keywords that are

restricted and if an action uses these keywords in an endpoint (e.g. “delete”), we count it as

potentially executing restricted endpoint commands.

3.4.2 File System Data

The file system is an important indicator to test whether an action is saving and executing malicious

data or extracting secrets form a repository. For that reason, we track the number of files accessed,

number of files modified and number of files deleted. These files give an indication on what files

an action needs and uses. In a similar manner to the network activity, we compare the accessed

files by the time to get the number of files accessed per second. This is again done to provide

a better comparison between longer running and shorter running actions. Furthermore, we track

uniquely accessed files. We do that in order to di↵erentiate what files are only accessed by the action

itself and what files might be accessed by the overall GitHub Workflow or even the runner itself.

Similar to what we did in tracking the network activity, a list of keywords containing restricted

paths extracts restricted modified files. This feature is especially important to track if the action

is modifying files of other actions or the repository workflows. Gonzalez et. al analyzes potentially

malicious GitHub commits and uses specific file types as indication for potentially sensitive data

[50][p. 2]. We use the same list of file types in order to find accessed sensitive files.

Another important feature tracked by the analysis are the file di↵erences between before the

action was executed and after the action was executed. We enhance this feature by extracting the
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expected behavior of an action based on the description and README file, as well as the context

of the action inside a GitHub Workflow. We analyze this data with ChatGPT-Turbo3.5 in order

to get an estimation on malicious behavior, alignment with description, relevancy for the project,

changes are safe, changes should be reviewed and changes contain sensitive information. ChatGPT

ranks these values on a scale of 0 to 10 by agreement to the statement. Our analysis shows,

that ChatGPT-Turbo3.5 is able to extract meaningful results based on the given information and

thereby introduces the ability to analyze the file changes in comparison to the expected behavior.

The following Listing 3.1 shows an example of the last prompt sent to ChatGPT and the results

for the actions/checkout action. The first role “system” describes the overall context to the model.

The second role “user” provides the template to use for the return value. We describe a json based

template to automatically evaluate the output of the language model marked by role “assistant”.

In Appendix C a full example of the conversation history can be found.

Listing 3.1: Example of a result prompts of the actions/checkout action

1 {
2 "role": "system",

3 "content": "Based on the previously provided data about the action and the

,! explainations given. Please, give an answer on a numerical scale from 0

,! (not agree) to 10(fully agree) in the following format."

4 },
5 {
6 "role": "user",

7 "content": "{\"Changes are Malicious Behavior\": ##,\"Changes align with

,! description\": ##,\"Changes are relevant for the project\": ##,\"

,! Changes are safe\": ##,\"Changes should be reviewed\": ##,\"Changes

,! contain sensitive information\": ##}"
8 },
9 {

10 "role": "assistant",

11 "content": "{\"Changes are Malicious Behavior\": 0,\"Changes align with

,! description\": 10,\"Changes are relevant for the project\": 10,\"

,! Changes are safe\": 10,\"Changes should be reviewed\": 0,\"Changes

,! contain sensitive information\": 0}"
12 }
13 }

3.4.3 System Resources

Other features tracked by the analysis are maximum CPU usage and maximum memory usage

as well as average CPU usage and average memory usage. Both CPU and memory usage give

indications on how much the given resources are used. This might potentially find actions that are

misusing GitHub Runner resources such as crypto miners. Furthermore, the running processes of
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the GitHub Runner system are tracked. These processes give an indication about which commands

an action executes such as node, shell-scripts or git commands. At last, the time of an action is

tracked. This is important in order to understand how long an action takes to execute all commands

and whether an action is taking up more resources than needed.

3.5 Data Preparation

In the data preparation phase we summarize and enhance the raw data gathered. This is necessary,

because the raw data includes lots of noise. Furthermore, the data needs to be extracted and

converted into a standardizes format. At the end of the data preparation phase we create a

summarized report for a software analyst. Furthermore, we use this report in the classification

step.

3.5.1 Cleaning and Filtering

We must clean and filter our network tra�c, file system changes and processes, because these three

sources not only track information about the action but also about the GitHub Runner execution

environment. To get action specific data, we firstly convert the raw data of the packet analyzer to

a standardized format, which includes source IP, source port, destination IP, destination port, pro-

tocol, start time, end time, packet size and request type. While doing that, we remove the network

connections specifically for the GitHub Runner Pipeline. As an example, we remove all requests to

pipelines.actions.githubusercontent.com. After that, we save only the network packets that

are specific for the action by removing connections done before and after the specific action itself.

To do so the workflow executes a specific network connection which is used as indication that the

action itself has started. In order to mark the beginning and ending of interaction the workflow

modifies a specific file on the work directory before and after the action is executed. Based on these

indications, we are able to extract the file accesses, modifications and deletions done by the action

itself. We track the processes by the container itself and extract all commands executed on the

GitHub Runner container. The GitHub Runner itself executes many commands in order to run the

workflow, which is why we remove some of these commands based on a list of commands executed

by the runner.

3.5.2 Encoding and Extracting Structured Information

We perform the encoding and extraction of the filtered data in order to prepare the data for the

features of the classification phase. Furthermore, we enhance the data by additional information.

From the cleaned network tra�c we extract the IP addresses uniquely connected to the action in

comparison to the workflow around it. The additional data for these IP addresses includes a lookup

of the used URL as well as results from VirusTotal. All network connections of the action are saved

as well as the additional information for the unique IP addresses. We extract the GitHub API

endpoints from the raw data of the proxy server. For that, we match the request path to a list

of all GitHub API endpoints in order to find the used endpoint and provides further information

pipelines.actions.githubusercontent.com
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about the needed permissions. After that, we summarize the endpoints into all endpoints used and

restricted endpoints. We filter the restricted endpoints by a keyword list. Furhtermore, we encode

the file system information by the number of each file being accessed, modified and deleted. After

that, we match the files accessed against a keyword list of restricted and sensitive files. Restricted

files are all files that contain specific keywords in their file name, while sensitive files are all files

that contain a specific file type. Unique files are files that are only accessed, modified or deleted

by the action itself but not the GitHub Runner environment. Meaning files that are, for example,

downloaded by the action or uniquely modified. ChatGPT returns six values ranking di↵erent

properties of the file changes, we use these numerical values directly as features. Listing 3.1 shows

an example of these values in the “assistant” role for the actions/checkout action. Furthermore, we

summarize the raw data of the CPU usage and the memory usage to the values for maximum CPU

and memory usage as well as average CPU and memory usage. In order to use the information

of the GitHub API, we encode the endpoints by the FastText algorithm [51]. We use FastText as

it works well for encoding sentences such as the API endpoints. We compare FastText to other

algorithms like Doc2Vec and SentenceBert, but the performance of FastText was best. FastText

encodes similar endpoints with similar embeddings. We use a vocabulary that allows for a similar

encoding of sentences which contain similar words. After the model is trained, we import the model

in the classification phase and extract the endpoint embeddings for each endpoint. For multiple

endpoints, we use the average embedding values of all endpoints. We save all cleaned and filtered

data to the Output.json file and save the features to the Dataset.csv. Table 3.2 presents an example

of the features gathered for the actions/checkout action.

Feature Value Feature Value Feature Value

Number of connections 319
Number of files
accessed

507 Runtime 1.01 s

Number of connections
per second

315.13
Number of files
modified

30
Maximum
CPU usage

68.94%

Unique IP addresses 0
Number of files
deleted

8
Average
CPU usage

43.45%

VirusTotal classification 0
Number of files
accessed per second

500.85
Maximum
memory usage

0.39%

Package size 14577 Bytes
Number of uniquely
accessed files

80
Average
memory usage

0.27%

Average package size 471.83 Bytes
Number of
restricted files

0

GitHub API endpoints
Endpoint
embeddings

Number of
sensitive files

1

Restricted endpoints 0
ChatGPT file
di↵erence

[0, 10, 9,
8, 5, 2]

Table 3.2: Summary of feature values for action actions/checkout
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3.6 Classification

After the data is prepared and the features are extracted, we need to automatically classify the

data. Overall, we extract 48 features, which we match with a pre-defined ruleset. In total we use

five classifications algorithms, out of which one is ruleset based and four are model based. We split

the dataset by leave-one-out training and use our full annotated dataset for training.

3.6.1 Ruleset-based Classification

Similar to Gonzalez et. al we use a rule-based classification, where the feature values are compared

to thresholds [50]. We base our thresholds on tests with custom malicious actions and clean actions.

Once an action reaches the threshold a defined numeric value for this rule is added to the total

value of an action. Our approach sums-up the value of all rules where the threshold is reached. We

convert this total value into a classification by classifying all actions that have a higher score than

90 as malicious. Even if the threshold is not reached the rule-based classification provides a first

overview of the feature values of an action. The following Table 3.3 shows the rules that reach the

threshold for the action/checkout action, with a total score of 40.

Rule ID Name Threshold Measured Value Score

8 SinglePackageSize 1600 4186 10
9 AveragePackageSize 250 567.566 10

11 NumberAccessedFiles 115 513 10
13 NumberUniqueFiles 35 279 10

Total Score 40

Table 3.3: Example of rules that reach the threshold for actions/checkout

3.6.2 Artificial Neural Network

The artificial neural network uses 48 features as input vector. The output layer of the neural

network maps to two classes, which correspond to harmless, when the value is 0, and malicious,

when the value is 1. The network consists out of three layers, after the input layer the hidden layer

has 1028 nodes. We are using a fully connected feed forward neural network. That means each of

the 48 nodes of the input layer is connected to each of the 1028 nodes of the hidden layer. After

the hidden layer the output layer has two nodes. As activation function we use the ReLU function.

The training is done by using CrossEntropy loss and the Adam optimizer. Once the training is

done, we use the model for prediction of unknown actions.

3.6.3 Isolation Forest

The second model we use for classification is Isolation Forest, an outlier detection algorithm. We

use Isolation Forest with the same 48 features as input as before. In order to train the model, we

fit it on our training data. Afterwards, we use the fitted model for prediction of new unknown

samples. We compare each action to the initially fitted model and evaluated based on that.
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3.6.4 One-Class Support Vector Machine

Furthermore, we use OCSVM in a similar way as Isolation Forest. OCSVM is also an outlier detection

algorithm, that fits the model in the training phase. The training phase creates and improves the

support function. The goal of the support function is to di↵erentiate malicious feature samples

from harmless feature samples. After the fitting, we do not modify the support vector again and

we use the resulting model for predicting new unknown actions.

3.6.5 Local Outlier Factor

LOF is predicting the outliers based on neighborhood densities. We initialize the model in the

48-dimensional vector space. After fitting the model, for every prediction we look at a specified

number of neighborhood samples. Based on these samples the algorithm calculates and compares

the density to the density of the other samples. If the density compared to other samples exceeds

a certain threshold, the new unknown sample is predicted as malicious, otherwise as harmless.



4 Characterization of Actions Behavior Us-

ing Collected Data

This chapter presents the results of the characterization of actions. The full overview of all results

can be found in Appendix E. The characterization is based on the execution of 2810 analyzed

actions with a size of all repositories of 4.96 GB.

4.1 Network Activity

Out of 2810 actions 2727 actions use the network. The average number of connections and average

package size are greatly influenced by outlier actions and, therefore, their value is not representative.

The median of number of connections is 104 connections and the median of the package size is

756.50 bytes. Even by weighing the number of connections against the time period, the results still

have a great variance. This shows that few actions are great outliers while the median number of

connections per second is 189.38 connections per second. On average 2063.71 bytes are exchanged

per connection with a total number of 12,137,725 connections for 2810. As a result, the average

size of data exchanged per action is 8,91 MB. The following Box Plots 4.1 show the number of

connections and the average package size. The 1.5 times Interquartile range (IQR) for number of

connections is below 2000 connections. Actions higher than 2000 connections per second normally

download node modules or other auxiliary files.

(a) MaxConnection (amount) (b) AveragePackageSize (byte)

Figure 4.1: Box Plots of network activity data.
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The external IPs most used are objects.githubusercontent.com, 185.125.190.58 and 185.

125.190.57. The actions use the URL to access and download content from GitHub.com, while the

later two IP addresses belong to a company called Canonical which provides support for Ubuntu

and related services, meaning it is used to download Ubuntu and packages. The most used GitHub

API endpoints are post /{owner}/{repo}/git-upload-pack, get /{owner}/{repo}/releases/download/
{release id}/{artefact id} and get /repositories/{repository id}/commits?{query}. This result seems

reasonable since mostly endpoints are used to either clone a repository, download an artifact or

get a specific commit. Table 4.1 shows an overview of the Top 10 endpoints used and the number

of actions using these endpoints. Half of the average package size samples range between around

650 bytes and 1370 bytes. This means that a normal sample most likely includes some internet

connection with a relatively low package size on average.

Endpoint Used Used by actions

post /{owner}/{repo}/git-upload-pack 436 148
get /{owner}/{repo}/releases/download/{release id}/{artefact id} 418 345
get /repositories/{repository id}/commits?{query} 336 1
get /{owner}/{repo}/info/refs?service=git-upload-pack 333 149
get /repos/{owner}/{repo}/zipball/{ref} 164 5
get /repos/{owner}/{repo}/releases/{release id} 109 101
get /{owner}/{repo}/releases/{release id} 37 31
get /repos/{owner}/{repo}/releases?page={pageNum} 28 4
get /{owner}/{repo}/releases/latest/download/{artefact} 27 25
get /repos/{owner}/{repo}/releases 20 19

Table 4.1: Overview of most used endpoints and number of actions using them

4.2 File System

In general, actions read files 4.5 time more often than modifying files and 72.6 time more often than

deleting files. The average of accessed, modified and deleted files is highly influenced by outliers. In

median, 400 files are accessed, 18 files are modified and 0 files are deleted. The number of accessed

files is high, because the files used for the GitHub pipeline and the action scripts themselves must

be accessed to execute actions. Most file modifications include file changes for pipeline files as well

as file creations such as downloading files and thereby modifying a new file. A median of zero for

the number of deleted files shows that most actions do not delete files. Therefore, deleting files can

be considered a deviation from normality. The action with the most file deletions deleted 9422 files,

which are all part of the installation of the aws-cli. In median 1213 characters are modified per

single modified file. This includes additions, deletions and changes. Most files by type modified are

type-less (no file ending) files, followed by YAML (.yml) files and JavaScript (.js) files. This can be

explained by the usage and downloading of the actions itself and their action.yml files. The file types

that are deleted most often are type-less files, followed by reStructuredText files (.rst) and JSON

(.json) files. Both of these file types are common results of building and documenting actions, which

are deleted after the action is done. Only a single action (deogracia/my-debian-package@v0.2.0 )

objects.githubusercontent.com
185.125.190.58
185.125.190.57
185.125.190.57


4. Characterization of Actions Behavior Using Collected Data 25

does not interact with the file system, because it only echos text while running inside a docker

container. All other actions interact with the file system. In 1381 cases the description of an action

aligns fully with the file changes, based on the features of ChatGPT. The following Table 4.2 shows

the top 10 most accessed, modified and deleted file types.

File type

(read)

Amount

(read)

File type

(modified)

Amount

(modified)

File type

(deleted)

Amount

(deleted)

(empty)
.js
.h

.py
.json
.rts
.ts

.hpp

.php
.txt

88,769
51,772
44,801
44,473
19,036
17,327
14,670
12,188
11,691
9,812

(empty)
.yml
.js
.ts

.json
.sh
.md

.sample
.map
.pyc

866,779
220,927
176,128
134,362
54,468
51,111
43,970
39,348
26,907
16,912

(empty)
.rst

.json
.o

.make
.lock

.cmake
.txt
.t

.lz4

11,876
5,471
1,734
1,297
1,086
1,063
632
620
554
554

Table 4.2: Most accessed, modified and deleted file types by all actions.

4.3 CPU and Memory Usage

On average the actions are running for 8.06 seconds with the longest action taking 900.78 seconds

and the shortest action taking 0.000053 seconds. The box plots in Figure 4.2 represent the maximum

and average CPU and memory usage for the 2810 actions. The CPU usage averages at 56.3 percent

while the memory usage averages at 0.40 percent (median 0.28 percent) of 32 GB. Normal CPU

peaks range from 96 percent to 104 percent, while the average CPU usage ranges from 48 percent

to 66 percent. This means a full utilization of the CPU is considered normal for small peaks, but

average utilization of higher than 93 percent is an outlier. As for memory the maximum peaks in

the IQR are from 0.36 percent to 0.46 percent, while the average memory usage is lower with 0.25

percent to 0.33 percent. This data shows that most samples do not really utilize the memory, but

rather the CPU directly.

The most CPU intensive and memory intensive actions are listed in Table 4.3. The CPU usage

is higher than 100 percent, because multiple cores are fully utilized (100 percent would be only

one core). In general these actions install buildtools for C/C++, Rust, Swift, Coco creator or

Java. All of these actions use build script and execute lots of di↵erent commands. Especially the

actions that use (g)cc and rust buildtools, such as Rookfighter/setup-build2@v2, sbarrios93/rye-

rust-action@v0.1.0 and rity/gh-actions-deps@master, very intensely use the CPU with especially

high CPU peaks.
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(a) MaxCPU (percentage) (b) AverageCPU (percentage)

(c) MaxMemory (percentage) (d) AverageMemory (percentage)

Figure 4.2: Box Plots of resource usage.

Action name Average CPU CPU Peak

Rookfighter/setup-build2@v2 1093.96% 1603.94%
sbarrios93/rye-rust-action@v0.1.0 731.96% 1557.75%
rity/gh-actions-deps@master 451.4% 1528.77%
HackingGate/typst-out@v1 426.20% 1593.63%
fabasoad/setup-jolie-action@v0.1.2 398.81% 1306.00%
Action name Average Memory Memory Peak

itsnebulalol/theos-action@v1.0.0 13.35% 27.10%
AGeorgy/cocos-build@v1.2.7 13.02% 34.22%
SwiftyLab/setup-swift@v1.4.1 11.63% 21.27%
miggene/cocos-build@v1.2.3 9.87% 32.20%
Rookfighter/setup-build2@v2 9.26% 18.33%

Table 4.3: Most CPU and Memory intensive actions.
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This chapter describes the technical implementation of the infrastructure shown in Figure 3.2. In

order to gather the data, it is necessary to create a GitHub Repository and have an access token.

Furthermore, we must activate a GitHub Runner, label it with the runAnalysis tag and implement

it into the runner container.

5.1 GitHub Workflow Setup

Before we can start the GitHub Workflow, the action to analyze must be set up the workflow.

The analysis can use a template workflow or a user-defined .yml file. The template contains a job

called TestGitHubAction. Many actions need to use files from the repository, which is why before

the action can be analyzed, the template workflow should checkout the the repository. To capture

the actual start and ending of a execution of a specific action, we use shell commands, which are

executed before and after each action. We implement this by sending a network request to a specific

URL and saving text to a specific file. Afterwards, the analysis adds the action to analyze and the

provided parameters. An example of a GitHub Workflow, that is pushed to the GitHub Repository,

can be found in Appendix A.

5.2 Data Gathering

5.2.1 Runner Container

We implement the Runner container with docker. In order to mimic the default GitHub Runner

image, which has software pre-installed, we use the docker image provided by catthehacker as base

for our docker image [52]. We enhance this base image by further packages used for the code

execution and the monitoring tools. As a next step, we install the proxy certificates and set them

up. The implementation creates a work directory and installs the GitHub Runner. After that, we

load the startup script, which is used once the analysis is started and will automatically set up the

output files, start the GitHub Runner and the file system monitoring service. The script executes

the GitHub Runner with the once-flag such that it closes the runner after one execution. We open

the container with a shared volume in order to exchange files between container and host system

such as the results of the file system monitoring. After the file di↵erence extraction, we shut down

the container.

27
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5.2.2 File System Monitoring

We implement the file system monitoring with Inotify [53]. This tool monitors all files in the folder

./work by excluding the output files itself. All file accesses, opens, reads, writes, creations and

modifications are tracked and saved to the shared volume. The output of Inotify includes path,

action and file name of every interaction with the drive specified.

5.2.3 File Di↵erence Extraction

Before an action is executed, we save all files into the folder preActionFiles. After the action is done,

we save all files again into the folder pastActionFiles. After the execution is done, the container

script compares the two folders with each other and extracts all file di↵erences. To implement this

we use the Ubuntu di↵ [54] command. We consider files that are created as empty files before in

the comparison. The di↵ command only considers lines in files, that di↵erentiate, and does not

display all common lines. We also ignore spaces, trailing spaces, as well as changes in case and

blank lines. Finally, we save all this information into a FolderDi↵.txt file.

5.2.4 Packet Analyzer

We implement the packet analyzer by using TCPDump [55]. In order to only track the network

packets going through the virtual network, we set up TCPDump in a separate container. TCPDump

is a command-line packet analyzer that captures network tra�c. The image used for container,

is based on kaazings TCPDump container [56]. We connect both, the GitHub Runner and the

TCPDump container, to the same virtual network interface, created by docker. All network con-

nections going through the virtual network interface are saved as a pcap-file to the shared folder

as tcpdump.pcap

5.2.5 Proxy Server

In order to extract more specific information of the http(s) requests made by an action, we use

a man-in-the-middle (MITM) proxy server through which all tra�c is routed through. By using

a MITM proxy, we are able to extract the GitHub API paths based on the requested URL path.

For our implementation we use MITMProxy and more specifically the MITMDump. For using

MITMDump, we need to run it first on the host machine to get the certificate. This certificate then

needs to be installed inside the GitHub Runner container. Furthermore, the Docker environment

needs to use the proxy server hosted on http://localhost:8080, for HTTP and HTTPS connections.

After everything is set up, we start MITMDump before the containers are started, because the

GitHub Runner cannot connect to GitHub without the proxy server running. MITMDump allows

us to add a script directly to the execution in order to modify and extract custom information. We

use the python script to extract the important value and save it into our custom CSV file format.

After the analysis is done, we use the information saved in this CSV file and extract the action

specific request by filtering for our specific network request.
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5.2.6 CPU, Memory and Process Extraction

Docker provides the functionality to extract system information of a container from the outside

on the host machine. We use this functionality in order to extract CPU, memory and process

information. The implementation does this by requesting CPU and memory stats every 5 seconds

from the GitHub Runner container. We save the information in an CSV file where every line

represents one data point of the runtime. Furthermore, we extract the process information in

a higher frequency due to the fast changing number of processes and, therefore, need a higher

extraction density. Afterwards, we save the process information in JSON format. The analysis

program itself extracts CPU and memory as well as process information, while workflow is running.

5.3 Data Preparation

The raw data we use as input are the files saved by the data gathering phase. More specifically, we

use the results of Inotify, MITMDump, TCPDump, Docker as well as the file di↵erence information.

The goal is to clean, filter and summarize the information to get a better overview. We use PyShark

in order to extract the network packet information from the PCAP file. Furthermore, we use

ChatGPT for extracting features from the saved file di↵erences, by using the openai library. We

use the ChatGPT-3.5Turbo model, which allows us to use 16.000 tokens per single request. Because

some file di↵erences are longer than that, we use ChatGPT in order to extract the most important

files out of the list of file changes. All this information is loaded by the JSON python library and

the raw data of endpoints and files are compared to these dictionaries. For the unique IP address,

we further extract context information from ip-api.com by using the requests library. Furthermore,

we use the requests library to connect to the VirusTotal API in order to get information about

the maliciousness of an URL or IP address. For the GitHub API endpoint, embeddings need to

be extracted. Before we are able to extract the embeddings for a specific endpoint, we train the

FastText model by importing all GitHub API endpoints as sentences where every word is separated

by spaces. After that, the vocabulary is build and the model is trained. The model outputs 25

values as output vector. Finally, we save All features to a CSV file, which we then use for the

classification algorithms.





6 Evaluation

This chapter presents and discusses the evaluation of our approach. We start by evaluating the

e↵ectiveness of the approach based on a labeled dataset. After that, we compare our approach to

VirusTotal as a baseline. Furthermore, we discuss the e↵ectiveness of our approach on unlabeled

on GitHub Marketplace actions. In order to optimize our training, we evaluate the models hyper-

parameters and the feature importance. Last, we investigate the e�ciency based on runtime and

storage.

6.1 Experimental Setup

6.1.1 Environment

First, we use a laptop for development and annotation of test dataset. Second, we use small server

for the runtime environment and data gathering. Third, we us a big server for data preparation

and classification. The training of all models is done on the laptop. The following Table 6.1 shows

the most important hardware specifications of each machine.

Specification Laptop Small Server Big Server

CPU
Intel Core i5-1020U
1.60 GHz, 2112 MHz,
4 Cores

Intel Xeon Gold 6230
2.10 GHz, 2933 MHz,
20 Cores

Intel Xeon silver 4215
2.20 GHz, 2400 MHz,
12 Cores

Memory
8 GB, DDR3,
2667 MHz

32 GB, DDR4
2666 MHz

32 GB, DDR4,
2666 MHz

Storage
NVMe 256 GB,
1000 MBpS

Virtual disk 322 GB
Samsung SSD 7.68 TB,
6.0 GBpS

Operating
System

Windows 10 Pro Ubuntu 20.04.3 LTS Ubuntu 20.04.6 LTS

Table 6.1: Overview of hardware specification for three used devices

6.1.2 Baseline Classifiers

We introduce four classifiers which we use as baseline. Our approach is compared to these baselines

in research question 2 (Section 6.3). First, we introduce VirusTotal as a classifier. We send the

source code of all actions to VirusTotal and the rate the maliciousness based on 60 anti-virus

scanners [8]. We consider a sample malicious if one anti-virus scanner considers a sample as

suspicious or malicious. The second and third baselines are predicting all samples as malicious
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and predicting all samples as harmless. We use these two classifiers as extreme values in order to

compare the theoretical values to our real classifiers. Fourth, we predict samples at random. Our

random classifier predicts based on the unbalanced probability of 14.4 percent malicious samples

and 85.6 percent harmless samples. For this classifier to calculate the number of true positives,

true negatives, false positives and false negatives, we use the following formulas.

#TP = #Samples (P (class = 1) P (prediction = 1)) = 104 (0.144 0.144) ⇡ 2

#FP = #Samples (P (class = 0) P (prediction = 1)) = 104 (0.856 0.144) ⇡ 13

#TN = #Samples (P (class = 0) P (prediction = 0)) = 104 (0.856 0.856) ⇡ 76

#FN = #Samples (P (class = 1) P (prediction = 0)) = 104 (0.144 0.144) ⇡ 13

(6.1.1)

6.1.3 Metrics of Evaluation

In order to evaluate the e↵ectiveness of our approach, we calculate the accuracy, F1-score, precision

and recall of our labeled datasets. The score is calculated by using leave-one-out training. We train

the models by using all samples except one for training and then predicting the missing sample.

This is done for all samples and the scores are compared to the labels of each sample in order to

calculate accuracy, F1-score, precision and recall.

For our unlabeled data we use the gathered data as metrics for e↵ectiveness. We evaluate

the gathered and summarized data, and analyze the usefulness based on examples. We choose an

example for each model, which only the model classified as malicious.

Furthermore, we evaluate the e�ciency of our approach based on time and storage consumption.

We discuss the training and prediction time for our models. After that, we evaluate the time

consumption of the data gathering, data preparation and classification phase. We evaluate the

storage reduction of raw data compared to our filtered and summarized data.

6.1.4 Datasets

In order to evaluate the e↵ectiveness of our approach, we use a dataset based on 104 labeled actions.

89 of these actions are harmless, while the other 15 are malicious. The malicious actions are based

on our custom samples. This dataset is used for research question 1, 2 and 4. In research question

1 and 2 we use the optimized hyperparameters for evaluation mentioned in Section 6.5. 97 actions

of this dataset are the same actions used for the feature importance dataset. The additional 7

actions are actions that are based on similar attack vectors as the other 8 malicious actions but are

hidden inside of actual actions. We call this dataset of 104 actions Training-Dataset.

We executed our analysis on all 12,710 actions on the GitHub Marketplace and found that we

are able to run 2810 actions successful. We use these 2810 actions for our research question 3 and

6. In order to use malicious actions as reference points for our models, where we implement similar

but not equal attack vectors to the malicious actions used in training. These three actions are

evaluated in research question 1. All actions get executed and analyzed by our implementation and

the results are evaluated. We call this dataset SuccessfullActions-Dataset.
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In order to evaluate the feature importance in research question 5, we use a test dataset of 97

actions out of which 89 are harmless and 8 are malicious. The actions are the same actions used

for the Training-Dataset but missing 7 malicious actions. For each feature, except the ChatGPT

features and the Endpoint embeddings, we modify each sample to have 0 for the feature to test.

As a result, we have 21 datasets. We test the ChatGPT values combined. Similar, for the GitHub

API Endpoints we reduce all 25 values to a single feature. We call this dataset FeatureImportance-

Dataset.

6.2 RQ1: E↵ectiveness on Labeled Data

As mentioned in Section 6.1.3 we evaluate the accuracy, F1-score, precision and recall of our

Training-Dataset. Table 6.2 shows the results for all four classification models. In general, the

F1-score is the most important value for our evaluation, because we use an unbalanced dataset and

we are interested in a good balance between true and false positives. The best performing models

based on F1-score are LOF and Isolation Forest. Both achieve a F1-score of higher than 44 percent,

which means the tradeo↵ between precision and recall is best. This is important for malware

detection, because both a high precision and a high recall are necessary to extract meaningful

results. Isolation Forest has a precision of 50 percent, while LOF has a precision of 36 percent. This

means both models detect many false positives, but the number of false positives is lower than

for the other classification methods. The artificial NN has the highest recall and, therefore, the

best rate of true positives. This means it is the best model for detecting actual malicious samples.

Nevertheless, since the precision (and resulting the F1-score) are quite low compared to the other

models, this also means, it detects many false positives for our dataset. Based on these results, we

determine LOF to be the best working model for high precision and recall. The second best model

is Isolation Forest with a lower rate of false positives but also a higher rate of true positives.

Classification Model Accuracy F1-score Precision Recall

All harmless classifier 85.6% 0.0% 0.0% 0.0%
All malicious classifier 14.4% 25.2% 14.4% 100.0%

ANN 51% 28.2% 17.9% 66.7%
Isolation Forest 85.6% 44.4% 50.0% 40.0%
LOF 78.8% 45% 36.0% 60.0%
OCSVM 76.0% 35.9% 29.2% 46.7%
Random classifier 75.0% 13.3% 13.3% 13.3%
VirusTotal 85.6% 0.0% 0.0% 0.0%

Table 6.2: E↵ectiveness seven classification methods by accuracy, F1-score, precision and recall.
Highest score marked big.

Out of our three malicious samples we are using as reference points, two are detected by the

ruleset, LOF and OCSVM and the third sample is detected by the ruleset and OCSVM. By this

test we proof that small variations of malicious actions are still detected. Our system in general

provides three major advantages. First, it is able to automatically execute, monitor and analyze

actions. Thereby it extracts meaningful data about the runtime of an action. Second, our system
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is able to prepare and filter the data and provide multiple classification techniques based on that

data. Third, the system is able to find malicious samples within a dataset.

6.3 RQ2: Comparison to Baselines

6.3.1 Baseline

We compare our results to our baselines of VirusTotal. This baseline is gathered by running

VirusTotal anti-virus scanners for all 12,710 available actions on the GitHub Marketplace as of

May 11th 2023. VirusTotal classifies 68 actions of 12,710 repositories as malicious. Manually

analyzing these 68 actions shows that these actions are not malicious, but get detected due to

di↵erent reasons. Some of them have malicious or vulnerable files inside the repository, which are

used to test the action itself. Other actions have executable and script files inside the repository

in order to install software or to test the action itself.

6.3.2 Comparison of E↵ectiveness

Table 6.2 shows an overview of the measured scores for all seven classification methods. The

results are based on the Training-Dataset. We compare the e↵ectiveness of each of our models to

VirusTotal. VirusTotal is not able to classify any malicious sample correctly, resulting in zero true

positives and 15 false negatives. Classifying all negative samples correctly results in a high accuracy

of 85.6 percent, which is as good as the best model Isolation Forest. Since the dataset is unbalanced,

the F1-score is a better score for evaluating the prediction on samples. Since VirusTotal is not able

to detect any malicious samples this results in a F1-score of zero. All classification models detect

at least a few malicious samples resulting in a F1-score of at least 28.2 percent for the artificial NN.

Precision and recall are impossible to calculate due to division by zero. The classification models

have a high false positive rate, as discussed in Section 6.2, but are able to detect malicious samples.

Comparing the results of our classification models to assuming all samples are harmless, assum-

ing all samples are malicious and a random classifier shows that our models perform better than

these. Detecting all samples as positive would result in a F1-score of 25.2 percent, with a very low

accuracy of 14.4 percent. This means considering everything as malicious would still outperform

VirusTotal in F1-score, precision and recall, which are considered important metrics for malware

detection. All models outperform these baseline tests for F1-score and precision. The recall of the

all malicious classifier is 100 percent as all malicious samples would be detected, but this classifier

detects all negative samples as false positive. In summary, our models outperform baseline test,

while LOF and Isolation Forest are working best for our sample dataset.

6.4 RQ3: E↵ectiveness on Unlabeled Data

In order to classify all actions on the GitHub Marketplace, we use the classification models trained

on our Training-Dataset of 104 actions. Out of all the analyzed actions 237 are classified as malicious

by the ruleset, 37 are classified as malicious by the NN, 640 are classified as malicious by the OCSVM,
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572 are classified as malicious by the Isolation Forest model and 455 are classified as malicious by

the LOF model. 1811 actions are classified as harmless by all classification models. The numbers

for each model are relatively high, resulting in a maliciousness of the analyzed actions between 1.3

percent (NN) and 22.7 percent (OCSVM). Having 1 in 100 actions being malicious would mean for

the full GitHub Marketplace with 12,710 actions that there would be 127 malicious actions. This

number seems rather high, but not unrealistic in general. Since our infrastructure is able to execute

an action, we are able to gather data about an action. This allows us to analyze an action based

on meaningful information and gather general information about GitHub Actions. The following

Table 6.3 shows actions that are only classified as malicious by one model each.

Classifier Name of Example action

Neural network sudomateo/setup-packer@v1.0.0
Isolation Forest StartAutomating/ugit@v0.4
Ruleset mingjun97/file-regex-replace@v1
OCSVM monkb/hello-github-action@0.1.4
LOF gogaille/setup-terraform@v1

Table 6.3: Actions used as examples to understand how classifiers work

The action we take a look at for the artificial NN was archived on July 28th 2023. This action is

supposed to download and install a HashiCorp packer. Our system is able to detect that the action

downloads the file from releases.hashicorp.com/packer/1.9.4/packer_1.9.4_linux_amd64.

zip. The ZIP-file is then extracted and saved. In Section 6.6, we determine that the NN is greatly

influenced by the number of accessed files and number of accessed files per second. Both of these

values are rather high compared to our training dataset. Furthermore, the CPU usage is high as

well. These are the reasons for the NN to classify the action as malicious.

For Isolation Forest the action we use as example is installing tools for PowerShell in order

to better handle Git interactions. This PowerShell script is executed on /usr/bin/pwsh as we are

able to extract from the processes. Additionally, the script uses lots of files in order to install the

PowerShell models, which is one of the reasons for Isolation Forest to detect the action. Isolation

Forest works best for actions that di↵er in many features from normal values. This action uses

endpoints as it pulls the victim repository again. Furthermore, the number of files accessed, the

package size and the CPU usage di↵er a lot from the median. However, since ChatGPT and the

endpoints di↵er from normal samples and these are important features for the Isolation Forest

classification, the action is classified as malicious.

The action mingjun97/file-regex-replace is classified as malicious by the ruleset as it has a higher

score than 90. With a score of 170 the action has the highest value for any given action. The action

is supposed to replace specific strings inside files by a given string. The default values of the action

are going through all files and replace everything with 1. Since our automatic analysis does not

set any parameters, the action crawls through all files and modifies them. This results in lots of

file accesses, lots of file modifications and going through sensitive and restricted files. Furthermore,

ChatGPT classifies the action as malicious as the replacement of all characters is unusual, which

it is. Based on all those behaviors on the file system and two important rules namingly ChatGPT

releases.hashicorp.com/packer/1.9.4/packer_1.9.4_linux_amd64.zip
releases.hashicorp.com/packer/1.9.4/packer_1.9.4_linux_amd64.zip
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classifying the action a 7 on the maliciousness scale and the restricted files being accessed and

modified, the ruleset score is very high, resulting in a classification as malicious.

The most important features for OCSVMs are ChatGPT and number of accessed files. Both of

these values are extreme outliers for this action. The number of accessed files per second is with

9379 one of the highest number across all 2810 actions. Furthermore, because the action description

does not provide much information and the file changes are small, ChatGPT is not able to align

the file changes with the description. As a result, the action is classified as malicious for OCSVM.

The example for LOF is supposed to download and install terraform. For that we can observe

that it downloads a zip file from HashiCorp. Furthermore, we can see that it unpacks that zip file

and saves the unpacked files. All this can be extracted from the network tra�c, the file changes and

the process information. Furthermore, ChatGPT predicts a great alignment with the description.

Interestingly, the number of modified files is rather low for an action that is downloading and

accessing many files. LOF is a density-based algorithm and, therefore, actions that download and

access many files, but do not modify many files are considered outliers. This is the reason why LOF

classifies this action as malicious.

In general, the classifiers raise many false positives, but the samples that they extract, have

some inconsistencies with other actions. Based on our extracted data, we are able to determine

whether the action is doing what it is supposed to do. The automatic classification provides an

indication of actions that are considered outliers within the other actions. The extracted data is

meaningful and useful, as shown by the examples.

6.5 RQ4: Fine-Tuning of Hyperparameters

To fine-tune our hyperparameters, we use leave-one-out training on our Training-Dataset. We are

not able to split it into training, testing and validation data which would be the optimal way

to optimize hyperparameters. We optimize the hyperparameters, by systematically changing the

values and evaluating the e↵ectiveness of the models. Since we have an unbalanced dataset, our goal

is it to improve the F1-score, as this value gives a better indication on both correctly identifying

harmless and correctly identifying malicious actions. We start by creating a baseline for all models

with the default hyperparameter values.

For the artificial NN the default values for the class weights are None, the learning rate for the

Adam optimizer is 0.001 and the number of epochs is 100. Running the leave-one-out training

with these parameters results in an accuracy of 48.1, a F1-score of 25.0 percent, a precision of 15.8

percent and a recall of 60 percent. Since the dataset is imbalanced, it is important to implement

the class weight distribution for the loss function. In order to achieve that, we use a distribution

of [0.86, 0.14] resulting in a decrease of the F1-score by 4.1 percent. The reason for that is, that

the model overfits on the 103 samples. In order to minimize overfitting, we decrease the number

of epochs to 50 iterations. This not only increases the speed of the training but also improves

the accuracy by 8.6 percent in comparison to the default hyperparameters. The F1-score is still

worse than the default value, which is why we increase the learning rate to 0.1. This decreases

the accuracy to 44.2 percent, but results in the best F1-score of 23.7 percent. Interestingly, if we
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change the class weights to [0.92, 0.08], meaning reducing the likelihood of predicting malicious,

it increases not only the accuracy, which is expected, but also the F1-score. The reason for that

is the model’s high number of false positives. Using [0.92, 0.08] as class weights in combination

with a learning rate of 0.1 and 50 epochs results in an accuracy of 51 percent, a F1-score of 28.2

percent, while maintaining a relatively high precision of 17.9 percent (2.1 percent higher than

default values) and recall of 66.7 percent (6.7 percent higher than default values). The training

time for these hyperparameters is 66 seconds.

For Isolation Forest the default values for the hyperparameters are n estimators=100, max

samples=auto, contamination=auto, max features=1.0 and bootstrap=False. Based on these hy-

perparameters the accuracy is 82.7 percent, the F1-score is 40 percent, the precision is 40 percent

and the recall is 40 percent. Setting the contamination to the actual value of 0.14 is not influ-

encing these values. Increasing or decreasing n estimators only influences the training time, but

has no influence on the accuracy, F1-score or precision. We do not observe influence of chang-

ing max features and max samples as both values already represent the optimal values. Setting

the bootstrap value to False decreases accuracy, F1-score and precision compared to the baseline.

Decreasing the contamination to 0.1, which is lower than the actual contamination, increases the

accuracy to 85.6 percent, the F1-score to 44.4 percent and the precision to 50 percent, while

maintaining a constant recall of 40 percent. The training time for these hyperparameters is 85

seconds.

The default values for LOF are n neighbors=20, algorithm=auto, leaf size=30, p=2 and contam-

ination=auto. Training the model with these parameters provides us an accuracy of 65.4 percent,

a F1-score of 28 percent, a precision of 20 percent and a recall of 46.7 percent. First we decrease

the number of neighbors. Since the Training-Dataset is small, we set the number of neighbors

to two. This results in an increase of accuracy and precision, while lowering F1-score and recall.

This means less true positive examples are found but also less false positive examples. Changing

the leave size does not increase performance, which is why we leave it at default. Decreasing the

contamination below the actual value does not perform better than the auto value. Interestingly

all 3 algorithms perform the same for the training dataset. Increasing the p value to 100, while

leaving the number of neighbors at 2, raises the accuracy to 78.8 percent, drastically increases the

F1-score to 45 percent, the precision to 36 percent and the recall to 60 percent. The training

time for these hyperparameters is 19 seconds.

OCSVMs default parameters are kernel=rbf, shrinking=True, gamma=scale, degree=3, nu=0.5,

cache size=200 and tol=0.001. Using these hyperparameters, we achieve an accuracy of 52.9 per-

cent, a F1-score of 29 percent, a precision of 18.5 percent and a recall of 66.7 percent. First, we

figure out that the kernel working the best is the default kernel rbf. Since degree is only important

for the poly kernel, we do not consider this hyperparameter any further. Changing the gamma

and the tolerance as well as shrinking does not influence the performance. Contrary, setting the nu

value to the value of the contamination 0.14 increases the accuracy to 76 percent, the F1-score to

35.9 percent, the precision to 29.2 percent and the recall to 46.7 percent. Changing the cache size

does not speed up the training time of 4 seconds. The following Table 6.5 shows the results for all

hyperparameters that di↵er from the default values.
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Model Hyper-Parameter Name Value

Artificial NN CrossEntropyLoss weights [0.92, 0.8]
Artificial NN Adam Optimizer lr 0.1
Artificial NN epochs 50
Isolation Forest contamination 0.01
LOF n neighbors 2
LOF p 100
OCSVM nu 0.14

Table 6.4: Changed hyperparameters for all models

6.6 RQ5: Importance of Features

The evaluation of the features is based on our FeatureImportance-Dataset and the results of leave-

one-out training. Appendix D shows the total overview of all features, and how they influence the

accuracy, F1-score, precision and recall. We compare every missing feature to the baseline, and

if the accuracy, F1-score, precision and recall decrease, this means the feature is contributing to

these values for the baseline. Contrary, if the accuracy, F1-score, precision and recall increase, this

means, leaving out the feature actually increases these values, and, therefore, it would be better to

leave out the feature.

In general, for the artificial NN almost all features contribute to the accuracy of the model.

This is as expected, since normally more nodes in a NN means better training and, therefore, better

classification performance. On the other hand, for LOF and OCSVM it seems that only a few specific

features contribute the most to the performance, while most other features do not contribute or even

decrease the performance slightly. In Isolation Forest most features contribute to the performance

or do not contribute, only few actually decrease accuracy, F1-score or precision. These behaviors

seem normal, since three models are outlier detection models, and, therefore, detect outliers based

on features, that are outliers for the malicious samples.

Across all models, the two best performing features are ChatGPT and endpoint embeddings.

This is not surprising, since both values are combinations of multiple data points and contain

the most nodes. Furthermore, our malicious samples di↵er the most from normal data for these

features. The worst performing features are the number of unique IP addresses and the number of

connections per second. As for the number of unique IP addresses this is expected, because for our

explored attack vectors, it is not possible to di↵erentiate a malicious sample from a normal sample.

Interestingly, the number of connections per seconds is not an indication for a malicious sample.

The reason for that is that many actions download additional code, for example node modules, or

connect to APIs, which needs lots of connections in a relatively short period of time. Therefore,

this feature is not good for detecting actual malicious samples. For our final evaluation, we remove

the number of unique IP addresses and the number of connections per second from our feature set.

All the other features are kept, because they either contribute to our training dataset or seem to

be important for detecting unknown attack patterns.

In general, it is di�cult to determine which features are important for detecting unknown

malicious samples, because we cannot predict which features new actions will have. For analyzing
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unknown samples, it is important to gather as much data as possible and extract all features out

of it. Our experiment shows that features, where the malicious samples di↵erentiate from normal

samples, will be more likely to be important, while features with a low variance do not contribute

as much. This observation is expected, as outlier detection algorithms are generally working better

for features that have a high variance, because it is easier to determine outliers inside a more widely

spread dataset. Furthermore, features where malicious samples are outliers are more important for

our classification model than features which have a high variance but induced by normal samples.

In general, increasing the test dataset would increase the confidence of the feature importance, due

to having more data to rely on.

6.7 RQ6: E�ciency of Approach

In this research question we evaluate how e�cient training and prediction are. We measure the

training time on the laptop. The runtime environment and the data gathering are measured on

the small server for 2810 actions. The data preparation and the classification phase are timed on

the big server due to the size of data gathered for each action. For the data preparation phase, we

compare the size of the raw data with the size of the filtered data after data preparation.

Average Analyzing time 5 min. 48.83 sec.
Average data gathering time 1 min. 27.57 sec.
Average data preparation time 4 min. 21.00 sec.
Average classification time 0.19 sec.
Average size of output including raw data 79.72 MB
Average size of output excluding raw data 4.09 MB
Average size of detection data 11.39 KB

Table 6.5: E�ciency values per single action based on the SuccessfullActions-Dataset

The training time in total for all four models is 174 seconds, while Isolation Forest takes the

longest with 85 seconds, followed by the NN with 66 seconds, LOF with 19 seconds and OCSVM

with 4 seconds. The training time is influenced by the hyperparameters and the amount of training

data, however, the training time is rather low in general.

The runtime environment takes two days, 20 hours and 21 minutes to setup and execute the

actions, as well as gather the raw data from them. The most time-consuming parts of that phase

is the runner setup, connection and executing environment. The actual actions run for only about

6 hours. This setup time is necessary in order to have a clean environment for every run and

to not reuse the runner, which is why a decrease in time is not possible. The data preparation

phase takes 8 days, 11 hours and 47 minutes for 2810 actions. The network packet filtering and

preparation takes the longest. This is because the raw data extracted by the TCPDump is large

and we need to iterate through all packets. The ChatGPT requests are the second most time-

consuming components. This is mainly because the ChatGPT API needs time to evaluate the

requests and send the results. Without filtering the network data and using ChatGPT, the data

preparation takes only around 4 hours. The network packet filter could be speed up by parallelizing

the process, but the ChatGPT requests are limited by the API. For 2810 actions ChatGPT needed
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84.89 Dollars to handle the 28.29 million tokens. Finally, the classification phase needs 9 minutes

to gather the classifications. This is because the classification of each of the 2810 actions is very

quick. The most time-consuming part is gathering the characterization data for the 2810 actions.

In summary, the analysis needs 11 days 8 hours and 17 minutes, with data gathering taking 25.10

percent, data preparation taking 74.84 percent and classification taking 0.05 percent of the time.

The data preparation is very important as shown by the reduction of storage size for the filtered

data.

The full dataset with all raw data, filtered data, classification outputs and characterization data

has a size of 224 GB for 2810 actions. The biggest part of the size is the raw data and especially

the TCPDump PCAP files with a total size of 198 GB. The other raw data - MITMDump, Inotify,

FileDi↵erences, CPU Usage, Memory Usage and Process Information - has a size of 14.5 GB. The

raw data has a total size of 212.5 GB and, therefore, makes 94.87 percent of the saved data. Our

data preparation phase thereby reduces the raw data by 94.57 percent to 11.5 GB. The size of the

Output.json files are 3.5 GB, the size of the Detection.json files are 32 MB. The reduced network

packet analyzer data has a size of 4.7 GB. In summary, the used storage for the raw data is very

large, however, the extracted data is significantly lower. On average a size of 79.72 MB per action

total and 4.09 MB filtered data is expected. The action with the highest size is AGeorgy cocos-

build@v1.2.7 due to high network tra�c and high file modifications.



7 Related Work

7.1 Characterization of GitHub Actions

Related to our work, Bouzenia and Pradel characterized GitHub Workflows in general. Other

than our work, they focus on GitHub Workflows implemented in open-source repositories. Our

work, on the other hand, characterizes actions on the GitHub Marketplace. Their work focuses

on ine�ciencies and possible optimization for GitHub Workflows. Our work analyzes the security

of GitHub Workflows and characterizes actions on the Marketplace. Furthermore, in contrast

on providing performance based bad practices, we provide attack vectors that need to be fixed.

Combining both optimization of workflows, while also ensuring security properties, would be a

good practice for developers. [57]

Koishybayev et. al characterize the security of GitHub Workflows. Their work looks at funda-

mental security properties such as admittance control, execution control, code control and access to

secrets. In their study they compare di↵erent CI/CD pipelines, while we only focus on GitHub Ac-

tions and GitHub Workflows. Their work shows that GitHub actions violate the security properties

dependent on the set up worflows in 7 out of 10 cases. [58]

7.2 Attack Vectors and Vulnerabilities

Our work is closely connected to Koishybayev et. al. However, we solely focus on publicly available

actions. Their work explores possible attack vectors and vulnerabilities for GitHub Workflows.

Our work uses their proposed proof-of-concept actions and explores further attack vectors. We

do not consider vulnerabilities in GitHub Workflows, as our approach is trying to find malicious

actions. Their findings on the number of workflows that use actions and especially use actions from

unverified creators emphasizes the importance of our work. It is necessary for developers to be able

to analyze actions before they are used in productive contexts. [58]

Similar to Koishybayev et. al, Gu et. al are inspecting the security properties of GitHub

Actions. Their work shows that CI/CD pipelines are a viable attack surface. Their study shows

potential security threats by revealing four attack vectors for actions. Our work connects to their

work by implementing these attack vectors. We build proof-of-concept actions based on their work

and show that the attack vectors, can impose threats to CI/CD pipelines and GitHub Repositories.

[47]

Cimpanu reports that GitHub is investigating crypto-mining campaigns on their GitHub Run-

ners. Others, such as Tib, have reported, that attackers create pull requests containing crypto

41
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miners in automated workflows [59]. This shows that the problem of crypto miners is well estab-

lished on the GitHub actions plattform. Our work is aiming to exploit the GitHub Runners in a

similar way, but does not aim to find malicious pull requests. It rather uses GitHub actions directly

as attack vector. The approach could be used to recreate malicious workflows and test them in a

monitored environment. [48]

Other research by Ilgayev and by Lobacevski shows how to exploit GitHub Runners by injecting

malicious code to the GitHub Runner. Similar to their work, our proof-of-concept actions steal

secrets, contribute malicious code to the repository and run crypto miners. Their work uses GitHub

issues, GitHub pull requests or vulnerable GitHub Actions to execute the code on the GitHub

Runner. Our work relates to this as we use actions themselves to get the code onto the GitHub

Runner. Our implementations for reverse shell and contributing malicious code is inspired by their

work. [46, 60]

7.3 Countermeasures for GitHub Actions

Koishybayev et. al purpose a GWChecker, that is a tool to analyzes GitHub Workflows based

on best practices how to set up workflows and use actions. Furthermore, their tool checks for

plaintext secrets, non-verified actions and actions not published on the marketplace. Our work

does not consider workflows themselves but solely focuses on actions and how to analyze them.

Combining their work with our approach would be a good practice for developers. [58]

Gu et. al present countermeasures for their attack vectors. They propose solutions to isolate

runner and executor, limit tokens and scrutinizing reused resources. As all of these countermeasures

are important, they do not go as far as suggesting solutions to detect attacks. Our work provides

a tool to analyze actions, which is inspired by their tool to analyze the GitHub Runner using

self-hosted runners and MITMProxy to extract network tra�c. [47]

The work of Ilgayev proposes mitigation techniques for limiting issue injection attacks. Their

proposed mitigations mainly focus on how to prevent issue injection. However, limiting token per-

missions, limiting the exposure of secrets, requiring approval for outside collaborators are important

guidelines for using GitHub actions. [46]

GitHub itself and other researchers provide further countermeasures against potentially ma-

licious actions. These countermeasures provide guidelines for developers on how to use GitHub

Actions safely. Vadorequest suggests to use commit SHAs in order to prevent later modifications.

Furthermore, GitHub provides guidelines on how to use the GitHub context and protect against

script injection attacks. All these guidelines and bad practices fall short of actually analyzing

actions. Furthermore, they rely on developers being informed, rather than providing a counter-

measure. [61, 5]

7.4 Other Related Work

Another work by Gonzalez et. al is automatically detecting malicious GitHub commits. Their

work presents a tool called Anomalicious which classifies commits based on a set of features. The
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features we use are inspired by the features they use. Their work proposes a decision model which

is based on features that reach a certain threshold. If the proportion of violated rules is higher

than a certain threshold, the repositories and commits get flagged. Our ruleset-based classification

works similar to their system and is modifiable as well. Both of these decision models are human

biased, but we further use classification models for our classification. [50]

Another related work is the work by Sejfia and Schäfer. It automatically detects malicious npm

packages. Their work is closely related to our work with the di↵erence that their work focuses on

NPM packages. The NPM package registry is another marketplace to publish custom solutions for

JavaScript and TypeScript. Their approach is similar to ours as they extract features from di↵erent

npm packets and use a OCSVM for classification. Some of the features they use are similar to the

features we use such as API calls, file system access and network access. The other features used

by their approach are not applicable for our environment. [62]





8 Limitations and Threats to Validity

Our approach is based on a few assumptions that limit the generalizability and validity of our

results. Our training is based on 104 actions out of which 15 are labeled malicious. The malicious

samples are all implemented by us and thereby do not represent actual samples from GitHub Mar-

ketplace. We thoroughly researched attack vectors for GitHub Actions and the GitHub Runner,

but we have no proof of these attack vectors actually being implemented. Furthermore, our training

dataset is rather small, due to having no public dataset. The optimizations done for our hyperpa-

rameters are solely based on leave-one-out training, because of the size of our dataset. Increasing

the dataset would provide the opportunity to use other verification techniques such as splitting

the dataset into training, testing and validation. Because we are not able to split our dataset

without reducing our training set too much, we are not able to use these validation techniques and,

therefore, our models are overfitting to the training data.

During our approach we explore many di↵erent features in order to extract data from the

runtime. These features are good measurements for analyzing our malicious samples, but might

fail to provide meaningful data for other attack vectors and malicious actions. Section 9 provides

further ideas of features.

While implementing our approach, we faced issues with the execution of actions with parame-

ters, actions that need specific files inside the repository and actions that require special permission

or even external tokens. 77.9 percent of actions are not able to be executed by our infrastructure

so far. We tried to cover missing specific files by adding a few files to our victim repository, but

we know that it is not able to cover all kinds of files used by actions. Our implementation allows

to analyze actions with parameters and additional tokens, but the setup has to be done manually,

thus failing to meet our criteria of automatically analyzing actions. Due to limitations in GitHub

runtime, we are only able to analyze actions that run for less than 15 minutes. Therefore, we base

our characterization of GitHub actions only on 2810 actions published to the GitHub Marketplace.

Further limitations include the high number of false positives of our classification algorithms.

This number could be improved by raising thresholds of our models or using a meta-classifier. The

result of this is that our approach is not able detect yet unknown malicious actions, but as stated

before our approach provides a first indication and meaningful data to further analyze actions.

Our performance for analyzing actions is rather limited with a total runtime of over 10 days

for 2810 actions. This is due two reasons. First, our ChatGPT, VirusTotal and IP-API quotas

are based on academic accesses, which limit us to lower amounts of request rates and tokens per

request. Second, our implementation is not fully optimized for performance and especially our

network packet analyzer extraction could be parallelized to further improve performance.
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9 Conclusion and Future Work

In this work, we are the first to address the problem of detecting malicious actions on the GitHub

Marketplace by creating an infrastructure that automatically executes actions. We extract mean-

ingful data about an action during runtime, prepare the data and use di↵erent models to classify the

data. Our system extracts information about the network activity, the used GitHub API endpoints,

the file system and the resource usage. We use a ruleset-based classification as well as four models.

The four models we use are One-Class Support Vector Machines, Isolation Forest, Local Outlier

Factor and an artificial neural network. All these models classify an action based on 48 features.

We run our approach on 2810 actions from the GitHub Marketplace and summarize general data

about GitHub Actions. We conclude that normal actions use the network with 104 connections per

action in median. Actions use objects.githubusercontent.com the most to download additional

content. Furthermore, the most used endpoint is post /{owner}/{repo}/git-upload-pack. Normal

actions interact with the file system by accessing 400 files, modifying 18 files and deleting 0 files.

The most accessed, modified and deleted file types are type-less files. Actions utilize the CPU up

to 56.3 percent and the memory up to 0.40 percent on average.

We evaluate our approach by exploring attack vectors for GitHub Actions and implementing

proof-of-concept actions. Especially by creating a reverse shell onto the runner, we are able to hijack

the resources and not only steal secrets, but also misuse the repository and the runner resources.

Current state-of-the-art anti-virus scanners are not able to detect our custom actions. Out of our

classification models Isolation Forest and Local Outlier Factor work best. Isolation Forest achieves

an accuracy of 85.6 percent, matching current state-of-the-art anti-virus scanners, but is also able

to detect true positives with a precision of 50 percent. Local Outlier Factor outperforms current

anti-virus scanners with an F1-score of 45 percent and is able to detect up to 60 percent of the

malicious samples. Compared to that our baseline from VirusTotal is not able to detect malicious

samples. We are able to execute our system on 2810 actions. One-Class Support Vector Machine

classifies the most actions as malicious and the artificial neural network the least. We determine

that our models focus on specific features based on examples. However, our evaluation shows that

the features we extract are important for classifying malicious actions. We proof that the features

we use for classification contribute to the e↵ectiveness of our models. The most important features

for our classification are the file di↵erence extraction with ChatGPT and the embeddings of the

GitHub API endpoints. We further evaluate the e�ciency of our approach. The data preparation

on average takes the longest in our approach, but is important in order to decrease the size of the

raw data by 94.57 percent.
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Nevertheless, our results are not perfect and we attribute this to di�culties in successfully

executing all actions on the GitHub Marketplace. Furthermore, we are limited to the small training

dataset and our custom actions for our evaluation. These limitations motivate future work to

increase the training dataset and feature set. Our system is able to extract characterization data

for GitHub Actions in general, which provide important information for future improvements for

the system. Future work should focus on automatically analyzing process information, as well

as being able to follow tokens used throughout the runtime of an action. The system should be

improved by using GitHub Search in order to automatically generate parameters for actions. This

would allow the system to automatically analyze more actions and increase the performance for the

GitHub Marketplace actions. Using a bigger dataset would allow to use other training techniques

such as k-fold cross-validation and splitting the dataset into training, testing and validation data.

Furthermore, an increased dataset would decrease the number of false positives our system is

detecting. Finally, our implementation lacks parallelization especially in analyzing the raw files of

the network analyzer. Improving the filtering of network packets would drastically improve the data

preparation phase and, therefore, the whole analysis. Despite the fact that our system is in need of

improvement in analyzing all actions on the GitHub Marketplace, we are able to Automatically

Detect Malicious GitHub Actions.



A GitHub Workflow YAML File

The following code shows an example of a workflow used to analyze a GitHub Action. In this exam-

ple the GitHub Action Malicious-GitHub-Actions/basic WorkflowUpdate action@main is analyzed.

We call the o�cial action to checkout the GitHub Repository. After that, the AnalyzerFlag is used,

in order to notify the tracking services, that the action is starting. Then the GitHub Action is

executed, where the parameter authentication is set. Lastly, two shell scripts are executed in order

to notify that the tracking has stopped.

Listing A.1: Example of a GitHub Workflow analyzing a GitHub Action

1 name: Example GitHub workflow

2 description: "This is an example of a GitHub Workflow used for the analysis"

3 on:

4 workflow dispatch:

5 jobs:

6 TestGitHubAction:

7 runs on: runAnalysis

8 steps:

9 - uses: actions/checkout@v4

10 - uses: Malicious GitHub Actions/AnalyserFlags@main

11 - name: GitHub Action for analysis

12 uses: Malicious GitHub Actions/basic WorkflowUpdate action@main

13 with:

14 authentication: Username: {{ secrets.GHTOKEN }}
15 - run: cp r /main/work /main/Result/pastActionFiles

16 shell: bash

17 - run: echo Test >/main/work/ovakefali13.txt && wget O/dev/null q https://jfbecker.de

,! /

18 shell: bash
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B Summary of Custom Created Malicious Ac-

tions

The Table B.1 as a overview of all custom created malicious actions, their aim and a short descrip-

tion on what they do.
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Action name Aim Description

basic ArtefactFake action Deceive or disrupt user
Downloads a malicious exe
from a server and upload
that as artifact.

basic GitHubDelete action Deceive or disrupt user Deletes a GitHub Repository.

basic KeyloggerJavaScript action
Creating malicious code
Escalating privileges
Gaining information

Installs a keylogger inside the
index.html file.

basic SecretLeak action
Gaining information
Escalating privileges

Sends token to a server.

basic TaskResultFake action Deceive or disrupt the user Skips over all further actions.

basic WorkFlowUpdate action
Creating malicious code
Escalating privileges

Installs a reverse shell in all
workflows of the victim
repository.

javascript action 2

Gaining information
Creating malicious code
escalating privileges
Command execution
Stealing computing resources

Executes a reverse shell
hidden inside code of an actual
action.

javascript reverseShell action

Gaining information
creating malicious code
escalating privileges
Command execution
Stealing computing resources

Executes a reverse shell.

test hiddenCheckoutCryptoMiner action Stealing computing resources
Runs a fake crypto miner
for a few minutes hidden inside
code of an actual action.

test hiddenCommitReadMe action2 Gaining information
Writes token to readme file
and pushes repository hidden
inside an actual action.

test hiddenCommitReadMe action Gaining information
Writes token to readme file
and pushes repository hidden
inside an actual action.

test hiddenCryptoMiner action Stealing computing resources
Runs a fake crypto miner for
a few minutes hidden inside
code of an actual action.

test repository artefactFake Deceive or disrupt user
Overwrites file and upload that
as artifact.

test repository npmEnvironment

Deceive or disrupt user
Command execution
Escalating privileges
Creating malicious code

Changes the NPM registry to a
fake URL.

test repository tokenConsole Gaining information Prints token into console.

Table B.1: Custom created malicious actions



C Example of the Conversation History of

ChatGPT

The following Listing C.1 is an example of the interaction with ChatGPT for the actions/checkout

action. The System role represents a general setting for the chat, while user provides input. The

assistant role are all returns from ChatGPT.

Listing C.1: Example of the conversation history of the actions/checkout action

1 [

2 {
3 "role": "system",

4 "content": "You will be provided with a GitHub action, some context and file

,! changes done by that action while running. Please explain the changes

,! made in these file. Furthermore, explain the functionality the action

,! is supposed to have. Explain if these changes make sense and give

,! reasoning."

5 },
6 {
7 "role": "user",

8 "content": "Name of the action: ’actions/checkout@v4.1.0’"

9 },
10 {
11 "role": "user",

12 "content": "Description of Action: ’Action for checking out a repo’"

13 },
14 {
15 "role": "user",

16 "content": "First paragraph of readme: ’Checkout V4\n\nThis action checks-out

,! your repository under ‘ GITHUB_WORKSPACE‘, so your workflow can access

,! it.\n\nOnly a single commit is fetched by default, for the ref/SHA that

,! triggered the workflow. Set ‘fetch-depth: 0‘ to fetch all history for

,! all branches and tags. Refer [here](https://help.github.com/en/articles

,! /events-that-trigger-workflows) to learn which commit ‘ GITHUB_SHA‘

,! points to for different events.\n\nThe auth token is persisted in the
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,! local git config. This enables your scripts to run authenticated git

,! commands. The token is removed during post-job cleanup. Set ‘persist-

,! credentials: false‘ to opt-out.\n\nWhen Git 2.18 or higher is not in

,! your PATH, falls back to the REST API to download the files.’"

17 },
18 {
19 "role": "user",

20 "content": "Context of action: ’jobs:\n TestGitHubAction:\n runs-on:

,! otherAnalysis\n steps:\n - uses: actions/checkout@v4\n - uses:

,! Malicious-GitHub-Actions/AnalyserFlags@main\n - uses: actions/

,! checkout@v4.1.0\n - run: cp -r /main/work /main/Result/pastActionFiles\

,! n shell: bash\n - run: echo Test > /main/work/ovakefali13.txt && wget -

,! O/dev/null -q https://jfbecker.de/\n shell: bash\nname: GitHub Action

,! analysis\n’on’:\n workflow_dispatch: {}’"
21 },
22 {
23 "role": "user",

24 "content": "Changed Files: ’dict_keys([’./work/_temp/_github_workflow/event.

,! json’, ’./work/_temp/_runner_file_commands/add_path_3551db42-364f-425b-

,! 95ec-08769ac80685’ <shortened>])

25 },
26 {
27 "role": "user",

28 "content": "diff -ruZ -W 300--ignore-space-change --strip-trailing-cr --ignore

,! -file-name-case --ignore-case --ignore-blank-lines --suppress-blank-

,! empty --suppress-common-lines --new-file /main/Result/preActionFiles/

,! work/_temp/_runner_file_commands/save_state_3551db42-364f-425b-95ec-087

,! 69ac80685 /main/Result/pastActionFiles/work/_temp/_runner_file_commands

,! /save_state_3551db42-364f-425b-95ec-08769ac80685\n--- /main/Result/

,! preActionFiles/work/_temp/_runner_file_commands/save_state_3551db42-364

,! f-425b-95ec-08769ac80685\t1970-01-01 03:00:00.000000000 +0300\n+++ /

,! main/Result/pastActionFiles/work/_temp/_runner_file_commands/

,! save_state_3551db42-364f-425b-95ec-08769ac80685\t2023-10-05 16:57:24.46

,! 2342800 +0300\n@@ -0,0 +1,9 @@\n+isPost<<ghadelimiter_17d8313a-7132-47f

,! 9-94b6-6a552aaa46a1\n+true\n+ghadelimiter_17d8313a-7132-47f9-94b6-6a552

,! aaa46a1\n+setSafeDirectory<<ghadelimiter_ec04b23f-0da6-47a5-ba15-759208

,! e9226c\n+true\n+ghadelimiter_ec04b23f-0da6-47a5-ba15-759208e9226c\n+

,! repositoryPath<<ghadelimiter_78aea089-fc03-4873-ac47-692c735f4ba0\n+/

,! main/work/Victim_Repository/Victim_Repository\n+ghadelimiter_78aea089-

,! fc03-4873-ac47-692c735f4ba0\n <shortened>"

29 },
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30 {
31 "role": "assistant",

32 "content": "The changes made by the ’actions/checkout@v4.1.0’ action include:\

,! n\n1. The addition of a new file ’/main/Result/pastActionFiles/work/

,! _temp/_runner_file_commands/save_state_3551db42-364f-425b-95ec-08769ac8

,! 0685’, <shortened>"

33 },
34 {
35 "role": "system",

36 "content": "Based on the previously provided data about the action. Please

,! explain the following questions and give a short answer."

37 },
38 {
39 "role": "user",

40 "content": "After that, explain if these changes are malicious or could be

,! malicious behavior. Reason about the changes and if they align with the

,! supposed functionality the action is having. Explain if the changes

,! align with the description. Please, reason about the relevancy of the

,! changes to the project based on the description and the changes made.

,! Furthermore, explain if the changes are safe or should be analyzed by a

,! security analyst. At the end, please explain the sensitive information

,! inside the file differences and if they are sensitive."

41 },
42 {
43 "role": "assistant",

44 "content": "The changes made by the ’actions/checkout@v4.1.0’ action do not

,! appear to be malicious. The action is responsible for checking out a

,! repository and preparing it for further actions in the workflow. <

,! shortened>"

45 },
46 {
47 "role": "system",

48 "content": "Based on the previously provided data about the action and the

,! explainations given. Please, give an answer on a numerical scale from 0

,! (not agree) to 10(fully agree) in the following format."

49 },
50 {
51 "role": "user",

52 "content": "{\"Changes are Malicious Behavior\": ##,\"Changes align with

,! description\": ##,\"Changes are relevant for the project\": ##,\"

,! Changes are safe\": ##,\"Changes should be reviewed\": ##,\"Changes
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,! contain sensitive information\": ##}"
53 },
54 {
55 "role": "assistant",

56 "content": "{\"Changes are Malicious Behavior\": 0,\"Changes align with

,! description\": 10,\"Changes are relevant for the project\": 10,\"

,! Changes are safe\": 10,\"Changes should be reviewed\": 0,\"Changes

,! contain sensitive information\": 0}"
57 }
58 ]



D Importance of Features

The following tables represents the accuracy, F1-score, precision and recall for the four model

classifiers. The values are based on a dataset of 97 actions out of which 89 are harmless labeled and

8 are malicious. Each column represents a feature that was set to zero and the values for accuracy,

F1-score, precision and recall are based on leave-one-out-training. endtable

Baseline (all features) 56.7 19.2 11.4 62.5

Missing Feature Accuracy[%] F1-Score[%] Precision[%] Recall[%]

Average CPU 51.5 17.5 10.2 62.5
Average memory 49.5 14.0 8.2 50.0
Average package size 43.3 6.8 3.9 25.0
ChatGPT 55.7 18.9 11.1 62.5
Endpoint embeddings 50.5 7.7 4.5 25.0
Max connections 46.4 13.3 7.7 50.0
Max connections per second 45.4 20.9 11.9 87.5
Max CPU 54.6 15.4 9.1 50.0
Max memory 56.7 16.0 9.5 50.0
Max time 50.5 17.2 10.0 62.5
Number accessed files 40.2 9.4 5.4 37.5
Number accessed files per second 45.4 13.1 7.5 50.0
Number deleted files 50.5 11.1 6.5 37.5
Number modified files 44.3 12.9 7.4 50.0
Number unique files 55.7 15.7 9.3 50.0
Restricted endpoints 45.4 13.1 7.5 50.0
Restricted files 54.6 15.4 9.1 50.0
Sensitive files 51.5 11.3 6.7 37.5
Single package size 50.5 11.1 6.5 37.5
Number unique IP 51.5 20.3 11.8 75.0
VT classification threshold 46.4 13.3 7.7 50.0

Table D.1: Comparison of accuracy, F1-score, precision and recall between all features for the NN
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Baseline (all features) 78.4 32.3 21.7 62.5

Missing Feature Accuracy[%] F1-Score[%] Precision[%] Recall[%]

Average CPU 78.4 32.3 21.7 62.5
Average memory 78.4 32.3 21.7 62.5
Average package size 79.4 33.3 22.7 62.5
ChatGPT 74.2 13.8 9.5 25.0
Endpoint embeddings 81.4 25.0 18.8 37.5
Max connections 78.4 32.3 21.7 62.5
Max connections per second 79.4 33.3 22.7 62.5
Max CPU 78.4 32.3 21.7 62.5
Max memory 79.4 33.3 22.7 62.5
Max time 79.4 33.3 22.7 62.5
Number accessed files 79.4 33.3 22.7 62.5
Number accessed files per second 77.3 31.2 20.8 62.5
Number deleted files 78.4 32.3 21.7 62.5
Number modified files 78.4 32.3 21.7 62.5
Number unique files 79.4 33.3 22.7 62.5
Restricted endpoints 78.4 32.3 21.7 62.5
Restricted files 78.4 32.3 21.7 62.5
Sensitive files 78.4 32.3 21.7 62.5
Single package size 79.4 33.3 22.7 62.5
Number unique IP 79.4 33.3 22.7 62.5
VT classification threshold 78.4 32.3 21.7 62.5

Table D.2: Comparison of accuracy, F1-score, precision and recall between all features for the
OCSVM model
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Baseline (all features) 88.7 35.3 33.3 37.5

Missing Feature Accuracy[%] F1-Score[%] Precision[%] Recall[%]

Average CPU 88.7 35.3 33.3 37.5
Average memory 88.7 35.3 33.3 37.5
Average package size 87.6 25.0 25.0 25.0
ChatGPT 25.0 87.6 25.0 25.0
Endpoint embeddings 82.5 0.0 0.0 0.0
Max connections 89.7 37.5 37.5 37.5
Max connections per second 88.7 35.3 33.3 37.5
Max CPU 88.7 26.7 28.6 25.0
Max memory 89.7 37.5 37.5 37.5
Max time 89.7 37.5 37.5 37.5
Number accessed files 89.7 37.5 37.5 37.5
Number accessed files per second 89.7 28.6 33.3 25.0
Number deleted files 88.7 35.3 33.3 37.5
Number modified files 88.7 35.3 33.3 37.5
Number unique files 88.7 35.3 33.3 37.5
Restricted endpoints 88.7 35.3 33.3 37.5
Restricted files 89.7 28.6 33.3 25.0
Sensitive files 88.7 35.3 33.3 37.5
Single package size 87.6 25.0 25.0 25.0
Number unique IP 88.7 35.3 33.3 37.5
VT classification threshold 88.7 35.3 33.3 37.5

Table D.3: Comparison of accuracy, F1-score, precision and recall between all features for the
Isolation Forest model
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Baseline (all features) 90.7 47.1 44.4 50.0

Missing Feature Accuracy[%] F1-Score[%] Precision[%] Recall[%]

Average CPU 90.7 47.1 44.4 50.0
Average memory 90.7 47.1 44.4 50.0
Average package size 90.7 47.1 44.4 50.0
ChatGPT 82.5 0.0 0.0 0.0
Endpoint embeddings 87.6 25.0 25.0 25.0
Max connections 90.7 47.1 44.4 50.0
Max connections per second 90.7 47.1 44.4 50.0
Max CPU 90.7 47.1 44.4 50.0
Max memory 90.7 47.1 44.4 50.0
Max time 90.7 47.1 44.4 50.0
Number accessed files 90.7 47.1 44.4 50.0
Number accessed files per second 90.7 47.1 44.4 50.0
Number deleted files 91.8 50.0 50.0 50.0
Number modified files 90.7 47.1 44.4 50.0
Number unique files 88.7 35.3 33.3 37.5
Restricted endpoints 89.7 37.5 37.5 37.5
Restricted files 91.8 50.0 50.0 50.0
Sensitive files 91.8 50.0 50.0 50.0
Single package size 90.7 47.1 44.4 50.0
Number unique IP 91.8 50.0 50.0 50.0
VT classification threshold 90.7 47.1 44.4 50.0

Table D.4: Comparison of accuracy, F1-score, precision and recall between all features for the LOF

model



E Characteristics of Actions

The Table E.1 presents all measured values for the dataset of 2810 actions.

Property Mean Median Mode Min Max Total

Run Time
(in seconds)

8.06 0.79 0.22 0.000053 900.78 22,657.22

Number of connections
(in amount)

4,319.48 104.00 45.00 0.00 199,162 12,137,725.00

Average package size
(in bytes)

2,063.72 756.50 0.00 0.00 30,072.47 n/a

Number of files modified
(in amount)

179.74 18.00 18.00 0.00 39,372.00 505,077.00

Number of files accessed
(in amount)

798.68 400.00 386.00 0.00 59,136 2,244,282.00

Number of files deleted
(in amount)

11.00 0.00 0.00 0.00 9,422.00 30,915.00

CPU usage
(in percentage)

57.30 56.87 n/a 1.55 1,093.96 n/a

Memory usage
(in percentage)

0.40 0.28 0.25 0.16 13.35 n/a

ChatGPT Description
alignment
(in value between 0-10)

8.27 8.00 10.00 0.00 10.00 fully align 1381

Size of actions
(in kilobytes)

1,767.42 95.00 6.00 0.00 253,402.00 4,969,273.00

Number of characters
changed in single file
di↵erence
(in amount)

11,587.06 1213.00 n/a 0.00 74,354,578.00 7,981,192,147.00

Table E.1: Overview of all Characteristics of 2810 actions
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