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Abstract

Diminished Reality (DR) aims to visually remove selected real-world content while preserving
a plausible view of the surrounding environment. As three-dimensional (3D) scanning and
spatial computing become more prevalent, DR has emerged as a critical tool for real-time
privacy anonymization—allowing users to stream or capture 3D environments while automatically
masking sensitive two-dimensional (2D) data like text, documents, or personal photos. Previous
method have mostly focused on diminishing the 3D spatial object by inpainting occluded region
[17, 27]. However, the special case of diminishing 2D visual content attached to planar physical
surfaces—such as text, drawings, posters, and signs—requires an entirely di Lerent paradigm.
Although modern image inpainting methods can produce convincing results for individual frames,
applying them repeatedly to a video requires per-frame masks and may introduce flickering,
texture drift, or inconsistent appearance over time. This computational and visual instability poses
a significant challenge for real-time applications, such as privacy anonymization during live 3D
capture.

This thesis presents a geometry-aware diminished reality approach for this 2D paradigm. Instead of
generating a new inpainting result for every frame, the proposed method registers each target region
once using a single reference mask and a inpainted reference image. Sparse 3D reconstruction is
used to associate the target with its underlying physical plane, while online camera pose estimation
enables the mask and inpainted reference appearance to be propagated through the video using
plane-induced warping. This allows the replacement to remain attached to the same physical
surface under camera motion.

Experiments on self-recorded indoor video sequences show that the proposed method can remove
planar visual content while maintaining spatial alignment and temporal stability under moderate
viewpoint changes, partial visibility, and multiple target surfaces. Compared with frame-wise
inpainting-based methods, the proposed approach eliminates the need for continuous object
detection or region segmentation and our method achieves a processing speed of nearly 20 FPS.
The results demonstrate that combining sparse geometric anchoring with inpainted reference
propagation is a practical alternative for stable diminished reality on planar physical surfaces,
making it a highly viable solution for real-time privacy masking during 3D capture.
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1 Introduction

Controlling the visibility of real-world content is an important requirement in camera-based
mixed reality, spatial computing, and 3D capture systems. Such systems may continuously
record or stream physical environments that contain sensitive or task-irrelevant visual information,
including text, documents, signs, posters, labels, whiteboards, and personal photos. In many
privacy-oriented scenarios, the goal is not to remove a physical object from the scene, but
to anonymize two-dimensional visual content attached to planar surfaces while keeping the
underlying surface visible. This thesis therefore focuses on removing planar 2D content from
video in a way that remains spatially aligned with the physical environment. While modern
image inpainting methods can produce convincing results for individual frames, applying them
frame by frame may introduce ickering, texture drift, or illumination changes in the resulting
video. Moreover, high-quality inpainting can be too computationally expensive for real-time video
streams. To address these challenges, this thesis proposes a geometry-aware approach that uses
spatial anchors to achieve temporally stable, icker-free replacement while maintaining e cient
online processing.

1.1 Motivation

Camera-based mixed reality is becoming increasingly common in remote collaboration, and
mobile visual systems. In such settings, cameras continuously capture the surrounding physical
space, including whiteboards, posters, paper sheets, labels, signs, and other planar surfaces that
may contain private, distracting, or task-irrelevant information. Prior approaches typically focus

on reconstructing the disoccluded background regions hidden behind three-dimensional spatial
objects [15, 22, 28]. However, removing content from a planar physical surface presents a
fundamentally di erent challenge: there is no occluded background to recover. This creates a
speci ¢ DR problem: the surface should remain visible and stable, while the undesired content
should disappear from the video stream.

Image inpainting and scene text removal provide an intuitive solution for removing such content
from individual images. Traditional inpainting methods synthesize missing regions from
neighboring colors, structures, or patches, while recent learning-based methods can produce
visually convincing completions for larger and more complex masks [2, 6, 40]. Scene text removal
methods further specialize this idea for removing textual content while preserving the underlying
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1 Introduction

background [31, 33]. However, these methods are mainly optimized for single-image quality.
When applied independently to every frame of a video stream, the generated content may vary
across neighbouring frames, leading to ickering, texture drift, or illumination changes. In
addition, video inpainting commonly requires target masks for all frames, which can be di cult
and ine cient to prepare in practice [19]. High-quality frame-wise inpainting also introduces
considerable computational cost, making repeated per-frame completion less suitable for real-time
video streams.

Existing DR systems address temporal consistency in di erent ways. Real-time inpainting-
based methods use frame-to-frame coherence terms and homography-based initialization to
improve stability under camera motion [13, 14]. Kato et al. further show that inpainting-
only results can vary greatly from frame to frame and cause ickering, motivating the use of
observation-based information [15]. Other reconstruction-based methods use additional views,
Red-Green-Blue-Depth (RGB-D) sensing, or 3D scene geometry to obtain more physically
grounded completions [22, 28]. However, for two-dimensional content attached to planar surfaces,
dense online reconstruction or repeated inpainting is not always necessary.

This thesis is motivated by the need for a lightweight diminished reality method that avoids
repeated expensive frame-wise inpainting and per-frame mask preparation while maintaining
temporal stability. The goal is to achieve visually plausible, icker-free replacement with e cient
online processing for two-dimensional content on planar physical surfaces.

1.2 Problem Statement

The central problem addressed in this thesis is the following: how can two-dimensional visual
content on planar real-world surfaces be removed from a video stream in a way that remains
spatially aligned, temporally stable, and computationally feasible for online diminished reality?

This problem di ers from general image inpainting or object removal because the content to be
removed is not an isolated region in a single image but a region attached to a physical surface
that is observed from changing camera viewpoints. A replacement that appears plausible in
one frame may become unstable in a video if it is generated independently for each frame or
if the region to be replaced is only de ned in image space. Previous DR studies have shown
that frame-to-frame coherence and geometric tracking are central requirements for real-time
video-based removal [14]. Similarly, adaptive DR systems have shown that inpainting-only results
can vary between frames when no observed or geometrically consistent background information
is available [15]. Therefore, the removal region must be treated not only as a two-dimensional
image mask, but as a surface-bound area whose position and appearance depend on the camera
pose and the geometry of the physical plane.
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1.3 Research Questions

The thesis addresses this problem through the interaction of three constraints: stable spatial
anchoring, temporally consistent replacement, and e cient online processing. The target content
must be anchored to the same physical surface region across changing viewpoints. Although
image-space masks can specify the target region in individual frames, manually preparing such
masks for every frame is ine cient and does not by itself establish a persistent connection to the
underlying physical surface. This connection is especially important when the camera is moving,
when the surface is viewed under perspective distortion, or when the target region becomes
partially visible. At the same time, the replacement content must remain visually consistent
across frames. High-quality image inpainting methods can produce plausible completions for
individual images [40], and scene text removal methods further address the removal of text-like
content while preserving texture and color consistency [33]. However, applying such methods
independently to every frame does not by itself guarantee that the same physical surface will
receive the same replacement over time.

The problem investigated in this thesis is therefore not simply how to generate plausible missing
content for each frame, but how to maintain a stable visual replacement for planar surface content
during dynamic camera movement. In contrast to observation-based or reconstruction-based
diminished reality, which can require additional sensing, online surface reconstruction, or more
complex scene geometry [15, 22, 28], this thesis focuses on the more restricted but practically
relevant case of two-dimensional content attached to planar physical surfaces. The goal is to
determine whether this restriction can be used to formulate a lightweight geometry-aware solution
that avoids repeated expensive frame-wise inpainting while preserving spatial alignment and
temporal stability.

1.3 Research Questions

Based on the problem statement, this thesis investigates the following research questions:

1. RQ1: Spatial Anchoring of Planar Removal Regions. How can two-dimensional visual
content on planar physical surfaces be spatially anchored and re-identi ed across changing
camera viewpoints? This question investigates whether a target region de ned in a reference
frame can be linked to a reconstructed physical plane, so that the same surface area can be
located again under viewpoint changes, perspective distortion, and partial visibility.

2. RQ2: Mask and Appearance Propagation. How can the removal region and the
replacement appearance for planar visual content be propagated consistently through a
video sequence without preparing new masks or generating new inpainting results for every
frame? This question investigates how target information de ned once can be reused across
frames so that manual mask preparation, ickering, and frame-to-frame texture changes are
reduced.
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3. RQ3: Online Performance and Visual Robustness. How can the proposed geometry-
aware diminished reality pipeline maintain e cient processing and stable visual quality for
real-time privacy masking and 3D capture applications? This question evaluates the system
with respect to camera localization, tracking, planar warping, visibility handling, runtime
performance, and robustness under oblique views, partial visibility, and multiple planar
targets.

These questions re ect the main requirements of video-based DR. The replacement should be
visually plausible, geometrically aligned, temporally stable, and computationally practical.

1.4 Thesis Structure

The structure of the remainder of this thesis is outlined below.

Chapter 2 introduces the technical background and related work required for the proposed
geometry-aware diminished reality pipeline. It rst reviews sparse 3D reconstruction and camera
geometry, feature-based camera localization and tracking, robust plane estimation, planar warping,
and image inpainting. It then discusses related work on observation-based and reconstruction-
based diminished reality, inpainting-based real-time diminished reality, and planar content removal
in mixed reality.

Chapter 3 presents the proposed method in detail. It describes the overall system pipeline, the
o ine registration of planar target regions, the construction of a sparse scene and descriptor map,
the estimation of object planes from reconstructed 3D points, and the online processing stage.
The chapter further explains how camera pose estimation, tracking, plane-induced warping, mask
propagation, inpainted reference projection, and visibility handling are combined to produce
spatially anchored diminished reality results.

Chapter 4 describes the experimental setup and evaluates the proposed system. It reports
guantitative results using image similarity metrics and runtime measurements, followed by
qualitative comparisons with image-based inpainting methods. The chapter also analyses
visual stability under viewpoint changes, partial visibility, multiple planar targets, and temporal
sequences.

Chapter 5 summarizes the main ndings of the thesis and discusses remaining limitations. It
concludes by outlining possible directions for future work, including more robust localization, im-
proved handling of non-planar surfaces, automatic inpainted reference generation, and deployment
on mixed reality hardware.
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2 Background

This chapter introduces the technical background and related work relevant to the proposed
real-time diminished reality system.

2.1 Technical Background

2.1.1 Sparse 3D Reconstruction and Multi-view Geometry

Image-based 3D reconstruction estimates camera motion and scene geometry from a set of
overlapping images. In this thesis, sparse reconstruction is used as the geometric basis for spatial
anchoring. Instead of reconstructing a dense surface model, the system only requires camera
poses, a sparse set of reliable 3D points, and their corresponding 2D image observations. These
outputs are su cient to associate a target region in a reference image with the underlying physical
surface and to localize later video frames in the same reconstructed coordinate system.

Figure 2.1: Incremental Structure-from-Motion pipeline. Reproduced from [37].

A standard approach for this purpose is Structure-from-Motion (Structure-from-Motion (SfM)),
which jointly estimates camera parameters and sparse scene points from feature correspondences
across multiple views [37]. The basic geometric relation between multiple views was already
established by Longuet-Higgins [24], while modern SfM systems extend this idea into complete
reconstruction pipelines. In practice, this thesis uses COLMAP, which estimates camera poses,
reconstructs sparse 3D points, and stores the 2D 3D observations required for later localization
and plane estimation [37, 38]. The main stages of such a reconstruction pipeline are illustrated in
Fig. 2.1.
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2 Background

The relation between a 3D point and its image projection is described by the camera projection
model
X K»R j tVaX— (2.2)

where X is a homogeneous 3D point, X is its projected image position, K contains the intrinsic
camera parameters, and R and t describe the camera pose [11]. This projection relation is
used throughout the proposed pipeline for associating image regions with reconstructed points,
estimating camera pose from 2D 3D correspondences, and computing view-dependent planar
warps.

Compared with dense reconstruction or Multi-View Stereo (MVS), sparse reconstruction does
not provide a complete surface model [39]. However, this is su cient for the planar content
removal task considered in this thesis. The sparse points inside a reference mask provide
geometric support for estimating the target plane, while the reconstructed camera poses and
feature observations provide a common coordinate system for later localization and warping.
Therefore, sparse reconstruction serves as a lightweight geometric anchor rather than as a dense
scene representation.

2.1.2 Feature-based Camera Localization and Tracking

Visual localization estimates the camera pose with respect to a known scene representation. In
image-based systems, this is commonly achieved by detecting local visual features in a query
image and matching them to features associated with reconstructed 3D scene points. The resulting
2D 3D correspondences allow the current camera pose to be estimated with respect to the

reconstructed coordinate system.

The proposed system uses Scale-Invariant Feature Transform (SIFT) features for this purpose.
SIFT detects repeatable keypoints across changes in scale, rotation, and moderate viewpoint
variation [25]. One part of the SIFT detection process is based on the Di erence-of-Gaussians
response,

1G-H-fo = 11G—H-:f° 11G-H-fo— (2.2)

where!1G— H-ftlenotes the scale-space image at stal&he resulting descriptors are matched
against the descriptor map constructed from the sparse reconstruction. To make this matching
e cient for large descriptor sets, approximate nearest-neighbour search with Fast Library for
Approximate Nearest Neighbors (FLANN) is used [30], followed by ratio Itering to reject
ambiguous matches.

Given matched 2D image points and their corresponding 3D scene points, camera localization
can be formulated as a Perspectiv@oint (PnP) problem. PnP estimates the camera rotation and

translation from correspondences between 3D points and their image projections [20]. In practice,
the implementation relies on OpenCV routines for pose estimation [4]. Since feature matching
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may contain outliers caused by repeated textures, weakly textured regions, motion blur, or partial
occlusions, Random Sample Consensus (RANSAC) is used to robustly select a pose supported by
a consistent inlier set [9].

For video input, performing global descriptor matching in every frame is computationally
expensive. Consecutive frames usually exhibit limited inter-frame motion, making optical- ow
tracking an e cient alternative. The Lucas Kanade method estimates local image motion under
the assumption that image appearance remains approximately constant between neighbouring
frames [26]. The Kanade-Lucas-Tomasi (KLT) tracking framework uses reliable point features
for tracking through image sequences [41], and pyramidal implementations extend this idea to
larger image displacements by tracking features across multiple scales [3].

In the proposed pipeline, global feature-based localization provides robust relocalization with
respect to the reconstructed scene, while KLT-based tracking propagates established 2D 3D
correspondences across nearby frames at lower computational cost. This combination is important
because the content-free reference image can only be warped correctly when the current camera
pose is known.

2.1.3 Robust Plane Estimation and Planar Warping

The proposed method represents each target region as an approximately planar surface in the
reconstructed scene. Since the sparse 3D points associated with a target mask may contain noise,
reconstruction errors, or points that do not actually belong to the target surface, robust model
tting is required. A plane can be represented as

"X, 3=0- (2.3)

where n is the plane normal, 3 is the plane o set, and X is a 3D point on the plane.

RANSAC is commonly used to estimate geometric models in the presence of outliers [9]. For plane
tting, candidate planes are generated from minimal point samples and evaluated by counting
how many points agree with each hypothesis. Points whose distance to the candidate plane is
below a prede ned threshold are treated as inliers. The plane with the largest inlier support is
selected and can be re ned using all inliers. This makes RANSAC-based plane detection suitable
for extracting planar structures from noisy point clouds and sparse 3D data [43].

Planar surfaces are important in multi-view geometry because the projections of points on the
same physical plane in two camera views are related by a homography [11]. For calibrated
cameras, a plane-induced homography can be written as

>
H=K R t%Kl— (2.4)
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where K is the intrinsic camera matrix, R and t describe the relative camera motion—-8d n
describe the plane in the corresponding camera coordinate system. This transformation maps
image points between two views of the same plane without requiring a dense depth value for every
pixel.

In this thesis, robust plane estimation provides the geometric support for each registered planar
target, while the plane-induced homography transfers the target mask and the inpainted reference
image from the reference view to the current view. This connects the replacement to the physical
plane rather than to a xed image-space region, which is essential for maintaining spatial alignment
under camera motion.

2.2 Related Work

2.2.1 Observation-based Diminished Reality with Surface Reconstruction

Observation-based DR aims to complete the Region of Interest (ROI) using visual information that
has been observed from other viewpoints, previous frames, additional cameras, or reconstructed
scene geometry. In contrast to pure inpainting, the replacement can therefore be based on real
scene evidence rather than only synthesized texture. This is especially useful when the removed
object occludes structured geometry or complex background appearance [29].

Early observation-based approaches often relied on background observations that were available
before runtime. Li et al. proposed a DR system that uses appearance and 3D geometry from
Internet photo collections [22]. Their method estimates the current camera pose with respect
to a reconstructed scene and synthesizes a plausible background view from external image
observations. This shows that combining visual observations with 3D geometry can improve
physical plausibility, but the method depends on the availability of suitable images that cover the
target scene from relevant viewpoints.

Later methods reduced this dependence on pre-collected images by observing or reconstructing
the hidden background during operation. Kato et al. combined observation-based and inpainting-
based DR using online surface reconstruction [15]. Their system initially relies on inpainting
when the background is not yet visible. As the camera moves, RGB-D SLAM reconstructs the
scene, and pixels inside the ROI are gradually lled using observed surface information. This
improves temporal consistency compared with inpainting-only results, but it also introduces
additional sensing and online reconstruction requirements.

Surface reconstruction has also been used to support more complex diminished reality scenarios.
Kawai et al. showed that considering background geometry can improve inpainting-based DR
when the background is not well approximated by a single plane [16]. Kunert et al. proposed a
real-time surface-reconstruction-based approach in which the physical environment is stored in a
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voxel grid and used to render a replacement background for selected 3D objects [18]. Similarly,
InpaintFusion by Mori et al. uses RGB-D information and incremental 3D inpainting to handle
non-planar scenes [28]. These works demonstrate the bene t of geometric scene understanding,
but they also increase system complexity through depth sensing, dense reconstruction, or more
involved geometric reasoning.

2.2.2 Inpainting-based and Real-time Diminished Reality

Inpainting-based DR completes the ROI by synthesizing plausible image content from the visible
parts of the image or video. In contrast to observation-based methods, it does not require the
hidden background to be observed from another viewpoint. Kato et al. describe this type of
method as inferring the missing texture from surrounding pixels, which makes it exible but less
physically constrained than observation-based completion [15].

Early video completion methods already showed that temporal information can improve object
removal. Wexler et al. proposed a space-time video completion framework that samples spatio-
temporal patches from other parts of the sequence and enforces consistency across space and
time [42]. However, such methods are mainly designed for o ine video editing and are not
suitable for immediate frame-by-frame processing in mixed reality.

Real-time DR methods therefore introduced more lightweight strategies. Herling and Broll
proposed a self-contained real-time object removal system for unconstrained environments [12].
PixMix further improved real-time inpainting-based DR by using pixel-based inpainting, frame-
to-frame coherence, and homography-based initialization [13, 14]. These methods show that
inpainting-based DR can support interactive video manipulation, but their quality and runtime
still depend on the size, texture, and motion of the region to be removed.

More recent video inpainting methods use deep learning to improve visual quality and temporal
consistency, for example through optical ow, feature propagation, or spatial-temporal attention [21,
23]. However, these methods are usually designed as general video completion models rather than
complete DR systems with camera localization, spatial anchoring, and geometric propagation.
Therefore, inpainting-based approaches remain exible, but they do not directly solve the problem
of keeping a planar replacement attached to the same physical surface under camera motion.

2.2.3 Planar Content Removal and Privacy-oriented Mixed Reality

A closely related line of work concerns the removal or manipulation of visual content attached to
physical surfaces, such as printed text, signs, labels, posters, documents, and personal photos.
Unlike general object removal, these targets are often approximately planar and primarily two-
dimensional. The goal is therefore not necessarily to remove a physical object itself, but to hide

or alter the information displayed on a visible surface.
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Figure 2.2:Example of scene text removal reproduced from Di STR [33]. The gure shows the
original image, Text erased image by conditional step, recovered text background, and
Di STR output.

Modern image inpainting and scene text removal methods can produce high-quality results for
individual images. Traditional inpainting methods Il missing regions by propagating colours,
structures, or patches from known image regions [1, 2, 6], while learning-based methods can
generate more realistic completions for larger or more complex masks [34, 40], as illustrated in
Fig. 2.3. Scene text removal specializes this idea for text-like content. Nakamura et al. proposed
Scene Text Eraser to hide textual information such as phone numbers or addresses in natural
scene images [31]. More recent methods, such as DBEST and Di STR, use generative or
di usion-based models to produce text-free images while preserving texture, colour, and local
background appearance [33, 36]. Fig. 2.2 shows an example of this text-removal setting. However,
these methods are mainly optimized for single-image quality or o ine processing. When applied
independently to consecutive video frames, they may require masks for each frame, introduce
high computational cost, and produce frame-to-frame appearance changes such as ickering or
texture drift.

In Mixed Reality (MR) and spatial computing, visual content removal is also connected to privacy.
Prior work has discussed security and privacy risks in MR, including the exposure of visual,
spatial, and biometric information captured by always-on sensors [10]. BystandAR protects
bystander visual camera and depth data in augmented reality systems [5], while O'Hagan et al.
investigate bystanders' needs for awareness and consent in everyday augmented reality [32]. Other
work addresses spatial privacy in reconstructed MR environments [7] or biometric privacy such
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