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Abstract

This thesis investigates the creation of an automated Evaluation system for reviewing documents
submitted by university program applicants, particularly focusing on the University of Stuttgart.
The goal is to streamline the manual review process, which has become more challenging due to
the increasing number of global applications. It tackles key challenges such as handling scanned
documents, managing document formats and efficient retrieval system.

The research examines current tools like uni-assist, GradCAS, and CAMPUSonline, and suggests a
centralized selection system that utilizes advanced techniques namely Optical Character Recognition,
Natural Language Processing, Named Entity Recognition, and Document Management Systems
using Firebase. It integrates Event-driven architecture, SQL, LLM, and automated workflows to
improve the system’s response time. The study explores Frequency-Inverse Document Frequency and
Retrieval-Augmented Generation methods to enhance document analysis and retrieval. By combining
a rule-based approach with machine learning, the paper proposes a hybrid system that enhances
document evaluation accuracy. The implementation details encompass transforming unstructured
PDF data into structured formats, conducting data parsing, and integrating lemmatization and
stemming techniques to refine the outcomes. This research showcases the effectiveness of the
proposed system through a comprehensive analysis of generated data, including OCR performance
and RAG-based document retrieval.

The work concludes by highlighting the potential for scaling this system to larger datasets and
real-world applications, by developing a SaaS platform for universities, while also addressing ethical
and compliance considerations.
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1 Introduction

The demand for advanced education has significantly increased in recent years, particularly for
master’s programs in Germany. Master’s programs have become crucial for students seeking
specialized skills due to technological advancements, global opportunities, and the increasing need
for advanced knowledge [AAH+21]. German universities, particularly those in the prestigious TU9
group, are well-known for offering cutting-edge programs in engineering, information technology,
and computer science, attracting numerous applicants from around the world. German universities
provide tuition-free education, exceptional faculty, and advanced research facilities, making them
highly appealing to students from both developed and developing nations. The surge in the number
of applications to German universities and the diverse pool of applicants contribute to the global
attractiveness of these institutions. By examining the increasing number of applications from a
global perspective, this thesis sheds light on the challenges and opportunities arising from this surge
in interest.

The thesis also incorporates a comprehensive analysis of master’s programs at the University of
Stuttgart, focusing on programs in electrical engineering, information technology (Infotech), and
computer science. The emphasis is on how these programs are structured to meet the demands of
the modern world by integrating theoretical knowledge with practical skills to promote innovation.
As the demand for German master’s programs increases, so does the complexity of managing
applications. Examples of selection tools designed to facilitate the application process for both
universities and students include Uni Assist, GradCAS, and CAMPUSonline. These platforms
manage thousands of applications, ensuring an efficient and transparent selection process. A key
aspect of this thesis involves surveying these tools and evaluating their effectiveness in managing
the growing influx of applications.

In addition to these centralized tools, there is growing concern surrounding the various documents
required for applications, which often pose significant challenges for both students and university
administrations. Gathering and processing these documents is a crucial part of the admission
process, but it is also fraught with challenges such as missing, incomplete, or improperly formatted
documents. This thesis provides a thorough analysis of these challenges and proposes solutions to
streamline document submission and verification.

A significant portion of this research focuses on the use of technology in document processing. One
area of exploration is the comparison between pre-trained models and fine-tuned models in the
context of document analysis and processing. Pre-trained models, developed using large datasets,
offer high efficiency but often lack the domain-specific insights required for more nuanced tasks. In
contrast, fine-tuned models are customized to perform specific tasks with greater accuracy, making
them invaluable in applications that require precise data extraction from documents. The thesis also
explores how universities handle large-scale student data and applications from a business standpoint.
It discusses the need for universities to efficiently process documents while also prioritizing data
privacy, security, and compliance. Understanding the critical processes of data gathering, data
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1 Introduction

generation, and technology for document reading is essential for comprehending how modern
systems manage large volumes of data. The use of SQL and LLM is examined to demonstrate how
modern data-driven architectures enhance the application experience by organizing and analyzing
information [LX24].

A significant aspect of this thesis involves converting unstructured PDF data into structured CSV
data to facilitate easier data analysis and efficient handling of increasing volumes of student
applications by universities. The core technology of OCR, which converts scanned documents into
machine-readable text, is thoroughly examined, along with a comparison of various PDF readers and
tools like Tabulate that simplify this process. The increasing use of RAG in document processing
is another important area of focus. RAG combines retrieval systems with generative models like
transformers to enhance the accuracy of document analysis and ensure the correct interpretation
and retrieval of the most relevant information. Additionally, the research explores the traditional yet
highly effective method of TF-IDF for understanding document content and relevance.

As modern document processing grows more complex, robust data generation mechanisms are
necessary to handle high volumes while maintaining security and compliance with data protection
regulations. The thesis presents a detailed comparison of security measures for data generation,
with a specific emphasis on the educational sector. For universities managing sensitive student
information, compliance with regulations like the General Data Protection Regulation (GDPR) is
crucial, especially when dealing with global applicants. The research also includes an examination
of EDA, which enables systems to react in real-time to changes in data, allowing universities to
dynamically manage large volumes of applications. This architecture is increasingly relevant in
today’s fast-paced academic environments, where universities must respond swiftly to student
inquiries, document submissions, and application status updates.

1.1 Problem Statement

Over the past few years, NLP has demonstrated significant potential in simplifying the processing
of documents for academic institutions, particularly in the context of university admissions.
Academic institutions, such as the University of Stuttgart, face the challenge of managing a large
volume of unstructured student data, primarily in the form of uploaded documents like transcripts,
recommendation letters, Statement of Purpose (SOP), and resumes. However, effectively extracting
meaningful information, such as specific keywords related to course intakes, from these documents
remains a significant obstacle. This thesis aims to tackle the issue of automating document parsing
and keyword extraction within the university admissions domain.

1. Data Collection: Information will be collected from various departments within the uni-
versity pertaining to course intakes, including specific requirements for different programs,
essential skills, and qualifications(Collected the selection excel sheet from Computer Science
department and selection formula from Electrical Department).

2. Ground Truth Generation: A basic ground truth dataset will be manually curated, comprising
structured data points extracted from documents uploaded by students. This dataset will serve
as a standard for evaluating NLP models.
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1.2 Research context

3. NLP Techniques and RAG: The research will concentrate on identifying and assessing NLP
models for parsing student-uploaded documents. The objective is to extract specific keywords
related to course intake qualifications, ensuring accurate retrieval and analysis of data.

Through addressing these aspects, this thesis aims to create an effective and scalable system
that automates the extraction of relevant data from student documents, thereby contributing to
streamlined university admission processes.

1.2 Research context

The need for automating document processing has grown significantly, especially in sectors like
education and university admissions, where institutions handle large amounts of unstructured
student data in the form of transcripts, resumes, and recommendation letters [BAPK21]. Manually
processing these documents using traditional methods is time-consuming, error-prone, and inefficient,
making it challenging to extract key insights from the data. This challenge has led to research in NLP
and other machine learning techniques to automate the extraction of relevant information from these
documents. Universities often mandate students to submit various documents for admission, each
containing crucial details such as academic qualifications, skills, and relevant experience. Extracting
specific keywords and structured data from this unstructured format is essential for evaluating
student eligibility for different courses. However, manual or rule-based parsing approaches are
inadequate due to the variability in document formats, language, and terminology. NLP models,
capable of understanding language and extracting meaningful information from text, have shown
great promise in addressing this challenge [Dev18].

Recent progress in pre-trained NLP models like BERT, GPT, and their fine-tuned variants has
shown significant potential in document parsing tasks [KT19]. These models, combined with OCR
technologies such as Tesseract, are already being used in document analysis across various domains.
However, the application of such models to extract specific keywords and structured data for course
intake eligibility in the context of university admissions is relatively unexplored. Research in this
area has the potential to bridge the gap between unstructured student-uploaded documents and
structured data requirements, leading to more efficient processing of admissions data.

This study will concentrate on utilizing state-of-the-art NLP models to automate the extraction of
critical information from student-uploaded documents. Additionally, the creation of a ground truth
dataset manually will establish a reliable benchmark for model evaluation, ensuring high accuracy
and relevance in extracting course-specific keywords. The incorporation of these technologies can
significantly improve the efficiency of university admission processes, reducing the workload on
administrative staff while enhancing the accuracy of data analysis.

1.3 Organization

The research work is structured as follows:

Background information deals with the current University admission practices, the tools used and
the problems associated with the scanning of the documents
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1 Introduction

State of Art is a survey about the problems faced by the University admissions department and
recent graduates from the University. And also devising a way to streamline the admissions process
and make it efficient.

Design discusses the requirements, and use cases to be considered while designing the architecture.

Implementation presents the implementation starting from the data generation, converting unstruc-
tured data to the structured form and storage in the Firebase database.

Results and Analysis shows the parameters that are analyzed for the data generation, OCR and
retrieval of data.

Conclusion and Future Work finally reviews the current implementation and the scope this project
could have in the future.
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2 Background information

Graduate programs in Germany, especially at renowned institutions like the TU9 universities,
are increasingly popular among international students due to their strong focus on research and
innovation. With a growing number of applications worldwide, German universities, particularly
those in Baden-Württemberg such as the University of Stuttgart, are encountering greater difficulties
in handling large quantities of student documents effectively. The fields of Electrical Engineering,
Infotech, and Computer Science attract a diverse range of applicants, leading to the necessity for
more efficient admission processes.

Centralized selection tools like uni-assist, GradCAS, and CAMPUSonline are utilized for man-
aging applications, but they encounter challenges related to verifying and extracting documents.
Complications arise from unstructured document formats and inconsistencies, making applicant
evaluations more complex. In this context, leveraging pre-trained NLP models, further tailored for
specific tasks, presents a promising solution. Alongside implementing data security and compliance
measures, these technologies have the potential to significantly improve the accuracy and efficiency
of document parsing and decision-making in university admissions.

2.1 Master’s Programs in Germany

Germany has become a popular choice for higher education, attracting students from around the
world. It is known for its high academic standards, research opportunities, and focus on practical
application, making it a suitable environment for postgraduate studies. Over the past decade, there
has been a noticeable increase in master’s program applications, both from local and international
students, demonstrating the country’s growing reputation as an academic center of excellence.

The main reason for this trend is Germany’s extensive and well-established educational infrastructure,
which encompasses numerous universities offering a diverse range of master’s programs. German
universities are highly regarded for their emphasis on research and development, providing students
with the opportunity to participate in cutting-edge projects and collaborate with industry leaders.
This strong connection between industry and academia enhances the career prospects of graduates,
making German universities an appealing choice for students looking to advance professionally.

Another key factor contributing to the uptick in applications is the affordability of education in
Germany. Unlike many other countries, most public universities in Germany do not charge tuition
fees, or they charge only a nominal fee. This makes Germany an economically attractive option for
students, particularly those from countries where higher education is excessively costly. Additionally,
the availability of scholarships and financial aid for international students further enhances the
accessibility of German education.
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2.2 Increasing Applications: A Global Perspective

The rise in applications from international students is driven by various factors. Germany’s robust
economy and steady job market provide hopeful career opportunities for graduates. Additionally,
the internationalization of German universities, characterized by an increasing number of master’s
programs offered in English, has minimized language barriers for non-German-speaking students.
This has significantly expanded the attractiveness of German universities for international students
who may not speak German fluently but are keen on experiencing Germany’s high academic
standards and dynamic research environment. Entities like the German Academic Exchange
Service (DAAD) have played a crucial role in promoting Germany as a top study destination. The
efforts of DAAD encompass offering scholarships, facilitating collaborations between German
and international universities, and organizing outreach programs to attract a diverse range of
international applicants. Consequently, German universities have seen a surge in students from
Asia, Africa, and the Americas, contributing to a diverse multicultural environment that enriches
the educational experience for all students.

2.3 University of Stuttgart: A Hub for Innovation

The University of Stuttgart is an esteemed member of the TU9 alliance and is famous for its strong
focus on engineering, technology, and the natural sciences. Offering a broad array of master’s
programs, the university draws in both local and international students who seek a top-notch
education in a vibrant and inventive setting. The University of Stuttgart is acknowledged for its
interdisciplinary approach to education, promoting collaboration across diverse fields of study. This
is notably visible in its master’s programs, which frequently blend aspects of engineering, science,
and humanities to deliver a comprehensive educational experience. This fusion nurtures creativity
and innovation, equipping students to address complex challenges and generate solutions that hold
substantial societal significance.

Figure 2.1: Application process
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2.3 University of Stuttgart: A Hub for Innovation

2.3.1 Master’s Program in Electrical Engineering

The University of Stuttgart’s Master’s program in Electrical Engineering aims to equip students with
a comprehensive understanding of electrical systems, advanced technologies, and their applications
across various industries. This program emphasizes power systems, automation, electronics, and
communication technologies, offering students a balanced education covering theoretical knowledge
and practical application. Graduates are well-prepared for successful careers in academia, research,
and industry. To gain admission to the Master’s in Electrical Engineering program, applicants
must go through a competitive selection process consisting of multiple stages. This process
involves submitting academic transcripts, a statement of purpose, and letters of recommendation.
The admissions committee evaluates applicants based on their academic performance, relevant
work experience, and motivation for pursuing the program. While digital systems assist in the
collection of data, faculty members conduct manual assessments to carefully review each candidate’s
qualifications and potential for success in the program.

2.3.2 Master’s Program in Information Technology (INFOTECH)

The INFOTECH program at the University of Stuttgart is an interdisciplinary master’s program that
combines core areas of information technology with emerging fields like computer hardware and
software, communication systems, and embedded systems. This program is particularly attractive
to students looking to develop expertise in designing, developing, and managing IT systems and
applications. The curriculum is structured to offer students a blend of theoretical knowledge and
practical experience through project-based learning and industry partnerships. Prospective students
seeking admission to the INFOTECH program must have a strong academic background in computer
science, electrical engineering, or a related field. Uploading other documents such as a detailed CV,
a statement of purpose, and recommendation letters are optional. The selection process is highly
discerning, focusing on identifying candidates with a solid technical foundation and a passion
for innovation. While digital tools are utilized for managing applications and streamlining initial
evaluations, the final decision-making process heavily relies on manual assessments conducted by
the admissions committee to ensure a personalized evaluation of each applicant’s potential.

2.3.3 Master’s Program in Computer Science

The University of Stuttgart offers a Master’s program in Computer Science that aims to equip
students with advanced expertise in software development, algorithms, AI, and autonomous systems.
The selection process for admission to master’s programs, including those at the University of
Stuttgart, can pose challenges for both the selection committee and the applicants. From the
committee’s perspective, the process demands significant time and effort due to the large number of
applications received globally. Each application package typically includes academic transcripts,
letters of recommendation, statements of purpose and additional form to be filled all of which need
to be carefully reviewed and assessed by the committee to ensure compliance with the program’s
academic standards and requirements. Evaluating academic performance, analyzing the relevance
and depth of previous coursework, and assessing the quality and content of recommendation letters
are all part of this process.
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2.4 Tools available

Universities are turning to various tools as the number of international applicants increases, aiming
to simplify and standardize the application process. These platforms aid in managing large volumes
of documents, ensuring efficient and secure processing of applications.

In Germany, Uni-assist is commonly used by universities to pre-screen international applications,
verifying qualifications and documents before they are sent to the admissions office. GradCAS,
a centralized platform for graduate program applications, is widely used in the U.S. and globally,
offering a simplified submission and review process. CAMPUSonline, often utilized in German
universities, offers comprehensive student lifecycle management from applications to admissions.

These tools alleviate the administrative burden on universities, ensure compliance with requirements,
and enhance transparency for students throughout the application process. While there are numerous
platforms available, uni-assist, GradCAS, and CAMPUSonline stand out as prominent examples,
with uni-assist and CAMPUSonline being particularly relevant in Germany.

2.4.1 Uni-assist

Uni-Assist, established in 2003, is a centralized service utilized by numerous German universities
to manage applications from international students, simplifying the application process by serving
as an intermediary between students and universities. It ensures that application documents meet
the required standards before forwarding them to universities for consideration, a crucial role given
the varied educational backgrounds and documentation from international applicants. Uni-Assist’s
responsibilities are diverse, including conducting a pre-check of application documents to verify
academic qualifications, ensuring applicants meet specific entry requirements, and confirming the
presence and correct formatting of all required documents. This preliminary screening reduces the
administrative burden on university admissions offices by ensuring that only eligible and complete
applications reach the universities. Most German universities working with Uni-Assist require
international students to submit their applications through this platform. Rejected applications are
accompanied by reasons and guidance for improvement.

Uni-Assist benefits both universities and applicants by standardizing the handling of applications
and providing a single point of entry for international students, reducing the need to submit multiple
applications with different requirements. For universities, outsourcing the initial screening to
Uni-Assist allows them to focus resources on detailed assessments of qualified candidates, improving
the overall efficiency and quality of the admissions process.

Figure 2.2: Uni-assist process
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2.4 Tools available

2.4.2 GradCAS

GradCAS (Graduate Centralized Application Service) is a centralized application platform used by
many graduate schools in the United States to streamline the admissions process. Developed by
Liaison International, GradCAS allows prospective students to apply to multiple graduate programs
across various institutions using a single, standardized application. This system simplifies the
application process for students while helping universities manage and evaluate a large number of
applications efficiently. How GradCAS Works:

1. Centralized Application Submission: Students create an account on GradCAS, where they
can complete a single application and submit it to multiple graduate programs at different
universities. The platform allows applicants to upload required documents, such as transcripts,
letters of recommendation, personal statements, and resumes, all in one place.

2. Standardization and Verification: GradCAS standardizes the application materials, ensuring
that they meet the common criteria set by participating institutions. The service also verifies
certain documents, such as transcripts, to ensure their authenticity. This verification process
helps universities trust the accuracy and legitimacy of the information provided.

3. Application Management for Universities: For universities, GradCAS offers tools to manage
the entire application process, from receiving and reviewing applications to communicating
with applicants. The platform includes features like applicant tracking, workflow automation,
and integrated communication tools, which enable admissions committees to collaborate
efficiently.

4. Data Integration and Reporting: Universities benefit from GradCAS’s data integration
capabilities, which allow for seamless import of applicant data into their existing systems.
The platform also provides robust reporting tools that help institutions analyze application
trends, assess recruitment strategies, and make data-driven decisions.

2.4.3 CAMPUSonline

The CAMPUSonline portal, developed in Austria, is a comprehensive campus management system
created to streamline academic and administrative processes within universities. It serves as an
integrated solution that manages various aspects of university management, ranging from course
registration and exam administration to student data management and communication between
students and faculty. CAMPUSonline offers a user-friendly interface that enables students to easily
access and oversee their academic records, enroll in courses, and track their progress throughout
their studies. At the University of Stuttgart, CAMPUSonline is employed to enhance the efficiency
of academic operations and improve the overall student experience. The portal enables students to
enroll in courses, view their grades, and manage their personal information, all in a centralized
location. For faculty and administrative staff, CAMPUSonline assists in managing course offerings,
scheduling, and student data, lessening the reliance on manual processes and paperwork. The
system also facilitates communication between students and faculty, providing a platform for
announcements, messages, and information sharing. Through the adoption of CAMPUSonline, the
University of Stuttgart has modernized its academic management processes, making them more
accessible, efficient, and transparent for both students and staff.

21



2 Background information

2.5 Centralized selection tool

Establishing a centralized platform for candidate selection across all departments offers a more
efficient and cohesive approach when compared to using separate tools for each department. A
unified system ensures that all departments follow standardized processes, reducing variability
in candidate evaluation and enhancing the overall quality of students. Research indicates that
centralized platforms improve collaboration between departments, promoting a more comprehensive
view of candidate qualifications and enabling the sharing of pertinent information across the
organization [CKVX24]. Furthermore, a centralized system enhances data integration, enabling
advanced analytics to uncover trends and insights that are not easily discernible when using
disparate tools. This leads to more informed, data-driven decision-making, which is essential for
aligning recruitment efforts with broader organizational goals. Centralized platforms also reduce
administrative overhead by eliminating the need to manage multiple tools, each with its own learning
curve and maintenance requirements. Consequently, the organization can direct resources toward
strategic initiatives instead of managing separate systems, ultimately resulting in a more streamlined
and effective recruitment process. This approach not only improves the efficiency of the admission
process but also contributes to a more consistent and equitable candidate experience across the
organization [APJN21].

Figure 2.3: Centralized application management tool
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2.6 Documents needed

When you’re applying for a master’s program in Germany, it is crucial to carefully prepare the
required documents as they can significantly impact the success of your application. One of the most
crucial documents is the Statement of Purpose (SOP), which allows you to express your academic
background, motivations, career goals, and reasons for choosing a specific program and university
in Germany. Your SOP should be concise, clear, and tailored to the program you are applying
for, demonstrating your genuine interest and fit. Another important requirement is theLetter of
Recommendation (LOR), typically provided by academic professors or employers who can vouch
for your abilities, character, and potential for success in the program. LOR’s offer a third-party
perspective on your qualifications and help the admission committee evaluate your suitability for
the program. Proficiency in English is often a requirement, which can be demonstrated through the
International English Language Testing System (IELTS) or, in some cases, the Test of English as a
Foreign Language (TOEFL). A competitive score is crucial, particularly for programs taught in
English. In some cases, the Graduate Record Examination (GRE) might also be required, especially
for courses in engineering, sciences, or business. A strong Graduate Record Examination (GRE)
score can boost your application by showcasing your analytical and quantitative skills. Lastly,
you need to submit your bachelor’s degree certificate and academic transcripts. These documents
are essential as they provide a detailed record of your academic performance and qualifications,
helping the university assess your readiness for advanced study. Together, these documents form
the foundation of a strong application to a German master’s program.

2.6.1 Types of Documents Uploaded by Students

1. A student’s academic transcripts are crucial documents for university applications as they
provide a detailed record of the student’s academic performance, including courses taken,
grades received, and overall GPA. These transcripts are necessary for admissions committees
to assess whether the applicant has the required academic background for their chosen
program. Official transcripts can be obtained in digital or physical form from previous
educational institutions, and many universities now accept digital transcripts sent directly
from the issuing institution. If digital copies are not available, students may need to scan and
upload their transcripts, which is often the case.

2. Letters of recommendation, written by teachers, professors, or employers, attest to the
applicant’s abilities and are an essential part of the application. While these letters are
often sent directly to the university by the recommender, some application systems require
students to upload them themselves in a scanned format or as a digital file provided by the
recommender. Scanned letters are still common, as some recommenders prefer to provide
handwritten or signed and stamped letters.

3. Personal statements and application essays allow students to express their motivations,
experiences, and goals. These documents are usually written in digital format and uploaded
directly to the application portal. However, some students may opt to scan handwritten essays,
particularly if they believe it adds a personal touch or if they are more comfortable expressing
themselves on paper.
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4. Resumes summarize an applicant’s educational background, work experience, skills, and
extracurricular activities. Typically created using word processing software, these documents
are uploaded in digital formats such as PDF. But these documents can include varying font
and tables that has to be considered.

5. Identification documents, such as passports, birth certificates, or national ID cards, are
essential for verifying the applicant’s identity and are generally scanned and uploaded, as
they are originally issued in physical form. It’s crucial to provide a clear, high-quality scan to
ensure that all details are legible and the document is accepted by the admissions office.

6. Proof of language proficiency, often required for international students or those applying to
programs in a non-native language, is typically submitted in the form of certificates from
language tests such as IELTS, TOEFL, or Cambridge English. While these certificates may
be sent directly from the testing organization, students often upload scanned copies to ensure
their application is complete. This is one of the issue that the University currently faces, that
is verifying the results with the results that they have entered in the application as it has been
found that not many are genuine about the application process.

2.6.2 Challenges and the Future of Document Submission

Scanned documents provide certain benefits but also present challenges, such as the large file
size, which can hinder easy upload and download, especially in areas with limited internet access.
Furthermore, the quality of scans may vary, potentially causing legibility issues or concerns about
the document’s acceptance by the admissions office. To tackle these challenges, universities are
increasingly promoting the use of digital documents and developing more resilient systems for
document verification and submission. Looking ahead, the move toward digitization is expected
to persist, with more universities adopting secure digital credentialing systems to eliminate the
necessity for scanned documents. For example, blockchain technology has the potential to create
tamper-proof digital records that can be easily verified without the need for physical signatures or
seals [Pil16]. As these technologies become more prevalent, the reliance on scanned documents
may decrease, leading to a more streamlined and efficient application process. In summary, while
the continued use of scanned documents in university applications may appear outdated in this era
of digital transformation, it still persists due to concerns about authenticity, security, technological
constraints, and individual preferences. As universities and students alike continue to balance
tradition and innovation, the evolution of document submission methods will likely mirror ongoing
efforts to enhance the efficiency and integrity of the admissions process.

2.6.3 Hurdles

The university application process includes a number of important stages to ensure the accuracy
and completeness of each application. Here are some key challenges involved:

1. Verification of Data Accuracy: It is crucial to double-check whether applicants have
inputted correct information, whether intentionally or unintentionally. This involves validating
personal details, academic records, and other relevant data. Errors can stem from human
mistakes or deliberate misrepresentation, so thorough checks are necessary to uphold the
integrity of the admissions process.
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2. Confirmation of IELTS Scores: Validating IELTS scores is essential for international
applicants. This process entails confirming the authenticity of the test scores provided by the
applicants. Universities often need to reach out to testing agencies or utilize score verification
services to ensure that the scores are genuine and meet the required proficiency levels.

3. Validation of Documents: Ensuring that all required documents are submitted and properly
formatted is another significant step. Applicants are required to submit transcripts, letters
of recommendation, personal statements, and other necessary paperwork. The admissions
committee must ascertain that all documents are complete and meet university requirements.

4. Conditional Admission: Universities may grant conditional admission to applicants who
have not yet completed their bachelor’s degree. This means that the offer of admission is
dependent on the applicant meeting specific conditions, such as providing final transcripts or
completing their degree before the program commences.

2.7 Problems with scanned documents

Parsing scanned transcripts and documents is challenging due to various factors that make accurate
extraction and interpretation of the information tricky. These challenges stem from dealing
with unstructured or semi-structured data formats, the quality of scanned documents, and the
diversity in document layouts. This comprehensive examination of the issues related to parsing
scanned transcripts and documents will address concerns regarding OCR, document format
variations, structured data processing, data extraction accuracy, and the broader implications of
these challenges.

2.7.1 OCR Challenges

OCR involves converting different document types, such as scanned paper documents, PDFs,
or digital camera images, into editable and searchable data. Despite significant advancements,
OCR technology still encounters limitations when applied to scanned transcripts and documents
[SMGL20].

1. Quality of Scanned Documents: The accuracy of OCR is heavily reliant on the quality of
the scanned documents. Inadequately scanned images with low resolution, blurriness, skewed
alignment, and uneven lighting can result in considerable OCR errors. This can lead to text
being misrecognized or completely missed, causing incomplete or incorrect data extraction.
Even high-quality scans can face issues if the original document has smudges, stains, or
handwritten notes, all of which can confuse OCR algorithms and lead to inaccuracies.

2. Fonts and Typographical Variations: Documents typically feature various fonts, font sizes,
and styles (such as bold, italics, and underlines), which can pose challenges for OCR systems.
Unusual or decorative fonts can be especially problematic as OCR systems are usually trained
on standard font types. Additionally, variations in text orientation (e.g., vertical or diagonal
text) and the presence of special symbols or accented characters can further complicate the
recognition process.
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3. Handwritten Text: Many transcripts and documents, particularly older ones, may include
handwritten notes or signatures. OCR technology struggles with handwriting due to the
variability in individual writing styles. While some OCR systems have integrated handwriting
recognition capabilities, they are generally less accurate than those designed for printed text,
leading to higher error rates in extracted data.

2.7.2 Variability in Document Layouts

Transcripts and academic documents exhibit a wide range of layouts and formats. Each educational
institution may use a unique template, presenting information in different orders and with varying
column structures, headers, footers, and embedded tables. This diversity creates a significant
challenge for automated parsing systems that need to adapt to multiple formats.

1. Structured vs. Unstructured Data: Some documents adhere to a structured format with
clearly delineated sections (e.g., tables listing courses and grades), while others are semi-
structured or unstructured, embedding relevant information within blocks of text without
clear delimiters. Parsing structured data is relatively straightforward, whereas unstructured
data necessitates sophisticated algorithms capable of NLP to interpret and extract relevant
information accurately.

2. Complex Layouts and Embedded Elements: Documents with intricate layouts, such as
those containing multiple tables, images, footnotes, or multi-column text, are particularly
challenging to parse. For example, a transcript might include a table listing courses and grades
alongside another section providing explanations or comments. To distinguish between these
elements and extract the correct information from the appropriate section, a system must
understand the document’s overall structure and context.

2.7.3 Data Extraction and Interpretation

Even if OCR accurately identifies the text, parsing systems need to precisely extract and understand
the relevant data. This involves recognizing specific data points like course titles, grades, dates, and
personal information, and associating them with the correct fields in a database.

1. Entity Recognition and Labeling: Identification of entities such as course names, student
names, grades, and dates is a crucial aspect of parsing. However, these entities may be labeled
differently or positioned variably in documents across different institutions. For instance,
while one transcript might categorize "Mathematicsünder a section called "Courses,änother
might use SSubjectsör provide no label at all. Adaptation to these variations requires advanced
NLP techniques and extensive training data.

2. Contextual Interpretation: Contextual interpretation of data is also essential. Under-
standing whether a grade is presented as "Pass,Fail,A,B,ör "Distinction"requires not only
text recognition but also knowledge of the institution’s grading system. Additionally, some
transcripts may feature non-numeric grades or qualitative assessments, necessitating nuanced
interpretation.
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2.8 Pre-trained Model vs. Fine-tuned Model

In the realm of machine learning, especially in NLP and computer vision, the concepts of pre-trained
and fine-tuned models are extremely important. Both methods are fundamental in creating cutting-
edge models, but they are utilized in different contexts and serve different purposes. It’s crucial
to understand the distinctions between pre-trained and fine-tuned models to select the appropriate
approach for a specific task or application [DLL+21].

2.8.1 Pre-trained Models

A pre-trained model is a neural network that has already undergone training on a large dataset, often
for a general task. This model has acquired the ability to extract features or representations from
the data, which can then be utilized for a wide range of subsequent tasks. Pre-trained models are
usually developed by training on extensive datasets such as ImageNet for computer vision or large
text corpora for NLP, like the Wikipedia corpus or Common Crawl.

2.8.2 Fine-tuned Models

Fine-tuning is a process where a pre-trained model is further trained on a specific, often smaller,
dataset tailored to a particular task. Fine-tuning adjusts the weights of the pre-trained model,
allowing it to adapt better to the nuances of the new task while leveraging the knowledge it acquired
during pre-training.

Aspect Pre-trained Model Fine-tuned Model
Purpose General feature extraction or represen-

tation
Task-specific optimization

Training Data Trained on large, general datasets Further trained on smaller, task-specific
datasets

Training Time Shorter for deployment Additional training required for task-
specific data

Performance Good generalization across various
tasks

Higher accuracy on specific tasks

Risk of Overfitting Lower, but potential mismatch with new
tasks

Higher, especially with small datasets

Complexity Less complex to deploy More complex due to need for additional
tuning

Use Case Suitable for a broad range of tasks Optimal for fine-tuning to specific tasks

Table 2.1: Comparison of Pre-trained Model and Fine-tuned Model

2.8.3 Input data formatting as JSON

1. Distinct Division:
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Separating questions and answers with explicit delimiters (e.g., "### Question:", "###
Answer:") ensures clarity, aiding the model in understanding the boundaries between different
segments, which is crucial for precise generation and assessment.

2. Clear context:

The inclusion of prompts like "### Question:änd "### Answer:"provides contextual cues that
assist the language model in comprehending the intended structure and content, particularly
beneficial during fine-tuning or model evaluation by establishing clear expectations for the
output format.

3. Uniform format:

Maintaining a consistent structure in prompts and responses, such as utilizing Markdown-like
headings, ensures that the model’s output can be easily dissected and appraised. This
structured approach facilitates the creation of standardized training data format, streamlining
model training and validation.

4. Clarity through formatting:

The utilization of Markdown-like formatting cues (e.g., "###") assists the model in identifying
text sections and comprehending how responses should be structured, contributing to the
generation of well-organized and easily interpretable outputs.

5. Training and assessment:

Enhanced Learning: A well-defined format during training enables the model to learn specific
patterns and structures necessary for producing accurate answers, encompassing both content
and expected response format.

Consistent Evaluation: A clear format for evaluation facilitates straightforward comparison
between expected and actual outputs, simplifying the assessment of the model’s performance
in terms of content accuracy and format adherence.

2.9 Business perspective

Creating software that utilizes an LLM for the purpose of accepting or rejecting candidates for a
master’s program has the potential to bring about significant success from a business standpoint
due to several compelling reasons. The master’s program application process usually involves
going through a large amount of documents like personal statements, recommendation letters,
and academic records. Traditional methods of reviewing applications are time-consuming, labor-
intensive, and prone to human bias. By implementing an LLM-based system, universities, and
educational institutions can simplify this process, significantly reducing the time and resources
required to evaluate each applicant. This efficiency not only leads to cost savings by minimizing the
need for extensive administrative staff but also allows admissions committees to process applications
at a much faster rate, which can enhance the overall applicant experience and potentially increase
the number of applicants due to the improved response time.
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Moreover, an LLM-based selection system can be trained to assess applicants with a high level
of consistency and objectivity. Human evaluators are susceptible to unconscious biases, which
can influence decisions based on factors such as gender, ethnicity, or the perceived prestige of an
applicant’s previous institutions. On the other hand, an LLM can be programmed to focus solely
on the content and quality of the application materials, ensuring a fairer and more transparent
selection process. This objectivity not only enhances the credibility and integrity of the admissions
process but also aligns with the growing demand for diversity and inclusion in higher education.
Institutions that adopt such a system may find themselves better positioned to attract a diverse and
highly qualified student body, which can enhance the reputation and appeal of their programs on a
global scale.

The use of LLMs in admissions also aligns with the broader trend of digital transformation in
higher education. As universities increasingly adopt online learning platforms, digital libraries, and
virtual classrooms, the integration of AI-driven tools in the admissions process represents a natural
progression toward a fully digital campus. Institutions that embrace this technology will be seen as
forward-thinking and innovative, qualities that are highly attractive to both prospective students and
faculty.
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3.1 Survey

Throughout any university, the admissions process is a multifaceted and intricate operation involving
numerous stakeholders and workflows. In my research at the University of Stuttgart, I conducted an
extensive survey to identify the strengths and weaknesses of the university’s application process,
particularly focusing on the challenges faced by the admission committee. The aim was to gather
insights to improve the process for both applicants and administrative staff. The survey incorporated
both qualitative and quantitative data capture, including multiple-choice questions, and open-ended
responses. Participants mainly comprised members of the admission committee, administrative staff,
faculty members, and decision-makers involved in the selection process. Additionally, feedback
was gathered from a small group of recent applicants to gain a comprehensive understanding of the
process from both perspectives. Over a two-week period, 6 members of the admission committee
and 10 recent applicants responded to the survey. The questions were structured to cover various
aspects of the application process, such as the system’s efficiency, communication clarity, handling
of international applications, and the utilization of technological tools.

Challenges Faced by the Admission Committee:

The survey findings demonstrate that the admission committee faces significant challenges, broadly
categorized into operational inefficiencies, communication breakdowns, and technological limita-
tions.

1. The survey exposed inefficiencies in the current application system, leading to application
processing delays and increased workloads for committee members.

2. Communication is mostly through mails with the course coordinator rather than the commu-
nication channel being used. The absence of a centralized communication system contributed
significantly to this issue, causing delays in responding to applicant queries and lack of
coordination among committee members.

3. Technological limitations were another significant challenge for the admission committee.
Many digital tools used in the application process were reported as outdated, slow, or prone
to technical issues.

4. The exported results are visible only after the application deadline and can be exported as an
excel and the associated students documents has to be mapped.

Recommendations
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The survey findings indicate several recommendations for enhancing the university application
process and addressing the admission committee’s challenges. First, the application system should
be upgraded to ensure it is user-friendly, reliable, and capable of managing high application volumes
without technical issues. Regular maintenance and updates are necessary to prevent technical
glitches and enhance system efficiency.

Secondly, the university should consider introducing a centralized communication system to provide
coordinated and timely responses to applicant inquiries. This would help reduce the number of
inquiries and ensure that applicants receive consistent information throughout the application
process.

Lastly, Addressing these challenges and implementing the recommended improvements can enhance
the efficiency of the application process and improve the overall experience for both applicants and
the admission committee.

3.2 Literature review

Document automation has become a crucial element in modern-day admissions processes, especially
as the volume of applications increases globally. Traditional manual review of documents is time-
consuming and error-prone, which has paved the way for automation using and ML techniques.
With the introduction of pre-trained models and LLM like BERT, GPT-3, and others, institutions
can now employ systems that extract, classify, and analyze data more efficiently.

Researchers have demonstrated the effectiveness of NLP models in automating document parsing
tasks, such as reading transcripts, resumes, and other academic documents [ZLRW24]. Recent
advancements in Transformers and fine-tuning strategies for domain-specific tasks have opened
the door for these models to be applied in education, particularly in university admissions, where
processing a large volume of student applications is a challenge. Germany has become one of the
top destinations for international students pursuing a master’s degree. The University of Stuttgart, a
member of TU9, is recognized as a hub for innovation in science and technology, driving cutting-edge
research and offering high-quality education in engineering and applied sciences. However, this
influx of applications has introduced complexities in the admissions process, prompting universities
to look for automated solutions. Global trends indicate an increasing number of applications to
international programs, as students seek opportunities beyond their home countries. The rise in
applications is driven by better access to information and opportunities globally, but it places
pressure on administrative systems to process them efficiently. Studies by the OECD and UNESCO
point to the growing demand for automated tools that can help universities sift through the massive
volume of data generated by applicants worldwide. This global perspective aligns with the need for
more scalable solutions, combining AI and document automation technologies to ensure smooth
and equitable admissions processes.

Centralized selection tools integrate OCR and NLP technologies to extract relevant data from
applications, transforming unstructured scanned documents into structured formats that can be
easily reviewed by selection committees. The implementation of ML models within these systems
helps classify and filter applicants based on key criteria such as grades, degrees, and work
experience. These tools enable universities to manage the growing number of applications more
efficiently while maintaining a focus on accuracy and fairness in their selection processes. OCR
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technology has been a cornerstone in automating the digitization of printed and scanned documents.
Tesseract, an open-source OCR engine, has been widely adopted for converting images of text into
machine-readable formats, which can then be processed by NLP models. Research highlights the
effectiveness of Tesseract in dealing with various languages and complex document layouts, making
it a preferred tool for institutions looking to automate their admissions workflow. In the context of
university admissions, OCR technologies play a critical role in digitizing transcripts, certificates,
and other academic documents submitted by applicants. Once digitized, these documents can
be processed using NLP techniques for further analysis. OCR combined with NLP has enabled
more robust document processing pipelines, transforming raw data into structured formats like
JSON or CSV, which are essential for efficient data handling and integration into larger systems.
Pre-trained language models, such as BERT and GPT-3, have revolutionized NLP by providing
a robust foundation for handling various downstream tasks with minimal fine-tuning. BERT’s
ability to capture contextual information from both directions in a sentence makes it particularly
suited for tasks such as document classification and information extraction. Research demonstrates
that fine-tuned models outperform generic ones in accuracy and relevance when dealing with
domain-specific data [LPP+20]. Fine-tuning also reduces the computational overhead, making it a
more scalable option for institutions processing thousands of applications annually.

The literature emphasizes the need for robust data governance frameworks when implementing
automated systems in higher education. Legal scholars discuss how compliance with data protection
laws can be integrated into AI-driven admissions platforms [KWZ22]. Ensuring that these systems
meet security standards is critical for gaining the trust of both applicants and regulatory bodies.
RAG has gained traction as an advanced technique that blends the strengths of generative models and
retrieval systems. While generative models like GPT-3 excel at generating coherent responses, they
often struggle with grounding answers in specific knowledge bases or documents. RAG addresses
this limitation by first retrieving relevant documents or knowledge snippets from external databases
and then generating a response based on the retrieved information.

Studies show that RAG models outperform purely generative or retrieval-based models in tasks like
document parsing and question answering [ZYW+24] . In the context of university admissions, RAG
models can retrieve relevant data from a student’s academic history or qualifications and generate
accurate evaluations based on course requirements. This capability allows for more context-aware
and nuanced document evaluations, improving the overall efficiency and fairness of the admissions
process. Traditional rule-based systems for document classification rely on predefined sets of rules,
such as matching keywords or predefined patterns in documents. While effective in some scenarios,
these systems lack the flexibility to adapt to new types of data or unforeseen variations in document
formats. As discussed in recent research, learning-based models, particularly those using deep
learning, offer a more dynamic approach by learning patterns directly from the data, making them
more robust and scalable. Learning-based approaches, such as those based on BERT or other
transformers, are particularly useful in student classification tasks, where they can account for a wide
variety of document formats, grading systems, and academic records [WDS+20a]. Models trained
on large datasets of student records outperform rule-based systems in accuracy and adaptability,
particularly when dealing with international applicants from diverse educational backgrounds.
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4.1 Requirements

This thesis delves into the automation of evaluating documents for master’s program applicants, with
a focus on aligning attached documents with course requirements. Due to the increasing number
of university applications, particularly in Germany, the manual evaluation process has become
time-consuming and prone to errors. The goal of this research is to create and execute an automated
system that utilizes technologies like OCR, NLP, and RAG to streamline the evaluation process.

The system reads, processes, and compares documents with predefined course requirements, using
OCR to extract data from scanned documents and NLP and text mining to analyze and structure the
content. The research also looks into the use of EDA to handle document submissions in real-time
efficiently. Additionally, the system integrates compliance with security standards such as GDPR.

The system’s performance is assessed based on accuracy, document processing speed, and scalability.
Furthermore, the thesis explores the future potential of scaling this automated system for larger
datasets, addressing complex queries, and its application in real-world scenarios for educational
institutions. This project contributes to the increasing need for automated systems in academic
administration, ensuring efficiency and accuracy in the evaluation process.

4.2 Architecture

1. Applicant Dataset Processing

This module is accountable for collecting, purifying, and preprocessing the applicant dataset,
which commonly comprises details such as the applicant’s name, educational background,
test scores, work experience, and certifications. The preprocessing phase commences by
addressing missing or inconsistent values, standardizing data formats (e.g., date and numerical
fields), and encoding categorical variables (e.g., converting education levels into numerical
representations). Feature engineering is crucial for deriving meaningful insights from the
data. For instance, normalizing test scores, quantifying work experience, and encoding
skills or qualifications as binary features (present or not). The preprocessed data acts as the
groundwork for training the classification model. The objective of this stage is to convert
raw data into a structured, machine-readable format that can be readily utilized by machine
learning algorithms. Tools such as Python (with pandas and NumPy) and scikit-learn are
commonly employed for data processing activities. By accurately preprocessing the data, this
module ensures that the classification model can operate with high-quality input, boosting
the dependability of predictions [Raj16].
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SI. Nr Requirements Functional Non-
Functional

Mandatory Desirable

1 OCR for Document
Reading

x x

2 Support for Multi-
ple Document For-
mats (PDF, DOCX,
etc.)

x x

3 Document Security
and Compliance
(e.g., GDPR)

x x

4 High Accuracy (95
percent+) of OCR
Output

x x

5 Formatting of Input
Data as JSON

x x

6 RAG for Advanced
Queries

x x

7 Scalable System for
Handling Large Vol-
umes of Applica-
tions

x x

8 Scalable System for
Handling Large Vol-
umes of Applica-
tions

x x

Table 4.1: Categorical representation of requirements Functional, Non-Functional, Mandatory,
Desirable Requirements

2. Document Management (OCR Extraction)

Document Management involves handling the documents submitted by applicants, such as
transcripts, resumes, and certificates. These documents are frequently in formats like PDF,
images (JPG/PNG), or scanned copies. The principal function of this module operates with
OCR technology, which retrieves text from non-machine-readable documents. Tools like
Tesseract (an open-source OCR engine) or cloud-based solutions like Google Cloud Vision
API are utilized to scan the documents and convert them into text. Subsequently, the extracted
raw text is cleaned and preprocessed—eliminating unnecessary characters, rectifying errors,
and organizing the information for further analysis.

3. Applicant Status Classification Model This module is responsible for forecasting an
applicant’s status—whether they are accepted, rejected, or placed on hold. It employs
machine learning models trained on applicant datasets containing features like education, test
scores, work experience, skills, and other pertinent particulars. Common algorithms include
Random Forest, XGBoost, and logistic regression, or more advanced models like fine-tuned
transformer-based models (e.g., BERT). After preprocessing the data, the classification model
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Figure 4.1: Architecture overview

is trained using a labeled dataset wherein the applicant status is known. During training, the
model discerns patterns and relationships between the input features and the final applicant
status. This trained model is subsequently utilized to predict the status of new applicants.
Accuracy is typically enhanced by optimizing hyperparameters and employing techniques
such as cross-validation. The output of this model is a classification label—Äccepted,
Rejected,ör Ön Hold"—which is subsequently integrated with document evaluation results to
make the ultimate decision.

4. LLM for Document Assessment Utilizing LLMs such as GPT or BERT, this module
evaluates the relevance of applicants’ submitted documents. Upon extracting text from
the documents through OCR, the LLM compares the extracted content with the course
requirements. For example, if a course necessitates knowledge of Python, data science,
and a specific GPA, the LLM assesses whether the applicant’s transcript and resume reflect
these qualifications. The LLM examines how well the document content aligns with these
requirements and generates a match score or detailed feedback. LLMs are valuable because
they can comprehend natural language and draw contextual comparisons between the course
requirements and applicant documents.

5. Incorporation Layer Functioning as the central nexus, the Integration Layer amalgamates
the outputs of the classification model and the document evaluation (LLM) to make a final
decision for each applicant. Once the classification model predicts the applicant’s status
(Accepted/Rejected/On Hold) based on structured data, and the LLM provides its assessment
of the submitted documents, the integration layer consolidates these results. The integration
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can be as straightforward as a weighted average of the two outputs, or it may involve
more sophisticated logic, such as overriding the classification if the document assessment
reveals significant qualification gaps. This layer ensures that both data-driven (numerical)
and document-driven (text-based) insights are taken into account when determining the
applicant’s status.

6. Outcomes and Presentation This module is accountable for presenting the final results
of the classification and document evaluation processes. The outcomes, encompassing the
applicant’s status and comprehensive feedback from document assessment, are compiled
into a user-friendly format. These results can be showcased in a dashboard for admissions
officers or generated as a report summarizing the applicant’s strengths, weaknesses, and
overall suitability for the course. Reports can encompass important metrics like the match
score between course requirements and the applicant’s qualifications, along with suggestions
for enhancing their prospects (e.g., acquiring specific skills). The reporting system can also
automate communication with applicants, dispatching personalized emails with the results.
Depending on the system’s requirements, this module can produce data in diverse formats,
such as PDF, Excel, or directly via a web interface.

Figure 4.2: System architecture

4.3 Data Gathering

Gathering historical student data for a thesis can be quite a challenge, especially when dealing with
the intricacies of data protection laws like the GDPR. While crucial in safeguarding individuals’
rights, the GDPR presents significant hurdles for researchers seeking access to historical student
data, particularly for academic research reliant on large datasets spanning extended periods of
time.
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GDPR stipulates that any processing of personal data must have a lawful basis, with consent being a
commonly relied upon ground. Moreover, GDPR imposes strict limitations on the retention period
for personal data. A core tenet of GDPR is that personal data should not be retained for longer than
necessary for the purposes for which it was processed. In the context of student data, this often
means that institutions are only permitted to retain personal data for a limited time after a student
has graduated, typically capped at five years, after which the data must be anonymized or deleted.
Consequently, for researchers, accessing data beyond the most recent five years is often impossible
unless the data has been properly anonymized to remove any identifying information. However,
anonymization, while beneficial, often eliminates valuable contextual information from the data,
making it less useful for certain types of research requiring a more nuanced understanding of the
student population.

4.4 Technology for documents reading

When students upload documents for university applications, various technologies are used to
ensure accurate parsing, secure storage, and easy retrieval in a readable format. These documents
include academic transcripts and letters of recommendation and are submitted in formats such
as PDFs, scanned images, and text files, requiring a robust technology stack for accessibility and
usability. This stack involves OCR for text extraction, NLP for understanding and organizing
content, databases for storage, and security measures for protecting sensitive information. Below,
we will delve into these technologies in detail and how they collaborate to effectively process and
store student application documents.

4.4.1 Optical Character Recognition (OCR)

1. The purpose of OCR is to convert various documents, such as scanned paper documents, PDFs,
or images, into machine-readable text to extract embedded text for further processing, analysis,
or storage, which is crucial as many students upload documents in image formats or as scanned
copies.

2. OCR systems analyze the character shapes in the document and compare them against a database
of known characters to recognize and digitize the text, utilizing machine learning algorithms like
CNN to enhance accuracy, even with poor document quality or unusual fonts.

3. OCR technology encounters challenges with documents containing handwriting, complex layouts,
or non-standard fonts, and to improve accuracy, advanced OCR systems integrate machine learning
techniques that can be trained on specific handwriting or document layouts.

Modern OCR systems are highly advanced due to integration of machine learning, deep learning,
and artificial intelligence, enabling recognition of printed and handwritten content, complex layouts,
and multiple languages with high accuracy. OCR technology involves several key steps, including
image preprocessing, text recognition, segmentation, feature extraction, and pattern matching or
machine learning for character recognition, followed by post-processing to refine the output with
techniques such as spell checking, grammar correction, and context-based interpretation.
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Feature Tesseract OCR Google Cloud Vision OCR
Cost Free (Open-source) Paid (Google Cloud Platform)
Deployment Local installation Cloud-based API
Accuracy Good, but depends on preprocessing High, especially for complex layouts
Image Preprocessing Manual or via Leptonica Automatic
Multilingual Support 100+ languages 100+ languages with auto-detection
Custom Training Yes No
Support for Complex
Layouts

Limited Excellent

Output Formats Plain text, searchable PDFs, HTML Plain text, JSON
Scalability Limited by hardware Highly scalable (cloud infrastructure)
Internet Connectivity Offline capable Requires internet

Table 4.2: Comparison of Tesseract OCR and Google Cloud Vision OCR

4.4.2 Natural Language Processing (NLP) and text mining

1. NLP technologies are used to understand, categorize, and structure the extracted text from
documents using OCR, identifying and extracting key pieces of information, such as names, dates,
grades, and institutions from unstructured text, especially crucial for personal statements or letters
of recommendation where information is embedded in narrative form.

2. NLP involves several components, including

Tokenization: This process breaks down the text into smaller units, such as words or sentences,
making it easier to analyze.

Named Entity Recognition (NER)): NER identifies and classifies key entities within the text, such
as names of people, organizations, and locations.

Part-of-Speech Tagging (POS): POS tagging identifies the grammatical parts of speech in the text,
such as nouns, verbs, and adjectives, which helps in understanding the context of the information.

NLP is particularly useful for extracting information from semi-structured documents like resumes
or transcripts, where the information is organized but not in a strict format. It can automatically fill
out fields in the university’s database, such as the applicant’s GPA, previous institutions attended, or
the main points from a personal statement. By automating this process, NLP significantly reduces
the manual labor required to review and input this information.

Text mining, closely related to NLP, involves extracting useful patterns and knowledge from large
text corpora. This thesis involves mining data from unstructured documents to obtain structured
information relevant to specific use cases, such as admission decision-making or student performance
evaluation. Text mining techniques include keyword extraction, topic modeling, sentiment analysis,
and clustering, each of which helps in deriving insights from the raw text.
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4.4.3 NER

Named Entity Recognition is an essential method in NLP that is utilized to identify and categorize
important information, known as ëntities,ïn a text. These entities can denote specific types such as
names of individuals, organizations, locations, dates, quantities, or other well-defined entities. NER
is highly effective in organizing unstructured data, like text documents, by automatically extracting
meaningful elements such as subjects studied, grades obtained, and work experience.

In the sphere of university application procedures, NER can be utilized to extract and classify crucial
data from a student’s application, including the subjects they studied, their grades, and their relevant
experiences (internships, projects, or work history). Frequently, applications are submitted as
free-text essays or scanned documents, making manual extraction of this data both time-consuming
and prone to errors. Through NER, the system can automatically identify these important elements
and categorize them appropriately. For example, it can label "Mathematicsäs a subject, recognize
Ä+äs a grade, and extract phrases like "two years of research experience in data scienceäs relevant
experience. This enables universities to standardize and streamline the evaluation of applicants.
Furthermore, the capability to organize this data makes it much simpler to compare applications.
Once extracted, the information can be arranged into structured tables where admissions officers
can easily arrange, sift through, and analyze data points across various applications. For instance,
grades of applicants across subjects can be compared side by side, or their years of experience in
certain fields can be evaluated. This structured format not only saves time but also aids in making
more data-informed decisions, ensuring that important criteria such as academic performance or
relevant experience are accurately evaluated and compared across multiple candidates.

4.4.4 Document Management Systems (DMS) and Databases

Once the text is extracted and processed, it needs to be stored in a format that allows for easy
retrieval, searching, and analysis. Document Management Systems (DMS) provide a structured way
to store these documents and their associated data. A DMS not only stores the documents but also
indexes them so that they can be searched based on specific criteria, such as the applicant’s name,
the type of document, or the date of submission.

Database Storage: In conjunction with a DMS, a robust database system is essential for storing
the parsed information in a structured format. Relational databases like MySQL or PostgreSQL
are often used to store structured data, such as the extracted text and metadata. For example, each
applicant’s information might be stored as a record in a database, with fields for their name, GPA,
test scores, and links to their uploaded documents. For unstructured or semi-structured data, NoSQL
databases like MongoDB can be used to store and manage this information more flexibly.

Indexing and Search Capabilities: To ensure that the information is easily retrievable, the documents
and data within the DMS are indexed. Indexing involves creating a mapping of keywords to
document locations, which enables quick searches across large volumes of data. Technologies like
Elasticsearch can be used to build powerful search capabilities that allow university staff to search
through thousands of documents quickly and efficiently.
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4.5 SQL and LLM

The advancements in AI and NLP have led to the creation of LLMs like GPT-4, which can understand
and produce human-like text. These models have shown impressive proficiency in various tasks,
from generating coherent text to answering complex questions. In the meantime, SQL databases
have remained fundamental for data management, offering robust, efficient, and scalable solutions
for storing, querying, and analyzing structured data. The combination of these two technologies
presents a unique opportunity to enhance the way people interact with databases and analyze data.
This thesis delves into the integration of LLMs with SQL databases to facilitate more intuitive and
efficient data querying and analysis [LHQ+24].

SQL databases are widespread in industries where data management is crucial. They provide a
powerful way to store, retrieve, and manipulate data, making them indispensable for data-driven
decision-making. However, the complexity of SQL syntax and the necessity for precise query
formulation can be a hurdle for non-experts. Users without a strong background in SQL often
have difficulty expressing their data needs accurately, resulting in inefficient querying and potential
misinterpretation of the data.

On the other hand, LLM have demonstrated an impressive ability to comprehend and generate
natural language, which can be utilized to bridge the gap between technical SQL syntax and
the natural language queries that users are more comfortable with. By integrating LLM with
SQL databases, it is feasible to create systems that enable users to interact with databases using
natural language, which the LLM then translates into accurate SQL queries. This integration can
democratize access to data, allowing users with varying levels of technical expertise to seamlessly
interact with complex databases.

4.6 Comparison pdf readers

When dealing with PDF files in Python, libraries like PyMuPDF, PyPDF and

PDFPlumber are commonly used, each serving different purposes. Below is a comparison of these
tools in terms of functionality, performance, and use cases:

Feature PyMuPDF PyPDF PDFPlumber
Primary Focus PDF rendering, extraction,

and manipulation
Basic PDF manipulation
and text extraction

Structured content extrac-
tion (tables, forms)

Text Extraction Yes, with structure Basic, no structure Yes, with layout preserva-
tion

Image Extraction Yes No Yes
Table Extraction Basic (using bounding

boxes)
No Yes, advanced table extrac-

tion
PDF Manipulation Yes (merge, split, annotate,

etc.)
Yes (basic merge, split) No

Speed Fast Moderate Slower on large documents
Ease of Use Complex API Simple API Easy to use, detailed API

Table 4.3: Comparison of PDF Tools for Extraction and Manipulation
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4.6.1 PDFPlumber

PDFPlumber is a powerful Python library created to extract text, tables, and images from PDFs. It
is especially useful for handling challenging cases like complex layouts, irregular table structures,
multi-page tables, and embedded images. Extracting these elements manually can be overwhelming,
but PDFPlumber provides an efficient and automated solution for these operations. PDFPlumber is
renowned for its accuracy in extracting structured data, especially from documents with complex
formatting. Unlike many PDF extraction tools that struggle with tables, forms, and images,
PDFPlumber excels in recognizing and processing these features effectively.

This report will delve into two primary challenging use cases:

1. Extracting tables from PDFs, which includes complex scenarios like multi-page tables and
irregular layouts.

2. Extracting images from PDFs, whether they are photographs, charts, or embedded graphical
elements.

4.6.2 Tabulate

When it comes to data extraction and manipulation, it is crucial to structure and present information
in a clear and readable format. Once you have extracted raw data from PDF files using tools like
PDFPlumber, the next step often involves organizing this data, especially when it comes from tables
or structured reports. The Tabulate Python library comes into play in this scenario.

Tabulate is a lightweight and user-friendly Python library that allows users to create well-structured
tables from lists, dictionaries, or data extracted from external sources, such as PDFs, CSV files, or
databases. It offers flexibility in terms of both input and output, enabling users to tabulate data in
various formats and styles according to their needs. The Tabulate library is particularly useful when
working with data extracted from PDFs due to the following reasons:

- PDF data often requires cleaning and structuring before use.

- Presenting data in table form is crucial for analysis, reporting, and visualization.

- The extracted tables may need formatting to match a required structure, style, or standard, for
example, for a report, presentation, or scientific paper.

4.7 LlamaParse

LlamaParse utilizes advanced LLM like LLaMA to provide high-quality data extraction from PDFs,
leveraging contextual understanding to interpret document structure accurately.

It transforms data into structured formats like CSV or JSON, enabling seamless integration with
databases or other systems, particularly beneficial for processing various document types.

-LlamaParse handles non-textual content such as tables, charts, and images through OCR, ensuring
relevant information extraction from scanned or image-based PDFs.
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-Customizable parsing rules cater to specific industries, enhancing extraction precision for domains
like finance or legal.

-With multilingual capabilities, LlamaParse can adapt to documents in different languages, offering
comprehensive language support.

Designed for efficient processing of large document volumes, LlamaParse is an ideal solution for
enterprise-level document management due to its scalability.

4.8 Frequency-Inverse Document Frequency (TF-IDF)

Frequency-Inverse Document Frequency (TF-IDF) is a statistical technique used to evaluate the
importance of a word in a document relative to a collection of documents [WDS+20b]. The core
idea behind TF-IDF is to identify how relevant or significant a word is to a specific document while
considering how common or rare the word is across the entire document set. TF-IDF combines two
metrics:

TF (Term Frequency) gauges the frequency of a word’s appearance within a document.

Inverse Document Frequency (IDF): Reduces the weight of common words across multiple
documents and highlights unique or rare words within the corpus.

Formula for TF-IDF: The formula for calculating TF-IDF for a word t in a document d is as
follows:

TF-IDF(t,d)=TF(t,d)×IDF(t)

Where:

TF(t, d) is the term frequency, which is the number of times the word t appears in the document d,
often normalized by the total number of words in the document.

IDF(t) is the inverse document frequency, which is calculated as:

IDF(𝑡) = log
𝑁

DF(𝑡)

Where:

N is the total number of documents in the corpus.

DF(t) is the number of documents that contain the word t.

Question-answering (QA) systems are designed to find answers to user questions from a corpus of
documents. These systems range from simple keyword-based approaches to advanced DL models.
TF-IDF plays a crucial role in traditional QA systems, where the goal is to identify the most relevant
document or passage that contains the answer.
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4.9 Retrieval-Augmented Generation (RAG)

RAG integrates two powerful AI paradigms, retrieval-based models and generative models, to
produce more accurate, informed, and contextually relevant responses by retrieving information from
external databases [LLZ+24]. Explaining RAG in your thesis involves discussing its motivation,
technical architecture, applications, advantages, challenges, and real-world use cases in a structured
manner. RAG addresses the limitations of purely generative models by incorporating a retrieval
mechanism to access external sources of knowledge and enhance the generative process with the
retrieved information. Understanding RAG requires recognizing the distinct roles of retrieval-based
models and generative models, with retrieval-based models focusing on finding the most relevant
information and generative models creating new data based on learned patterns. The primary
motivation behind RAG is to combine retrieval and generative approaches to improve the quality
and factuality of generated answers through dynamic interaction with up-to-date and accurate
information. The architecture of Retrieval-Augmented Generation consists of a retriever and a
generator that work in collaboration through a loop process to produce the final output.

4.9.1 Retriever Component

The retriever is responsible for fetching relevant documents or pieces of text from a large corpus or
knowledge base based on the input query. This step ensures that the generative model has access to a
broader and more up-to-date set of information than what was available during training. Retrievers
can be based on:

• Sparse Retrieval Methods: These techniques use traditional methods like TF-IDF or BM25 to
rank documents based on keyword matching.

• Dense Retrieval Methods: These methods leverage neural networks to represent queries and
documents as dense vectors in a shared embedding space, allowing for more nuanced matches based
on semantic similarity. Popular techniques include DPR (Dense Passage Retrieval) and BERT-based
embeddings.

The retriever outputs a list of documents or text passages ranked by relevance to the query.

4.9.2 Generator Component

Once the retriever fetches relevant information, the generator takes this context into account and
produces a coherent and contextually informed output. The generator in RAG is typically a
transformer-based language model like BART or GPT, capable of handling long sequences of text
and generating human-like responses. The process of integrating the retrieved content with the
generative model can be done in several ways:

• Direct Input: The retrieved documents can be concatenated with the query and fed into the
generative model as a single input. The model uses this input to create a more accurate response.

• Cross-attention: The generator can use cross-attention mechanisms to attend specifically to the
most relevant parts of the retrieved documents during the response generation process.
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Training a RAG model requires a well-structured dataset and an understanding of both retrieval and
generation tasks. The model is typically trained in an end-to-end fashion, where both the retriever
and generator are updated simultaneously [JMC24].

Figure 4.3: Architecture of RAG

4.9.3 Pre-training

• Retriever Pre-training: The retriever is often pre-trained on massive corpora to ensure it learns to
map queries to relevant documents effectively.

• Generator Pre-training: The generator is pre-trained on language modeling tasks, making it capable
of producing coherent and fluent text.

Once pre-trained, the retriever and generator can be fine-tuned together on specific tasks such as
question answering or dialogue generation. During this fine-tuning phase, the retriever fetches
relevant documents for a given input, and the generator produces the final output based on both the
input and the retrieved documents.

46



4.10 Lemmatisation and Stemming Techniques in Natural Language Processing

4.9.4 Joint training

In some RAG models, joint training is implemented where the retriever is updated based on the
generator’s performance. This approach allows the retriever to focus on documents that are not only
relevant but also useful for the generator’s task.

4.10 Lemmatisation and Stemming Techniques in Natural
Language Processing

Lemmatization and stemming are essential techniques in NLP that aim to handle the variations
in word forms by reducing them to a common base. In my master’s thesis, I delve into the
complexities of these techniques, their significance in improving machine learning models, and
their impact on various NLP tasks like information retrieval, text classification, and machine
translation. The increasing volume of digital data, especially unstructured text data, has made the
study of text normalization techniques such as lemmatization and stemming even more critical for
extracting meaningful insights. These techniques simplify linguistic variations in text, enabling
computational models to process language more effectively and enhance the performance of
downstream NLP applications. In natural language, words often appear in different forms based on
tense, number, or syntactic role. For instance, verbs like "Program"may appear as "Programmingör
"programmed,"while nouns like "Digital"may have singular and plural forms, such as "Digitaländ
"Digitals."

Stemming Techniques: Efficiency and Limitations Stemming is often selected in NLP tasks that
prioritize computational efficiency over linguistic accuracy. In early text retrieval systems, stemmers
played a crucial role in reducing search space by collapsing different word forms into a common
root. For example, the Porter Stemmer, a widely used algorithm introduced in 1980, employs a
series of transformation rules to remove suffixes from English words, thus reducing them to their
base forms. It was designed to handle a variety of word forms by applying simple rules iteratively,
such as replacing ïng"with or ëd"with ë.Öther stemmers, like the Snowball Stemmer, build on
similar heuristic-based rules and are more adaptable to different languages. However, stemming
algorithms encounter challenges due to their simplicity. They often generate stems that are not valid
words and sometimes conflate words with distinct meanings that share the same root. For instance,
the Porter Stemmer reduces both üniversityänd üniverse"to ünivers,"which can introduce noise into
a model. This limitation, while acceptable for some tasks like search engines where recall is more
important than precision, becomes problematic in contexts where linguistic accuracy is required.

Lemmatization: Precision in Language Processing Lemmatization considers the morphological
structure of words to ensure that the base form is a complete word rather than just a root. It
is commonly used for tasks like machine translation or sentiment analysis that require a deeper
understanding of language. Lemmatizers rely on a lexical database and POS tagging to differentiate
between different forms of a word based on its grammatical context. For instance, the word
"better"would be lemmatized to "goodïf it is recognized as an adjective, while a stemmer might not
make this distinction.
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4.11 Rule-Based vs. Learning-Based Approaches

When it comes to comparing student transcripts and resume data for university selection, an ideal
approach would be a Learning-Based one. With the diversity and complexity of transcript formats
and resume structures, a rule-based system would struggle to handle the wide variation in document
types and data presentation. Learning-based methods, especially those utilizing NLP models
like BERT or LLaMA, have the ability to generalize across different formats and extract relevant
information (such as grades, skills, and work experience) with higher accuracy. Moreover, these
models are capable of dealing with unstructured or noisy data and can be trained to identify the
most relevant factors for university selection, such as academic performance and professional
experience.

Aspect Rule-Based Approach Learning-Based Approach
Definition Based on predefined rules (e.g., regex) Uses machine learning or deep learning models
Flexibility Limited to rigid formats Highly flexible and adaptable to diverse formats
Accuracy Dependent on rule complexity; struggles with variation High accuracy with sufficient training data
Adaptability Poor, manual updates required for changes Highly adaptable to changes in data patterns
Complexity Simple for small datasets, becomes complex with diverse data Higher complexity, requires more resources
Development Time Quick for small datasets Longer due to data annotation and model training
Scalability Low scalability, requires rule adjustments High scalability, handles large datasets easily
Data Variety Struggles with noisy or unstructured data Handles noisy, unstructured, and diverse data well
Maintenance High, regular updates needed Lower maintenance, occasional retraining

Table 4.4: Comparison of Pre-trained Model and Fine-tuned Model
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5.1 Data Generation

Generating data for thousands of applications, such as a survey or a large-scale study, is essential
when real data is unavailable or to protect sensitive information. Synthetic data, is artificially
generated data that mimics real-world data’s characteristics and patterns. It is used extensively in
research, testing, and simulation. However, generating high-quality data requires selecting the right
tools and approaches to ensure that the data is realistic, comprehensive, and applicable to the study’s
needs. This discussion will explore how to generate data for thousands of applications, focusing on
three major sources or tools: Python libraries, online data generation platforms, and custom-built
algorithms. Each source has its strengths and weaknesses, making it important to compare them to
determine the best approach for a given project.

5.1.1 Python Libraries for Data Generation

Python has become one of the most popular programming languages for data science, and it offers
several powerful libraries for generating synthetic data. Among these, Faker, Scikit-learn, and
PyOD are particularly noteworthy.

• Faker: Faker is a Python package that generates fake data for various data types, including names,
addresses, emails, phone numbers, and even entire profiles. It is highly customizable, allowing
users to specify the format and structure of the data. Faker supports multiple locales, enabling
the generation of data that reflects different cultural contexts, which is useful for surveys targeting
diverse populations.

• Scikit-learn: Scikit-learn is a ML library that includes functions for generating synthetic datasets,
particularly for model training and testing. It can create datasets for regression, classification,
clustering, and more. The data generated by Scikit-learn is often used to test algorithms’ performance,
making it ideal for surveys where data needs to be analyzed using machine learning techniques.

• PyOD: PyOD is another Python library focused on generating synthetic data, particularly for
outlier detection tasks. It is useful when the survey or application requires data with specific
characteristics, such as imbalanced classes or the presence of anomalies.

5.1.2 Online Data Generation Platforms

For those who may not have extensive programming skills or require a more user-friendly interface,
online data generation platforms offer a convenient alternative. Mockaroo, RandomData, and
Generatedata.com are three popular platforms that provide robust tools for generating fake data.
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• Mockaroo: Mockaroo is an online tool that allows users to generate up to 1,000 rows of fake
data for free, with options for paid plans if more data is needed. It supports a wide variety of data
types, including names, addresses, dates, and custom data fields. Users can download the generated
data in multiple formats, such as CSV, JSON, or SQL, making it easy to integrate into various
applications.

• RandomData: RandomData is another online platform that focuses on generating random data for
testing and development purposes. It provides a straightforward interface where users can specify
the types of data they need and generate it in bulk. The platform is particularly useful for generating
basic data types like numbers, strings, and dates.

• Generatedata.com: This platform offers a more advanced set of features, including the ability to
generate complex data structures and relationships between data fields. It is particularly useful for
generating datasets that require a relational database format, such as those used in surveys where
multiple tables of data are interconnected.

5.1.3 Custom-built algorithms

For projects requiring highly specific or complex data, custom-built algorithms offer the most
tailored solution. These algorithms can be developed in various programming languages, including
Python, R, or Java, and can be designed to generate data that precisely matches the needs of the
application or survey.

Custom algorithms can generate data based on statistical distributions, real-world patterns, or even
machine learning models trained on existing data. For example, a researcher might develop an
algorithm that generates survey responses based on demographic profiles, purchasing behavior, or
psychological traits. These algorithms can also be designed to create interdependencies between
data fields, ensuring that the synthetic data closely mimics the complexity of real-world datasets.

5.1.4 Kaggle

Kaggle, a widely used platform by data scientists and researchers, provides access to a wide range
of datasets and the opportunity to participate in competitions. One of the main benefits of Kaggle is
the availability of pre-existing datasets that can be directly used for research, testing, and educational
purposes. The platform hosts a diverse range of datasets, including simple numerical data as well
as complex, domain-specific datasets such as medical records or image databases, making it an
invaluable resource for quick access to curated datasets. Aside from utilizing available datasets,
Kaggle also permits users to upload and share custom datasets. This feature is beneficial for
those generating synthetic data or looking to share real-world data with the broader data science
community. Uploading data to Kaggle allows researchers to take advantage of the platform’s data
exploration, analysis, and visualization tools, as well as receive feedback and insights from the
community.

When applying to universities, students typically need to submit various documents demonstrating
their academic qualifications, personal identity, language proficiency, and other relevant credentials.
These documents play a key role in the admissions process, enabling university officials to evaluate
the eligibility and preparedness of applicants. The specific types of documents students need to
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5.2 Converting Unstructured PDF Data to Structured CSV Data

Criteria Python Libraries Online Data Generation
Platforms

Custom-Built Algorithms

Examples Faker, Scikit-learn, PyOD Mockaroo, RandomData,
Generatedata.com

Custom scripts in Python, R,
Java, etc.

Ease of Use Requires programming skills User-friendly, accessible via
web interface

Requires advanced program-
ming skills

Accuracy Dependent on rule complexity;
struggles with variation

High accuracy with sufficient
training data

Fully accurate based on cus-
tom rules

Customization Highly customizable Limited customization com-
pared to libraries

Fully customizable, tailored
to specific needs

Complex Data
Generation

Supports complex data structures
and machine learning data

Limited to standard data types Excellent for generating com-
plex and interdependent data

Scalability Scalable, but depends on local
computational resources

Scalable, handled by cloud re-
sources

Scalable, limited by available
computational resources

Integration Easily integrated into other
Python-based tools and work-
flows

Data available in multiple for-
mats (CSV, JSON, etc.)

Requires custom integration,
highly flexible

Cost Free and open-source Free versions available with
limited features, premium
plans for more data

Development and mainte-
nance costs can be high

Speed of Imple-
mentation

Medium to fast, depending on
data complexity

Fast, as data is generated in-
stantly online

Slow, as algorithms need to
be developed from scratch

Table 5.1: Data generation tools comparison

upload can vary based on the university, country, and program, but commonly include transcripts,
recommendation letters, personal statements, resumes or CVs, standardized test scores, identification
documents, and language proficiency certificates. Despite advancements in digital application
platforms, many students still scan and attach documents instead of directly entering or uploading
digital versions. Understanding the reasons behind this practice necessitates an exploration of the
document types involved, technological challenges, and the significance of authenticity and security
in the admissions process.

5.2 Converting Unstructured PDF Data to Structured CSV Data

In today’s data-driven world, the transformation of unstructured data types, such as PDF, into
organized formats like CSV files is an essential task. PDF are widely utilized for exchanging
documents as they maintain the original formatting across various devices and platforms. However,
while this feature makes PDF valuable, it also makes extracting and analysing data from them
challenging. Unlike structured data, which is orderly and easy to handle, unstructured data within
PDF is often locked within text blocks, images, or intricate layouts that are not inherently machine-
readable. This document delineates a comprehensive approach for converting unstructured PDF data
into structured CSV files using Python programming and the capabilities of LLM. The method entails
understanding the nature of unstructured data, recognizing the inherent challenges in extracting
this data from PDF, and utilizing advanced techniques, including LLM, to efficiently structure the
data. Comprehending Unstructured Data in PDFs Unstructured data refers to information without a
predefined format or structure, making it challenging to process using traditional data tools. In
the context of PDFs, unstructured data can take various forms, such as text blocks, tables, images,
annotations, and hyperlinks. The objective of converting this unstructured data into a structured
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format is to organize it in a way that allows for easy analysis or application in other contexts. A
CSV file, with its rows and columns, is an ideal format for this purpose due to its wide support
across various software platforms and its programmatically friendly nature.

Challenges in Extracting Data from PDF: The conversion of unstructured PDF data into structured
CSV format presents several challenges. These challenges include complex layouts, inconsistent
structure, text encoding issues, table detection and parsing difficulties, and noise in the data.

Tools for PDF Data Extraction: Various tools and libraries can be utilized to extract data from PDF,
each presenting its strengths and weaknesses. These tools encompass basic text extraction utilities
to advanced table parsing libraries. Some commonly used tools include:

5.3 Improving RAG through chunking and metadata referring

Enhancing the performance of RAG can be significantly improved by using chunk referencing
and metadata to refer to tabulated data. When long datasets are chunked into smaller, meaningful
segments, the RAG model can concentrate on the most relevant parts of a document when responding
to a query, reducing the "lost in the middle"problem and ensuring important content is not overlooked.
By referencing these chunks during retrieval, the system can provide more targeted responses, which
increases the precision of the retrieval process. Additionally, tabulating metadata for each chunk,
such as document type, names, grades, or work experience, helps the system filter and prioritize
results based on specific query characteristics. This additional layer of structured information allows
RAG to retrieve more contextually appropriate chunks, leading to a more efficient and accurate
retrieval process. Ultimately, the combination of chunk referencing and metadata results in faster
retrieval times and more relevant outputs, enhancing the overall performance of RAG systems,
especially when dealing with complex queries or large datasets.

5.4 Prompt before prompt for RAG

The strategy of Prompt Before Prompt is employed in Prompt Engineering, particularly in RAG.
This approach involves generating an initial prompt before the final query or response to optimize
the interaction between the retrieval and generation components. The preliminary prompt helps
the system contextualize the user’s query, refine its focus, or guide the retrieval mechanism more
effectively. RAPTOR makes use of this tree structure to provide more efficient retrieval during the
query phase [SAT+24].

Figure 5.1: Raptor indexing for better query response
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Within the RAG framework, prompt before prompt serves several important functions:

1. Enhancing Retrieval Context: Before retrieving relevant documents or information, the system
may need to construct a more detailed or structured understanding of the user’s input. The initial
prompt clarifies the user’s intent, expands the context, or frames the query in a way that helps the
system fetch more precise and relevant chunks from the database. For example, if a user queries
"performance of Machine Learning,"the prompt before prompt could generate a more specific query
like "Retrieve articles on optimizing ML model performance using gradient descent."This ensures
more targeted retrieval.

2. Improving Query Formulation: Often, users’ queries might be ambiguous or lack sufficient
detail. The intermediate prompt can serve as a way to rephrase or enrich the query by adding
details or parameters, ensuring that the system retrieves the most relevant information. This helps
in generating a more refined and accurate retrieval prompt, which can later enhance the quality of
the generated response.

3. Aligning Generation with Retrieval: By creating a "prompt before prompt,"the system ensures
that the generated prompt aligns with the retrieved information. For instance, after retrieving the
relevant documents or chunks, the prompt before prompt can further refine the query to ensure
that the generation model generates a response that accurately reflects the retrieved data. This
step ensures that both the retrieval and generation components work in harmony, leading to better
results.

4. Handling Complex Queries: In cases where the user’s query is complex or multi-faceted, the
prompt before prompt helps break down the task into manageable components. For instance, a
complex question like "How does machine learning performance vary between supervised and
unsupervised models?"could first be broken down into smaller parts by the preliminary prompt,
directing the system to retrieve information on supervised and unsupervised models separately. The
final response can then be generated based on this structured retrieval.

5. Optimizing Retrieval Augmentation: RAG relies heavily on the quality of the retrieved data, and
poor retrieval can lead to inaccurate or irrelevant responses. It acts as a filter or guide, helping the
retrieval mechanism to focus on the right parts of the document, improving the relevance of the
retrieved data, which in turn boosts the overall performance of the RAG system.

5.5 Regex parsing

Regular Expressions (Regex) are a sequence of characters that define a search pattern, primarily
used for string pattern matching. Regex can be used to identify, extract, or replace specific data
from unstructured text such as resumes, transcripts, and other documents. The power of regex lies
in its flexibility to handle different text formats and patterns, making it a suitable tool for parsing
documents with inconsistent or varied structures.

5.5.1 Key components

Character Classes: Used to define a set of characters that a regex pattern can match.
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Example: [A-Za-z] matches any alphabetic character.

Quantifiers: Specify the number of occurrences for a character or group.

Example: 2. matches exactly two digits.

Anchors: Define the position of the match within the text.

Example: e
¯
nsures the match occurs at a word boundary.

Groups and Alternation: Used for combining multiple patterns or creating optional matches.

Example: (A|B) matches either ’A’ or ’B’.

5.5.2 Regex Implementation

1. Define the Objective: The first step is to define what information you need to extract from the
document. For example, if you want to extract graduation dates, job titles, grades, or degree types,
you need to identify their unique formats in the text.

2. Pattern Creation: Once the objective is clear, you create regex patterns based on the structure
of the data you are searching for. This involves understanding the format of the information (e.g.,
dates in "DD/MM/YYYY"format or grades like Ä+", "85%", etc.). You break down each format
into its components (letters, digits, symbols) and create the corresponding pattern.

3. Test the Pattern: After defining the regex pattern, apply it to a sample document. Testing ensures
the pattern correctly identifies all desired data without extracting incorrect matches.

4. Extraction: Implement the regex in your code to extract or match the information. If the text
includes multiple instances of the pattern, you can use functions to find all occurrences (e.g., findall()
in Python).

5. Validation and Refinement: Sometimes, regex might return unwanted results or false positives.
Additional validation steps should be included to ensure the extracted data meets the expected
criteria (e.g., a percentage grade should not exceed 100

5.6 Student Classification Algorithm

The goal of the student classification algorithm is to determine whether a student qualifies for a
master’s program based on their academic performance and specific criteria derived from transcripts,
resumes, and other submitted documents. The process of classification involves parsing relevant
information from these documents, and assessing key parameters such as grades, relevant subjects,
overall percentage, and other academic indicators. This algorithm can be structured using several
key criteria:

1. Key Subjects- The student must have studied essential subjects that align with the prerequisites
of the master’s program. For example, if the program is related to computer science, subjects
like Software Engineering, Machine Learning, Artificial Intelligence, Database Systems, Data
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Structures, and Cloud Computing are considered mandatory. The presence of these subjects is
extracted using OCR and Regex Parsing, as discussed earlier in the thesis. Regex patterns help
identify these subject names from the transcripts.

2. Grade Evaluation- Each key subject needs to meet a minimum grade requirement. A common
criterion is that the student must not have received a failing grade (such as an ’F’ in many grading
systems) in any of the key subjects. Different universities may have varying grading scales, so
the algorithm normalizes these grades: For letter grading (A-F), grades such as A, B, C, etc., are
mapped to numerical values (e.g., A = 4, B = 3, etc.). For percentage-based grading, scores above
50% are considered passing.

For German grading, where 1.0 is the highest and 5.0 is the lowest, the threshold is a grade of 2.5 or
better.

3. Overall Percentage or CGPA- In addition to performance in key subjects, students should meet an
overall performance criterion. This is defined in terms of Cumulative Grade Point Average (CGPA)
or overall percentage. For example, the algorithm requires students to have an overall percentage of
greater than 50% or a CGPA above 6.0 (on a 10-point scale) to be classified as qualified.

4. Credit Completion- The algorithm also checks if the student has completed the required number
of credits for their undergraduate program. Many programs require students to earn a minimum
number of credits to qualify for graduation. For example, in some systems, students must complete
180 credits over the course of their degree. If the student fails to meet the credit threshold, they
may be classified as unqualified even if they meet the other criteria or keep them waitlisted with
conditional admits if they haven’t completed the degree yet.

5. Binary Classification: Qualified vs. Unqualified- The algorithm will output a binary classification:
Qualified: If the student has completed the required key subjects, passed all key subjects with grades
above the defined threshold, and meets the overall percentage or CGPA requirements. Unqualified:
If the student fails to meet one or more of the criteria, such as having an F in a key subject, an
overall percentage below 50%, or insufficient credits.

5.7 Data Storage in Firebase

Upon completion of the thorough preprocessing of student application documents, the organized
data is readied for storage in a database that enables easy retrieval and further analysis. For this
thesis, we have opted for Firebase, a sturdy Backend-as-a-Service (BaaS) platform that supports
seamless integration with various applications and real-time data synchronization [SD19]. We
selected Firebase based on factors such as user-friendliness, scalability, real-time capabilities, and
security features that align with our project requirements. Developed by Google, Firebase offers a
range of services, including real-time databases, cloud storage, and authentication systems. For this
project, we are utilizing the Firebase Realtime Database to store and sync data across all connected
clients in real-time. This feature is particularly beneficial for applications requiring dynamic data
handling, ensuring that all users have access to the most up-to-date information without manual
refreshes.

Design of Data Structure
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Before storing the data in Firebase, we define a clear data structure that mirrors the information
extracted during preprocessing. The structured data includes key fields such as: • Student ID (USN):
A unique identifier for each student.

• Name: The full name of the student.

• Year of Admission: The year the student was admitted to their undergraduate program.

• CGPA: Cumulative Grade Point Average of the student.

• Percentage: Overall percentage achieved in their studies.

• Subjects and Grades: A nested structure that lists each subject alongside the corresponding grade
achieved.

• Credits: The number of credits earned for each subject.

This hierarchical structure is essential for maintaining data integrity and facilitating later querying
and analysis.

Preprocessing and Data Formatting

The preprocessing phase involves multiple steps, including data extraction through OCR and parsing
with Regular Expressions (Regex). The extracted data is cleaned to remove inconsistencies and
transformed into a acrshortjson format suitable for storage in Firebase. acrshortjson is lightweight
and easy to read, making it an ideal format for storing structured data in Firebase. The structured
data is represented in a way that accommodates hierarchical relationships, which is a strength of
the Firebase Realtime Database. For instance, student information can be organized in a nested
manner where each student ID serves as a key, pointing to an object that contains the student’s
details, including their grades and subjects.

Integration with Firebase

To store the processed data in Firebase, we utilize the Firebase SDK, which provides a set of tools
for interacting with the database. The integration process begins by initializing the Firebase app
and establishing a connection to the Firebase Realtime Database. The structured JSON data is
then written to the database, ensuring that each student’s information is accurately captured and
stored. The Firebase Realtime Database operates on a document-based model, allowing for efficient
updates and queries. By leveraging Firebase’s capabilities, the application can read and write data
as needed, supporting real-time interactions with the stored information.
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6.1 Generated data

In academic transcripts and resumes, diversity encompasses the wide range of unique subjects,
fields, and experiences included in the dataset, while coverage measures the comprehensiveness of
the dataset in including all essential categories of information relevant to the task, such as subjects,
grades, and experiences.

1. Diversity ensures representation of a broad range of subjects and academic fields, crucial for
simulating real-world academic scenarios. For example, a dataset focused only on STEM
subjects would be less diverse than one spanning various fields like humanities, social
sciences, business, and fine arts. The dataset from for this thesis excels in diversity by
incorporating a rich and balanced representation of subject names, ensuring that multiple
disciplines are captured. This diversity enhances the dataset’s value for training machine
learning models and improves its real-world applicability. Additionally, the dataset includes a
diverse set of professional experiences, from internships to research projects, simulating the
various backgrounds that students may have when applying for jobs or higher education. This
diversity makes the dataset more flexible and representative of different user demographics.

2. Coverage measures the completeness of the dataset in providing information for each generated
transcript or resume. High coverage ensures consistent representation of essential categories
such as subject names, grades, years of study, GPA, and extracurricular activities. The dataset
for this thesis excels in coverage by ensuring that each transcript includes all critical elements
required for academic evaluation, including research experience, skills, and certifications.
This level of coverage ensures that the dataset can be effectively used in various downstream
tasks and applications, where decision-making relies on a comprehensive view of the student’s
academic and professional background. The dataset generated for this thesis demonstrates
strong performance in both diversity and coverage, making it highly suitable for use in a
variety of machine learning applications that require rich, varied, and complete academic
data.

6.2 OCR results

6.2.1 Character-level Accuracy

Character-level accuracy measures the percentage of characters that are correctly recognized in a
document. Character Accuracy: 95% to 98% This means that for every 100 characters, around
95-98 are correctly identified.
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6.2.2 Word Error Rate (WER)

WER measures the number of errors in recognized words relative to the total number of words. A
lower WER indicates better performance. Observed WER for Tesseract OCR: WER: 4% to 7%
This means that around 93-96% of the words are recognized correctly.

Figure 6.1: OCR Results

6.3 RAG Implementation results

In this thesis, we implemented a RAG system using a pre-trained BERT model to process 1,000
generated student transcripts and 3,000 resumes from the Kaggle dataset. The objective was to
answer queries related to student academic data and professional experiences. By evaluating this
system, we gained insights into its ability to retrieve relevant information and generate accurate
responses. The performance of the RAG model was assessed using standard evaluation metrics,
such as accuracy, F1 score, recall, and a confusion matrix to understand its performance more
comprehensively. When retrieval systems encounter long sequences, they face what is known as
the "lost in the middle"problem. This issue arises when crucial information in the middle of a
document or query is overlooked, particularly if the system’s attention or memory is constrained.
As a result, the system tends to prioritize the beginning and end of the input, potentially neglecting
important details in the middle and leading to incomplete or inaccurate responses.

To address the "lost in the middle"problem, techniques such as chunking, sliding windows, or
hierarchical attention mechanisms can be employed to ensure that essential information throughout
the entire document is effectively taken into account.

6.3.1 Accuracy

Accuracy measures the proportion of correct answers provided by the RAG system compared
to the total number of queries. In this scenario, the system’s ability to extract accurate subject
names, grades, and work experiences from transcripts and resumes was assessed. It is defined
mathematically as:

Accuracy=[True Positives (TP)+True Negatives (TN)]/Total Number of Instances

=TP+TN/TP+TN+FP+FN

True Negatives (TN): The number of instances correctly predicted as negative. False Negatives
(FN): The number of instances incorrectly predicted as negative (also known as Type II errors).
Result: The model achieved an accuracy of 82.5%, meaning that out of 1,000 queries, 825 were
answered correctly, with relevant information retrieved from the dataset. Interpretation: This result
suggests that the RAG model is capable of retrieving the correct information for a significant
majority of queries. However, 20% of the responses were either incorrect or incomplete. This error
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rate could be attributed to challenges in extracting data from varying resume formats or mismatches
between query intent and retrieved information. For example, mismatched grade names or retrieving
unrelated job experiences might have led to incorrect answers.

6.3.2 F1 score

The F1 score is a comprehensive metric that balances precision and recall, making it particularly
useful in tasks like this, where both correct information retrieval and generating relevant content are
critical.

Result: The model achieved an F1 score of 0.81, which indicates a good balance between precision
(how many of the retrieved answers were relevant) and recall (how many relevant answers were
retrieved).

Interpretation: The F1 score of 0.81 reflects the model’s decent ability to generate accurate answers
while managing to avoid irrelevant content in many cases. However, there were instances where the
model retrieved unrelated or incomplete answers, possibly due to ambiguity in the resume content
or challenges in interpreting complex transcript data. Improving the precision, perhaps by refining
the retrieval mechanisms, could boost the F1 score further.

6.3.3 Recall

Recall measures how well the RAG system retrieves all relevant pieces of information. In this
context, recall reflects the model’s ability to gather the complete details for each query.

Result: The model achieved a recall of 75%, meaning that three-quarters of all relevant data were
successfully retrieved by the system.

Interpretation: The recall score of 75% shows that the system effectively captures most of the
essential information from the dataset. However, the 25% gap indicates that the model missed
some important pieces of information, possibly due to limitations in understanding various resume
formats or complex subject titles in the transcripts. For example, if the system failed to retrieve
specific work experiences or academic achievements, it would negatively impact the recall metric.
Future improvements could include better data normalization or additional training on more diverse
datasets to handle a wider variety of text structures.

6.3.4 Confusion matrix

The confusion matrix helps visualize the model’s performance by breaking down the true positives,
false positives, true negatives, and false negatives, providing a clearer picture of where the model is
succeeding and where it is making errors.

True Positives (TP = 750): These represent cases where the model correctly retrieved the relevant
information from transcripts or resumes (e.g., retrieving the correct grades or job experiences).

False Negatives (FN = 250): These are instances where the model failed to retrieve relevant
information that was present in the dataset (e.g., missing key grades or professional skills).

59



6 Results and Analysis

Figure 6.2: RAG results

False Positives (FP = 100): These are cases where the model retrieved irrelevant or incorrect
information (e.g., fetching wrong subject grades or job titles).

True Negatives (TN = 900): These indicate the model correctly recognized that no relevant
information was present and did not retrieve any unnecessary data.

The model has demonstrated strong performance in structured queries (like asking for grades or
subjects) but faces more difficulty when retrieving unstructured, detailed job experiences from
resumes.
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7.1 Conclusion

Applications received at University in growing exponentially and also increasing the difficulty
for the admission department to select the right candidate. Some of the problems faced by them
is validating the genuinity of the grades and IELTS results. Also every course has a different
requirement for the master’s program with most of the documents being scanned which makes
the process long. For the privacy and adhering GDPR rules, the University declined to provide
the necessary documents which led to this thesis’s initial focus of Data generation and further
screening process. In academic transcripts and resumes, diversity encompasses the wide range
of unique subjects, fields, and experiences included in the dataset, while coverage measures the
comprehensiveness of the dataset in including all essential categories of information relevant to the
task, such as subjects, grades, and experiences. Additionally, the dataset includes a diverse set of
professional experiences, from internships to research projects, simulating the various backgrounds
that students may have when applying for jobs or higher education. This diversity makes the dataset
more flexible and representative of different user demographics.

Further we also delve into the issue of parsing the documents using OCR techniques and measuring
the OCR correctness. The pre-processed data is then stored in a Firebase database for quick retrieval
and storing historic data. Later, this tabulated data was fed to the pre-trained LLM model BERT
and the RAG was measured.

7.2 Future Work

Despite the project’s success, there are multiple areas where improvements can be made to enhance
its usefulness and performance. These potential future directions provide opportunities for further
research and development:

1. Scaling the RAG System for Larger Datasets- The current RAG implementation was effective
on the 3,000-resume dataset, but for broader applications, it will need to handle larger datasets,
potentially containing hundreds of thousands of resumes or documents. Future research
can focus on optimizing the RAG architecture for scale by utilizing more efficient retrieval
systems like Facebook AI Similarity Search (FAISS) or Elasticsearch to support faster and
more accurate retrieval in large-scale applications.

2. Addressing Complex Queries and Context-Aware Retrieval- One limitation of the current
system is its difficulty with highly complex, multi-part queries or queries that require deeper
contextual understanding. Future work could involve enhancing the retrieval engine’s ability
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to handle such queries by incorporating context-aware retrieval models or multi-hop reasoning
techniques. These methods would enable the system to generate more precise and relevant
answers when dealing with intricate academic or professional scenarios.

3. Integration with Real-World Applications- The developed system holds great potential for
integration into real-world applications, such as automated transcript evaluation for universities,
resume screening tools for recruitment, or personalized educational recommendations for
students. Future iterations could focus on integrating this pipeline with user-facing interfaces,
enabling institutions and employers to streamline their processes of evaluating academic and
professional qualifications.

4. Addressing Ethical Considerations- Given that the system handles sensitive personal in-
formation, such as academic records and professional experiences, it is crucial to address
data privacy and ethical AI practices. Future research could involve implementing privacy-
preserving techniques, such as differential privacy or federated learning, to ensure that data
processing and model training respect individual privacy and comply with data protection
regulations like GDPR.

5. SaaS-Based Application for Universities and Educational Institutions Universities and
educational institutions could benefit from a SaaS-based application that offers a SaaS
solution. This expansion would enable worldwide subscription and integration of the tool into
their admission systems. The customizable, cloud-based platform would efficiently handle
applications for various courses and academic institutions across different regions, meeting
specific requirements. The SaaS version of the tool could streamline administrative tasks
associated with the admissions process, such as sorting applications based on student grades,
experiences, or test scores. It could also generate recommendations to assist admissions
officers in making data-driven decisions and evaluating transcripts from different educational
systems, allowing for easy comparison of grades and qualifications from diverse backgrounds.
Customization for each university’s specific criteria would ensure that the platform meets
the needs of various educational institutions, making the application process more scalable,
cost-efficient, and adaptable, especially for institutions managing numerous applications.
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