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Uncertainty quantification (UQ) has been widely applied in numerical simulations in

recent years. UQ deals with estimating the statistical output from the quantities of

interest given a computational model and probability distribution of input. The Monte

Carlo (MC) method has played an important role in the field of UQ due to its simplicity

and robustness. However, the MC method suffers from a low order of convergence rate

and low execution efficiency in high-performance computing (HPC) systems.

To improve the efficiency of the MC method, this thesis proposes a new framework

method: the code intrinsic UQ (CIUQ). The core idea of CIUQ is to transform the

deterministic code (DC) into an uncertainty intrinsic code (UIC). The UIC extends

the variables by one extra dimension holding all statistical information of uncertain

variables. Instead of evaluating the instances generated by MC one by one, the UIC is

able to conduct all results via one invocation. Compared to the DC, the UIC has fewer

redundant operations with higher calculation intensity, ultimately resulting in higher

efficiency on an HPC system.

To transform a DC into a UIC, the interactions of uncertain variables through the code

will be explored. Specific algorithms are developed based on traversing the Abstract

Syntax Tree (AST) of the original code. This exploration of uncertainty propagation

details leads to a comprehensive understanding of variable dynamics within the UIC.

Based on the algorithms, the ATUQ toolkit is able to perform the two algorithms to

accomplish a general uncertainty propagation exploration for Fortran code by employ-

ing the component of ROSE compiler front-end, In addition, a general procedure of

automatically transforming a DC to UIC is also developed based on ROSE. The ATUQ

toolkit offers a potential solution for domain-specific compilers for MC simulations.

This thesis performed the transformation methodology on different numerical solvers.

The transformation methodology showed its generality and capability to reveal how un-

certainty propagates through the code. The further numerical experiments demonstrate

that the UIC can improve the vectorization of recursive loops, and take advantage of

single instruction multiple data schemes on NEC and Intel machines. Moreover, the UIC

framework can further increase the data intensity of computational kernels and thus sig-

nificantly improve strong scalability. These improvements, when compared to standard

MC approaches, showcase the effectiveness of the new framework across various types

of parallelism, significantly enhancing both efficiency and scalability.
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Zusammenfassung

Die Unsicherheitsquantifizierung (UQ) wurde in den letzten Jahren weitreichend in nu-

merischen Simulationen angewendet. UQ beschäftigt sich mit der Schätzung der statis-

tischen Ausgabe aus den Interessengrößen, die auf der Grundlage eines Berechnungsmod-

ells und der Wahrscheinlichkeitsverteilung der Eingaben gegeben sind. Die Monte-Carlo-

Methode (MC) hat aufgrund ihrer Einfachheit und Robustheit eine wichtige Rolle im

Bereich der UQ gespielt. Die MC-Methode leidet jedoch unter einer geringen Konvergen-

zordnung und geringer Ausführungseffizienz in Hochleistungsrechnersystemen (HPC).

Um die Effizienz der MC-Methode in HPC-Systemen zu verbessern, schlägt diese Arbeit

ein neues Rahmenwerk für die MC-Methode vor, indem ein deterministischer Code (DC)

in einen Unsicherheits-intrinsischen Code (UIC) transformiert wird. Der UIC erweitert

die Variablen um eine stochastische Dimension, die die unsicheren Eingabeparameter

enthält. Anstatt die vom MC generierten Instanzen nacheinander auszuwerten, kann

der UIC alle Ergebnisse durch einen Aufruf durchführen. Im Vergleich zum DC hat

der UIC weniger redundante Operationen mit höherer Berechnungsintensität und führt

letztendlich zu höherer Effizienz in einem HPC-System.

Um einen DC in einen UIC umzuwandeln, werden zunächst die Interaktionen unsicherer

Variablen im Code untersucht. Spezifische Algorithmen werden basierend auf dem

Durchlaufen des Abstrakten Syntaxbaums (AST) des Originalcodes entwickelt. Diese

Untersuchung der Unsicherheitspropagation führt zu einem umfassenden Verständnis der

Variablendynamik im UIC. In Kombination mit den Informationen des Profilers kann

das ATUQ-Toolkit die beiden Algorithmen ausführen, um eine allgemeine Unsicherheit-

spropagation für Fortran-Code mit Hilfe der ROSE-Compiler-Frontend-Komponente zu

erreichen. Darüber hinaus wird ein allgemeines Verfahren zur automatischen Umwand-

lung eines DC in einen UIC basierend auf ROSE entwickelt. Das ATUQ-Toolkit ist

potenziell eine Lösung für einen domänenspezifischen Compiler für MC-Simulationen.

Diese Arbeit führte die Umwandlungsmethodik auf verschiedene numerische Software

aus. Die Methodik zeigte ihre Allgemeinheit und Fähigkeit, wie sich Unsicherheiten

durch den Code ausbreiten. Weitere numerische Experimente zeigen, dass die UIC die

Vektorisierung rekursiver Schleifen verbessern und die Vorteile von Single Instruction

Multiple Data-Schemata auf verschiedenen Plattformen nutzen kann. Darüber hinaus

kann das UIC-Framework die Datenintensität von Berechnungskernen weiter erhöhen

und somit die starke Skalierbarkeit erheblich verbessern. Diese Verbesserungen im

Vergleich zu standardmäßigen MC-Ansätzen verdeutlichen die Wirksamkeit des neuen

Frameworks bei verschiedenen Arten von Parallelismus und verbessern sowohl die Ef-

fizienz als auch die Skalierbarkeit erheblich.
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Chapter 1

Introduction

1.1 Motivation

In the context of computational science and computer science, uncertainty quantification

(UQ) refers to the quantitative evaluation and mitigation of the influence of uncertainty.

It has been widely adopted in many computational science fields, such as computational

acoustics [2], computational fluid dynamics [3], and computational multiphase mate-

rial analysis [4]. In practice, uncertainty may come from the parameter side, such as

material properties; or from the model side such as model bias. A large number of

engineering problems encounter parameter uncertainty, as randomness may appear ei-

ther in the input parameters or the quantities of interests (QoIs) namely the output

variables [5]. Starting from this point of view, there are two major problem for para-

metric UQ: forward UQ (also known as uncertainty propagation) and backward UQ.

Backward UQ addresses the problem of how to quantify the probability distribution of

the input based on some knowledge about the output parameters. The forward UQ

converts the source of uncertainty into random output variables of fields with the help

of probabilistic methods [6]. Based on the requirement of source code modifications of

the applied simulation software, the method of forward UQ can be classified into two

categories: intrusive and non-intrusive methods. The intrusive method requires mod-

ifying the original code, one of the most important methods is the polynomial chaos

expansion method (PCE) [7]. The PCE employes a series of orthogonal polinomial to

approximate the random variables. PCE provides a compact representation and highly

accurate approximations of the output distribution, especially if the polynomial degree is

sufficiently high. As a result, it can reduce the number of samples compare to the Monte

Carlo method, and higher efficiency of calculation. However, it requires the adjust of the

code or algorithm, which creates some barrier of using it. For high-dimensional problems

1



Chapter 1. Introduction 2

the computational complexity becomes very high and eventually infeasible[8]. For the

non-intrusive method, the Monte Carlo (MC) method [9] is widely used in many fields

due to its flexibility, applicability, and robustness. Since the original source code returns

a deterministic result for a certain input, it is also called deterministic code (DC) or

deterministic model. Instead of modifying the DC, the MC method evaluates it several

times with randomized values of input parameters [10]. The convergence rate of the

MC method remains constant as O(1/
√
N) where N is the number of evaluations [11].

The computation efficiency is relatively high compare to the other sampling based tech-

niques such as non-intrusive polynomial chaos expansion method (NIPCE). The NIPCE

combines the advantage of high computation efficiency from PCE and ease of use as

a non-intrusive method. However, NIPCE suffers from “curse of dimensionality”, as

the number of required simulations grows rapidly with the number of input parameters

[6][12]. In contrast, the precision of MC depends only on the number of samples and is

therefore not affected by the curse of dimensionality. Consequently, MC becomes more

efficient than NIPCE once the number of input parameters exceeds a certain threshold.

In real applications, the MC method requires a large number of evaluations to obtain

a good estimation of the QoIs, which can become computationally expensive as the

required precision increases. Researchers have proposed various methods to improve

the time consumption of the MC method. One such approach is to use new sampling

schemes that can improve the convergence rate of the MC method, which can reduce the

number of evaluations required to achieve a certain level of precision. Famous schemes

such as, Latin hypercube sampling [13], importance sampling [14], and stratified sam-

pling [15] are widely adopted in order to accelerate MC method. Extension methods

such as multilevel Monte Carlo methods (MLMC) [16] can reduce the computational

cost by combining the majority of evaluations at a low accuracy level and with a few

model evaluations at a high level of accuracy. It can achieve a good tradeoff between

accuracy and cost. Similarly, the multifidelity Monte Carlo method (MFMC) [17] com-

bines low-fidelity models with high-fidelity models in order to reduce the time cost of

the MC method.

Nevertheless, to obtain better precision, the above-mentioned methods still require a

large amount of computational resources. Therefore, the high-performance computing

(HPC) systems are often used to accelerate the process of MC-based forward UQ. How-

ever, the calculation process of the standard MC method rises two conflicts against

modern HPC systems. These systems are optimized to be capable of executing simul-

taneously only a small number of large-scale, well-parallelized jobs, while the standard

MC method often requires evaluating hundred up to millions of small-to medium-scale

jobs [18][19]. Besides that, executing and controlling a large number of evaluations in
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parallel will be also challenging. The other conflict emerges on the I/O side. Mod-

ern HPC file systems are capable of doing so-called collective, parallel I/O. Executing

large numbers of independent small-scale jobs without collective I/O schemes can not

fully take advantage of the bandwidth optimized architecture of HPC-filesystems. UQ

software frameworks like SG++ [20] and Dakota [21] are developed to alleviate the prob-

lem of executing and controlling a large number of simulation jobs. These frameworks

execute the necessary evaluations of the simulation problem by interfacing directly or

via steering script approaches with any given DC. New scheduling strategies for a mas-

sive parallel multigrid based multilevel MC method have been investigated by Gmeiner

et al. [18]. Rizzi, Francesco tackled the extreme-scale UQ problem in DARMA [22],

an abstraction layer handling asynchronous many-task runtimes. Florian Künzner [23]

utilized a surrogate model to predict the application’s runtime to allow scheduling opti-

mization. Another strategy was proposed by E. Phipps recently; the embedded ensemble

propagation demonstrated a remarkable performance improvement utilizing an imple-

mentation in Kokkos [24]. In their follow-up article, a considerable performance was

achieved by utilizing the embedded ensemble propagation into a generalized minimal

residual method.

Even though the aforementioned approaches contributed significant advances in the

filed of MC based UQ, they did not address the problem of calculation redundancy

in the MC method, where certain parts of the code are recalculated when evaluating

different samples. Additionally, the large number of small jobs does not fully utilize the

parallelism potential of HPC systems and HPC-filesystems. Further on, from an HPC

perspective, computational resources are not used efficiently when employing methods of

the MC family. For instance, grid-based methods, which are widely used to solve partial

differential equation (PDE) systems, often suffer from the memory bandwidth bottleneck

of modern x86 64 architecture. This inefficiency is further intensified when MC-based

UQ methods repeatedly execute parts of the code for different samples. The proposed

CIUQ can mitigate this bottleneck, by increasing data intensity of calculation kernels,

fully utilizing the data parallelism of the MC method and maximizing the use of available

memory bandwidth. Consequently, the CIUQ can enhance the overall performance of

the resulting application executed on a HPC systems when applying UQ to complex

PDE systems.

1.2 Proposed method

In this work, the Code-Intrinsic UQ (CIUQ) framework is proposed to enhance the MC

method’s efficiency on HPC systems. Instead of evaluating samples one by one, a new
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code form, Uncertainty Intrinsic Code (UIC), is automatically generated from DC which

incorporates uncertain parameters directly into calculations, so eliminating redundancy.

This means that UIC processes all samples at once, combining small jobs into one large,

intrinsically well-parallelized job.

The framework handles the forward UQ problem, i.e. the uncertainty originates from

the input parameters, which directly participate in the code’s computations and interact

with other variables, propagating uncertainty throughout the system. This chain of

propagation is referred to as the uncertainty propagation path (UPP) within the code.

The primary objectives of this thesis are:

1. developing a methodology for the seamless integration of CIUQ into existing de-

terministic simulation codes in a generalized way

2. investigating the potential performance improvement introduced by the CIUQ for

different types of numerical solvers.

The main challenges of employing CIUQ are:

1. to develop a systematic method to unveil the UPP

2. to develop an automated analysis and transformation toolkit, which is able to

preserve the characteristics of MC as a non-intrusive method.

The successful resolution of this challenge provides answer to the research question: is

it possible to achieve significant performance enhancements for UQ by identifying and

leveraging common operations and algorithmic kernels that occur frequently in CIUQ.

1.3 Solution

In this work, a general approach and solutions will be presented for the challenges

mentioned above.

1. The rules governing uncertainty propagation through code are summarized and

presented in this work. Uncertainty generally propagates through four basic code

structures, each with distinct characteristics that are demonstrated and analyzed.

To offer a concise and abstract representation, all the rules of uncertainty propa-

gation will be presented in a tree form.
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2. Using the AST, the propagation rules can be described in tree form. Introducing

the AST makes it possible to transform the task of detecting UPPs into a tree

traversal problem. Specific tokens representing uncertainty will be attached to

nodes of the AST based on the uncertainty settings, and these tokens will propagate

through the tree according to the defined rules. By tracking the positions of

these tokens, UPPs can be identified. In this work, two algorithms for automatic

UPP detection are presented, tailored to handle simple statements and compound

statements, respectively, based on the corresponding propagation rules.

3. The SimFPUQ toolkit has been developed as a prototype for UPP detection, uti-

lizing the two aforementioned algorithms. Written in Python, the toolkit consists

of a lexer, a simple parser, and a detector. Each time the detector reads a state-

ment from the source code, the lexer and parser interpret it into tokens. The UPP

detection algorithms are integrated into the detector, enabling it to propagate

uncertainty tokens from one variable to another.

4. The ATUQ toolkit, demonstrated in this work, extends the SimFPUQ techniques

to automatically convert DC into UIC. Using compiler-generated ASTs, ATUQ

detects uncertainty propagation and then employs another tree traverser called

the modifier to transform the original code. Based on the uncertainty tokens

attached to the AST by the detector, the modifier reconstructs statements into new

calculation kernels. The modified AST is then converted into UIC form and passed

to the compiler backend to generate the corresponding source code or executable.

5. Numerical experiments demonstrate that the UIC can improve the vectorization

of recursive loops, and takes advantage of single instruction multiple data schemes

on different platforms. Moreover, the UIC framework can further increase the data

intensity of computational kernels and thus significantly improve strong scalability.

These improvements, when compared to standard MC approaches, showcase the

effectiveness of the new framework across various types of parallelism, significantly

enhancing both efficiency and scalability.

1.4 Outline of the thesis

The thesis is divided into two main parts. The first part provides a theoretical back-

ground for the work, while the second part presents practical implementation strategies

and performance evaluations. Chapters 2 and 3 focus on introducing the theory, while

chapters 4 to 6 deal with implementation and evaluation.
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Chapter 2 covers the theoretical background necessary for this thesis, such as the MC

method and numerical methods for solving PDEs. This chapter also introduces basic

knowledge of compiler engineering, which will be heavily utilized in chapters 4 and 5.

Chapter 3 is dedicated to the CIUQ, which explains it in detail and reformulates the UPP

detection problem via the AST. Based on the idea of solving an AST-based traversal

problem, two tools are designed to explore the UPP and help transform the DC to UIC.

Chapter 4 introduces the simFPUQ toolkit, which is a self-designed simple parser for

analyzing the UPP of a Fortran program. This chapter explains the details of the lexer

and parser as well as the detector design.

Chapter 5 further formulates the ideas from chapter 4 into two AST traversal-based UPP

detection algorithms. This chapter provides a detailed introduction to the algorithms

and discusses how to implement them into the ATUQ toolkit. By integrating the ATUQ

toolkit with the ROSE compiler, it is able to analyze more complex Fortran code and

perform automatic code transformation. This integration is also detailed in this chapter.

Chapter 6 illustrates the performance comparison of different types of partial differen-

tial equation (PDE) solvers for UIC and DC on different platforms when applying the

proposed methodologies.

Finally, the thesis concludes in chapter 7, followed by a discussion of future works in

chapter 8.



Chapter 2

Backgrounds

2.1 Overview of uncertainty quantification

UQ is a technical field that focuses on the quantification of uncertainties in mathematical

models and simulations. UQ aims to provide a systematic framework for assessing the

reliability and accuracy of model predictions, particularly when the models are used to

make critical decisions or to inform policy.

UQ involves a wide range of mathematical, statistical, and computational techniques.

One of the key components of UQ is uncertainty propagation, which involves the use

of mathematical and computational tools to propagate uncertainties in the inputs of a

model or simulation to its outputs [25]. Uncertainty propagation methods can range

from simple methods, such as MC simulation, to more sophisticated methods, such

as polynomial chaos expansion as intrusive method and stochastic collocation as non-

intrusive.

Another important component of UQ is sensitivity analysis, which involves the study

of how changes in the inputs of a model or simulation affect its outputs [26]. Sensi-

tivity analysis methods can be classified into two categories: local and global [27][28].

Local methods, such as first-order Taylor series expansion and second-order response

surface methods, estimate the sensitivity of the output to small changes in the inputs.

Global methods, such as variance-based methods [29], Sobol’ indices, and derivative-

based methods, such as gradient and Hessian-based methods, aim to capture the effects

of large changes in the inputs on the output [28].

The methods and problems mentioned above can be summarized as forward UQ, where

the goal is to predict the output or response of a system given some uncertain inputs.

There is also a very important topic that involves using observations or measurements of

7
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a physical system to infer the values of uncertain parameters or inputs that govern the

behaviour of that system. Since these problems can be regarded as the inverse problem

of forward UQ, they are also called backward UQ or inverse UQ.

This section provides an overview of both forward and backward UQ, with a focus on

introducing the theoretical background of the MC method and its derived methods,

including the Multilevel MC method.

2.1.1 Forward and backward UQ

In the late 20th century, thanks to the booming of computer technology, researchers and

engineers were able to describe sophisticated phenomena and investigate the behaviour

of complicated systems by employing high-fidelity models. Nowadays, computer simu-

lations have become an essential tool for scientific research and product development.

Despite the level of fidelity, the underlying computational models are still approximations

of the complicated real world. The uncertainty of input parameters and the inaccuracy

of the model itself are often neglected while they are applied to real applications. These

factors can strongly affect the quality of the final research design or product design.

Therefore, to mitigate these problems, UQ has emerged in the past decades. The main

task of UQ is to quantitatively evaluate how the uncertainty existing in the input or

output propagates through the model to other QoIs. UQ research can be categorized

into two areas: forward UQ analysis and backward UQ analysis. Backward UQ esti-

mates the probability properties of the input parameters by knowing the certainty of

QoIs probability properties. A Bayesian formulation is often involved in solving the

inverse problem. In contrast, forward UQ aims to model how uncertainties of the input

parameter propagate through the model and finally affect the IoQs. There are plenty of

methods that can be used to perform a forward UQ analysis.

Assuming there is a deterministic computational model that maps input variable X to

output Y (i.e., M : X → Y), the uncertainty source from the input will be quantified

via a specific modelling choice made by the user, such as probability distributions or

random fields. The quantified uncertain parameter will then be adopted into the model

so that the uncertainty will propagate through the computational model. Depending

on the model used to evaluate the input parameters, the method of forward UQ can

be categorized into two types: the intrusive type and the non-intrusive type. Non-

intrusive type methods still employ the deterministic model M, which means model

modification is not necessary for researchers or engineers. The MC method is one of the

most famous non-intrusive methods. The deterministic code is required to run multiple

times to handle the quantified input data, which can lead to computationally intractable
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problems as high-fidelity models can take up to hours to execute a single set of input

parameters. The details of the MC method will be introduced later in section 2.1.2.

For the intrusive method, a new model M′ is built. The new model behaves like the

original model but the input parameters are uncertain. This model needs to be exe-

cuted only once, and the statistical properties of QoIs can be obtained. The classical

polynomial chaos expansion method is an intrusive method. The intrusive methods in-

voke the computational model only once, which can avoid extremely high time costs for

high-fidelity computation. However, the flexibility of intrusive methods is relatively low

compared to non-intrusive methods since modifying the model code is often not feasible

due to legacy code, proprietary software, etc.

2.1.2 Monte Carlo method for forward UQ

The standard MC method is one of the most basic methods to solve the forward UQ

problem. Consider a deterministic computational model: M : X → Y. Assume that an

input variable X ∈ X is random, and the corresponding output is Y = M(X).

The goal of the forward UQ is to estimate the statistical property of output Y with

given statistical information of input random variable X. Assume the random variable

follows a random distribution p. The mean value of the QoI µ can then be obtained as:

µ =

∫
X
M(x)p(x)dx (2.1)

The MC method draws samples of X from distribution pX(x) by inverse method and

the mean value µ can be approximated as [6]:

µ =

∫
X
M(x)p(x)dx ≈ 1

n

n∑
i=1

M(xi) (2.2)

As an example, figure (Fig.) 2.1 illustrated several samples generated according to the

statistical property of the input random variable. Let x1, x2, ...xn denote the instances

of random variable X generated according to the density function. Each instance will

be calculated through the deterministic model M. The corresponding result values are

y1, y2, ..., yn. To estimate the mean of the random variable s = E[Y ], equation (eq.)

(2.3) is employed.

s̃n =
1

n

n∑
i=1

yi (2.3)
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Since the sampling is assumed to be independent and identically distributed (i.i.d), s̃n

is a random variable and the mean of s̃n is exactly s since

E[s̃n] =
1

n

n∑
i=1

E[yi] = s (2.4)

As a result, the MC method is an unbiased estimator. Furthermore, suppose the variance

V[Y ] = σ2 < ∞, the variance of average s̃n yields:

V[s̃n] = E[(s− s̃n)
2] =

σ2

n
(2.5)

According to eq. (2.5), the root mean square error(RMSE) is σ√
n
thus the convergence

rate of MC estimator is of order n−1/2. Where n is the number of samples. As described

in Fig. 2.1, there are generally three steps to perform a forward UQ via MC:

1. The input variable X, as well as its probability density function (PDF), will be de-

termined. Several i.i.d samples will be generated according to the PDF of random

variable X.

2. The samples will be evaluated separately by the deterministic model M. The

corresponding output values yi = M(xi) will be collected.

3. The collected data will be used to analyze the statistical properties of the output

random variable Y such as mean, variance, higher-order moments, or its PDF.

The standard MC method uses deterministic code to evaluate each sample, which is

considered an advantage since it does not require modification of the code. Additionally,

the convergence rate of the MC method is only affected by the number of samples, which

means that MC is not affected by the “curse of dimensionality”. However, the MC

method still has many constraints when applied to engineering applications, particularly

regarding time and resource requirements. To obtain a good approximation for the

QoIs, a large number of samples need to be evaluated by the deterministic code, since

the convergence rate is O(1/
√
N). Due to this fact, the standard MC method is a very

time-consuming method, which makes it unfeasible for complex engineering problems.

The MC method is suitable for evaluating small to medium-sized problems (with single

evaluation times ranging from seconds to hours).

2.1.3 Accelerating standard MC with variance reduction techniques

As shown in Fig. 2.1, multiple samples xi will be generated according to the character-

istics of a random variable X. Different sampling approaches are developed to improve
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Figure 2.1: Forward UQ using MC

the performance of the MC method. Methods such as Latin hypercube sampling (LHS)

[30], and importance sampling techniques are based on the so-called variance reduction

techniques. In this thesis, the mathematical background of the variance control method

will be introduced by explaining the LHS method.

In variance reduction techniques, the expectation value of QoI is not directly calcu-

lated by generating samples according to the distribution p. An arbitrary PDF q(x) is

supposed to estimate the expectation. Eq. (2.1) would be transformed as:

µ =

∫
X
M(x)

p(x)

q(x)
q(x)dx (2.6)

Now, a set of random samples x1, ..., xn ∈ X will be drawn from the new supposed

alternative PDF q. Similarly to eq. (2.2), the expectation can be evaluated as:

µ =
1

n

n∑
i=1

M(xi)
p(xi)

q(xi)
dx (2.7)
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As discussed in section 2.1.2, the convergence rate depends on the variance of the ex-

pectation value µ, namely V(µ) = σ2

n . Where

σ2 =

∫
X

(M(x)p(x))2

q(x)
dx− µ2

=

∫
X

(M(x)p(x)− µq(x))2

q(x)
dx

(2.8)

The variance can be further estimated as [6]:

σ̂2 =
1

n

n∑
i=1

(M(xi)
p(xi)

q(xi)
− µ)2 (2.9)

Eq. (2.9) indicates that the optimal sampling density q can be chosen given in the

following form:

qopt =
M(x)p(x)

µ
(2.10)

Which achieves σ̂2 = 0 and indicates that the expectation µ can be directly calculated

without any sampling [31]. Although the ideal situation can not be achieved in practice,

this framework offers a way to accelerate the MC process. By choosing a proper PDF

q, the variance in eq. (2.9) can be reduced so that the convergence speed of the MC

method will be faster.

Many famous sampling schemes such as LHS, the importance sampling method, and

the stratified sampling method are based on the idea of this framework. Take the LHS

method as an example. It was first published by McKay et al [32]. In LHS, the whole

sampling interval will be split into N contiguous intervals. In each interval, the random

variable X has equal probability with respect to the cumulative distribution function

(CDF):

FX(x) =

∫ x

−∞
q(x)dx (2.11)

, where q(x) is the PDF of the random variable X. The samples are selected according

to the inverse function of CDF [33]:

xk = F−1(
k − 0.5

N
) (2.12)

To achieve a stable sampling result, the following scheme is often used [34]:

xk =

∫ ξk
ξk−1

xq(X)dx∫ ξk
ξk−1

q(X)dx
, k = 1...N (2.13)

Where ξk−1 and ξk are the lower and upper bound of the kth interval respectively. A

comparison between randomly generated samples and LHS generated samples is shown
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in Fig. 2.2. The samples generated by the LHS method cover the space uniformly.

For the LHS generated samples, each box contains only one sample, whereas several

randomly generated samples may appear in the same box. This indicates that LHS

generated samples are more efficient in describing the forward propagation across the

whole domain. Due to the good convergence rate, the LHS was employed in this work

to generate samples for the executed MC simulations.

(a) samples generated by LHS method (b) random generated samples

Figure 2.2: Comparison between random generated samples and LHS generated sam-
ples

2.1.4 Multilevel MC method

The Multilevel Monte Carlo (MLMC) method is a computational method used for the

numerical approximation of expectations or integrals of expensive stochastic functions.

It was introduced by Mike Giles in a series of papers around 2008-2009 [35][36]. The

MLMC is very similar to the variance control method [16]. Consider a two-level version

of the MLMC, in this method two deterministic mathematical models are available to

estimate the mean and variance for the QoIs. Denotes these two models as M0 and M1.

Due to the linearity of the expectation operator, the following relation holds:

E[M1(X)] = E[M0(X)] + E[M1(X)−M0(X)] (2.14)

The estimator for the QoIs can be written as:

1

N0

N0∑
i=1

M0(xi) +
1

N1

N1∑
i=1

(M1(xi)−M0(xi)) (2.15)
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In this estimator, the model M0 will be evaluated N0 times while model M1 will be

evaluated N1 times. Let C0 and C1 denote the costs of evaluating model M0 and M1,

respectively. Assume C0 < C1, and V0 and V1 are the corresponding variance of M0(X)

and M1(X) − M0(X). In addition, the costs C0 and C1 are fixed. By optimizing the

overall variance V0N0 + V1N1, the number evaluations has following relationship:

N1

N0
=

√
V1/C1√
V0/C0)

(2.16)

The MLMC is a generalized form of the above-introduced two-level MC estimator.

The precise description of MLMC as specified in [16] is: Given a sequence of mod-

els M0, ...,Ml−1 which approximates the QoI with increasing accuracy but with also

increasing calculation cost. Similar to the two-level formulation

E[ML(X)] = E[M0(X)] +
L∑
l=1

E[Ml(X)−Ml−1(X)] (2.17)

Similarly, let Cl, Vl denote the cost and variance of calculating one sample through Ml,

the number of samplesNl can be determined by minimizing the following object function,

according to the original MLMC from [16]:

L∑
l=0

(NlCl + µ2N−1
l Vl) (2.18)

where µ2 is a Lagrange multiplier. Minimizing eq. (2.20) delivers Nl = µ
√
Vl/Cl

According to [35], to achieve an overall variance of ϵ−2 then µ = ϵ−2
∑L

l=0

√
VlCl. The

optimal sample size for each level can be written as:

Nl = ϵ−2(

L∑
l=0

√
VlCl)

√
Vl/Cl (2.19)

and the total computational cost is

Ctotal = ϵ−2(
L∑
l=0

√
VlCl)

2 (2.20)

The basic MLMC numerical algorithm can be performed as follows:

step 1: Set L = 0 as starting value

step 2: Estimate VL using standard MC via setting an initial set of NL = 104 [35]

step 3: Define the optimal Nl, l = 0, ..., L according to eq. (2.19)
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step 4: Evaluate samples at each level if the new Nl is larger than the default value 104

step 5: For L ≤ 2, test convergence of variance, exit if converged

step 6: If it is not converged or L < 2 set L = L+ 1 and go to step 2

2.2 Solving partial differential equations

In many engineering fields, the core problem is how to solve the dominant PDE, such

as in fluid dynamics or static electrical problems. In practice, it is very rare to find an

analytical solution, so numerical methods become indispensable. To solve the PDE nu-

merically, the main idea is to discretize time and space, allowing for easy approximation.

In this thesis, four different types of spatial discretization methods will be introduced:

the finite difference method (FDM), the finite element method (FEM), the finite volume

method (FVM), and the discontinuous Galerkin method (DGM). Additionally, three

different temporal discretization schemes will be explained.

2.2.1 Spatial discretization scheme

2.2.1.1 Finite difference method

The FDM is normally based on a grid defined by discrete points [37]. To simplify the

problem, this thesis employs equidistant mesh points. Define the forward difference

operator ∆h[] as:

∆h[f ](x) = f(x+ h)− f(x) (2.21)

The first order derivertive can be approxmiate by:

f ′(x) ≈ ∆h[f ](x)

h
(2.22)

as the step h is close to zero. Define the backward difference operator as:

∆−h[f ](x) = f(x)− f(x− h) (2.23)

The second derivative can be expressed as:

f ′′(x) ≈
∆2

h[f ](x)

h2
=

∆h[f ](x)−∆−h[f ](x)

h2
=

f(x+ h)− 2f(x) + f(x− h)

h2
(2.24)

The FDM method is widely applied to solve various engineering problems due to its sim-

plicity in derivation and ease of numerical implementation. To illustrate its application,
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Figure 2.3: Illustration of equidistant grid points of FDM

the usage of the FDM to solve the Poisson equation eq. 2.25 in a subspace of R2 will be

demonstrated.

−∆u = f (2.25)

Assume a Cartesian mesh with n ∗ n equidistant grid points is used to discretize the

domain Ω = [0, 1]× [0, 1]. For an interior point (i, j), as shown in Fig. 2.3, the Laplace-

Operator can be approximated using a second-order central finite difference operator:

(
∂

∂x2
+

∂

∂y2
)ui,j ≈

ui−1,j − 2 ∗ ui,j + ui+1,j

h2
+

ui,j−1 − 2 ∗ ui,j + ui,j+1

h2
(2.26)

By replacing the Laplace-Operator with the finite difference operator in eq. (2.25), the

resulting equation for point (i, j) becomes:

ui−1,j − 2 ∗ ui,j + ui+1,j

h2
+

ui,j−1 − 2 ∗ ui,j + ui,j+1

h2
= f(ui,j) (2.27)

Since the value of f(ui,j) can be explicitly calculated, it can be denoted as fi,j . Eq.

(2.27) can be simplified as:

−4 ∗ ui,j + ui+1,j + ui−1,j + ui,j−1 + ui,j+1

h2
= fi,j (2.28)

The local equation for each point can be assembled into a global linear algebraic system,

which takes the form:

Au = f (2.29)

Where A is the coefficient matrix representing the finite difference discretization of the

Laplace operator, u is the solution vector, and f is the vector representing the source

term at each grid point. By applying the appropriate boundary conditions, eq. (2.29)
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can be solved via linear solver and correctly conduct the unique solution of the target

problem.

2.2.1.2 Finite element method

FEM offers great capability to handle not only structured grids but also unstructured

grids. It is also a powerful tool for simulating engineering problems with complex ge-

ometry [38]. Therefore, FEM is widely adopted in mechanical engineering, electrical

engineering, and other fields [39]. The core idea of the FEM is the Galerkin approach,

which reformulates a continuous problem into its weak (variational) form. This weak

formulation enables discretization by restricting the solution space to finite-dimensional

subspaces spanned by basis functions, such as piecewise-linear or higher-order polyno-

mials.

Recall the Poisson equation described in eq. (2.25). The FEM method requires convert-

ing the original PDE into the weak form by integrating both sides after applying a test

function v. The weak form of the Poisson equation is illustrated in eq. (2.30)

−
∫
Ω
v∆udΩ =

∫
Ω
vfdΩ (2.30)

The weak form can be transformed by applying Stokes’ theorem as follows:∫
Ω
∇v∇udΩ−

∫
∂Ω

v∇ud∂Ω =

∫
Ω
vfdΩ (2.31)

For simplicity, assume that the boundary of the domain ∂Ω is a homogeneous Dirichlet

boundary, where the solution u = C is constant on ∂Ω. The eq. (2.31) can be further

simplified to eq. (2.32) ∫
Ω
∇v∇udΩ =

∫
Ω
vfdΩ (2.32)

The Galerkin method is used to obtain an approximate solution of weak form in a finite

dimensional subspace. Let the subspace Vh = span{ϕ1, · · · , ϕN}. Any test function

v ∈ Vh can be uniquely represented as v =
∑N

i=1 ṽiϕi, for e.g ϕi can a piecewise linear

function, such that it is linear in each element and ϕi(xj) = δij , where δij is the Kronecker

delta function. The method aims to find the best approximation of solution u in the

subspace Vh by using a similar representation for the approximated result. Which means

the solution u ≈
∑N

j=1 ũjϕj . Denoting ũ = {ũ1, · · · , ũN}, ṽ = {ṽ1, · · · , ṽN}, ϕT =

{ϕ1, · · · , ϕN}. Eq. (2.32) can be reformed as:∫
Ω
∇(
∑
i

viϕi)∇(
∑
j

ujϕj) =

∫
Ω
f
∑
i

viϕidΩ (2.33)
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Figure 2.4: Illustration of the FEM by choosing the nodal basis functions as piece-
wise linear function

By choosing the value of ṽ as

vi =

1 if i = j

0 otherwise
(2.34)

Therefore, eq. 2.33 yields

∑
j=0

uj

∫
Ω
uj∇ϕi∇ϕj =

∫
Ω
fϕidΩ (2.35)

Denote A = (Ai,j)N∗N with Ai,j =
∫
Ω∇ϕi∇ϕjdΩ. As illustrated in Fig. 2.4, choosing

the function subspace as nodal basis functions ϕi is a piece-wise linear function with

ϕi(xj) = δi,j , eq. (2.35) becomes:

Au = f (2.36)

with

Ai,j =

∫
Ω
∇ϕi∇ϕjdΩ, fi =

∫
Ω
ϕifdΩ (2.37)

2.2.1.3 Finite volume method

The FEM requires the assumption of a continuous function within domain Ω across

different cells. Oscillation arises in case the FEM is applied to solve a problem with

a large gradient or noncontinuous characteristics such as fluid dynamics problems [38].



Chapter 2. Backgrounds 19

For these types of problems, the FVM is a better candidate. As a grid-based method,

FVM can use the same grid as the FEM used. Therefore, FVM has also a strong ability

to simulate complicated geometry using different types of elements. Instead of using the

nodal basis function which is based on the value of discrete points, a FV scheme utilizes

the cell averages. This scheme doesn’t require continuity between cells, allowing the

FVM to better simulate problems with jump discontinuities in nonlinear conservation

laws [40][41]. To illustrate the characteristics of the FVM, a general first order hyperbolic

equation in 1D space is considered.

ut + fx(u) = 0 (2.38)

The FVM scheme is based on the integral conservation of the equation. Therefore

integration over the grid cell domain Q is applied.∫
Q
ut +

∫
Q
fx(u)dA = 0 (2.39)

According to the divergence theorem, and normalizing the equation with the volume of

the grid, Eq. (2.39) can be transformed as:

ūt +
1

|Q|

∫
∂Q

f(u) · n dx = 0 (2.40)

where n is the normal direction of face and ūt =
1
|Q|
∫
Q udx. In this form, ūt represents

the rate of change of the average value of u in the cell, and |Q| is the volume of the

control volume. For spatial discretization, as illustrated in Fig. 2.5, a local function ū

is employed to approximate the flux. The value of each cell is assumed to be a constant

value ui. Applying the time discretion for the evolutional eq. (2.40), it yields:

un+1
i − uni +

1

|Qi|

∫ tn+1

tn

[f(ui+ 1
2
)− f(ui− 1

2
)]dt = 0 (2.41)

As it is illustrated in Fig. 2.5, the function values at the position xi+ 1
2
are not uniquely

defined. To approximate eq. (2.41), different schemes are developed. Such as the

Godunov’s scheme, Lax–Friedrichs method, etc. In Godunov’s scheme, the time integral

will be replaced by the numerical flux with:∫ tn+1

tn

f(ui+ 1
2
) = ∆t ∗ g(uL, uR) (2.42)

since f(u) will be approximated by numerical flux g(uL, uR). Where uL and uR are

the values of the left and right sides of the grid boundary, respectively. Taking an

example of Fig. 2.5, at the left boundary of the i-th cell, uL is the value of i− 1-th cell,
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Figure 2.5: Illustration of FVM discretization scheme

namely ui−1. Analogously, uR = ui can be obtained. The flux function g(uL, uR) is an

approximation to the exact solution of the Riemann problem. In the FVM scheme, an

approximated solution is often implemented to balance the cost of solving the Riemann

problem and the accuracy. For example, the Roe solver [42] is widely used in the FVM

as an approximated solver. The details of these schemes and solvers are beyond the

topic of this thesis.

Assume the numerical flux can be approximated via the above-mentioned method based

on the current time step n. Eq. (2.41) can be updated through the Euler explicit scheme

by:

un+1
i − uni

∆t
+

Fn
i+ 1

2

− Fn
i− 1

2

|Qi|
= 0 (2.43)

Where F represents the numerical flux value at a certain time step and position. FVM is

often considered well-suited for solving hyperbolic-type PDEs. With some modifications,

it can also be applied to parabolic PDEs such as Poisson’s equation mentioned earlier.

To do so, both sides of eq. (2.25) are integrated. Using the same equidistant grid as

before, the resulting equation can be derived easily:∫
∂D

∂u

∂x
dx+

∫
D
fdx = 0 (2.44)

To approximate the value of ∂u
∂x at the cell boundary, Taylor expansion theory is employed

at the boundary. For simplicity, the 1D case is illustrated in this thesis:

ui+1 = ui+ 1
2
+

∆x

2

∂u

∂x

∣∣∣∣
i+ 1

2

+O(∆x2)

ui = ui+ 1
2
− ∆x

2

∂u

∂x

∣∣∣∣
i+ 1

2

+O(∆x2)

(2.45)
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The first-order derivative can be approximated as:

∂u

∂x

∣∣∣∣
i+ 1

2

=
ui+1 − ui

∆x
(2.46)

With the help of eq. (2.46), eq. (2.44) can be transformed as:

ui+1 − ui
∆x

− ui − ui−1

∆x
+∆xfi = 0 (2.47)

After the reformation, the same algebraic equation as illustrated previously is obtained,

namely in the form of Eq. (2.29)

2.2.1.4 Discontinuous Galerkin method

The DG method is a combination of FEM and FVM. The main derivation process is

based on the FEM method, namely the Galerkin method. The essential distinction

between these two methods is that the DG method uses locally defined ansatz in each

cell, which is similar to the FVM method. By adopting the locally defined ansatz, the

DG method can be employed as a general framework for developing solutions for different

governing equations. Moreover, for high-order schemes, the DG method only needs to

obtain boundary data from its neighbours. This makes the DG method well-suited for

parallel computer platforms compared to classical high-order schemes of FVM, such as

ENO [43] or WENO [44]. Let the eq. (2.38) be used again to illustrate how to solve a

PDE via the DG method. Similar to FEM, the DG method requires the weak form of

the governing equation by multiplying it with the test function v. The weak form of the

eq. (2.38) yields: ∫
Ω
utvdx+

∫
∂Ω

f(u)vds−
∫
Ω
f(u)∇vdx = 0 (2.48)

The result u is approximated in a subspace spanned by {ϕ1, · · ·ϕN}. The result u of

each cell Q ⊂ Ω can be represented by u|Q ≈
∑N

i=1 ũiϕi. Since the results are defined

in each cell locally, the values of f(u) at the boundaries of two neighbouring cells are

not identically defined. A demonstration of this discontinuity is shown in Fig. 2.6.

Analogous to the FVM, this problem can be eliminated by introducing an exact or

approximated Riemann solver at each boundary to evaluate the numerical flux. The

weak form eq. (2.48) of each cell can be formulated as:∫
Ω
uQt ϕ

Q
i dx+

∫
∂Q

g(uQL , u
Q
R)ϕ

Q
i ds−

∫
Ω
f(uQ)∇ϕQ

i dx = 0, i = 1, · · · , N (2.49)
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Figure 2.6: Illustration of discontinuity of at the boundary of each cell

where g(uQL , u
Q
R) represents the numerical flux and ϕQ

i are the test functions defined

within each cell.

This weak form can be simplified and reshaped as:∫
Ω
uQt ϕ

Q
i dx = L(uQ, ϕQ), i = 1, · · · , N (2.50)

where L(uQ, ϕQ) =
∫
Ω f(uQ)∇ϕQ

i dx−
∫
∂Q g(uQL , u

Q
R)ϕ

Q
i ds.

The left-hand side, representing the time derivative term, can be expressed as:

∫
Ω
uQt ϕ

Q
i dx =

∫
Q

∂

∂t

N∑
j=1

ũQ(t)ϕQ
j ϕ

Q
i =

∂

∂t

N∑
j=1

ũQ(t)

∫
Q
ϕQ
j ϕ

Q
i dx (2.51)

This simplifies the weak form to a matrix equation for the DG method. As already

shown before in the introduction of the FEM, eq. (2.48) can be written in a compact

form:
∂uQ

∂t
= M−1L(uQ,ϕQ) (2.52)

where M is the mass matrix with elements Mi,j =
∫
Q ϕQ

j ϕ
Q
i

2.2.2 Temporal discretization schemes

Since a PDE involves both spatial and temporal derivatives, the temporal discretization

scheme is essential for numerically solving the equation. Generally, temporal discretiza-

tion schemes can be classified into two main categories: implicit and explicit schemes.
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Suppose a ODE has the following form:

∂u

∂t
= f(u, x, t,

∂u

∂t
,
∂2u

∂t2
) (2.53)

Let un denote the value of u at the n-th point in time. Assume all values at the n-th

point in time are known while the value un+1 is to be computed. A generalized scheme

using a weighted average value for the approximation of the variable value at the n+ 1

th time step is expressed as:

un+1 − un

∆t
= α · fn(u, x, t,

∂u

∂t
,
∂2u

∂t2
) + (1− α) · fn+1(u, x, t,

∂u

∂t
,
∂2u

∂t2
) (2.54)

Where fn(u, x, t, ∂u∂t ,
∂2u
∂t2

) represents the value of function at the n-th point in time.

According to eq. (2.54), a pure explicit scheme is defined if α = 1, and the pure implicit

scheme is defined in case α = 0. If α = 0.5, it is referred to as the Crank-Nicolson

scheme. In this section, the advantages and disadvantages of the defined methods will

be introduced. Using the example of a heat transfer problem, the differences between

these approaches will be illustrated in detail.

2.2.2.1 Pure explicit scheme

The pure explicit scheme requires α = 1 so that eq. (2.54) becomes:

un+1 = un +∆t ∗ fn(u, x, t,
∂u

∂t
,
∂2u

∂t2
) (2.55)

In this scheme, the right-hand side depends solely on the values at the n-th time point.

Since these values are available, the right-hand side can be computed directly, and un+1

is obtained straightforwardly. The main advantage of the explicit scheme is its simplicity

and relatively low computational cost. Additionally, because the explicit method com-

putes the next value directly, it does not require extra memory for storing intermediate

information. These advantages make the explicit scheme suitable for solving transient

problems in complex systems, such as turbulence simulations.

However, the explicit method has a notable drawback related to stability. For example,

in simulating the transport equation, the time step size is constrained by the cell size

and cell velocity with the condition ∆t ≤ ∆x
u . Where ∆t, ∆x, u are the time increment,

cell size, and cell velocity, respectively. The time increment must satisfy specific criteria

to ensure convergence of the explicit scheme [45][46]. For problems requiring high spa-

tial resolution, the time step may need to be very small. Therefore, for large time scale

investigations or when focusing on the steady state, the explicit scheme might not be

the most efficient choice.
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Figure 2.7: The explicit stencil for a 1D heat transfer problem

Here is an example of using the explicit finite difference scheme to solve a 1D heat

transfer equation:
∂T

∂t
= α

∂2T

∂x2
(2.56)

Where T is the temperature. The eq. (2.56) can be discretized by the explicit finite

difference scheme as follows:

Tn+1
i − Tn

i

∆t
= α

Tn
i+1 − 2Tn

i + Tn
i−1

∆x2
(2.57)

Rearranging eq. (2.57) to solve for Tn+1
i yields:

Tn+1
i = Tn

i + α∆t
Tn
i+1 − 2Tn

i + Tn
i−1

∆x2
= RiT

n
i

(2.58)

With Ri = [α∆t
∆x2 , 1 − 2α∆t

∆x2 ,
α∆t
∆x2 ], T

n
i = [Tn

i+1, T
n
i , T

n
i−1]

T . Therefore, in this 1D finite

difference grid, the value of point Tn+1
i is contributed by three points of the current step

as shown in Fig. 2.7.

2.2.2.2 Pure implicit scheme

The pure implicit scheme can be formulated as:

un+1 = un +∆t · fn+1(u, x, t,
∂u

∂t
,
∂2u

∂t2
) (2.59)

In contrast to the explicit method, the right-hand side of the implicit method includes

values at the

(n+ 1)

-th time step, making the equation dependent not only on the current state but also

on itself. The value of the (n+1)-th step depends not only on the current state but

also on itself. Therefore, solving this scheme requires solving an algebraic equation.

The Newton-Raphson method is commonly used for this purpose, solving eq. (2.59)
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Figure 2.8: The implicit stencil for a 1D heat transfer problem

iteratively [47][48]. The implicit method is unconditionally stable [49] so that the time

increment can be arbitrarily large. However, it demands significantly more computa-

tional resources due to the need to solve the algebraic equations, making it generally

more resource-intensive than the explicit method.

Similarly, eq. (2.56) can be discretized using the implicit finite difference method as:

Tn+1
i − Tn

i

∆t
= α

Tn+1
i+1 − 2Tn+1

i + Tn+1
i−1

∆x2
(2.60)

This equation can be further reformed as:

LiT
n+1
i = −α∆t

∆x2
Tn+1
i+1 + (1 + 2

α∆t

∆x2
)Tn+1

i − α∆t

∆x2
Tn+1
i−1 = Tn

i (2.61)

In eq. (2.61), a triangle matrix is assembled. By solving this algebraic equation, the

values for the next time step can be determined. In this 1D finite difference grid, the

value at point Tn+1
i is contributed by only one point of current step n and two adjacent

points of the next time step n+ 1 as illustrated in Fig. 2.7.

2.2.2.3 Crank-Nicolson scheme

The Crank-Nicolson scheme can be regarded as a combination of the explicit and implicit

methods, as defined by:

un+1 − un

∆t
=

1

2
(fn(u, x, t,

∂u

∂t
,
∂2u

∂t2
) + fn+1(u, x, t,

∂u

∂t
,
∂2u

∂t2
)) (2.62)

However, this combination is not simply an average of these two methods. Since un-

known variables of the (n + 1)-th time step are still involved in the right hand-side of

the evaluation, the Crank-Nicolson scheme should be regarded as an implicit method.

Therefore, it is also unconditionally stable for many PDE problems. For special prob-

lems, such as the uncertain heat equation, the Crank-Nicolson method showed better

performance and stability compared to the implicit Euler scheme [50].
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Figure 2.9: The Crank-Nicolson stencil for a 1D heat transfer problem

Analogously, the corresponding discretization of eq. (2.56) via the Crank-Nicolson

scheme can be formulated as:

−rTn+1
i+1 + (1 + 2r)Tn+1

i − rTn+1
i−1 = rTn

i+1 + (1− 2r)Tn
i − rTn

i−1 (2.63)

Where r = α∆t
2(∆x)2

. Eq. (2.63) can be denoted as

LiT
n+1
i = RiT

n
i (2.64)

Since all terms on the left-hand side are unknown, the solution process for eq. (2.64)

is similar to the one of the implicit method. With respect to the stencil relation, the

Crank-Nicolson method combines both, implicit and explicit method as shown in Fig.

2.9

2.3 Parallel computing

The development of scientific computing has been strongly influenced by computational

techniques. The modern computer, which emerged in the 1930s, marked the first major

advancement in scientific computing. Since then, scientific computing has entered a

modern era in which many problems that were once considered impossible can now be

solved. This progress has given rise to new disciplines such as computational mechanics,

computational quantum chemistry, and computational finance, providing researchers

with innovative tools and perspectives for advancing their work.

To obtain accurate results or simulate complex physical phenomena, fine grids and high-

precision methods are often used in algorithms. However, this introduces a tremendous

number of degrees of freedom, making the computational demands infeasible for tradi-

tional sequential computers. In these situations, HPC is used to accelerate the simulation

process. A well-known solution for HPC is the supercomputer, which consists of thou-

sands of computer nodes working together to complete a task. The key principle behind



Chapter 2. Backgrounds 27

HPC is to take full advantage of parallelism and memory hierarchies [51]. Parallelism

can be achieved at several levels, from the processor level to the instruction level. Differ-

ent implementations of parallelization can also lead to different machine architectures.

The concept of memory hierarchies is crucial because it balances the trade-offs between

speed and capacity. Dynamic random-access memory (DRAM) offers large storage ca-

pacity by using a single transistor per bit but has slower access times compared to static

random-access memory (SRAM), which uses six transistors per bit for faster access but

at a higher cost and space requirement. To strike a balance between performance, cost,

and capacity, a combination of both DRAM and SRAM is commonly used in modern

computing systems.

Parallelism There are two typical parallelism schemes that are not only used in HPC

but are also widely employed by modern microprocessors: instruction-level parallelism

(ILP) as high-level parallelism and multiprocessors as low-level parallelism. ILP is typ-

ically implemented via a combination of hardware and compiler techniques [51]. To

achieve ILP, both the compiler and hardware check for instruction dependencies. Once

these dependencies are identified, independent instructions can be reordered or resched-

uled to execute simultaneously. ILP can be beneficial for ordinary sequential programs

executed on a sequential model, as it allows the programmer to easily accelerate their

code without changing its structure. This concept has influenced computer architecture

design, with reduced instruction-set computer (RISC) architecture aiming to simplify

instructions to facilitate efficient detection and rearrangement of instruction dependen-

cies. The ideas behind developing RISC have also been widely adopted into one of the

most popular microprocessor architectures, x86, which is actually a complex instruction

set computer (CISC) architecture. In addition to RISC, the single instruction multiple

data (SIMD) architecture was also directly inspired by ILP and will be introduced in

detail later.

ILP is a parallelism strategy applied within a single specific thread executed on the pro-

cessor. In modern computer architecture, as single-core performance has stagnated due

to limits in increasing core frequency, the computer industry has shifted toward multi-

core designs, with some supercomputers now integrating over 500,000 cores [49]. To

fully leverage the power of many processors, parallel computing strategies have become

essential. In contrast to ILP, multiprocessors employ thread-concurrent parallelism, and

programmers need to write multithreaded code for them. Each processor deals with one

or multiple threads that are part of the whole task. Calculation-intensive problems, such

as fluid dynamics simulation and particle simulation, can benefit tremendously from em-

ploying multiprocessors. For large problems, more than 1000 up to 10,000 CPU cores can

be utilized to reduce the computational time to an acceptable level [52][53]. However,

writing multithreaded code is more complex than sequential programming, particularly
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Figure 2.10: The hierarchy of the memory system

for large-scale engineering applications. As each processor or thread handles only a por-

tion of the task, data synchronization and communication between threads/processors

are required. Issues such as race conditions can arise when multiple threads/processors

attempt to access or modify the same data concurrently, potentially causing crashes or

memory corruption. To address these challenges and ease the burden on programmers,

the Message Passing Interface (MPI) [54] standard was developed in the 1990s, provid-

ing a solution for distributed memory parallel programming.

Memory hierarchies A computer’s performance depends not only on processor speed

but also on the efficiency of memory access. For data-intensive areas such as scientific

computing, memory bandwidth often becomes the bottleneck for improving performance.

Therefore, designing an efficient memory subsystem that provides fast access without

excessive resource consumption is a key challenge. The memory hierarchy addresses this

challenge by balancing cost and performance. Fig. 2.10 shows the typical structure of a

memory hierarchy. At the top of the hierarchy, the register is the closest unit to the pro-

cessor. Register core cell designs exist with various number of transistors, the standard

choice is the cell with 6 transistors to store 1 bit of data, which enables very fast read and

write speeds[55]. The register is usually very small compared to the other units in the

memory system due to its high cost. Instructions and required data for the processors

will be temporarily stored there. Between the register and the main memory lies the

cache, which significantly boosts memory access speed. Typically made of SRAM and

ranging from kilobytes to megabytes, cache stores frequently used data. This allows the

processor to access it directly, rather than relying on slower main memory, which is two

to three orders of magnitude slower by comparison [51]. At the base of the hierarchy

are the main memory and disk storage. These units provide large storage capacities and

are suited for storing less frequently accessed or offline data due to their higher storage

density.



Chapter 2. Backgrounds 29

Multiprocessor computer architecture Multiprocessor computer architectures can

be broadly categorized based on their memory types: shared memory and distributed

memory architectures [56].

In shared memory architectures, all CPUs have access to a common memory space,

meaning any CPU can read or write to the same memory at any time. This design

reduces the overhead associated with communication and synchronization between pro-

cessors. However, as the number of processors increases, shared memory systems face

bandwidth limitations due to the system bus, which can become a bottleneck.

Conversely, in distributed memory systems, each processor has its own private memory

that is not accessible to other CPUs [56]. Since there is no global memory address

space, explicit communication between processors is required when one processor needs

data from another. Distributed memory systems avoid the bandwidth issues of shared

memory systems, making them more scalable as additional processors are added.

MPI is a standardized library interface used to facilitate the communication required

in distributed memory systems. It defines the syntax and semantics for routines that

support parallel programming in languages such as C, C++, and Fortran. Since its

introduction with MPI-1.0 in 1995, the MPI standard has been continuously updated,

with MPI-4.0 being released in June 2021. MPI has both open-source implementations,

like MPICH and Open MPI as well as commercial implementations, such as Intel’s MPI.

In this work, all target codes, unless explicitly stated otherwise, are programmed using

the MPI standard and executed on a distributed memory system

The SIMD system In ILP, independent instructions may happen to be the same. A

typical example is an addition operation on two vectors or arrays. The “add” instruction

will be repeated multiple times until all elements of the vectors have been processed.

It is easy to notice that there is no dependency between each “add” instruction for the

elements of the vectors. Therefore, these instructions can be merged into one to replace

the multiple executions of scalar instruction with a vectorized instruction. From this

point of view, the SIMD system is developed to achieve better performance in executing

the same operations for different pieces of data. A prominent example of a SIMD system

is the graphics processing unit (GPU), which has been one of the key elements in the

flourishing of artificial intelligence in the past decades.
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2.4 Compiling techniques

The most well-known programming languages, such as C, C++, and Java, are designed

with high-level abstractions to simplify development. However, the programs that are

written in these languages will be ultimately executed via the underlying hardware

which could only understand low-level abstraction. Compilers are the programs that

translate a program written in high-level abstraction language into machine code and

prepare it for execution. A compiler receives the source program as the input and

generates the target program. The source programs are mostly written in high-level

abstraction languages, the target program can be a computer-oriented program such as

assembly code or a binary executable. Some compilers can also produce other high-level

abstraction languages, such as translating C into Fortran. These compilers are known as

source-to-source compilers. In this thesis, the source-to-source compiler ROSE [57] was

employed to explore the uncertainty propagation within the source program. A detailed

introduction of the ROSE compiler will be presented in section 5.2

To accommodate the diverse requirements of modern programming languages, modern

compilers have evolved into large and complex software systems. A compiler typically

consists of three parts: the front end, the middle end, and the back end. The front end is

mainly responsible for checking the correctness of the syntax and semantics of the source

code. It translates the source code into the so-called intermediate representation (IR) for

the rest of the compiler components. The middle end, also known as the optimizer, can

rewrite the IR using certain algorithms to improve program execution speed. Finally,

the optimized IR is sent to the back end, where it is mapped to a machine-readable

language or another high-level language. In this thesis, the compiler front end, which

generates the AST, and the AST itself are two fundamental components. A detailed

introduction of them is presented in this chapter.

2.4.1 Compiler frontend

The compiler front end consists of three parts as depicted in Fig. 2.11. First, the source

code is processed by the lexer, which converts the stream of strings into a stream of

tokens. These tokens are then passed to the parser, which organizes them into the AST.

As the name implies, the AST is a tree representation of the source code. According

to Cooper, Keith D and Torczon, Linda [58]: the AST retains the essential structure

of the parse tree but eliminates the extraneous nodes. During this step, the correctness

of the syntax will be checked. Once the AST is successfully generated, it moves to the

semantic analyzer, the final component of the front end. If the semantics of the AST are

valid, the IR is produced, completing the role of the AST. Throughout these analyses,
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Figure 2.11: Illustration of relation between different parts of a compiler frontend

a lot of information will be discovered and used. The important information is stored

in the symbol table. This means the analyzers work together with the symbol table as

shown in Fig. 2.11.

In terms of code intrinsic UQ, the deterministic code is already in production which

means the syntactic and semantic checks are not relevant to our work. Therefore, the

lexer, parser, as well as symbol table are introduced in this section.

2.4.1.1 Lexer

The name “lexer” may seem too abstract, and not much information can be directly

inferred from it. However, the concept has several other names, such as “scanner”

and “tokenizer,” which are commonly used in literature. As these names suggest, the

fundamental principle of a lexer is to scan a stream of input strings and tokenize it

into separate words or tokens. There are two types of commonly used lexers: generated

and hand-crafted scanners [58]. One of the main advantages of a hand-crafted lexer

is efficiency, as it can be specifically optimized by the designer to address the given

problem. Additionally, a hand-crafted lexer is easy to code and modify. Due to these

two advantages, most compilers use a hand-crafted lexer instead of a more automated

one. However, due to the scope of this work, only the generated lexer will be introduced,

even though hand-crafted lexers have proven powerful in the industry. Regardless of the

implementation scheme used, all lexers are based on the same underlying mathematical

framework: deterministic finite automata (DFA). In this section, a brief introduction is

provided to DFA and discuss the implementation strategies for a lexer.

DFA

The DFA is a mathematical model which has applications not merely in text lexing, but

also in vending machines, text parsing, video games and so on. Define a finite automata

as a five-tuple(S,Σ, δ, s0, A) [58][59], where
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Figure 2.12: Transition diagram of a DFA finding keywords “end” and “else”

- S is the finite set of states.

- Σ is a finite set of input symbols, the so-called alphabet.

- δ is the transition function that maps S × Σ → S.

- s0 ∈ S is the start state.

- A ⊂ S is the set of accept states.

Formally, a word is accepted if and only if

δ(δ(...δ(s0, x1)..., xn−1), xn) ∈ A (2.65)

This indicates, that a word with n letters will be accepted if and only if, after n times

of transition, the final state belongs to the set of accepted states.

Take an example of word recognition. The keywords else or end need to be recognized

from the alphabet Σ = {e, l, s, n, d}, with start state s0 = s0. Now define the set of states

as S = {s0, s1, s2, s3, s4, s5, s6, se} where se is the error state. The transition function is

then defined as δ = {s0
e→ s1, s1

l→ s2, s2
s→ s3, s3

e→ s4, s1
n→ s5, s5

d→ s6}. The set of

accept states it then A = {s4, s6}. Assume the keyword end is successfully found. In the

first letter that DFA received is the letter e, the transition function δ(s0, e) would yield

the state s1 according to the rules described before. In the next step, if the element n

of the alphabet is given to the transition function, the next state will be s5. Finally,

the transition function δ(s5, d) would conduct the state s6 which is also in the set of

accepted states. Therefore, the process ends and the keyword end can be found. The

process of finding word else is analogous to the process of finding end. This example

problem can be described by a transition diagram as shown in Fig. 2.12.

DFA is a very powerful model for lexical analysis of programming languages. For

example, Fortran is one of the most widely used programming languages in the HPC

world and is part of the most influential programming language family in HPC: the

family of Algorithmic Languages (ALGOL). Although most examples are provided in
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Figure 2.13: Transition diagram of an alternation operator

Figure 2.14: Transition diagram of an concatenation operator

Fortran, the following concepts are generally applicable to other languages in the ALGOL

family as well. A legal word or so-called identifier defined in Fortran should obey the

following rule: an identifier consists of an alphabetic character followed by zero or more

alphanumeric characters.

Regular expression

Lexical analysis is based on Finite Automata (FA) or DFA. However, FA and DFA could

be sometimes too complicated or even too large to describe a language. To simplify the

notation, the regular expression (RE) is often employed to describe the language formed

by a FA. Mathematically, it can be proven, that REs are equivalent to FAs. The rigorous

mathematical proof can be found in [58].

In order to describe the behaviour of the transition diagram, the RE is formalized in the

following basic operations:

1. the alternation operator which is denoted by the character |. Suppose, there are

two sets of strings R and S. Then ID = R|S means ID can be either L(R) or

L(S) with L being the operator to generate the string with DFA. The equivalent

transition diagram is shown in Fig. 2.13. Notice that any path from the start

state to the accepted state must pass through either the string L(R) or L(S),

which is the union of these two strings. The alternation operator is also known as

the union.

2. the concatenation operator which is denoted as ID = RS. The new string contains

all strings from S and R formed by pending the element of S after the element of

R. If the sets S and R are identical, it can be simply denoted as Ri, where i is

the occurrence of R. The corresponding transition diagram of the concatenation

operator can be then formed as Fig. 2.14 illustrates.
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Figure 2.15: Transition diagram of a closure operator

3. the closure operator which is denoted as ∗. This operator is a mixture of the

above-introduced operators. The closure operator of a string ID = R∗ means it is

a union of the concatenation of set R itself zero or more times. It can be denoted as

∪∞
i=0R

i. Analogously, the closure operator has also a corresponding representation

of the FA transition diagram which is shown in Fig. 2.15

As the three basic components of REs are formed to represent FAs, programming lan-

guages can be easily represented via REs. A programming language normally would con-

tain different types of patterns which need to be recognized. Recall the example of identi-

fiers in the ALGOL languages, the RE can be formed as ([A...Z]|[a...z])([A...Z]|[a...z]|[0...9])∗.
Another example is unsigned integer numbers which almost all programming languages

allow to be defined. The unsigned integer number can be described as either zero or a

nonzero digit followed by zero or more digits. Using a RE, it can be precisely formed as

0|[1...9][0...9]∗

Implementation scheme of a lexer

Lexical analysis is a fundamental process that involves transforming a string into multiple

tokens based on a given grammar. This task is accomplished using mathematical tools

such as DFA and RE. The conversion of DFA into executable code is an essential step

in the process of building a lexer. Although there are different implementation schemes

for this conversion, they all follow the same principles. The implementation of a lexer

involves simulating how the DFA recognizes a token. Typically, the lexer reads the next

character from the source code repeatedly and performs the transition based on the

transition function δ. The process ends when the current state is accepted. Fig. 2.16

illustrates the general framework of a lexer.

Programming languages contain various types of lexing patterns that can be formal-

ized using RE. These patterns include identifiers in ALGOL languages and unsigned

integers. To perform lexing for a programming language, these REs are converted into
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Figure 2.16: General structure of a lexer

corresponding DFAs. Subsequently, the translated DFAs are combined into a single

DFA, which is then simulated by the lexer to process the source code.

For example, let’s consider a simplified case where the lexer is designed for a text that

represents adding operations involving identifiers (from ALGOL languages) and num-

bers, separated by spaces. There are three types of patterns that need to be identified:

identifiers, numbers, and operators. When the lexer receives a character, it moves to

the branch of the identifier if it is a letter, to the branch of the number if it is a digit,

and to the branch of the operator if it is a plus sign. The DFA can be constructed as

shown in Fig. 2.17.

Assuming the current state is the start, if the character read from the source code is

a letter, the next state should be moved to “ID”. If the character is a digit, then the

next state should be “Num”. If the character is a plus sign, the next state should be

“plus”. Similarly, starting from any other state, the current character would lead to a

state transition. All the transition behaviours can be merged into a table.

Table-driven lexers are a basic form of implementation, but they have limitations. The

main limitation is that the implementation of the table can be very tedious and ineffi-

cient. To improve the performance of table-driven lexers, direct-coded lexers are often

employed. This work employs a table-driven lexer, for more information on direct-coded

lexers, refer to Cooper’s work [58].

2.4.1.2 Parser

The parser’s task is to determine if the input program, represented by the stream of

classified words produced by the scanner, is a valid sentence in the programming language

[51]. As previously mentioned, the tokens recognized by the lexer are sent to the parser.

Programming language sentences, like natural language, consist of multiple words or

tokens. The parser checks whether a sentence is valid according to the context-free
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Figure 2.17: DFA expression of finding tokens for a text containing only identifier,
number and add

grammar (CFG). Formally, grammar is a set of rules that describes how words can form

a sentence. Let G denote a grammar. The parsing process attempts to identify whether

a sentence s can be defined by G. In this thesis, a special grammar for uncertainty

propagation was developed and will be introduced in detail in the Chapter 5.

This section provides a general introduction to Context-Free Grammar (CFG) and pars-

ing schemes. The basic terminology and components of CFG will first be defined. The

principles of using CFG to build syntax will then be described. An overview of the parse

tree, a fundamental data structure in parsing schemes, will also be provided. Although

two primary parsing schemes exist, only the top-down parsing scheme will be introduced

in this work, as it is the cornerstone of all tools developed for uncertainty propagation.

CFG Section 2.4.1.1 discussed RE as a means to describe the syntax rules of a program-

ming language. However, RE falls short in describing the full syntax of most program-

ming languages. For instance, to accurately recognize algebraic expressions, parentheses

are essential for determining the correct order of operations. Nonetheless, RE is not

capable of matching all expressions with balanced parentheses [58]. While RE is effec-

tive for microsyntax (the lexical structure discussed earlier), it cannot capture essential

features like the grammatical structure of if and else statements in programming lan-

guages. Therefore, CFG will be employed to describe the syntax of a programming

language.

Before the details of CFG are introduced, its terminologies should be explained first as

these terminologies will be also used throughout the whole thesis. According to the study
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Figure 2.18: CFG representation of a simple algebraic expression containing only
add, multiply, and identifier

of languages in mathematics, formal grammar can be defined as 4-tuple (VN , VT , R, S).

They should have the following properties:

1. VN and VT are finite sets of symbols

2. There is no intersection between VN and VT

3. R is a set of rules which consists of a pair (P,Q). Where P is often denoted as the

left-hand side and Q is the right-hand side.

4. the sentence S is a member of VN

As a formal language, the CFG contains all the parts described above. The VN is a

set of non-terminals and VT is a set of terminals. According to the definition, they

do not intersect. Terminals are the elementary symbols of the language defined by

the grammar, they can not be changed using any rules of the grammar. In contrast,

non-terminals can be replaced using grammar rules. For example, in a programming

language, terminals might include keywords such as while, if, else, and symbols like

parentheses. Non-terminals often represent variables that denote sets of strings, such

as statements or expressions. The set of production P consists of a non-terminal often

called left side, and the set Q consists of sequences of one or more non-terminals and

terminals as the right side. The last component is the sentence S which always starts

with a non-terminal.

The Grammar depicted in Fig. 2.18 defines the structure of simple algebraic expres-

sions. This grammar includes ALGOL identifiers, plus and multiplication operators,

and parentheses as terminals. The non-terminals in this grammar are expression, term,

and factor, which represent the different components of the expression. The start sym-

bol is expression, indicating that all valid expressions must adhere to the rules defined

by this non-terminal.

In CFG, the symbol “|” is used to represent the alternation operation. This notation

indicates that the non-terminal expression can be a single term or be rewritten as

an expression add another term. Meanwhile, the term can be a factor or a term
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Figure 2.19: Parse tree of a simple expression (a+ b)∗ c according to grammar shown
in Fig. 2.18

multiplied by a factor. Lastly, the factor can be an identifier as the terminal or an

expression enclosed in parentheses.

Taking the example of the expression (a + b) ∗ c; it can be parsed using the following

procedure:

1 The first symbol the parser encountered is the left parentheses. According to the

last rule of the above-described grammar, the expression can be parsed as a term:

(expression)*factor

2 According to the second rule. The factor here is the identifier c and the expression

a+ b should be further parsed.

3 The expression a + b can be parsed as expression+ term, as the term is parsed

as an identifier b. Similarly, the left expression can be also finally parsed as an

identifier a.

As all components of the expression are parsed, the process of parsing is done. This

parsing process can be visualized through the so-called parse tree as illustrated in Fig.

2.19
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void P( ) {
Assume P $\ to$ $P 1P 2 . . . P k$ ;
for ( i = 1 to k ) {

i f ( P 1 i s a nonterminal )
c a l l precedure $P i ( ) $

else i f ( $P i equa l s cur rent input symbol$ )
f i nd the cur rent node and move to next symbol

else
/∗Error ! ∗/

}
}

Figure 2.20: Pseudo-code of the top-down parsing scheme

The parse tree already includes the execution order in its structure. If the parse tree is

traversed via the depth-first order, the expression a+ b will be evaluated first and then

the value of c times the result of a + b will be calculated. The procedure that widely

used is called top-down parsing. As the name refers to, the whole process starts at the

root of the tree. In each step, a child node will be created according to the grammar in

depth-first order. Top-down parsing can also be viewed as finding the leftmost derivation

for an input string [51]. One of the general algorithms of top-down parsing is recursive-

descent parsing. The main idea of recursive-descent parsing is to parse the non-terminal

via the recursive form. Therefore, a set of procedures will be defined. The pseudo-code

of recursive-descent is shown in Fig. 2.20. Assume the procedure used to parse the

expression is denoted as void P(). The procedure can choose one form to parse the

non-terminal as illustrated in the example in step 1 and step 2. The non-terminal can

be separated into multiple products. Each product will be checked recursively via the

procedure P. The exit condition is that the production is a terminal and it is equal to

the corresponding symbol in the source text.

CFG shows a strong ability to describe the elementary components of programming

languages. Therefore, it has been widely adopted in compiler engineering.

Symbol table

During compilation, the symbol table is used to store information about variables, func-

tions, and other identifiers used in a program. The information stored about an identifier

typically includes its name, type, and scope. In ALGOL languages, a local identifier is

visible only within its own scope. This means that it is possible to define or use identifiers

with the same name in different parts of a program without causing conflicts.

For example, in C one can define an integer variable called sum in the main function, and

a double precision variable called sum in another function add. Although the names of

these two variables are identical, they are not the same variable or identifier according

to the grammar. To differentiate between these two sums, the lexer and parser need

to know not only the name of the identifier but also the scope and other information.
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double add ( int a , int b)
{

double sum = 0 ;
sum = double ( a + b) ;

}

Figure 2.21: Simple code for demonstration of a symbol table

Symbol name Type Scope

a integer function parameter

b integer function parameter

sum double local block

add function, double global

Table 2.1: Symbol table for the simple code in Fig. 2.21

This is why the symbol table, which stores identifier-related information, is constantly

involved in the lexical analysis and parsing process.

Since the lexer frequently needs to access the symbol table, the overall speed of table

lookup is crucial for the compilation process. To ensure fast lookup times, the symbol

table is often implemented as a hash table [60], which has a time complexity of O(1)

regardless of its size. This makes hash tables an ideal choice for storing large amounts

of identifier-related information.

To provide an example, consider the program code shown in Fig. 2.21, and the corre-

sponding symbol table in table 2.1. The symbol table in table 2.1 stores information

about the variables and functions used in the code shown in Fig. 2.21, such as their

names, types, and scopes. As the table shows, the variable declared within the func-

tion add belongs to the local block, thereby avoiding any conflicts that may arise from

declaring a new variable in the global scope with the same name.

Abstract Syntax Tree (AST)

When a programming language’s sentences are parsed according to its underlying gram-

mar, they are translated into a parse tree. However, even a simple arithmetic expression

can generate a parse tree with a large number of derivation nodes for non-terminals,

which requires a significant amount of memory to store all the nodes and edges. To

address this issue, many compilers use an AST to represent the source code instead of

the parse tree. The AST provides a near source-level abstraction and eliminates some

internal nodes that represent non-terminal symbols while preserving the essential struc-

ture of the parse tree. For example, the parse tree shown in Fig. 2.19 can be simplified

as illustrated in Fig. 2.22. This makes the AST a more efficient way of representing the

source code, and it is widely adopted by many compilers.
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Figure 2.22: AST represention of the simple expression (a+ b) ∗ c

The AST offers an advantage in its ability to provide a wide range of abstractions. For

example, a source-to-source compiler may require a source-level abstraction, while a

compiler that generates assembly code may require a low-level abstraction representa-

tion. The AST can be transformed between these two levels of abstraction, making it a

popular choice for many compilers. By providing this flexibility, the AST has become

an important tool for compilers that need to work at different levels of abstraction.
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Code Intrinsic UQ

3.1 Introduction

As introduced in section 2.1.2, the conventional MC-based framework steers the input

parameter of the deterministic code and repeatedly executes the deterministic code until

the output of QoIs converges to the desired precision. However, the non-uncertainty re-

lated part such as pre-processing will be executed multiple times, which is unnecessary.

Furthermore, considering a calculation kernel that is not dense enough to fit the com-

putational resource, executing this kernel several times would amplify the inefficiency

of the calculation. The code intrinsic UQ approach addresses this issue by replacing

the multiple executions of the calculation kernel with a single execution of the UIC. As

illustrated in Fig. 3.1, both kernels handle the same expression: m = k ∗ x where k is a

scalar and x is a vector handled by the deterministic kernel. Assuming k is uncertain.

In a deterministic kernel, the variable k remains as a scalar and for each possible value

of k, the kernel will be invoked to calculate the corresponding value of the vector m. In

the uncertainty intrinsic kernel (UIK), variable k is extended as a 1st order tensor. Each

element in the tensor represents a possible sample of the uncertain variable k. Conse-

quently, the output value m becomes uncertain, with its uncertainty directly derived

from k. To accommodate this, variable m is extended as a 2nd order tensor, enabling

the successful execution of the corresponding calculation, and the final result is stored

as an uncertain variable m.

As a consequence, the UIK exhibits higher calculation intensity, allowing it to leverage

the computational power of modern HPC systems. In CIUQ, random samples of the

input parameters still need to be generated. The input variables in the code will be

expanded to a n+1 order tensor where n is the order of the deterministic variable. This

new dimension stores statistical information of the random variable, with the mean and

42
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Figure 3.1: Illustration of a uncertainty intrinsic kernel

variance of the elements representing the corresponding values of the random variable.

These variables interact with other variables and propagate uncertainty to other parts of

the code, creating UPP. By tracking the UPP, it is possible to identify all the uncertain

variables and kernels that are involved in the calculation of the QoIs. With the UPP

information, these kernels can be converted into UIK.

By combining all the UIKs, the UIC is then prepared for final execution. However, the

kernel transformation violates the nature of the MC method as a non-intrusive method.

This is considered the main challenge of the CIUQ. In this work, I also propose strategies

to systematically analyze the transformation process and maintain the CIUQ framework

as a semi non-intrusive process.

In summary, the code intrinsic framework includes the following important parts:

1. The UIC, which could handle all uncertainty-related calculations in one execution.

2. An auxiliary method is used to track the propagation of uncertainty.

3. A transformation strategy that helps the UIC to achieve better performance.

The uncertainty propagating mechanism and kernel transformation strategies will first

be introduced in this chapter.
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3.2 Uncertainty propagation path

UPP is the crucial information in CIUQ, which can be directly used to transform the DC

into UIC. It is necessary to summarize how the uncertainty propagates within different

basic programming structures, namely different statements, to obtain full information

on uncertainty interaction within the code. This section introduces the four patterns of

uncertainty propagation in different kinds of statements: assignment, loop, if branch,

and function calling. Understanding how uncertainty propagates through these patterns

is crucial for designing algorithms that explore UPP.

To track the propagation of uncertainty in an abstract way, the propagation character-

istics of these four patterns will be illustrated in tree forms. By representing them in

the tree form, the problem of finding UPP within a code will be reformed with the help

of AST, which will be introduced in section 3.2.2.

Once UPP is fully detected, the deterministic code will be transformed into UIC with

the assistance of information gained from UPP detection. The transformation can be

done manually by the user or automatically through modifications to the AST.

3.2.1 Four patterns of uncertainty propagation

Pattern 1: Uncertainty propagates from the right sub-tree of the assignment

to the left sub-tree

The propagation of uncertainty through assignment is the most fundamental principle in

exploring UPP. For all other statements, uncertainty propagates essentially through the

assignment. Therefore, the propagation pattern of assignment is the cornerstone of other

patterns. Fig. 3.2 shows a tree structure of the fundamental assignment component. The

special node “UP” stands for the “uncertainty property”. If a node is connected with

this “UP” token, this node is then regarded as an uncertain instance. The left child of an

assignment is marked as an uncertain variable if the return value of the right-sub-tree is

uncertain, namely, the return value of node Operator is uncertain. This propagation is

unidirectional. Noticing there are two different occasions during which the uncertainty

propagation can be detected in the assignment:

1. Only arithmetic operations are involved in the right hand side (RHS) expression.

2. The RHS is constructed from a combination of arithmetic operations and function

calls.
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Figure 3.2: Tree representation of a general assignment statement

In the first case, upon checking the variables on the RHS, the uncertainty property of the

return value assigned to the variable on the LHS can be immediately obtained. However,

the second case is more complex. Obtaining the return value of a function is not trivial,

as it depends on knowing the uncertainty propagation within the function. Thus, in this

scenario, both the function declaration and definition need to be examined. Therefore,

a depth-first traversal upon the sub-nodes is required in this place.

Pattern 2: In a loop structure, uncertainty propagates from the loop bound-

ary statement to the related statements in the loop body.

When the uncertainty is involved with the boundary condition of a DO loop, the un-

certainty would further propagate through the iterator. According to pattern 1, all

assignment statements related to that iterator would be possibly a forward propagating

statement. The uncertainty propagation direction is then from the declaration list to

the statement list. Fig. 3.3 illustrates the propagating pattern for the DO statement.

Pattern 3: In a branch structure, uncertainty propagates from the condition

statement to the execution body.

Fig. 3.4 demonstrates a tree representation of the if statement. If there is uncertainty

appears in the logical expression of the if statement, this expression must be evaluated

multiple times for each sample. The entire selection process for the statement should be

repeated multiple times. Therefore, an if statement with uncertain judgment can be

reformed as a combination of loop structure and a branch statement with deterministic

logical expression, as illustrated in Fig. 3.5. The propagation pattern of an if statement

is a combination of patterns 1 and 2.

Pattern 4: Uncertainty propagates by calling function interfaces through

“down pushing” and “backtracking”.
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Figure 3.3: Tree representation of a “DO” statement and its searching algorithm

Figure 3.4: Tree expression of IF statement

Figure 3.5: Reformation of an uncertain if statement, as the variable a in logical
expression is uncertain
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Figure 3.6: Illustration of uncertainty propagation through subroutine represented in
a tree form

In a function call statement, if any arguments passed to the function are uncertain, the

corresponding parameters in the function definition should also be uncertain. The uncer-

tainty from these parameters will then propagate throughout the function. This process

is referred to as “down pushing”. In Fig. 3.6, the “down pushing” path is marked in red.

The uncertainty originates from the variable UQ source. The corresponding variable,

rhs var, in the function declaration, also becomes uncertain as a result. Since rhs var

appears on the right-hand side of the assignment statement lhs var = rhs var, the

uncertainty propagates to lhs var. Consequently, lhs var inherits its uncertainty from

UQ source. As the complementary part, backtracking works reversely: if a parameter

is known as uncertain inside the function definition, the corresponding argument should

be uncertain. Backtracking contributes to uncertainty propagation from a lower node to

an upper node to ensure all variables containing uncertain information can be correctly

found. While performing subroutine searching, forward pushing could trigger backtrack-

ing by finding a new variable in the parameter list. Thus, after each forward pushing,

the activation status of backtracking must be checked. As illustrated in Fig. 3.6, the

backtracking path is marked as blue. The variable lhs var used the reference address

of the variable b. Therefore variable b is also uncertain and the type of uncertainty is

the same as UQ source.

Since the DO statement, if statement and function definition are all compound state-

ments, the uncertainty propagation mechanism within them can be uniformly summa-

rized. In such compound statements, uncertainty propagates from the parameter list

into the statement body. Therefore, it is crucial to first gather all uncertainty informa-

tion from the parameter list before processing the statement body. The corresponding

variable reference in the statement body will be marked as uncertain. Following this, a

traverser will be used to explore all statements within the body. Since various types of
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statements can appear, all patterns of uncertainty propagation may arise. As a result,

algorithms designed to handle compound statements must be recursive to accommodate

the complexity of uncertainty propagation.

3.2.2 Reformulation of the UPP exploration problem

Identifying the UPP and code transformation are essential procedures for converting

DC into UIC. It provides precise information for the code transformation step, such as

which uncertainties are present in the current statement and how they interact with

each other. Code transformation plays a critical role in the performance of UIC, and

the strategies employed may vary depending on the target device, available resources,

or the programming language of the deterministic code.

Both of the above-mentioned core problems can be solved through manual searching or

text-based analysis without investing too much time in developing the analyzer itself. For

instance, regular expressions can be used to find the UPP. However, a manual searching

procedure can be extremely tedious and slow for large open-source solvers. Furthermore,

it can barely handle tasks that require evaluating different kinds of uncertainty sources.

Text-based analysis is capable of analyzing the UPP for different initial uncertainty

sources, but it still lacks generality and portability.

For instance, many programming languages allow variables with the same name to be de-

clared in different blocks, which presents a challenge for text-based methods. A special-

ized parser is required to identify instances where the same quantity has different names,

or the reverse, within these blocks. Similarly, parsing the language’s semantic rules is

necessary. However, by introducing AST, the semantic information is already encoded,

allowing developers to focus on implementing the uncertainty propagation detection

algorithm rather than spending significant time building a language parser—something

that many compilers already provide. Additionally, introducing AST provides an oppor-

tunity to integrate the propagation detection algorithm as well as the algorithm-based

toolkit into a compiler. This will further improve the generality and user-friendliness of

the related toolkit

As introduced in section 2.4.1, a node is the most fundamental component of AST.

To represent complicated expressions, an extra attribute can be attached to the node.

This attribute (or token) can be used to carry the uncertainty information of that node.

Depending on the problem that needs to be evaluated, some nodes will be initialized

with uncertain properties. Following the pattern introduced in section 3.2.1, uncertainty

will influence other nodes. Extra attributes will be appended to these affected nodes.
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The UPP profile will be finally depicted via the extra attribute attached to the nodes.

The problem of finding the UPP can be converted into the following problem:

1 Input: AST for target deterministic code.

2 Boundary Condition: Certain nodes are initialized with special tokens carrying

uncertainty properties.

3 Task: Traverse the AST and propagate the uncertainty token according to the

propagation rules. Find all nodes affected by the original tokens and their uncer-

tainty properties.

By utilizing AST, it is possible to reformulate the UPP exploration problem and design

abstract algorithms and procedures that can be applied to a wide range of problems.

This approach also enables the integration of these methods with compilers, facilitating

high-level automation.

3.3 UPP exploring algorithms

The statement and expression are fundamental components to express actions to be car-

ried out in a programming language. Statements which cannot contain other statements

are simple; those which can contain other statements are compound [61]. Typically,

a compound statement consists of two parts: declaration list and statement list. If

there exists a declaration list, it must come before any statements. With the help of

a compound statement, the propagating rules of uncertainty can be summarized in a

compact way, which will be explained in detail in this chapter. According to the previous

discussion in the section 3.2, the problem of UPP detection is converted into a prob-

lem of propagating special tokens based on the uncertainty propagation rules on AST.

The four propagation patterns can be summarized into two categories: propagation in

simple statements and in compound statements. In this section, they will be discussed

separately.

Firstly, the algorithm for simple statements will be proposed. A simple statement in the

context of uncertainty propagation is equivalent to an assignment statement. The left

side of the assignment is also called the L-value, which should be an object that has an

identifiable location in memory. The L-value cannot be a function, an expression, or a

constant. In most cases, it is a variable or a class member, indicating that the left-hand

side of the assignment node is easy to handle. On the contrary, expressions and functions

are allowed on the RHS of the assignment. The right sub-tree can be very large and
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complicated. Nevertheless, complicated expressions can always be broken down into

operators and operands. The return type of operands can be checked one by one so

that the return type of the whole expression can be obtained. Therefore, the core idea

of Algorithm (Algo.) 1 is to dismantle simple operands from complex expressions and

discuss their uncertainty return types.

As discussed in patterns 1 and 4, when the operand is not a function call, the return type

can be obtained easily. This can be simply accomplished by visiting all nodes of this

operand and determining the uncertainty property of each node. When a function call is

involved, the return type cannot be immediately known. This is because the statements

are contained within the function definition, which is stored in another part of the AST.

Since a function call relates to a compound statement, Algo. 2 will be invoked in Algo.

1 when the function call expression appears.

Algorithm 1 Propagation through simple statement

Require: AssignmentNode
1: initializing leftsubtreeRoot and rightsubtreeRoot
2: UPset ⇐ {}
3: lhs UP ⇐ getExprUP (leftsubtreeRoot)
4: Operand ⇐ getNextOperand(rightsubtreeRoot)
5: while Operand ̸= NULL do
6: if Operand is not Function call then
7: UP = getUncertaintyProperty(Operand)
8: else
9: UP ⇐ Algorithm2(Operand)

10: end if
11: if UP not in UPset then
12: Add UP into UPset
13: end if
14: Operand ⇐ getNextOperand(rightsubtreeRoot)
15: end while
16: Update lhs UP of according to UPset

In a compound statement, the uncertainty will be unidirectional propagated from the

parameter list to the statement body. Therefore, in Algo. 2, the arguments or param-

eters in the parameter list will be checked first. If any variable or expression in the

parameter list is uncertain, the corresponding variable in the statement list will carry

the same type of uncertainty. After that, each statement inside the statement list will

be checked. If the current statement is a simple statement, Algo. 1 will be employed

to explore the propagation within this statement; otherwise, Algo. 2 will be recursively

invoked. Based on the detection algorithms, a robust and flexible transformation anal-

ysis tool can be obtained by integrating the algorithms into a compiling workflow. In
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Algorithm 2 Propagation through Compound Statement

Require: CompoundStatementNode
1: initializing DeclListRoot and StmtBodyRoot
2: initializing UPInfoDeclset
3: param ⇐ getNextParam(DeclListRoot)
4: AnalysingDeclList(param,DeclListRoot)
5: Statement ⇐ getNextStatement(StmtBodyRoot)
6: while Statement ̸= NULL do
7: if Statement is simple then
8: Algorithm1(Statement)
9: else

10: Algorithm2(Statement)
11: end if
12: end while

section 5, the detailed implementation of the two algorithms will be shown with a more

technical explanation.

3.4 Code transformation

In section 3.3, the algorithms are proposed to explore the UPP. Based on the UPP, DC

can be converted into UIC to gain the possible performance improvement. As CIUQ

is an intrusive method, one of the goals of this thesis is to achieve automatic or semi-

automatic transformation based on the technique of AST traverse. To achieve this, the

format of UIC should be fixed and the transformation process should be easily expressed

via the AST.

Combining the goal of performance and simplicity, only one dimension will be added to

store the uncertain information no matter how many types of uncertainty are involved

with the whole process. Furthermore, the new dimension will be added to the proper

position, so that the data of stochastic information will be stored in contiguous depending

on different memory layouts for different languages. The contiguous data layout can not

only improve the traversing performance of modern CPU but also offers opportunities

to use SIMD instructions that operate on vectors of data. Finally, to achieve fast read

and write speeds for each sample, the loop corresponding to the new dimension will be

placed at the innermost level of the nested loop.
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3.5 Roadmap of implementing code intrinsic UQ

As discussed in previous sections, UPP detection and code transformation are essential

for the implementation of CIUQ. Three are different strategies employed to transform

deterministic code into UIC.

the manual transformation strategy is the most basic one. From a technical point of view,

nothing is interesting about this strategy. It often serves as an auxiliary process for the

other two methods. The main advantage of manual transformation is its flexibility. For

a very large or complicated code, there might be some tricky parts that the other two

methods, which will be introduced in this work, cannot transform correctly. Manual

transformation can help fix those problems for them. The manual strategy can be

employed alone to perform the transformation, but the whole process can be very time-

consuming and tedious. Moreover, if the forward UQ process requires an analysis of

a new set of input parameters, the entire transformation process needs to be repeated

manually. Therefore, due to the high cost, manual transformation only serves as an

auxiliary strategy in this work.

In Chapter 2, the techniques of lexical analysis and parsing are introduced, enabling the

use of a custom-built lexer and parser to analyze uncertainty propagation within the

source code. The Simple Fortran Parser for UQ (simFPUQ) tool is developed to help

find the propagation path of the uncertainty. The SimFPUQ is coded via Python. It

consists of a lexer and a simple parser to scan the source code. In each step, it will read

one statement of the source code. The statement will be parsed according to the rule

introduced in section 3.2.1. As the program finishes reading the statement of source

code, the SimFPUQ exits and the analyzing process ends. The technical details of it

will be illustrated in chapter 4. The advantage of SimFPUQ is flexibility. Parsing rules

can be easily added to fit complex features of the target language. As a lightweight

code, it can be also modified to fit the requirements of different tasks. However, the

SimFPUQ lacks generality and robustness which are the two main drawbacks. Since the

parsing tool does not generate the AST, the automatic code transformation process can

be very complicated to apply in the SimFPUQ. The SimFPUQ toolkit mainly serves as

a prototype of the propagation parser.

The final strategy is the compiler-based method. The SimPFUQ proved that with the

help of a simple parser, the UPP can be easily found. However, the simple parser is not

powerful enough to implement the modification algorithm of the source code. Building

a powerful parser from nothing is too expensive and far beyond the discussion of this

work. The core idea compiler-based strategy is to take full advantage of the powerful

front-end of a source-to-source compiler. In this work, the source-to-source compiler



Chapter 3. Code Intrinsic UQ 53

Figure 3.7: Automation level against hardness of different strategies

ROSE was chosen as the platform to develop Automatic analyzing and Transformation

tool for forwarding UQ (ATUQ) toolkit. Compared to the SimFPUQ, the ATUQ toolkit

significantly improved the performance of generality and robustness. Instead of pars-

ing the code statement by statement, the ATUQ toolkit works based on the AST of

the whole target code produced via the front-end. ROSE offers APIs to traverse the

AST and attribute pending of a node. As introduced in section 3.2.2, the UPP finding

problem is reformed to a tree traverse problem via AST. Combining the AST traverse

and modification algorithms, the source code can be automatically transformed into a

source code with uncertainty intrinsic form. The compiler-based method has shown

potential for extension into a specific programming language for code-intrinsic UQ or

as a compiler plug-in that could automatically perform code-intrinsic UQ for the user.

The pros of the compiler-based method are self-explanatory. However, there is no free

lunch: the power of the compiler-based method requires more time to implement the

propagation rule into the AST, including exploring the features of the AST generated

by the front-end and debugging. Moreover, the performance is also strongly dependent

on the underlying front-end. For example, bugs in the front end may not be easily fixed,

and different compilers may not follow the same standards, leading to portability issues

across platforms.

In conclusion, the three strategies have their own strengths and drawbacks. A sketched

demonstration is shown in Fig. 3.7 illustrating the general implementation hardness

against the generality and automation level. In this work, most analyses are done by

the ATUQ toolkit which is a realization of the compiler-based method. It supports

automatically transforming Fortran programs into UIC. For programs with complicated

features such as the function pointer, the ATUQ toolkit is not able to analyze the code
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alone so far. The other two types of methods will still be employed to perform the UIC

transformation.



Chapter 4

SimFPUQ

4.1 Introduction

Among the three strategies for detecting UPPs, The Simple Fortran Parser for UQ

(SimFPUQ) employs the text-based strategy to verify the rules of uncertainty propaga-

tion and is designed to detect UPPs through pure text-based analysis, as described in

section 3.5. The text-based method was chosen due to its flexibility and ease of imple-

mentation and modification. The SimFPUQ is written in Python and consists of three

essential parts: the statement parser, the propagation detector, and the path illustrator.

The statement parser reads the source file line by line, with a built-in lexer that translates

the strings into tokens. The parser interprets the tokens according to Fortran’s grammar.

The propagation detector implements the two algorithms introduced in the section 3.3

to explore the uncertainty propagation path. Since the parser reads the source code

statement by statement, the detector creates a stack to simulate the program’s execution

process. The entire process ends as the source file ends.

The path illustrator shows the propagation details in each statement, including the file

location, line information, and uncertain variables in each statement. Function and

module features of Fortran are supported in the SimFPUQ. The parsing scheme of these

features will be introduced in detail. The ultimate goal of SimFPUQ is to act as a

prototype for the propagation detection algorithms.

4.2 Statement parser

Lexer design

As introduced in section 2.4, the parser relies on tokens recognized by the lexer. The

55
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i d e n t i f i e r = ””
While ( cu r r en t cha r in Le t t e r s or Dig i t s ) {

i d e n t i f i e r = i d e n t i f i e r + cur r en t cha r
MoveForward ( )

}

Figure 4.1: General procedure of lexing an identifier

lexer plays an essential role in parsing despite the implementation of the lexer is not

very complicated. Different from the lexer in a compiler, the syntax checking task is

excluded for the lexer in SimFPUQ. The source file reader will read one complete line

each time. A complete line means a set of strings ends with a pure “newline” character.

In Fortran, a statement can be separated into multiple lines with the help of the con-

nection character “&”. If a line changes without a connection character, it means the

statement ends within this line. A complete line may not be a complete statement such

as the declaration list of a compound statement, but it will at least contain enough in-

formation to be parsed. Therefore, a complete line is a basic parsing unit in SimFPUQ,

and it is natural to be a basic unit of the lexing unit.

To perform a syntax analysis of a complete line, the Token class employs two attributes

to describe tokens in a line: the type which stores the essential attribute of the current

token, such as the token can be a number, an identifier, or a plus operator. The Derive

stands for the derived type of the current token. It is employed to mark different identi-

fiers down; for example, an identifier can be a variable, function, or name of a module.

Taking the example of lexing an identifier of Fortran: recall the RE rule of ALGOL

language for an identifier. It can be formed as ([A...Z]|[a...z])([A...Z]|[a...z]|[0...9])∗. A

set that includes all upgraded and lowercase letters is called a set of letters. Similarly,

the set formed by ten digits is called the set of digits. The characters in a complete line

will be scanned by the lexer one by one. To recognize the full content of the identifier,

the lexer should keep moving forward until the character violates the rules of being an

identifier. This process can be summarised in the following pseudo-code in Fig. 4.1:

Function and module recognition

Function and module are essential ingredients of abstraction and modularization. Each

function or module responds to a specific sub-problem. Once the function is created,

the caller can invoke this function with the proper interface without knowing the details

of how it works. With that, a high-level code abstraction can be achieved. Fortran has

two types of functions: the function and the subroutine.

Function definitions and usage are similar to those in C and C++. A function declaration

includes the data type of the return value, the function name, and a formal argument

list. Fortran functions employ the “pass by value” scheme, where the value of the
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input parameter is copied and passed to the corresponding argument. Any operation

performed on an argument occurs within the local scope, which means anything passed

into the function remains unchanged as the function returns in the caller’s scope. A

special syntax of the function in Fortran is that if the return variable is not explicitly

defined, the function name will be used as the return value, and the function name can

not appear on the right-hand side of any expression. A typical definition and usage of

the function are shown in figure 4.2(a).

The subroutine can be treated as a block of code that performs operations on the input

parameters. The subroutine utilizes the “pass by reference” scheme. The references of

the input parameters will be copied to the formal arguments so that the value of the

input parameter can be changed on the scope of the caller. A subroutine is defined via

the keyword subroutine and must be invoked using the keyword call, as shown in Fig.

4.2(b).

Modules can be seen as packages that store functions, subroutines, and specific variables.

They are helpful in writing large programs or improving code portability. A module

contains two syntactical parts: one part for statement declarations and the other part

for function and subroutine definitions. A general form of a module is illustrated in

figure 4.3. The keyword use is designated for incorporating a module in a program or a

subroutine.

(a) Illustration of definition and invocation of a
function

(b) Illustration of definition and invocation of a sub-
routine

Figure 4.2: Code example for subroutine and function in Fortran

Function and module offer flexibility and abstraction for the programming language

but also introduce complexity in detecting UPPs for SimFPUQ. For instance, a module

can be incorporated into any subroutine, and its variables can be used across different

local scopes. However, since SimFPUQ relies on a single-statement parser, the detector

must locate the definition of each subroutine or variable within the module to continue

detecting UPPs. Before the detection process begins, preprocessing is carried out to

identify all modules and functions, creating corresponding objects to store corresponding
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Figure 4.3: Illustration of a general form of module

declarations and definitions. During this stage, the detector remains inactive while the

lexer is responsible for recognizing functions and modules.

In SimFPUQ, the class moduleType is designed to store the name and the content of

a Fortran module. When the lexer identifies the keyword module, it follows with the

module’s name. Based on the module’s syntax, a string variable within moduleType cap-

tures all subsequent lines until the end module keyword is encountered. The moduleType

class also includes various methods to analyze the module’s content, such as identifying

functions and variables defined within it.

To illustrate how these methods identify functions and variables, consider the process

of identifying module variables. In SimFPUQ, a set of declaration-related keywords

called DeclVariKeywords, is defined to include type keywords such as integer, real,

double, and others required to begin variable declarations. When the lexer encounters

an identifier from the DeclVariKeywords set, the following identifier is considered a

variable, as long as it is not part of the DeclVariKeywords set itself. Similarly, functions

and subroutines are recognized using a comparable approach.

Analogously, the class functionType is designed to store and parse the information

about functions and subroutines. It parses and stores the variables in the parameter list

for both subroutine and function. For functions, it also identifies the return variable

by detecting the return keyword.

4.3 Propagation detector

The propagation detector utilizes a pseudo-function-call stack to monitor how uncer-

tainty propagates through different scopes. This pseudo-function-call stack is inspired

by the call stack or execution stack, which manages active subroutines. The detector
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Figure 4.4: A simple illustration of function call stack

manages active functions via the pseudo-function-call stack, with the main program lo-

cated at the bottom of the stack, as shown in Figure 4.4. The detector scans the source

code line by line and parses each line to the corresponding statement. When the detector

encounters a function or subroutine, it pushes it onto the stack and employs a separate

stack to store information about the resume point. The detector then jumps into the

definition of the function and scans this function from start to end. The detector con-

tinuously scans the function at the top of the stack until it finishes the scanning process

and pops the function off the stack. The detection process ends as the function stack is

fully empty.

To distinguish whether a token is uncertain or not, the detector creates an uncertainty set

for each scope, such as functions, modules, and subroutines. This set is created to store

uncertain variables. As uncertainty propagates through various types of statements, the

detector adds any newly found uncertain variables to their respective uncertainty sets.

Simple Statement

As introduced in 3.2, uncertainty always propagates from the right subtree to the left

subtree in an assignment statement. When the parser returns an “assign” token to the

detector, the previous token is marked as the left-hand side node. The parser then

processes each token on the right-hand side of the equal sign sequentially. There are

generally two cases on the right hand side of the assignment.

1. If there is no function call and the current token is a variable, the detector checks

whether it is part of the uncertainty set. If the variable is in the set, the left-hand

side node is also added to the uncertainty set.
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2. If the current token is a function call, the detector pushes the current function

onto the function stack and examines its declaration and definition, as there is no

explicit rule to determine whether the function’s output is uncertain.

Compound Statement

Since the declaration list is optional for the compound statement, the uncertainty does

not necessarily propagate from the declaration list to the statement list. The simPFUQ

is designed for detecting the propagation within a Fortran code. In Fortran, although

function and subroutine share many common characteristics, they are still very dif-

ferent from each other. For example, the functions use the “pass by value” scheme and

do have a return value, while subroutines use “pass by reference” and do not include a

return statement. Therefore, in SimFPUQ, they are handled separately by the detec-

tor. When parsing through a compound statement, the detector always starts with the

declaration statement. For if and DO statements, the detector immediately parses the

statement list after checking the declaration list. In the case of a function or subroutine,

uncertainty propagates first from the function call statement to the function definition.

Due to abstraction, parameter names can differ from arguments in the function call. To

ensure correct propagation, the uncertainty of an argument is directly assigned to its

corresponding formal parameter by matching their positions in the function declaration.

Once the uncertain parameter’s position is identified, the corresponding variable in the

function definition is added to the uncertainty set. The detector then continues parsing

the function definition.

This process is described in Fig. 4.5. Suppose the variable UQ Source is uncertain,

as its name suggests. The detector first pushes the main subroutine onto the function

stack. As it encounters the function call statement call op(UQ Source*Param, res,

res), it evaluates the first expression UQ Source*Param, which returns an uncertain

value. The detector will push the op subroutine onto the function stack and store the

current position in main as a resume point in a separate stack. Next, upon examining

the function definition, the detector identifies that the first variable, ExprVal, is also

uncertain. In a subroutine, arguments are passed by reference. As a result, the uncer-

tainty in the result expr declaration propagates back to the call reference, making the

corresponding variable res uncertain. However, the process of backtracking introduces a

new initial condition for this subroutine. Since res is now uncertain, the corresponding

variable param in the subroutine declaration also becomes uncertain. To prevent losing

propagation information in this scenario, the detector repeats the “forward propagation”

process for the top element of the function stack whenever a backtracking operation oc-

curs. Once the detector has parsed the last statement of a subroutine and no further

backtracking is required, the current function is popped from the stack, and the detector
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Figure 4.5: Code explaination for uncertainty propagation in a subroutine

resumes where the function was originally called. For functions, arguments are typically

passed by value, so backtracking is unnecessary. On the contrary, the detector only

checks whether the return value of the function is uncertain.
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ATUQ toolkit

5.1 Introduction

In Chapter 4, the SimFPUQ toolkit is introduced as a prototype UPP detector. It

demonstrates that the propagation rules could be described as a tree traversal problem,

allowing successful exploration of the UPP via static code analysis performed by a self-

built parser and detector. However, in real-world applications, SimFPUQ struggles to

handle complicated features. Additionally, to preserve the non-intrusive nature of the

MC method, the CIUQ framework requires supplementary tools, including those for

detecting interactions between different types of uncertainty and for automating code

transformations.

This chapter presents the Automatic analyzing and Transformation tool for forwarding

UQ (ATUQ) toolkit, which is designed to bridge these gaps and facilitate the application

of the CIUQ framework in real-world scenarios. The ATUQ toolkit extends functionality

in three key areas:

1. ATUQ improves the robustness and handles more complex code by utilizing the

AST generated by the ROSE compiler.

2. It is able to transform a deterministic code into UIC in an automatic or semi-

automatic way.

3. It establishes fixed rules for tracking interactions between multiple types of uncer-

tainty, allowing these interactions to be monitored effectively.

The remainder of this chapter is divided into two parts. The first part introduces the

background knowledge of the ROSE compiler, including a general representation of the

62
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AST for the fundamental structure of the ALGOL languages. The APIs and classes for

AST traversal of the ROSE compiler will also be introduced. The second part focuses

on the ATUQ toolkit, starting with a detailed description of the implementation of the

two detection algorithms. A transformation strategy for a semi-automatic conversion of

deterministic code, based on the AST, will then be described. Finally, the chapter will

discuss how the algorithm is integrated into the ROSE compiler.

5.2 ROSE compiler

ROSE is an open-source compiler developed by Lawrence Livermore National Laboratory

[57]. It can serve as a source-to-source transformation framework, allowing users to

design their own transformation rules via an application programming interface (API)

[62]. The following characteristics advocate ROSE as the development platform for the

uncertainty analysis toolkit.

1. Accessibility of the full Abstract Syntax Tree (AST) information.

2. Fortran frontend supporting other commonly used languages in HPC including C

and C++

3. Corresponding tools and an API are provided to enable the user to traverse and

modify the AST

4. Ability of source-to-source transformation

In this section, the most important concepts of building a UPP detector and code trans-

formation using ROSE will be explained in detail.

5.2.1 Variable representation

In programming languages, actions are carried by the expressions and statements. Ex-

pression and statement can further be broken down to variables and operators. In a

ROSE-generated AST, the basic unit to represent an expression or operator is the node.

For example, the node type: VarRefExp is frequently employed to build variables. It

contains the name and type information of the variable and it links directly to a “sym-

bol” type node which is used to manage the variables in the same block. For complex

data types, multiple nodes will be employed. Taking an example in Fortran, a derived

type can encapsulate built-in types as well as other derived types. It can be considered

equivalent to the struct in C and C++. To access a member in a derived type, the
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Figure 5.1: Tree expression of a “type” variable data1%param2 in ROSE

“%” operator will be used. Assume a derived type instance data1 is created, it has two

members. One of them is param2. To access this parameter, the corresponding expres-

sion is data1%param2. In the corresponding ROSE-generated AST, the “%” operator

is denoted via the DotExp type node. This node has two children, the left child is the

VarRefExp of the derived type and the right child is the member to be accessed. Fig. 5.1

illustrates the corresponding AST sub-tree of the derived type. Similar to the derived

type, other complex variable types such as an array, or a pointer would be constructed

similarly.

5.2.2 AST in ROSE compiler

Chapter 2 introduces the parse tree and its reduced form, the AST, as representations

of source code. The AST is widely adopted as an IR for many compilers, and its

implementation can differ from one compiler to another. This section introduces briefly

the implementation of the ROSE AST and how it corresponds to the basic elements and

structures of a programming language.

Scope Representation

The Scope plays a crucial role in many programming languages, such as Fortran, C, and

C++. As previously discussed, each scope or block manages a symbol table indepen-

dently. In ROSE, the scope or block is represented by the SgBasicBlock node, which

is one of the most fundamental elements of the AST. It is commonly used to construct

a wide range of constructs, such as the body of a function, loops, or branches.

For example, in C, a pair of curly brackets “{}” represents a block or a compound

statement, and variable declarations are only valid within the curly brackets. This means

that the block retains its own symbol table. A SgBasicBlock may contain multiple
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Figure 5.2: Demostration of the basic construction of a scope

Figure 5.3: A simplified representation of an assignment statement a = b + c by a
ROSE AST

statements, including another compound statement, which is another SgBasicBlock.

The statements within this block can be visited explicitly by manually invoking the

public method get statements. Fig. 5.2 illustrates an example of a SgBasicBlock

containing N statements.

Assignment

The assignment is one of the cornerstones of the uncertainty propagation. In the AST,

it consists of three nodes with the SgAssignOp as the root node and two child nodes

representing the left and right sides of the assignment expressions, respectively. The base

class SgExpression is used to represent different types of elements in an expression, such

as the SgVarRefExp, which represents a variable, and the SgFunctionCallExp, which

represents a function call in the expression. An illustration of an assignment statement

is shown in Fig. 5.3.

Loop Structure
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Figure 5.4: A simplified representation of a “DO” statement with ROSE AST

The loop structure often serves as the computational kernel of scientific programs. Tak-

ing the Fortran DO loop as an example, its AST consists of four basic parts. It always

starts with SgFortranDo, which serves as the root or the entry of the loop. The node

type SgFortranDo has three methods to access other parts of the loop. The get body

method returns a SgBasicBlock node, which is the root of the loop body, namely

the compound statement body of the loop. The get bound method returns the root

of the bound expression, which denotes the exit condition of the loop structure. The

get initialization method returns a SgAssignOp node that represents the initial con-

dition of the loop. A simple demonstration of how the Fortran DO loop is represented

via the ROSE AST is shown in Fig. 5.4.

Branch Structure

The construction of a branch structure in the ROSE AST is similar to the loop structure.

The “if” statement is one of the most fundamental statements in almost all programming

languages to denote a branch structure. In the ROSE AST, an “if” statement always

starts with the SgIfStmt node. Similar to the SgFortranDo node, it offers specific meth-

ods to access the other elementary parts of the branch. The get condition method will

return the entry of the condition, namely a logical expression. The get false body and

get true body methods will return the corresponding entries of the false and true bod-

ies, respectively. The false and true bodies are compound statements and are represented

as two SgBasicBlock nodes. In other words, the address of the SgBasicBlock for the

corresponding false and true body will be returned via these two methods. It is worth

mentioning that the keyword elseif is not explicitly constructed in the AST. Instead,

a new if statement will be constructed within the false body. The basic representation

of an if statement is depicted in Fig. 5.5.
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Figure 5.5: ROSE AST representation of a branch structure

Figure 5.6: A demonstration of the relationship between a function call and function
declaration in the AST

Function Related Structures

In the context of the ROSE AST, a function call is represented by the derived class of

SgExpression, called SgFunctionCallExp. A function call expression usually contains

two children: SgExprListExp and SgFunctionRefExp. The SgExprListExp node holds

the reference to the input data, while the SgFunctionRefExp node is a direct pointer to

the symbol table of the function definition.

Fig. 5.6 illustrates the AST representation of a call expression fun(a+ b, c). There are

two expressions used as the arguments in the function call, namely the SgVarRefExp c

and the SgAddOp expression a+b. These two expressions are stored in the SgExprListExp

node and can be accessed by calling the get args method of the SgFunctionCallExp.

To access the statements inside the function, the SgFunctionRefExp node provides an

indirect entry to the function definition via the symbol table. Accessing a statement

inside the function via the symbol table is not straightforward because the function

definition is managed by another type of node called ProcedureHeaderStatement.

The ProcedureHeaderStatement can be visited by calling the get declarationmethod
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Figure 5.7: Function declaration in AST

of the function symbol. It has two child nodes: the SgFunctionDefinition node

and the SgFunctionParameterList. The function definition is a compound statement,

which means SgFunctionDefinition consists of multiple children and sub-trees. The

SgFunctionParameterList is used as the entry to visit the function parameters. In

practice, the elements in the SgExprListExp and SgFunctionParameterList can be

very different from each other. For example, the corresponding declaration of the above

function call reference can be fun(num1,num2). The inconsistency of those names can

be very tricky or complicated to be handled by a manual searching scheme or a pure

text-based matching method. To this end, using the AST offers an abstract way of

analyzing the uncertainty propagation problem.

5.2.3 AST traversal with ROSE compiler

The ROSE compiler provides various APIs to address diverse requirements for source-to-

source transformation tasks. ROSE offers various types of APIs to fulfil the requirement

of different types of traversal. One of the most frequently used methods in this work

is the AstSimplePrcossing method. It is a unidirectional tree traverser. The user can

choose whether to use the preorder (root, left-child, right-child) or the postorder (left-

child, right-child, root) to traverse the AST. An AST node is required as the input. The

traversal starts directly at this node with a depth-first scheme. The traversal ends if all

the child nodes are visited. As shown in Fig. 5.8, AstSimplePrcossing contains three

public methods. The most important of these is the visit method. It will be invoked for

each node of the AST during traversal. The atTraversalStart and atTraversalEnd

methods are called before the traversal starts and after the traversal ends, respectively.

These methods typically handle preprocessing and postprocessing tasks associated with

the traversal.
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public AstSimpleProcess ing {
public :

AstS impleProcess ing ( ) ;
virtual void v i s i t ( SgNode∗ n) ;
virtual void a tTrave r s a lS ta r t ( ) ;
virtual void atTraversalEnd ( ) ;

} ;

Figure 5.8: Declaration of “AstSimpleProcessing” traverser

void ass ignmentDetector : : v i s i t ( SgNode∗ n) {
i f ( isSgAssignment (n) ) {

Var i ab l ePr in t e r pr intcur rentStatement ;
pr intcur rentStatement . t r a v e r s e ( isSgAssignment (n) , preorder ) ;

}
}
void Var i ab l ePr in t e r : : v i s i t ( SgNode∗ n) {

i f ( isSgVarRefExp (n) ) {
cout <<isSgVarRefExp (n)−>unparse ( )<<”\n” ;

}
}

Figure 5.9: Declaration of the visit method of assignmentDetector and
VariablePrinter traverser

To illustrate how AstSimpleProcessing works, consider the task of printing all variables

involved in assignments. This can be achieved with a two-level AstSimplePrcossing

traversal system using two classes, assignmentDetector and VariablePrinter, inher-

ited from the ROSE-built class AstSimplePrcossing. Fig. 5.9 shows the implementa-

tion of these two classes.

assignmentDetector serves as the first level of the traversal, detecting the entry of

assignment statements, namely the SgAssignOp node. It starts at the root of the code

and visits every node under the root node until all nodes are visited. When a SgAs-

signOp node is encountered, a VariablePrinter traversal is initiated within the visit

method of assignmentDetector. The created VariablePrinter instance receives the

SgAssignOp node as the root node and visits all nodes within this subtree. After com-

pleting the traversal of the SgAssignOp node, the assignmentDetector instance is freed.

It is worth noting that the isXXX method is particularly useful for node lookup, where

XXX represents the specific node type. For example, if the current node n is of type

SgAssignment, the isSgAssignment(n) method will return the address of the node,

otherwise, it will return a null pointer. Since the visit method processes the AST one

node at a time, this two-level traversal system is frequently employed in this work. The

first level often acts as a detector for certain structures or certain entries, while the

second level traversal handles the execution of actions.
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5.3 Design of the ATUQ toolkit

5.3.1 Uncertainty property representation

To track the UPP on an AST, the uncertainty property should be attached to certain

nodes. This is accomplished by the derived class persistentAttribute. As shown in

Fig. 5.10, a “persistent” attribute class can be built based on the AstAttribute class

to store the property of uncertainty for a node. The “persistent” attribute exists as long

as the AST is not destroyed and can be accessed across different traversals. If it is no

longer needed in some scenarios, it can be explicitly removed via certain methods.

As the visitor is visiting a node in the AST, it can access the persistentAttribute

node by invoking the method getAttribute. If the current node is not uncertain, there

would be no attribute attached to the node and the getAttribute method will return a

null pointer. Otherwise, the address of the attached attribute will be given, and the value

of the attribute can be accessed using the get value method. The value here represents

the source of the uncertainty. Considering there exist multiple sources of uncertainty,

the uncertainty of a node may be an interaction result of different types of uncertainty

sources. Knowing the information of types of uncertainties is then important for the

expansion of the calculation kernel.

As an example, consider an assignment statement with a target term on the left-hand

side and N operands on the right-hand side. Let UP [] denote the uncertainty of each

operand. The uncertainty of the target node can be denoted as follows:

UP [Target] =
N⋃
i=1

UP [Operandi] (5.1)

To distinguish between different types of uncertainties, the value is defined as a vector.

For example, suppose there are four input parameters s1, s2, s3, and s4, each containing

a different type of uncertainty. If a node is attached with an attribute containing the

values [1, 2, 4], this would mean that the uncertainty of this node is a composition of

uncertainties originating from s1, s2, and s4.

5.3.2 UPP detecting algorithm

Recalling the two algorithms for uncertainty propagation detection, they are associated

with different types of statements in a programming language. Algo. 1 is commonly

associated with assignment statements in many programming languages such as Fortran,

C, and C++ while Algo. 2 is linked to control flow statements, branch statements and
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class p e r s i s t e n tA t t r i bu t e : public AstAttr ibute {
public :

vector<int> value ;
p e r s i s t e n tA t t r i bu t e ( vector<int> v ) : va lue (v ) {}

vector<int> ge t va lu e ( ) const{
return value ;

}
void s e t v a l u e ( vector<int> V) {

value = V;
}

} ;

Figure 5.10: Definition of persistent attribute

functions. The resulting compound statements have a recursive structure, and traversing

the corresponding AST requires a recursive design to identify any uncertainty propaga-

tion within the statement. In contrast, simple statements, as the smallest component of

a statement, also act as the fundamental element of uncertainty propagation. For sim-

plicity, Fortran will be referred to as the programming language throughout the following

sections.

Traversal of Simple Statements

According to the four propagation patterns, the simple statement normally refers to the

assignment statement for uncertainty propagation. Since the compound statements will

be finally interpreted as a set of actions represented by simple statements, the prop-

agation of compound statements will strongly rely on the propagation through simple

statements. Therefore, the implementation of the Algo. 1 for a simple statement is

crucial for the entire UPP exploration process.

Referring back to Algo. 1, the uncertainty of the left-hand side term is determined by

the union set of uncertainties from all operands of the right-hand side expression. In an

assignment statement, the left and right hand sides of the equal sign are two expressions.

In computer science, the expression refers to a combination of one or more constants,

variables, functions, and operators and computes to produce another value. This means

each expression of both sides may contain different types of operators and operands.

However, as introduced in section 5.2, node visitors can only process one node at a

time. Therefore, rules are needed to identify which nodes are directly involved in the

uncertainty propagation within one variable reference.

For the left-hand side, the persistent uncertainty attribute will be attached to the node,

so it is also called the target node in this work. To identify the target node, a special

parser is required for the left-hand side sub-tree.
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Figure 5.11: Grammar for parsing an expression AST in ROSE

For the right-hand side, multiple arithmetic operators can be used in a single expression.

No matter how long and how complicated the right-hand side expression is, the expres-

sion can always be separated into operators and operands. The operators would not be

involved in the uncertainty propagation. To this end, the uncertainty propagation can

rely exclusively on the operands. Similar to the definition of target nodes, the nodes

of the right-hand side, that are directly involved in the uncertainty propagation of each

operand, are called the participant nodes in this work. Fig. 5.11 shows a grammar that

can be employed to combine nodes into different expressions. The main contribution

of this grammar is to enable the visitor to translate the sub-tree into an operand and

recognize target nodes and participant nodes. The propagation process can be properly

analyzed and handled after knowing the types of all operands.

The first two rules can be used to parse the expression into operands and operators. The

operand can be a variable reference or function expression. The operands can be further

parsed into terms. Terms refer to two possibilities: (1) the variables and (2) the function

expression. Combining the first five rules, the parser is able to distinguish between the

target node and the participant node on the tree. Here is an example of using the rules to

interpret the expression arr(index1,index2) + fun(data1%para1). According to the

first two rules, there exist two operands: arr(index1,index2) and fun(data1%para1).

For the first operand, there are three VariableType terms arr,index1 and index2 con-

nected with binaryOp: Array. The second term is the function expression fun(data1%para1).

The last two rules in the grammar are essential for handling function expressions. The

parameterList rule explains how to parse the input parameter list, which may contain

multiple expressions and operands. In the above example fun(data1%para1), the pa-

rameter list contains one operand as an expression: data1%para1. This expression can

be broken down into two terms: data1 and para1 connected with a binary operator
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Dot. After parsing, two terms can be identified in the parameter list, which is all of

variableType. However, the parser cannot determine whether data1 or para1 is the

participant node since they are both variableType terms. Therefore, an additional rule

should be used for the BinaryOp, which can be divided into two types: (1) the left-most

valid operator and (2) the right-most valid operator.

The right-most valid operators are Pointer and Dot, whereas Array is the left-most

valid operator. The right-most valid operator means in an operand, the VariableType

node at the left-most position of the tree is the valid node that participates in the

propagation directly. Whereas the right-most valid operators mean the controversy. This

kind of category relies on the AST construction order of the compiler. For example, the

variable used in the reference data1%para1 is the variable para1 in the dot expression.

This means the corresponding node for para1 is the participant node for this operand.

As shown in Fig. 5.1, this node is the right leaf of the root. Therefore, the SgDot node

is categorized as the right-most valid operator.

The basic strategy of the implemented algorithm in this work is: that the visitor traverses

the right sub-tree with the assistance of a parser so that the visitor can identify the

operands to be evaluated. The visitor then checks the uncertainty properties of the

operands. Since function call expressions may be involved, two cases are discussed

separately here.

1. the current operand is not a functional type: the visitor will gather the uncertainty

attribute value of the participant value.

2. If the current operand is a functional type, the visitor must determine whether the

return value of the function is uncertain. To do this, the function declaration will be

traversed first. Since the declaration is a block that contains multiple statements, it

falls under the algorithm for compound statements. Therefore, Algo. 2 is invoked

to report the uncertainty property of the function call’s operand to the visitor.

Traversal of compound statement

According to the definition, a compound statement consists of two parts: a declaration

list and a statement list. If there exists a declaration list, it must come before any

statements. With the help of Algo. 1, it is straightforward to design the algorithm for

compound statement exploration. A general procedure for exploring the uncertainty

propagation within a compound statement is shown in Fig. 5.12

Based on Algo. 2, the implementation consists of two parts. In the first part, the dec-

laration list is traversed. The visitor goes through each expression in the declaration

list to check if any of them contain uncertainty. Again, the uncertainty property of
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Procedure v i s i t (Node CompoundStatement ) {
Node Type = CompoundStatement−>type ;
Switch (Node Type )
Case : Function

Presearch ing ( Dec l a r a t i onL i s t ) ;
Funct ionPresearch ing ( StatementList )
V i s i t s t a t ement ( StatementList ) ;

}
Case : Others

Presearch ing ( Dec l a r a t i onL i s t ) ;
V i s i t s t a t ement ( StatementList ) ;

}
Procedure V i s i t s t a t ement (Node StatementList ) {

for ( a l l c h i l d r en Node N in StatementList ) {
perform a search accord ing to the type o f the statement

}
}

Figure 5.12: General procedure of exploring uncertainty within a compound state-
ment

each expression depends on the uncertainty properties of all operands in the expression.

To identify the operands, the parsing scheme introduced earlier is employed. As Fig.

5.12 illustrates, it’s worth discussing the exploration process of a function declaration

because it’s the most complicated compound statement for UPP exploration. In a call

expression, if the visitor detects any expression of the input containing uncertainty, the

corresponding variable or expression in the declaration list of the function will contain

the same uncertainty type as the input. Due to this fact, it differs from the other two

compound statements, and this special treatment is explicitly outlined in the implemen-

tation.

After the declaration list, the statement list is traversed. The visitor goes through the

list statement by statement. If a simple statement is encountered, Algo. 1 is employed

to explore the uncertainty propagation of the statement. Otherwise, Algo. 2 is invoked

recursively to explore the new compound statement.

5.3.3 Transformation scheme

In the previous discussion, the UPP detection problem was reframed as an AST traversal

challenge and addressed using two algorithms. During the traversal, nodes associated

with uncertainty were marked by attaching the corresponding uncertainty information

with a persistentAttribute node as the detector explored the UPP. Once the UPP

detection is complete, the uncertainty information and the processed AST are passed to

another visitor. This visitor is tasked with detecting uncertainty attributes. It traverses

the AST and, when it encounters a statement containing nodes marked with uncertainty,



Chapter 5. ATUQ toolkit 75

it passes the root of that statement to the sub-tree modification module for modification

processing.

The first step of modification is to determine the declaration of all uncertain variables

and extend their dimension. Therefore, all declaration information (dimension, data

type, allocatable) of uncertain nodes for the current statement is collected by the mod-

ifier. In addition, the scope information of the variable is also recorded to ensure the

correct variable is re-declared. Based on the different declaration methods, the stochas-

tic dimension is appended to the variable. For example, for a variable param which is

declared in allocatable form: param(:), a colon is added via a certain API offered by

ROSE, and the corresponding declaration becomes param(:,:). Moreover, the state-

ment where the variable is dynamically allocated is also found and a new dimension is

explicitly added.

In the second step, all variable references are extended similarly to the first step based

on the current statement. As an example, consider a simple statement res = UQ source

* var, where UQ source is uncertain. As a preparation for loop construction, the index

of the loop is now added to all uncertainty-related variables. The statement yields as

res(iSample) = UQ source(iSample) * var, and it will be used as the body of the

loop structure which is illustrated in Fig. 5.4.

Next, the rest of the loop body will be created. For example according to Fig. 5.4, the

initial condition will be created by adding a SgAssignOp and its sub-nodes. The end

condition is to set the bound value of the SgFortranDo node. A new loop structure can

be built based on the original statement, which serves as the UIC. The last step is to

delete the old statement and insert the new loop structure into the tree.

As shown in Fig. 5.13, a nested DO statement contains multiple uncertain expressions,

including the inner DO loop boundary. The outer loop contains two statements: an

assignment (highlighted in a green box) and a DO statement (highlighted in a red box).

The first statement is directly related to uncertainty. According to the reformation

procedure, a new DO statement should replace the original statement. The corresponding

variable will be declared and the index of the variable will be reformed. The original

statement will be then replaced and the process is done. Similarly, in the next statement:

the DO statement will propagate uncertainty through its iterator, L2. Therefore, the same

transformation is applied to any statement in the statement list that involves L2. After

the visitor has processed all the statements within the statement list of a DO loop, the

reformation for that block is completed.
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Figure 5.13: Loop transformation strategy for multiple expressions in different scope

5.3.4 Assembling the ATUQ toolkit

Combining the description of tree traversal and AST modifier, the detailed construction

information of these two components is illustrated in Fig 5.14.

As the cornerstone of the toolkit, the UPP detector receives AST information and the

initial position of uncertainty sources. The exploration of UPPs is facilitated by various

node visitors that implement the traversal algorithm. As depicted in the figure, the UPP

detector (shown as tree traversal in the diagram) consists of three key components: the

UQ token setter, node visitors, and UQ token reader.

The UQ token setter reads a user-provided uncertainty source file, which specifies the

uncertain variables and their corresponding scopes in the code. For example, an entry

like “main k” that the variable k is uncertain within the scope of the main function.

The setter then navigates to this scope in the AST and assigns a persistent uncertainty

attribute to the specified variable.

Once the initial traversal condition is set, the AST is passed to the node visitor, which is

composed of multiple visitors based on the AstSimplePrcossing method. Because com-

pound statements often require a recursive search, the node visitor is typically structured

as a nested form of AstSimplePrcossing, as shown in Fig. 5.9. For example, if the root

visitor encounters a function call expression, the visitor generates a function visitor and

passes the address of the function call expression to it. Inside the function body, various

types of statements may appear, necessitating the generation of different visitors within

the function visitor, including itself. Fig. 5.15 depicts a pseudo-code demonstrating



Chapter 5. ATUQ toolkit 77

Figure 5.14: Inner structure of ATUQ toolkit in detail

void Func t i on V i s i t o r : : v i s i t ( SgNode∗ n) {
i f ( isSgAssignment (n) ) {

Ass ignment Vis i to r Ass ignSubTreeTraversal ;
Ass ignSubTreeTraversal . t r a v e r s e ( isSgAssignment (n) , preorder )

;
}
i f ( i sSgFunct ionCal lExp (n) ) {

Func t i on V i s i t o r FunctionSubTreeTraversal ;
FunctionSubTreeTraversal . t r a v e r s e ( i sFunc t i onCa l l (n) ,

preorder ) ;
}
i f ( i sSg I fS tmt (n) ) {

I f V i s i t o r I fSubTreeTraversa l ;
I fSubTreeTraversa l . t r a v e r s e ( i sSg I fS tmt (n) , preorder ) ;

}
. . .

}

Figure 5.15: Illustration of inner structure of function visitor

how the visit method is implemented for the function visitor. Similarly, in an assign-

ment node or loop structure, other statements may also appear, necessitating similar

structures in other node visitors, as shown in Fig. 5.15.

After the UPP exploration is complete, the AST is passed to the UQ token reader. This

stage involves traversing the AST from the root and parsing the uncertainty information

from each node into readable text, including details such as file lines, statements related

to uncertainty, and variables involved in its propagation. At this point, the user can

decide whether to apply the modifications. If not, only the UPP information is presented.

However, if modifications are desired, the AST is forwarded to the modifier. With the
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Figure 5.16: Integrating UPP detection and UIC transformation into ROSE

assistance of a loop constructor, the kernel code is transformed into a source file in

the form of UIC. If possible, the corresponding uncertainty-intrinsic binary will also be

generated. To obtain the AST of the deterministic code, the toolkit receives the source

code and invokes the frontend parser via a specific API offered by ROSE. Once the

modification is completed, the compiler backend is called to translate the AST back into

the source file. This is accomplished using a specific API provided by ROSE. Fig. 5.16

illustrates the general relationship between the ROSE compiler and the ATUQ toolkit.



Chapter 6

Performance evaluation

6.1 Introdcution

This chapter discusses the improvements in application performance introduced by

CIUQ from three perspectives: the elimination of redundant operations, the vectoriza-

tion rate, and increased data intensity. To illustrate the performance of code-intrinsic UQ

in various scenarios, three models are examined using different discretization schemes,

code structures, and parallelization strategies.

The first model is the 2D Euler equation, solved using the explicit FVM in sequential

Fortran code. The solver is an I/O heavy program, which illustrates a high-performance

gain via the elimination of redundant operations by CIUQ.

The second model is the heat transfer equation, for which two lightweight, sequential

Fortran codes are utilized. The first code simulates the transient state of heat transfer

using the implicit finite difference scheme in a sequential format. The second code, also

sequential, uses the explicit finite difference scheme to calculate the steady-state solu-

tion of a 3D problem with specified boundary conditions. By incorporating code-intrinsic

UQ into these different codes, the vectorization rate improvement of different kernels as

well as their performance gains on different types of micro-architectures will be shown.

Experiments show that the UIC of recursive kernels gains 2x - 6x performance improve-

ments on Intel architecture and up to twenty times performance improvement on the

specific designed SIMD architecture NEC SX Aurora TSUBASA. Additionally, a paral-

lelized version of the 3D explicit FD heat solver is considered, where the performance

improvements introduced by CIUQ for parallelized code will also be discussed.

The third model is the Gierer-Meinhardt (GM) model, which is implemented within

the Flexi framework [63][64], a PDE-solving environment based on the discontinuous

79
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Galerkin method. Flexi can be executed in either sequential or parallel modes, depending

on user input. Both the GM model and the Flexi code framework serve as excellent

examples for demonstrating performance improvements when applying code-intrinsic

UQ to parallelized codes.

Since the mechanisms driving performance improvements differ between parallel and

sequential code, the performance gains will be shown and discussed separately. In this

study, the performance improvement of UIC is expressed as speedup with respect to

sample size. To distinguish this from the conventional speedup definition in parallel

computing, two types of speedup are defined. Let Sprocessor denote the conventional

speedup while the speedup for two different testing conditions with a specific number of

samples is defined as follows:

Ssample =
TMC(Nsample)

TUIC(Nsample)
(6.1)

where TMC(NSample) and TUIC(NSample) represent the execution time of DC and UIC

with Nsample samples, respectively. The conventional speedup is defined as:

Sprocessor =
T (1)

T (Np)
(6.2)

Where T (1) is the time consumption of running the code with a single processor, and

T (Np) stands for time consumption of running the code with Np processors.

6.2 Elimination of redundant operations

The Euler equations are a set of partial differential equations that describe the motion of

an inviscid fluid, corresponding to the Navier–Stokes equations with zero viscosity and

zero thermal conductivity [65]. The Euler equations are mathematically challenging due

to their nonlinear nature and lack of dissipative terms, making them difficult to solve

analytically [66]. In real world applications, numerical methods have been developed to

solve the Euler equations for practical applications, including FD, FV, and FE methods.

These mesh-based methods often require large memory space to store the mesh infor-

mation and long processing time for the I/O-related manipulations. A specific FVM

implementation of an Euler equation solver is deployed in this section to illustrate the

benefit of using UIC with the aspect of eliminating unnecessary I/O operations.
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Figure 6.1: Mesh setup of the NACA0012 airfoil[1]

6.2.1 Model introduction

Consider the Euler equation [67] in conservation form:

∂u

∂t
+∇ · F(u) = 0 (6.3)

The flux function F(u) can be seperated into two cartesian components: f(u) and g(u).

where

u =


ρ

ρu

ρv

ρe


; f(u) =


ρu

ρuu+ p

ρvu

ρhu


;g(u) =


ρv

ρuv

ρvv + p

ρhv


(6.4)

with ρ the density, u and v are the velocities, p is the pressure, e is the total internal

energy per unit mass and h is the total enthalpy per unit mass.

6.2.2 Experiment setup

The 2D Euler equation was discretized via the explicit FVM method and implemented

in Fortran [1]. In this experiment, the pressure and velocity fields of the NACA 0012

airfoil will be solved with given initial and boundary conditions.

The whole domain is discretized via an unstructured quadrilateral mesh as shown in Fig.

6.1. A total of 2,416 elements are used to discretize the domain, comprising 36,273 points

in total. The initial conditions are given as: ρ0 = 1.2kg/m3, ux0 = 411.6m/s, uy0 =

0m/s, t0 = 300K. Where ρ0 is the density of inflow and ux0 and uy0 are the velocities

in the x and y direction of the inflow. t0 is the initial temperature. In this experiment,
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different sample sizes ranging from 8 to 512 will be employed to compare the performance

of the UIC and DC.

6.2.3 Performance comparison

Figure 6.2: Performance comparison between DC and UIC for 2D FVM solver

The most foreseeable benefit introduced by CIUQ is the elimination of redundant op-

erations that typically can be interpreted as data pre- and post-processing, i.e. file

reading or writing. In a sequential DC, the total elapsed time can be expressed as

TDC = C(K) + C(NK), where C(K) and C(NK) denote the computation cost of

deterministic uncertainty-related kernels and non-uncertainty related kernels respec-

tively. An uncertainty-related kernel refers to the kernel that will process the uncer-

tain variables. For the UIC, let C(K)[n] and C(NK)[n] denote the computation costs

for evaluating n samples by the corresponding uncertainty-related and non-uncertainty-

related kernels, respectively. Thus, the total elapsed time for UIC can be expressed as

TUIC [n] = C(K)[n] + C(NK)[n].

For simplicity, it is assumed that CIUQ would not bring any hardware-related effi-

ciency improvement for the uncertainty-related kernel, then C(K)[n] = nC(K) and

C(NK)[n] = c ∗ C(NK). Since the large file I/O operation is more efficient than the
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I/O operation on multiple small files it follows c < n. Simple math yields the following

approximation:

Ssample ≈
1 + f

1 + c
nf

(6.5)

Where f is a ratio: C(NK)
C(K) . As the number of samples increases, the speed up of CIUQ

approaches asymptotically to 1 + f .

Fig. 6.2 demonstrates the speed up of CIUQ of the 2D Euler solver. Due to high I/O

demand, the DC spends 9.421s in algorithmic calculations while I/O-related operations

consume 81.28s. The ratio f is approximately 8. This means the CIUQ could approxi-

mately achieve a minimum 9 time speed up when enough samples are used in the UIC. As

shown in Fig. 6.2, the experimental results support the approximation rule introduced

above.

It is worth noting that, in addition to the anticipated speedup from eliminating redun-

dant I/O operations, a significant performance spike is observed between sample sizes

32 and 128. In this range, the use of UIC not only reduces I/O overhead but also de-

livers additional performance benefits. The next section will explore this phenomenon

in greater detail, using two different types of computational kernels to provide further

insights into the performance improvements achieved by UIC.

6.3 Vectorization and SIMD

6.3.1 Model introduction

In this section, the heat transfer model is employed to investigate how the kernel effi-

ciency is affected by CIUQ. The governing equation is explicitly presented in Eq. (6.6).

Considering the heat equation is defined in a simple subdomain D ⊆ Rn, n ∈ {2, 3}:

∂ϕ

∂t
= k ∗ ∇2ϕ+Q(x, t) (6.6)

where k is the diffusive coefficient, Q is the source term depending on the spatial pa-

rameter x ∈ D and time. The boundary condition can be described as:

ϕ(x, t) = 0,x ∈ ∂D

ϕ(x, 0) = f(x),x ∈ D
(6.7)
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6.3.2 Experiment setup

The first target code [68] is a light-weighted code using an implicit finite difference

scheme to solve the heat equation. The domain D is defined as [−1, 1]2, with t ∈ [0, 1].

The boundary condition can be described as:

ϕ(x, 0) = 0,x ∈ D

Q(x, t) = 2 ∗ (2− x21 − x22)
(6.8)

This code employs the Crank-Nicolson method for temporal discretization. The entire

domain is discretized using equidistant mesh points. The time step is set to 0.05 seconds.

Further on, it is assumed that the diffusive coefficient k follows a Gaussian distribution

with a mean µ = 1 and a standard deviation σ = 0.1.

The second target code [69] employs the explicit forward Euler method to evaluate the

steady state with a given initial condition. The domain D is defined as [0, 1]3. The

boundary condition can be described as follows:

ϕ(x, 0) = C1,x ∈ D

ϕ(x, 0) = C2,x ∈ ∂D

Q(x, t) = 0

(6.9)

where C1 and C2 are two constants representing the initial temperature. The explicit

FD scheme is implemented separately in sequential and parallel forms. The performance

of UIC will also be discussed separately for each form.

6.3.3 The Thomas algorithm

As introduced in section 2.2.2.3, according to the Crank-Nilconson scheme, the dis-

cretized problem can be formulated as Eq. (2.64). This equation is equivalent to the

following linear system:

AX⃗n+1 = r⃗n (6.10)

where A is a tridiagonal matrix and r⃗n a known vector depending on the solution of

the current step X⃗n. Analogically, the heat Eq. (6.6) can be discretized via the Euler

Forward scheme. The resulting linear system reads:

X⃗n+1 = Ār⃗n (6.11)

where Ā is also a tridiagonal matrix.
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It is easy to spot that an inverse matrix operation is required to solve the linear system

when using the implicit scheme for discretization. Since the matrix is tridiagonal, the

inversion can be calculated by the Thomas algorithm. Assume Eq. (6.10) has the

following form: 

b1 c1 0

a2 b2 c2

a3 b3
. . .

. . .
. . . cn−1

0 an bn





x1

x2

x3
...

xn


=



r1

r2

r3
...

rn


. (6.12)

To solve this system, new coefficients will first be computed via the so-called forward

sweep process:

w =
ai
bi−1

bi := bi − wci−1

ri := ri − wri−1

(6.13)

where i = 2, 3, ..., n. Then the result can be obtained by the so-called back substitution

process:

xn =
rn
bn

xi =
ri − cixi+1

bi

(6.14)

where i = n − 1, n − 2, ..., 1. As can be seen, for both processes, the value of the i th

point depends not only on the values of the current iteration but also on values from

the last step. Such recursive kernels are hard to vectorize for the compiler, thus leading

to a low vector register usage.

6.3.4 Performance comparison

Crank-Nicolson FD 2D heat equation solver

The 2D subspace [0, 1]2 will be discretized via an equidistant mesh with 10,000 points in

each direction and the diffusion coefficient α is set to be uncertain. As a consequence, the

coefficients on the tridiagonal matrix a, b, c as well as the RHS vector r are all uncertain

since α explicitly appears in their expressions. The UIC of the Thomas algorithm is

shown in Fig. 6.3. Noticing that the generated samples are all independent, the implicit

loop (expressed as the colon in Fortran) that runs through all samples can be perfectly

vectorized. This enables the usage of vector registers such as AVX512 to achieve efficient

hardware usage. Fig. 6.4 illustrates the performance in the roofline model for UIC and

DC kernels. As shown in the figure, the DC is mainly bounded by the DRAM bandwidth.

In contrast, the UIC can be fully vectorized and take full advantage of the introduced
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subroutine tdma(a , b , c , r , x , s , e , dim a )
implicit none
integer s , e , i , dim a
real ∗8 , dimension ( 1 : dim a , s : e ) : : a , b , c , r , x
! forward e l im ina t i on phase
do i=s+1,e
b ( : , i ) = b ( : , i ) − a ( : , i ) /b ( : , i −1)∗c ( : , i −1)
r ( : , i ) = r ( : , i ) − a ( : , i ) /b ( : , i −1)∗ r ( : , i −1)
end do
! backward s u b s t i t u t i o n phase
x ( : , e ) = r ( : , e ) /b ( : , e )
do i=e−1,s ,−1
x ( : , i ) = ( r ( : , i )−c ( : , i ) ∗x ( : , i +1) ) /b ( : , i )
end do
end

Figure 6.3: Fortran implementation of the Thomas Algorithm in UIC form

data parallelism. As a consequence, the UIK achieves a much higher number of floating-

point operations per second (FLOPS).

It is important to note that as the sample size increases, the performance of UIC reaches

a peak and then drops. The AVX512 instruction set enables 8 double precision (DP)

floating point SIMD operations in one cycle. To achieve an ideal working condition,

the number of samples should be large enough to keep the vector registers saturated.

Therefore, with the increase of the sample size from 4-16, the GFLOPS of the UIC

increases. As the vector registers are saturated, adding more samples does not further

improve the vectorization but causes the algorithm to hit the memory bandwidth limit.

Therefore, the FLOPS decrease slowly after a certain sample size.

Explicit Euler FD heat solver

The 3D subspace [0, 1]3 will also be discretized via an equidistant mesh and the diffusion

coefficient α is set to be uncertain. Similar to the implicit solver, the coefficients in

the explicit Euler scheme are uncertain as α also explicitly appears in the coefficients.

Transforming the deterministic kernel into UIC results in the kernel shown in Fig. 6.5.

In contrast to the implicit case, the value of the next step can directly be obtained

by multiplying the current value with the tridiagonal matrix. This kernel is highly

vectorizable, also for the DC since the data are independent. Fig. 6.6 illustrates the

roofline model of the UIC and DC kernels for the explicit 3D FD solver. The mesh

contains 158 points in each spatial direction. The DC achieved already a relatively high

GFLOPS number. According to the assembly code, the AVX512 registers have been

used. For a highly vectorized simple kernel, there is no margin for CIUQ to achieve

better performance. Fig. 6.6 compares the GFLOPS of the calculation kernel for UIC

and DC on Aurora and Intel processors. Due to its high vectorization, the DC achieved

already a relatively high performance. In this case, adding the extra dimension to form
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Figure 6.4: Roofline model of the Thomas algorithm for UIC and DC, respectively

do 31 , k=1, s i z e z
do 20 , j =1, s i z e y
do 30 , i =1, s i z e x
! update the next time s t ep va lue
x ( : , i , j , k ) = &
weightx ( : ) ∗( x0 ( : , i −1, j , k ) + x0 ( : , i +1, j , k ) + x0 ( : , i , j , k ) ∗diagx ( : ) ) + &
weighty ( : ) ∗( x0 ( : , i , j −1,k ) + x0 ( : , i , j +1,k ) + x0 ( : , i , j , k ) ∗diagy ( : ) ) + &
weightz ( : ) ∗( x0 ( : , i , j , k−1) + x0 ( : , i , j , k+1) + x0 ( : , i , j , k ) ∗ diagz ( : ) )
30 continue
20 continue
31 continue

Figure 6.5: The most time consuming kernel in the explicit FD solver in UIC form

the UIC obviously does not introduce any benefit to either of the tested processors.

However, it will be shown later on that it is beneficial to employ CIUQ for a highly

vectorizable kernel if it is parallelised by a multi-processor scheme.

6.3.5 Accelerating with SIMD system

As discussed in section 2.1.2, it should be noted that the samples generated in MC

are i.i.d. and the calculation within one kernel can be considered repetitive, evaluating

the same pattern of operations. According to Flynn’s taxonomy [70], SIMD systems are

well-suited for repetitive computations involving large datasets. Previous results demon-

strated that the AVX512 instruction set can enhance UIC performance by exploiting the

natural data independence between samples.
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Figure 6.6: Roofline model of the kernel in Fig. 6.5 from 3D Euler Forward solver
for UIC and DC

In this section, the vector machine ”SX-Aurora TSUBASA” (referred as NEC machine

or Aurora machine for simplicity) is employed. The vector processing unit comprises 64

vector registers which enable the processing of 256 DP numbers simultaneously. With

the assistance of the compiler provided by NEC, the calculation kernel would be au-

tomatically vectorized in the absence of data dependency. Hence, the parallelization

of UIC for the code intrinsic UQ through NEC machine would not require any code

modification. Furthermore, the vector machine not only supports pipe-lining to hide the

latency of executing instructions but also multiple pipes aimed at executing in parallel.

Crank-Nicolson FD heat equation sovler

As shown in Fig. 6.4, efficiency improvement is achieved by the UIC via vectoriza-

tion compared to the standard MC method when executing on an Intel CPU platform.

Furthermore, the performance can be significantly improved by utilizing the NEC vec-

tor machine to leverage data independence. The domain is discretized with 2001*2001

points. Fig. 6.7 compares the GFLOPS on the Aurora versus the Intel processor for

UIC with different numbers of samples. The dashed lines represent the execution of the

DC on the Intel and Aurora processors as a baseline. The achieved FLOPS are 1.191

GFLOPS and 0.158 GFLOPS respectively. As introduced, the Aurora processor can

at maximum execute 256 DP operations simultaneously. Before the vector register is

fully occupied, the performance increases as the sample size increases. As clearly shown

in Fig. 6.7, to utilize the full power of the Aurora processor, the number of samples

must be large enough. The results further suggest that sample sizes below 32 should
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Figure 6.7: Performance comparison between UIC and DC implementation of the
Thomas algorithm on Aurora and Intel processors

be executed on the Intel processor rather than on the Aurora processor. To evaluate

the performance of the NEC machine with a larger sample size, a reduced mesh size

was employed. The performance comparison is illustrated in Fig. 6.8. As depicted, the

speedup of UIC gradually reaches saturation as the sample size increases from 1000 to

35000. Once the sample size is sufficient to fully utilize the vector registers, the UIC can

achieve more than 20 times speed up compared to the standard MC without modifying

the structure of the code.

Explicit Euler FD heat equation solver

As shown in Fig. 6.6, the sequential form of UIC failed to speed up the process of

standard MC in an Intel platform. Fig. 6.9 compares the GFLOPS of the calculation

kernel for UIC and DC on Aurora and Intel processors. Due to its high vectorization,

the DC achieved already a relatively high performance. In this case, adding the extra

dimension to form the UIC does not provide any benefit to either of the tested processors.

Fig. 6.10 illustrates the overall performance of explicit FD heat transfer solver on Intel

and NEC processor (including I/O and all other kernels). The UIC on the NEC processor

manages to achieve a performance improvement, although it could not outperform the

DC in the illustrated kernel. In conclusion, the performance of UIC for the sequential

code depends on the overall vectorization improvement and the rate of I/O elimination.

The higher these factors, the better the UIC can perform, especially on the NEC vector

machine.
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Figure 6.8: Performance comparison of implicit heat equation solver between UIC
and DC on different platforms

Figure 6.9: Performance comparison of explicit FD kernel shown in Fig. 6.5 on
Aurora and Intel processors
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Figure 6.10: Performance comparison between code of the explicit FD heat equation
solver in the form of UIC and DC on different platforms

6.4 Data intensity

Section 6.3 explores the performance benefits of CIUQ in terms of vectorization across

two types of sequentially implemented kernels. In modern simulation, large models and

data sets are extensively used to achieve better resolution or precision. To reduce the

calculation time to a reasonable level, multi-processor parallelism becomes essential.

By concentrating more data within the kernels of UIC, CIUQ effectively increases the

proportion of time spent on computation relative to communication. As a result, CIUQ

improves the strong scaling performance of parallelized programs.

6.4.1 Parallelized 3D Euler Forward FD solver

The 3D explicit solver is parallelized using MPI. The parallelized DC is converted into

a parallelized UIC without modifying the general parallelization framework. The sub-

domain [0, 1]3 is discretized with 256 points in each spatial direction. The 3D mesh is

divided into sub-meshes by a Cartesian domain decomposition, so that each processor

can do its calculation based on its sub-mesh. Fig. 6.11 illustrates the strong scaling

behaviour and runtime of both the DC and UIC on Intel processors for various test
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Figure 6.11: Comparison of strong scaling behaviour of the parallelized 3D Euler
Forward FD solver on Intel processors

cases. Due to the effect of the data condensation, the UIC shows a better strong scal-

ing behaviour compared to the DC. Moreover, the improvement of UIC is related to

the sample size, on higher processor counts, which supports the statement that strong

scaling improvement is mainly achieved by increasing data intensity.

These improvements in scalability by the application of CIUQ allow for the employment

of more processors to solve UQ problems. Thereby the developed method can signifi-

cantly reduce the time to solution of the MC method by utilizing HPC resources more

efficiently.

Since Aurora also supports multi-processor programming using MPI, further efficiency

improvements can be achieved by vectorizing the data in each processor. Fig. 6.12

illustrates the time consumption on Aurora and Intel processors of UIC code and the

time consumption of the DC on Intel processors.

In addition to the explicit FD solver, the performance improvement achieved by paral-

lelization is not limited to this approach. Later in this thesis, it will be demonstrated that

the parallelized UIC can result in improvements for equations with strong non-linearity

that require complex algorithms to solve. This demonstrates the versatility and applica-

bility of parallelization techniques for improving the efficiency of MC simulations with

UIC.
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Figure 6.12: Multi-processor programming performance comparison of explicit FD
solver in the form of UIC and DC on different platforms

6.4.2 Gierer-Meinhardt Problem

The Gierer-Meinhardt model, proposed by Gierer and Meinhardt in 1972 [71], is a

reaction-diffusion system that can effectively describe various patterns and morphogen-

esis phenomena. Owing to its high sensitivity to the initial conditions of the activator

and inhibitor, it is a suitable candidate for UQ studies.

The Gierer-Meinhardt model can be described as:

∂a

∂t
= ρ

a2

h
− µaa+Da

∂2a

∂x2
+ ρa

∂h

∂t
= ρh2 − µhh+Dh

∂2h

∂x2
+ ρh

(6.15)

where a is a short-range autocatalytic substance, i.e. activator and h is the inhibitor.

The model includes parameters such as µa and µh, which denote the decay rates for the

activator and inhibitor, respectively. Additionally, Da and Dh represent the diffusion

coefficients of the activator and inhibitor. The production rates of activator and inhibitor

are denoted by ρa and ρh, respectively.

To avoid numerical instability, an auxiliary equation is introduced to reformulate the

Gierer-Meinhardt model. Therefore, the original equation, Eq. (6.15), is not solved
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directly. The new equation system for the Gierer-Meinhardt model is given by:

∂u

∂t
−Da

∂S

∂x
− F(u) = 0

S− ∂u

∂x
= 0

(6.16)

with:

u =

(
a

h

)
,D =

(
Da

Dh

)
,

F(u) =

(
ρa2

h − µaa+ ρa

ρh2 − µhh+ ρh

) (6.17)

To solve the Gierer-Meinhardt model, the problem is projected from the physical coordi-

nate system to the unit reference element E ∈ [−1, 1]3, with coordinates ξ⃗ = [ξ1, ξ2, ξ3].

Multiplying test functions to both sides of Eq. (6.16) and applying integration results

in a weak form, as shown in Eq. (6.18).∫
E

Jutϕdξ⃗ −
∫
∂E

D ∗ Sds+
∫
E

D ∗ S∇ξϕdξ⃗ −
∫
E

F(u) ∗ ϕdξ⃗ = 0

∫
E

JSϕdξ⃗ −
∫
∂E

udξ⃗ +

∫
E

u∇ξϕdξ⃗ = 0

(6.18)

In Eq. (6.18), J is the Jacobian matrix that transforms the physical space into the

reference space. The integration can be evaluated point-wise by using one-dimensional

interpolating polynomials associated with Legendre-Gauss or Legendre-Gauss-Lobatto

quadrature points [72]. This allows for more efficient and accurate numerical solutions

to the weak form of the Gierer-Meinhardt model.

6.4.3 Flexi and discontinuous Galerkin method

The discontinuous Galerkin (DG) method was first proposed in the 1970s. Since then,

it has matured into a powerful computational tool for gas dynamics solutions, partially

thanks to the work of Cockburn and Shu [72]. Numerical experiments have shown that

the spectral collocation method has significantly improved the performance of the classic

CFD method for solving the compressible Navier-Stokes equation [2]. The spectral

collocation method is particularly well-suited for HPC in a parallel structure, due to

its natural parallelism of information exchange between cells. FLEXI is an open-source

software that solves hyperbolic/parabolic systems using the DG spectral collocation

method. In this thesis, a 1D Gierer-Meinhardt problem was implemented in FLEXI and

solved in CIUQ form.
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Figure 6.13: Time consumption for both frameworks executing FLEXI as the total
number of samples is constant

6.4.4 Performance comparison

For the property of uncertainty, a Gaussian distribution is assumed for the diffusion

parameter of the inhibitor. The main value is set to D̄h = 0.1, and the variance is

V ar(Dh) = 0.001. The other values are provided as follows: Da = 0.00001, µa = µh =

1, ρa = ρh = 0. Two sets of experiments were performed on a node of the Vulcan cluster

at the High-Performance Computing Center Stuttgart (HLRS). In the first experiment,

the number of samples for the initial input data was kept constant while the number of

processors varied. As shown in Fig. 6.13, the speedup rate improves continuously as the

number of processors increases.

In analogy to the results observed with the parallelized explicit FD solver, the investi-

gation of the strong scaling behaviour exhibits a considerable improvement of the UIC

versus the DC as shown in Fig. 6.14. The speed-up of the traditional framework does

not increase after the processor number is greater than 15. In contrast, the UQ intrinsic

code is still growing.

In the second experiment, the number of processors was held constant while the number
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Figure 6.14: Comparison between UIC and DC w.r.t scalability

Figure 6.15: Comparison between UQ intrinsic code and deterministic code as the
total number of the processor is 32

of samples was increased. Specifically, 40 processors were employed to evaluate the two

different frameworks. The code intrinsic UQ approach achieved sustainable performance

improvement as shown in Fig. 6.15.

The performance analysis of solving Gierer-Meinhardt with FLEXI in parallel form

strongly suggests that the code intrinsic UQ form is most beneficial for problems that

initially have a small to tiny size of the calculation but require a large to extremely
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large number of samples to be evaluated. The superior scalability of the code intrinsic

UQ form enables efficient solving of UQ problems on much larger HPC systems with

significantly more computational resources.
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Conclusion

UQ enhances the reliability of simulations in fields such as engineering and business.

The MC method is one of the most fundamental and widely used approaches for for-

ward UQ analysis and sensitivity analysis. As a non-intrusive method, the MC method

can be easily applied by the user without modifying the content of the deterministic

code. Moreover, the most important advantage of the Monte Carlo method is that its

convergence rate does not deteriorate with increasing dimensions. Therefore, researchers

still rely on the MC method to solve high-dimensional UQ problems. However, the MC

method requires launching thousands to millions of small to middle-sized applications,

which can underutilize modern high-performance computing (HPC) systems that are

equipped with multi-core and many-core processors. These applications often fail to

provide sufficient computational load to fully saturate HPC systems, and the determin-

istic code itself frequently exhibits poor scalability, preventing the system from reaching

its full potential.

This dissertation focused on developing the CIUQ framework to improve the execution

efficiency of the MC method on a HPC system. Additionally, to maintain the advantage

of the MC method as a non-intrusive method, this work also dedicated effort to the

development of an automatic toolkit. The main contributions of this dissertation are:

1. The concept of the CIUQ is introduced to address the efficiency issues of the tra-

ditional MC framework. In CIUQ, an extra dimension is added to all uncertainty-

related variables so that all stochastic information can be stored within the cor-

responding variable. Instead of invoking the deterministic code multiple times,

the code intrinsic UQ evaluates the whole problem by calling the UIC only once.

Compared to the DC, the data density and vectorization of the algorithms can be

significantly improved by the developed method.

98
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2. To fully explore the UPP, The uncertainty propagation rules within a code are

expressed using a tree form. These abstract representation allows to redefine the

propagation problem with the help of an abstract syntax tree.

3. Two algorithms are developed that aim to analyse the UPP based on AST traver-

sal. The first algorithm focuses on the propagation detection by simple statements,

namely assignment statements. The second algorithm is designed to explore the

uncertainty propagation by compound statements.

4. An assistant toolkit for analysing the uncertainty propagation path and converting

DC to UIC semi-automatically was developed and implemented. Built on the

source-to-source transformation capabilities of the ROSE compiler, the toolkit

features two primary components. The first is the propagation analysis toolkit,

designed to identify all uncertainty-related variables based on AST UPP detection

algorithms. The second component is the AST Modification Tool, which replaces

deterministic kernels with UIKs, guided by the uncertainty information tagged by

the propagation analysis tool. Once the AST is modified, it is sent to the compiler

backend, generating either a UIC binary or source file for the user. This process,

facilitated by the ATUQ toolkit, transforms code intrinsic UQ evaluation into a

non-intrusive method, streamlining its implementation.

5. The presented experimental results reveal that the performance of applications can

be significantly improved by using the proposed CIUQ-framework in the following

three aspects: 1. Elimination of redundant operations, 2. Improvement of vector-

ization rate, 3. Improved strong scalability of parallelised code. The experimental

results showcased that CIUQ is beneficial for applications, which suffer from large

I/O writing time, non-vectorizable loops or poor strong-scaling behaviour.
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Future Work

In this work, the CIUQ framework demonstrated the ability to improve the overall

performance of parallelized DC. The high level of vectorization achieved through this

approach makes it particularly beneficial for use on SIMD architectures. To maintain

the CIUQ framework as a non-intrusive method, the ATUQ toolkit is developed to ex-

plore the uncertainty propagation path and transform the DC into UIC automatically.

Building on the progress made with the CIUQ framework, several interesting topics can

be explored in the future.

Performance evaluation of CIUQ in exascale While the CIUQ framework has

shown significant improvements in performance on smaller scales, evaluating its scala-

bility and efficiency at the exascale remains an open challenge due to the complexity of

such systems. Future work will focus on conducting large-scale experiments on exascale

platforms to better understand how the framework performs under extreme scalability

conditions. Optimizations may also be necessary to adapt the framework to the specific

demands of exascale computing. Successfully demonstrating the framework’s effective-

ness at this level could unlock new applications and research opportunities across a range

of domains.

Kernel transformation algorithm for other types of intrusive methods The

UPP exploration method is employed to convert the DC into MC-specialized UIC. In

the meantime, various intrusive methods also require kernel transformation such as the

polynomial chaos method (PCM). The interaction between different uncertain variables

is already included in the result of the propagation path analyses conducted by the

ATUQ toolkit. This information can be used to directly transform the deterministic

100
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kernels into PCM-specialized UIC. The transformation algorithm will require collabora-

tion with PCM experts so that an efficient and accurate algorithm can be designed. In

combination with the current work, this could broadly extend the working scenario of

the code intrinsic framework, so that more researchers will be involved and benefit from

the code intrinsic approach.

Domain-specific compiler for code intrinsic UQ The ATUQ toolkit has proven

useful for researchers applying the code-intrinsic approach, but it currently only sup-

ports sequential Fortran code. A key future direction is to extend the toolkit to handle a

broader range of programming languages and parallel paradigms, such as MPI program-

ming. Implementing these additional features will require collaboration with parallel

programming experts to ensure the tool remains efficient and easy to use. Ultimately,

the goal is to develop a domain-specific compiler based on the ATUQ toolkit, enabling

developers to automatically generate UIC for a variety of languages and environments.

This would significantly enhance the productivity and efficiency of researchers and en-

gineers working in UQ and would facilitate wider adoption of the code-intrinsic approach.



Appendix A

Details of experiment platform

All experiment conducted in this thesis were conducted on the NEC cluster platform

named Vulcan at HLRS. The Vulcan cluster is equipped with different hardwares and

Archirectures. Beside the NEC Aurora vector machine build from eight NEC A-3118

servers, experiments were executed on dual socket compute nodes, equipped with two

20 core Xeon Gold 6138 CPUs with a total of 192GB memory.
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