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Abstract

Predicting the compositionality of English noun-noun compounds, such
as lion tooth and climate change has traditionally relied on text-based ap-
proaches. This thesis explores the potential of using a purely image-based
approach instead. The proposed image-based approach encodes images of
both the compounds and their constituents into vector representations using
a Vision Transformer and assesses their similarity through cosine similarity.
The e ectiveness of this approach is evaluated against human composition-
ality ratings from a widely-used dataset and compared with a conventional
text-based approach to highlight their respective strengths and weaknesses.
Additionally, various image acquisition techniques are explored to determine
the most e ective way to obtain images that accurately represent the meanings
of the corresponding words, as this greatly impacts performance.

My results reveal that, with su ciently representative images, the image-
based approach achieves promising results but still falls slightly short overall
compared to the baseline text-based approach. Notably, for speci ¢ categories
of compounds, namely concrete and literal ones, the image-based approach
can even outperform the baseline. However, considerable challenges in image
acquisition impact overall performance, as obtaining high-quality and contex-
tually accurate images remains di cult. Moreover, the image-based approach
encounters limitations in cases where visual similarity does not align well with
semantic relatedness, suggesting that image-only methods may struggle with
accurate predictions for these compounds. This thesis o ers a viable alter-
native to traditional text-based compositionality prediction approaches and
provides insights that could drive the development of multi-modal approaches,
potentially enhancing prediction accuracy in this domain.



Traditionell wird die Kompositionali@at englischer Nomen-Nomen-Komposita
wie lion tooth ("Lewenzahn’) und climate change ("Klimawandel’) durch
textbasierte Ansatze vorhergesagt. Diese Arbeit untersucht das Potenzial eines
rein bildbasierten Ansatzes als Alternative zu diesen herkemmlichen Methoden.
Der bildbasierte Ansatz verwendet einen Vision Transformer, um Bilder der
Komposita und ihrer Bestandteile in Vektorreprasentationen umzuwandeln,
die anschlie end mittels Kosinusahnlichkeit miteinander verglichen werden.
Die E ektiviat dieses Ansatzes wird anhand von menschlichen Komposi-
tionaliatsbewertungen aus einem weit verbreiteten Datensatz bewertet und
mit einem konventionellen textbasierten Ansatz verglichen, um deren jew-
eilige Starken und Schwachen aufzuzeigen. Zusatzlich werden verschiedene
Methoden zur Bildgewinnung getestet, um herauszu nden, welche am besten
geeignet ist, Bilder zu erhalten, die die Bedeutung der Werter meglichst genau
widerspiegeln, da dies einen erheblichen Ein uss auf die Leistung hat.

Meine Ergebnisse zeigen, dass der bildbasierte Ansatz mit ausreichend
reprasentativen Bildern vielversprechende Resultate liefert, jedoch insgesamt
noch etwas hinter dem textbasierten Ansatz zunickbleibt. Besonders her-
vorzuheben ist, dass der bildbasierte Ansatz bei bestimmten Kategorien von
Komposita, wie konkreten und wertlichen, sogar bessere Ergebnisse liefern kann
als der textbasierte Ansatz. Dennoch wird die Gesamtleistung durch erhebliche
Schwierigkeiten bei der Bildgewinnung beeintrachtigt, da es weiterhin schwierig
ist, qualitativ hochwertige und reprasentative Bilder zu erhalten. Damuber hin-
aus st t der bildbasierte Ansatz an seine Grenzen, wenn visuell@hnlichkeiten
nicht mit der semantischen Verwandtschaft ubereinstimmen. Dies deutet da-
rauf hin, dass bildbasierte Ansatze Schwierigkeiten haben kennten, prazise
Vorhersagen fur diese Komposita zu tre en. Insgesamt stellt diese Arbeit eine
vielversprechende Alternative zu traditionellen textbasierten Ansatzen zur
Kompositionalitatsvorhersage dar und liefert au erdem wertvolle Erkenntnisse,
die zur Weiterentwicklung multimodaler Ansatze beitragen kennten.



1 Introduction

Compositionality is a fundamental principle in linguistics, particularly within the eld

of lexical semantics. It refers to the idea that the meaning of a complex expression,
such as a phrase or sentence, is determined by the meanings of it's constituent
expressions and the rules used to combine them. Noun-noun compounds, which are
complex expressions consisting of two nouns, are particularly interesting because
they vary greatly in their degrees of compositionality (Reddy et al., 2011; Schulte im
Walde et al., 2016; Cordeiro et al., 2019; Miletic and Schulte im Walde, 2023). Some
compounds are highly compositional (e.gvideo gamé, making it easy to derive
their meaning from the constituents. In other cases, the compound is less or even non-
compositional (e.g. lion tooth). In such cases, the meaning of the compound is less
determined by the meanings of it's constituents. This variability presents a challenge
in both linguistic research as well as Natural Language Processing (NLP) applications.
As stated by Miletic and Schulte im Walde (2023), addressing the compositionality of
noun-noun compounds is a crucial ingredient for lexicography and NLP applications.
The inability to accurately determine the degrees of compositionality of compounds,
can lead to errors in tasks that are highly relevant in our modern world, such as
machine translation.

Compositionality prediction using computational methods is not a new area
of research. In fact, numerous approaches have shown impressive performances in
various benchmarks against human annotations (Reddy et al., 2011), (Cordeiro et al.,
2019). What most, if not all of these approaches have in common is that they encode
textual information, such as sentences, into numerical representations to capture the
meanings of words. This approach is reasonable, given that text is a fundamental
form of language expression and representation, supported by the availability of
robust and e cient text-processing algorithms as well as high-quality text datasets.

Nonetheless, text is not the only medium that can convey meaningful information
about words and their meanings. True to the sayingA picture is worth a thousand
words images convey a wealth of information, that text alone may not capture, such
as composition, colors, and spatial relationships. The visual context associated with
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each constituent and the compound as a whole could o er valuable insights into their
meanings and relatedness.

Historically, research on image-based NLP approaches has been limited. Unlike
text, which has well-established processing frameworks, images pose major challenges
due to their high dimensionality and the inherent complexity of visual data. How-
ever, with the rise of Arti cial Intelligence (Al) and especially deep learning, the
situation has changed drastically. Processing images e ectively and e ciently is now
more feasible than ever. Consequently, recent years have seen multiple successful
applications of images in NLP-related tasks, such as image captioning and visual
question answering. Although applications in pure NLP tasks remain rare and the
eld is still dominated by text-based approaches, | believe image-based methods
could o er a valuable alternative for compositionality prediction and other NLP
tasks. Furthermore, combining information from both text and images through a
multi-modal approach could enhance our understanding and processing of language
in new and powerful ways.

In this thesis, | aim to explore the potential of using images for predicting the
compositionality of English noun-noun compounds. To address this research question,
the thesis is structured around four primary goals: 1) evaluating the e ectiveness of
image-based approaches for compositionality prediction, 2) comparing image-based
approaches with text-based methods, 3) identifying and addressing challenges, and
4) discussing the insights and implications of the ndings.



2 Related Work

Compositionality prediction is a well-explored area within the eld of NLP. Over
the years, multiple compositionality datasets for a variety of languages have been
developed and released (Reddy et al., 2011; Schulte im Walde et al., 2016; Cordeiro
et al., 2019). These datasets provide human-annotated compositionality ratings for
various compounds and are widely used to evaluate the performance of di erent
compositionality prediction approaches.

Most approaches rely on Distributional Semantic Models (DSMs) to capture word
meanings as vectors, leveraging contextual usage patterns to create high-dimensional
representations. The vector representation of the compound is then compared to
either the individual representations of its constituents or a composed one. This
approach has been widely used and has shown impressive performance over the last
decade (Reddy et al., 2011; Schulte im Walde et al., 2013; Salehi et al., 2014; Cordeiro
et al., 2019; Miletic and Schulte im Walde, 2023).

With recent advancements in image processing and computer vision, largely
driven by Al and deep learning, new opportunities have emerged to enhance and
complement compositionality prediction. Key architectures such as Convolutional
Neural Networks (CNNs, Lecun et al., 1998) and Vision Transformers (ViTs, Doso-
vitskiy et al., 2021) have revolutionized the extraction and utilization of visual
features. These advancements have also begun to in uence NLP, particularly through
multi-modal approaches that integrate information from both text and images. For in-
stance, Hasegawa et al. (2017) incorporates visual information into word embeddings
using an autoencoder, highlighting the potential of visual data to enrich semantic
representations. Additionally, Keper and Schulte im Walde (2017) demonstrates that
combining CNN-based image representations with word embeddings can improve
compositionality prediction for noun-noun compounds, showcasing a performance
boost over text-only methods. These studies show some promising results, indicat-
ing that it might be bene cial to integrate visual information for compositionality
prediction. However, in both of these studies, visual information is used to comple-
ment text-based information, rather than a standalone resource. To my knowledge,



there has yet to be a compositionality prediction approach that relies solely on
image data without incorporating any textual information. This gap highlights an
unexplored area of research that could o er new insights and potentially improve
our understanding and prediction of compositionality through purely image-based
approaches.



3 Background and Approaches

In this section, | provide the foundational knowledge necessary to understand the
scope and methods of this thesis. Initially, | introduce the concept of compositionality
prediction, covering essential de nitions and key principles. Next, | detail the text-
based approach used as the baseline for comparison, explaining its methodology and
relevance. Following that, | outline the image-based approach for compositionality
prediction that is the focus of this work. For both approaches, | describe each step
in detail and present the models and metrics utilized.

3.1 Background

Principle of Compositionality The principle of compositionality is a funda-
mental concept in semantics and linguistics, stating that the meaning of a complex
expression is determined by the meanings of its constituent parts and the rules used
to combine them (Gunther and Schulte im Walde, 2024). This thesis focuses on
noun-noun compounds, which are complex expressions formed by combining two
nouns. The degree of compositionality of such expressions can vary, ranging from
non-compositional to strictly compositional. For example, the compounbed room
formed by the constituentsbed and room, is highly compositional with a transparent
meaning where the compound's meaning can be directly inferred from its parts. In
contrast, butter y, combining butter and y , is less compositional, with a more
opaque meaning that is not easily deduced from its constituents.

Components of Compounds In linguistics, constituents that form a compound
can be categorized into two roles: thdiead and the modier . The head of a
compound determines its overall syntactic category (such as noun, verb, or adjective)
and conveys the primary meaning of the compound. For instance, in the compound
tooth brush the head isbrush indicating that the compound is a noun referring to
an object used for brushing. Conversely, the modi er provides additional information
or speci city about the head. Intooth brush the modi er is tooth, specifying that the



brush is intended for teeth. Another example idlack board where the head ioard
indicating that the compound is a type of board, and the modi erblack describes
its color. In English, compounds are typically right-headed, meaning that the head
usually appears at the end of the compound.

Compositionality Ratings Compositionality ratings are human-provided assess-
ments of how transparent or opaque the meaning of a compound is. These ratings
guantify the degree of compositionality, facilitating reasoning and enabling their use
in computational methods. Ratings are typically collected on a numerical scale, such
as 0 (de nitely opaque) to 7 (de nitely transparent). There are two types of ratings:

1. Compound-Whole Ratings:  These assess the overall compositionality of
the compound without explicitly considering the meanings of its individual
constituents.

2. Compound-Constituent Ratings: These evaluate the compositionality with
reference to the meanings of the compound's constituents.

We are interested in computational approaches that can reliably predict these com-
positionality ratings. For this thesis, the focus is solely on the compound-constituent
ratings.

Task of Compositionality Prediction For the scope of this thesis, | de ne the
task of compositionality prediction as follows:

Given a compoundw;w, and its constituentsw; and w,, the task is to predict
compositionality ratingsr; and r,. These ratings indicate the degree of transparency
or opacity of the meaning ofw;w, with respect to w; and w,, respectively.

1Source: http://www.schulteimwalde.de/resources/comp-ratings.html , accessed Juli 29,
2024.
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3.2 Text-based Compositionality Prediction

For the baseline text-based approach in this thesis, | adopt a widely-used approach
that involves representing word meanings as vectors and subsequently assessing their
semantic relatedness by comparing these vectors. More speci cally, the approach
consists of the following two steps:

1. Vector Representation:  Create vector representations for the compound
and its constituents, capturing their meanings.

2. Similarity Measurement:  Calculate the similarity between the vector repre-
sentation of the compound and each constituent vector.

This approach produces two similarity scores, indicating how closely the com-
pound’'s meaning aligns with each constituent's meaning. These scores serve as the
predicted compound-constituent ratings; and r.

3.2.1 Vector Representation

DSMs are widely recognized for their e ectiveness in modeling semantic relatedness
between words, making them a cornerstone in many NLP tasks, including compo-
sitionality prediction. These models leverage context information from large text
corpora to encode word meanings into vectors, based on the distributional hypothesis,
which states that words occurring in similar contexts tend to share similar meanings
(Harris, 1954).

Several methods exist for constructing DSMs. Probably the most basic approach
involves counting co-occurrences of words in a corpus, which, while straightforward,
is relatively simplistic. This can be enhanced by incorporating Pointwise Mutual
Information (PMI), which emphasizes meaningful word associations and mitigates
the impact of common but less informative co-occurrences. More advanced methods
utilize neural networks, either through direct training for word vector creation or by
leveraging tasks where word vectors are learned as a byproduct.
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In the following paragraphs, | introduce and brie y explain the speci ¢ models
used to create vector representations for the baseline approach.

Word2Vec  Word2Vec is a widely-used neural network-based model for creating
word vectors, introduced by Mikolov et al. (2013). The model learns word represen-
tations by predicting target-context relationships from large text corpora. It o ers
two architectures: Continuous Bag-of-Words (CBOW) and Skip-gram. In the CBOW
architecture, the model predicts a target word based on its surrounding context
words. Conversely, the Skip-gram model predicts the surrounding context words
given a target word.

Both architectures leverage the distributional hypothesis and have been e ectively
applied in various NLP tasks, including compositionality prediction.

SpaCy SpaCy is a popular open-source library for NLP in Python, that focuses
on e ciency and ease of use. It o ers robust tools and pre-trained models for a
range of NLP tasks, including tokenization, part-of-speech tagging, named entity
recognition, and word vector generation.

FastText FastText® is an open-source, free, and lightweight library designed for
e cient text classi cation and representation learning (Joulin et al., 2016). It extends
the Word2Vec model by incorporating subword information, constructing word
vectors based not only on complete words but also on their constituent subword units
(Bojanowski et al., 2017). This approach enables FastText to handle out-of-vocabulary
words and morphologically rich languages e ectively.

Additionally, FastText is designed for quick model iteration and re nement,
eliminating the need for specialized hardware. It also o ers pre-trained models for
157 di erent languages (Grave et al., 2018), making it a versatile tool for various
NLP tasks.

2Source: https://spacy.io/ , accessed: Juli 29, 2024
3Source: https://fasttext.cc/ , accessed: Juli 29, 2024
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BERT Bidirectional Encoder Representations from Transformers (BERT, Devlin

et al., 2019) is a sophisticated language representation model that employs bidirec-
tional transformers (Vaswani et al., 2017) to understand the context surrounding each
word comprehensively. Unlike traditional static vector representations, which assign
each word a single xed vector, BERT generates contextualized vector representations
that vary based on the speci c context in which words appear. Pre-trained on large
amounts of unlabeled text, BERT optimizes two tasks: Masked Language Model-
ing, where the model predicts masked words within sentences, and Next Sentence
Prediction, where it determines whether two sentences follow each other.

BERT has demonstrated outstanding performance across multiple NLP bench-
marks and tasks. It has also been applied to compositionality prediction (Miletic
and Schulte im Walde, 2023), although its performance in this speci c task still lags
behind the current state-of-the-art.

3.2.2 Similarity Measurement

The similarity between two vector representations is measured usir@€psine Simi-
larity . This measure calculates the cosine of the angle between two vectors, with
values ranging from -1 (opposite vectors) to 1 (identical vectors). However, since all
vector representations in this thesis consist of non-negative numbers, the similarity
values range from 0 to 1. In this context, a cosine similarity of O indicates that the
corresponding words are unrelated (and thus the contribution of the constituent is
non-existent), while a similarity of 1 indicates that they are fully related (and thus
completely compositional).

3.3 Image-based Compositionality Prediction

The image-based approach to compositionality prediction is very similar to the
text-based one, and also tries to make use of the distributional hypothesis. While the
hypothesis is primarily applied in the domain of text, it is not exclusively formulated
for it. Images, like text, contain a wealth of contextual information. Just as a word
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can appear in various textual contexts, a visualization of the same word can occur
in many di erent visual contexts. As an example, consider the compouncup cake
Images of a cup cake can be found in a variety of settingsn a table in a bakery
being eatenalongside other cakesr eventhrown in the trash Similarly, images of
cake are likely to appear in many of these same contexts. On the other hand, images
of a cup share some overlapping contexts but also feature unique contexts, such
asa cup being washedf the distributional hypothesis also applies to the realm of
images, this contextual information could be used to gain insights into the relatedness
of words based on the visual contexts in which they appear. As demonstrated by
state-of-the-art text-based approaches, the relatedness between the compound and a
constituent is a strong indicator for constituent-based compositionality ratings.

However, since images provide much more than just contextual information, the
image-based approach does not have to rely solely on the distributional hypothesis.
Spatial, color, and structural information (to only name a few) can also be instrumen-
tal in measuring the relatedness of corresponding words and ultimately predicting a
compositionality rating. Structural information for instance, could be particularly
useful for compounds likeup cake where the compound shares structural similarities
with one of its constituents, namely thecup.

Naturally, the image-based approach requires images to predict the composition-
ality of compounds. For evaluation purposes, we are limited to compounds with
available human compositionality ratings, such as those provided by Reddy et al.
(2011), Schulte im Walde et al. (2016), and Cordeiro et al. (2019). To my knowledge,
there is no readily available image dataset for these compounds and their respective
constituents. Therefore, a preliminary image acquisition step is necessary for the
image-based approach. With this, the complete image-based approach consists of
the following three steps:

0. Image Acquisition:  Acquire images for the compound and it's constituents.

1. Vector Representation:  Create vector representations for the compound
and its constituents, capturing their meanings.

14



2. Similarity Measurement:  Calculate the similarity between the vector repre-
sentation of the compound and each constituent vector.

After image acquisition, the steps are nearly identical to those of the text-based
approach, with the di erence being that a model suitable for extracting vector
representations from images is used. Cosine similarity is then applied to measure
the similarity between vector representations, just as in the text-based approach.
Consequently, this method also produces two similarity scores, which serve as the
predicted compound-constituent ratings; and r».

3.3.1 Image Acquisition

We need at least one image for each compound and its individual constituents. These
images must be relevant and representative of the meanings of the words they depict.
Ideally, a large number of diverse images should be collected to capture various
contexts and nuances, making the extracted representations more reliable and robust.
However, manually acquiring these images is both time-consuming and challenging.
To minimize biases and enhance the reliability of the images, they should be collected
by multiple individuals, who would need clear instructions on the meanings of each
target word and well-de ned criteria for image selection.

The acquisition process becomes even more di cult when dealing with di cult-to-
visualize words, such as abstract or metaphorical ones. For example, while visualizing
compounds likecup cakeis relatively straightforward, capturing the essence of
abstract compounds likespeed limit or face valuepresents major challenges. Many
widely-used compositionality datasets include such complex cases.

Given these constraints, | decided that manual image acquisition is too resource-
intensive and thus beyond the scope of this thesis. Therefore, | rely exclusively on
the following two automated methods:

" Downloading images from Bing using a Python script.
" Generating images based on text descriptions with generative Al models.
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Downloading images is a straightforward process, and the speci cs of the param-
eters involved are detailed in Section 4.3. In contrast, image generation is a more
complex task. Therefore, | introduce and explain all relevant models in the following
paragraphs.

Di usion Models Di usion models (Sohl-Dickstein et al., 2015) are a class of
generative models in machine learning known for their capability to generate high-
quality data, such as images, sound, and video. The training process of di usion
models involves two key steps: the forward di usion process and the reverse di usion
process.

In the forward di usion process, Gaussian noise is gradually added to the data over
a series of steps, e ectively transforming the data into a simple Gaussian distribution.
This process continues until the data is fully corrupted by noise. The reverse process
is then learned to reconstruct the data from this noisy version. Speci cally, a neural
network is trained to predict the noise added to the data at each step, enabling the
model to progressively denoise the data and recover the original information (see
Figure 1).

Figure 1: Forward and reverse di usion. Source: Nvidia Developer, accessed: Juli 29,
2024.

Once trained, new data can be generated by starting with random noise and
applying the learned reverse process iteratively.
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Stable Di usion Stable Di usion (SD, Rombach et al., 2022) is a powerful and
widely-used text-to-image di usion model developed through a collaboration between
CompVis*, Runway®, and Stability Al°. It can generate high-quality images from
text descriptions and also perform tasks such as inpainting, outpainting, and image-
to-image translation. The base version of SD is trained on 512x512 images from
a subset of the LAION-5B database (Schuhmann et al., 2022). The architecture
consists of three key components: a Variational Autoencoder (VAE, Kingma and
Welling, 2014) for encoding the image into a latent space representation and decoding
it back, a U-Net (Ronneberger et al., 2015) for iterative denoising of the latent image
representation, and a Text Encoder that transforms text into a vector guiding the
image generation process.

During inference (see Figure 2), SD uses a seed and a text prompt as inputs. Based
on the seed, a random latent image representation is created, which is essentially
random noise. The text prompt is converted into text embeddings using a CLIP
text encoder (Radford et al., 2021). Both the latent image representation and the
text embeddings are then input into the U-Net. Guided by the text embeddings, the
U-Net iteratively estimates and removes noise from the latent image representation.
After this denoising process is complete, the latent image representation is decoded
back into pixel space by the decoder component of the VAE.

Di usion Transformers Di usion Transformers (DITs, Peebles and Xie, 2023)
represent a novel class of di usion models that utilize the transformer architecture
in place of the conventional U-Net architecture. While the training and inference
processes are similar to SD, the architectural shift allows DiTs to leverage the
powerful attention mechanisms and scalability of transformers. Peebles and Xie
(2023) have demonstrated that their most compute-intensive DiT models outperform
all previous di usion models on class-conditional ImageNet (Krizhevsky et al., 2012)
benchmarks. They also showed that the DiT architecture is remarkably scalable,

“https://ommer-lab.com/
Shttps://runwayml.com/
Shttps://stability.ai/
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Figure 2: SD inference. Source: Karaage, accessed Juli 29, 2024.

with larger models boasting higher computational complexity consistently yielding
higher quality images.

3.3.2 \Vector Representation

Similar to the text-based approach, where DSMs convert word meanings into vector
representations, the image-based approach requires a method to encode visual
information from images into vector representations. Although there are several
methods to achieve this, no universal standard has emerged yet, particularly as the
eld is relatively new and rapidly evolving in recent years.

A very basic method is the color histogram, which captures the distribution of
colors within an image. However, this approach loses important spatial and structural
information. A slightly more advanced technique is the bag-of-visual-words approach,
where image features are treated similarly to words in text to build co-occurrence
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vectors, capturing some structural information but still remaining relatively simplistic.

In recent years, neural networks have become the dominant method for encoding
visual information into vector representations. CNNs have been the standard over the
past decade, providing rich semantic representations from extensive datasets. More
recently, ViTs have emerged as the state-of-the-art architecture for many computer
vision tasks, o ering improved performance and exibility.

In the following paragraph, | introduce and brie y explain the VIiT architecture,
which is used to extract vector representations for the image-based approach.

Vision Transformer The transformer architecture (Vaswani et al., 2017) is well-
established in NLP, forming the basis of many state-of-the-art models such as
BERT (Devlin et al., 2019), Generative Pre-trained Transformer (GPT, Radford and
Narasimhan, 2018), and Text-to-Text Transfer Transformer (T5, Ra el et al., 2020).
ViTs (Dosovitskiy et al., 2021) adapt this transformer backbone to computer vision
tasks by preprocessing images into a format suitable for transformers. This involves
dividing an image into xed-size patches, attening each patch into a one-dimensional
vector, and then linearly projecting these vectors into a lower-dimensional space to
create patch embeddings. Positional embeddings are added to these patch embeddings
to retain spatial information, and a special classi cation token is appended to the
sequence. This token aggregates information from all patches through the attention
mechanism. The complete input to the transformer encoder includes these patch
embeddings, positional embeddings, and the classi cation token.

The core component of the transformer architecture is the self-attention mecha-
nism, which allows the model to focus on di erent parts of the image. Multi-head
self-attention divides this mechanism into several heads, each learning di erent as-
pects of the relationships between patches. Each head calculates attention weights
to assess the signi cance of other patches for a given patch, resulting in a weighted
aggregation of features. Following the self-attention layer, the output is processed
through feed-forward neural networks. The transformer encoder iterates through
multiple layers, re ning the sequence of patch embeddings to form a comprehensive
representation of the image.
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For prediction tasks, a prediction head is used to make nal predictions. However,
during inference in this context, we don't utilize this prediction head, as we are only
interested in obtaining the image representation.

Figure 3: VIT architecture (Dosovitskiy et al., 2021).

Pre-training ViTs can be challenging due to their need for extensive amounts of
data to achieve competitive performance levels. Unlike traditional CNNs, which can
deliver reasonable results with smaller datasets, ViTs typically require large-scale
datasets to fully leverage their potential. Despite these challenges, when trained on
su ciently large datasets, ViTs achieve impressive performance, surpassing that of
CNNs in popular image classi cation benchmarks (Dosovitskiy et al., 2021).
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4 Experiments on Image-based Compositionality
Prediction

In this section, | outline the experimental setup and present the results. Initially, |
focus on text-based compositionality prediction, establishing a robust baseline that
serves as a benchmark for subsequent comparisons. Following this, | explore image-
based compositionality prediction, employing various image acquisition strategies to
assess their e ectiveness.

4.1 Experimental Setup

Target Words and Gold Data Reddy et al. (2011) provide a compositionality
dataset’, that is widely used to evaluate the e ectiveness of compositionality predic-
tion approaches. The dataset contains human-provided compositionality ratings for
a set of 90 noun-noun compounds, which were collected using Amazon Mechanical
Turk. The compounds in the dataset were carefully selected to cover a wide range of
di erent compositionalities, including compounds where

" both constituents are used literally (e.g.swimming poo),
" the rst constituent is used literally, but not the second (e.g.,night owl),

" the second constituent is used literally, but not the rst (e.g., ea market),

A

both words are used non-literally (e.g.cloud nine).

Compositionality scores range from 0 (non-compositional) to 5 (highly compositional).
The dataset provides both compound-whole ratings as well as individual compound-
constituent ratings for the modi ers and heads. As mentioned in Section 3.1, we are
only interested in the compound-constituent ratings.

| provide a small example to illustrate how these compound-constituent ratings
are interpreted. The compoundolo shirt is formed by the constituentspolo (modi er)

"http://www.dianamccarthy.co.uk/downloads.html
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and shirt (head). The corresponding compound-constituent ratings for this compound
are 1.73 and 5, respectively. This means that the contribution gfolo to the overall
meaning ofpolo shirt is low to medium, while the contribution ofshirt is very high.

Finally, it should be noted that only 88 out of the 90 target compounds are
considered for this thesis. The compoundsumber crunchingand pecking orderare
excluded due to their insu cient frequency in the text corpus used for the baseline
approach. Henceforth, any mention of the Reddy targets solely refers to the 88
compounds in the dataset.

Text Corpus  ENCOWI16AX (Schafer and Bildhauer, 2012; Schafer, 2015) is a
comprehensive web corpus and treebank that aggregates crawled web data from a
diverse range of sources. For this thesis, | use a sentence-shu ed and lemmatized
version of the corpus. In the corpus, a compound can appear in one of four forms:

Closed Form: The compound is written as a single word without any spaces
or hyphens (e.g.,cupcake.

Open Form: The compound is written as two distinct words separated by a
space (e.g.cup cake.

Hyphenated Form: The compound is written with a hyphen connecting the
two nouns (e.g.,cup-cakg.

Underscore Form: The compound is written with an underscore connecting
the two nouns (e.g.,cup.cake).

| add a preprocessing step that normalizes the various forms of the target compounds.
Speci cally, | convert all occurrences of closed form, open form, and hyphenated
form into a standardized underscore form. This preprocessing ensures that all target
compounds are uniformly represented in underscore form, simplifying corpus pro-
cessing and enabling the Word2Vec model to capture every context where a target
compound occurs into a single vector representation, independent of word form.
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Evaluation  In each experiment, the approach under evaluation is used to predict
compound-constituent ratings for each target in the dataset. Speci cally, for each
compound, one prediction corresponds to the compound-constituent rating of the
modi er, and the other corresponds to the compound-constituent rating of the head.
To assess the quality of these predictions, | calculate two separate correlations: one
for the modi er predictions and one for the head predictions, each compared to
the gold compound-constituent ratingsSpearman's Rank-Order Correlation

Coe cient is used for this evaluation. This coe cient measures the strength
of the association between two variables, ranging from -1 to 1. A value close to O
indicates a low correlation and poor performance, while a value closer to -1 (strong
negative correlation) or 1 (strong positive correlation) re ect a better performance
of the prediction approach.

4.2 Text-based Compositionality Prediction

The experiments on text-based compositionality prediction follow the steps described

in Section 3.2. For each compound and its constituents, | create vector representations
and measure the cosine similarities between the compound's vector representation
and those of its constituents. To create these vector representations, | test three

pre-trained models and one model that | train from scratch.

Pre-trained  Using pre-trained models without ne-tuning is a straightforward and
quick approach. For this purpose, | experiment with spaCy, BERT, and FastText. The
pre-trained models | use are spaCytsn_core _wehlg &, BERT's bert-base-uncased °,
and FastText's fasttext-en-vectors 0. Each model is tested with each word form
(closed, open, hyphenated, and underscore).

Word2Vec | train a Word2Vec Skip-gram model on theENCOW16£0tpus with a
windowsize of 20, amin_count of 5 and adimensionality of 300. Since some of the

8https://huggingface.co/spacy/en_core_web_lg
%https://huggingface.co/google-bert/bert-base-uncased
Ohttps://huggingface.co/facebook/fasttext-en-vectors
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target compounds are infrequent in the corpus, | opt for the Skip-gram architecture
over CBOW, as Skip-gram is better suited for handling infrequent words.

4.2.1 Results

The results on text-based compositionality prediction are presented in Table 1. Note

that some entries are missing. For spaCy with the underscore form, all compounds
are out-of-vocabulary, resulting in cosine similarities of O for all targets, which makes

it impossible to calculate the Spearman correlation. As | trained Word2Vec on the

word-form-normalized corpus (see Section 4.1), all contexts, independent of the
word form, are captured into a single vector representation, which is presented as
underscore form.

Closed Open Hyphenated Underscore
Modier Head | Modier Head | Modier Head | Modier Head

spaCy .146 .073 461 167 .485 .266 - -
BERT 195 .013 .201 .071 .156 139 .140 104
FastText .376 .200| -.026 .109 .354 224 .026 133
Word2Vec - - - - - - .565 574

Table 1: Spearman's for text-based predictions across various models.

Pre-trained  The choice of model and word form greatly a ects performance. For
example, spaCy shows poor performance with the closed form, resulting in correlations
of .146 and .073. However, using the open or hyphenated forms dramatically improves
performance, with the latter achieving correlations of .485 and .266 for modi ers
and heads, respectively. BERT, although more robust across di erent word forms,
performs poorly overall, with correlations consistently below .2, except for the
modi er correlation with the open word form, which reaches .201. FastText exhibits
a performance pattern similar to spaCy, where the choice of word form has a drastic
impact. Using the closed or hyphenated forms results in modi er correlations of .376
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and .354, and head correlations of .2 and .224, respectively. In contrast, using the
open or underscore forms leads to a substantial decrease in performance, with open
form correlations of -.026 and .109 for modi ers and heads. Overall, spaCy with the
hyphenated word form demonstrates the best performance among the pre-trained
models for both modi er and head predictions.

Word2Vec  Training a model from scratch yields substantially better results. The
Word2Vec model achieves correlations of .565 and .574 for modi ers and heads,
respectively, outperforming all other models. Additionally, Word2Vec exhibits only

a small discrepancy between modier and head correlations, making it the best
performing and most robust model in these experiments.

Comparison with State-of-the-Art Before concluding the experiments on text-
based compositionality prediction, it is important to note that literature reports
higher performances, surpassing Word2Vec by a notable margin (Reddy et al., 2011,
Cordeiro et al., 2019). However, reproducing these results often requires detailed
information that is not always available, or involves more sophisticated and resource-
intensive models and approaches. Since the focus of this thesis is on evaluating the
potential of image-based compositionality prediction, rather than optimizing text-
based methods, the goal of the rst experiments is to identify a text-based approach
that is su ciently e ective to serve as a baseline. For this purpose, Word2Vec is
deemed adequate, and these results are su cient to establish the necessary baseline
for comparison.

4.3 Image-based Compositionality Prediction

The experiments on image-based compositionality prediction follow the approach
outlined in Section 3.3. | begin by acquiring multiple images for each compound
and its constituents. Then, | convert each image into a vector representation using a
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pre-trained ViT model, speci cally the ViT_H14' architecture and its associated
weights. For each word, | average the vector representations of its images to produce
a single mean vector. Finally, | compute the cosine similarities between the vector
representation of a compound and those of its constituents. To acquire the relevant
images, | experiment with several image acquisition strategies.

Downloading Images | use a Python script to automate the downloading of
images from Bing. For each word, the query used is the word itself. The script then
initiates a search for this query on Bing Images and attempts to download a total of
10 images. The process begins with the rst search results and continues sequentially.
If an image download fails, the script retries the download until a timeout of 3 seconds
is reached. If the image still cannot be downloaded after the timeout, it is skipped,
and the script moves on to the next image. This process repeats until the desired
number of 10 images per query is successfully downloaded. Once downloaded, the
images are then upscaled, downscaled, or cropped to achieve a unifoesolution

of 1024x1024 pixels. For the rest of the thesis, this image acquisition strategy is
refered to as Bing.

Generating Images | experiment with three text-to-images models and four
di erent prompting strategies to acquire the relevant images. Each model is used
with each prompting strategy. The three text-to-image models are:

" SDXLBase: '? A Stable Di usion XL (SDXL) model trained and released by
Stability Al. SDXL is a variant of SD that has more parameters, two text
encoders and is trained on 1024x1024 images, compared to 512x512 of SD. In
general, this results in higher image quality and better prompt adherence.

"~ JuggernautXL: '3: JuggernautXL is a popular and pro cient ne-tune of
the SDXL base model. It can generate image for a variety of styles, but is

R https://pytorch.org/vision/main/models/generated/torchvision.models.vit_h_14.

html
https://huggingface.co/stabilityai/stable-diffusion-xI-base-1.0
Bhttps://huggingface.co/RunDiffusion/Juggernaut-X-v10
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most pro cient for realistic images. The latest version, used GPT-4 for image
captioning during training, with the goal to improve the prompt adherence
even further.

PixArtSigma: % A DiT model that makes use of a large T5 text encoder
instead of CLIP, for much improved prompt adherence. The model was trained
on di erent resolutions, and is able to generate images in up to 4k.

The four prompting strategies are:

Word: Prompts consist solely of the target word itself, without any additional
context or modi cation. For each word, 10 images are generated based on this
simple prompt.

Sentence: Prompts are direct sentences from th&ENCOW16Adpus where
the target word occurs. For each word, 10 sentences are selected as the rst 10
occurrences in the shu ed corpus and used as they are. 1 image is generated
per sentence, resulting in 10 images per word.

De nition:  Prompts are noun de nitions of the target word, created by
ChatGPT. For each word, 3 de nition prompts are created, resulting in 3
images per word?®

Context: Prompts are diverse and descriptive scenarios for each target word,
created by ChatGPT using noun de nitions as a guide. For each word 25
context prompts are created, resulting in 25 images per wot8.

Images are generated at eesolution of 1024x1024 pixels. The two SDXL models
use 30steps for image generation, while PixArtSigma uses 2&teps . All models

use aclassifier guidance  of 7. To ensure reproducibility, each model starts with

a seed of 0 and increment the seed for each subsequent image generation per word.

“https://huggingface.co/PixArt-alpha/PixArt-Sigma-XL-2-1024-MS
5Details and examples can be found in Appendix A.
18Details and examples can be found in Appendix A
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4.3.1 Results

The results on image-based compositionality prediction are summarized in Table 2.
The table contains modi er and head correlations for Bing, for each combination
of text-to-image model and prompting strategy, as well as the baseline text-based
approach (Word2Vec) for comparisort’

Word Sentence De nition ‘ Context
Modier Head | Modier Head | Modier Head | Modier Head ‘ Modi er Head
Bing 345 232| - -l - -l - -

SDXLBase - - .091 -.034 .253 .205 444 .362 .300 401
JuggernautXL - - .002 .024 .047 131 .383 404 181 .304
PixArtSigma - - -.005 .043 .506 .096 414 .288 457 440

Word2vec | 565  .574| - -l - - - -

Table 2: Spearman's for image-based predictions across various image acquisition
strategies.

Bing Using images from Bing results in correlations of .345 for modi ers and .232
for heads. Although these results represent a promising start, they are well below
the baseline correlations of .565 for modi ers and .574 for heads.

Word Generating images based on single-word prompts shows poor results across
all text-to-image models, with correlations consistently below .1 for both modi er
and head predictions. Among these models, SDXLBase performs the best, with
correlations of .091 for modi ers and -.034 for heads. Despite being the best in this
category, SDXLBase's performance is still far below the baseline and also below Bing,
with correlations close to zero.

Sentence Notable improvements occur when using more descriptive prompts,
such as the sentences from the corpus. For SDXLBase, the correlations for modi er

nsights into images acquired by the image acquisition strategies can be found in Appendix B.
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and head predictions increase to .253 and .205, respectively, showing substantial
improvement over previous results. JuggernautXL also exhibits some improvement,
with correlations rising to .047 for modiers and .131 for heads, though these
improvements remain modest. PixArtSigma reveals a notable discrepancy between
modi er and head prediction quality. While the correlation for head predictions
only slightly increases to .096, the performance for modi er predictions improves
dramatically to .506, approaching the baseline. Despite these advances, SDXLBase
and JuggernautXL still fall short compared to the downloading approach, and
PixArtSigma performs well only for modi ers, while its performance for heads
remains poor.

De nition Using de nition prompts provided by ChatGPT proves to be highly

e ective. This approach leads to substantial performance improvements across all
text-to-image models. SDXLBase achieves the highest overall performance, with
correlations of .444 and .362 for modi ers and heads, respectively. JuggernautXL
performs slightly worse for modi er predictions, with a correlation of .383, but
achieves a slightly higher correlations of .404 for the head predictions. Compared to
the previous strategy, PixArtSigma's performance for modi er predictions declines
to .414, though its performance for head predictions improves to .288. For both
JuggernautXL and PixArtSigma, especially the latter, we observe much greater
consistency between modi er and head prediction quality compared to previous
experiments. Although PixArtSigma still exhibits the largest di erence between
modi er and head prediction quality, the disparity is less pronounced than before.
Furthermore, all text-to-image models now outperform Bing for both modi er and
head predictions. While performance remains below the baseline in all cases, it has
achieved a competitive level.

Context  Context prompts provided by ChatGPT yield mixed results. Both SDXL-
Base and JuggernautXL experience a decline in performance compared to previous
experiments. SDXLBase shows a notable drop in modi er prediction quality to .3,
while head prediction quality improves to .401, resulting in a slightly worse average
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performance. JuggernautXL's performance declines considerably for both modi er
and head predictions, with correlations of .181 and .304, respectively. Despite these
drops, both models still outperform the previous single-word and corpus sentence
prompting strategies. On a positive note, PixArtSigma demonstrates improvements,
achieving correlations of .457 for modi ers and .440 for heads. PixArtSigma now
holds the second-highest modi er correlation and the highest head correlation across
all experiments. The discrepancy between modi er and head prediction quality has
decreased greatly, making PixArtSigma the most robust candidate. Although the
baseline still outperforms these results, the gap is considerably smaller.
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5 Analysis

| conduct a detailed analysis of the image-based approach, focusing on the images
and predictions obtained usingPixArtSigma + Context, as this image acquisition
strategy led to the highest performance overall. While the primary focus is on
the image-based approach, the baseline text-based approach is also included for
comparison. This comparative analysis aims to uncover strengths and weaknesses,
as well as similarities and di erences, providing a comprehensive evaluation and
comparison of both approaches. For simplicity, | refer to the former as the image-based
approach and the latter as the text-based approach.

5.1 Distributions of Gold Ratings and Predictions

Spearman is a ranked-based correlation measure that is widely used for evaluating the
performance of various predictive approaches, including compositionality prediction.
Its broad adoption enables e ective comparison of di erent approaches across studies.
However, it has limitations, as it measures only rank-order agreement between
predictions and gold ratings and does not account for how well the distributions of
predictions align with those of the gold ratings. To gain a deeper understanding of
how well predictions capture the variability and central tendencies of human ratings,

| examine and compare these distributions.

Figure 4 displays the distributions of gold ratings ( rst row), text-based predictions
(second row), and image-based predictions (third row) for both modi ers (left) and
heads (right) through boxplots and histograms. In the boxplots, the vertical line
inside each box represents the median, while the box itself shows the interquartile
range (IQR). The whiskers extend to the minimum and maximum values within
1.5 times the IQR, with any points outside the whiskers considered outliers. This
visualization o ers insights into how well each approach aligns with the distribution
of gold ratings. It is important to note that gold ratings range from 0 to 5, while
predictions range from 0 to 1 due to cosine similarity.

For the gold ratings, the median is 2.75 for modi ers and a much higher 3.89
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Figure 4: Distributions of ratings for modi ers and heads across gold ratings, text-
based predictions, and image-based predictions.
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for heads. Both cases show a wide IQR, with 3.77 for modi ers and 3.61 for heads,
indicating a broad spread of values, which is clearly re ected in the corresponding

histograms. The values are dispersed across the entire range, but both modi ers and
heads display a bimodal U-shaped distribution, with more frequent occurrences at

the extremes than in the middle. The most frequent range in both cases is between
4.5 and 5, with 26 occurrences for modi ers and 33 for heads. Notably, 46.5% (41
out of 88) of head ratings fall within the 4 to 5 range.

The distributions for the text-based predictions di er greatly from those of the
gold ratings. The medians are lower, at .33 for modi ers and .39 for heads. The
IQR is also narrower, at .27 for modi ers and .24 for heads. The histograms reveal
that values are concentrated around the median, forming an inverted U-shaped
distribution, where values near the median are more frequent than those at the
extremes. This is the exact opposite of the U-shaped distribution seen in the gold
ratings. For modi ers, the highest frequency is for values between .2 and .3, with
25 occurrences, while for heads, the peak frequency is between .3 and .4, with 22
occurrences.

The distributions of the image-based predictions also di er greatly from those of
the gold ratings, however, they show some resemblance to the text-based predictions,
albeit with higher values overall. The medians are notably higher (compared to the
text-based predictions), at .65 for modi ers and .67 for heads. The IQRs remain
narrow, at .25 for modi ers and .23 for heads. The histograms show an inverted
U-shaped distribution, with values concentrated around the median and less frequent
at the extremes, which is similar to the observations for the text-based predictions.
For modi ers, most values fall between .6 and .7, with 18 occurrences, while for
heads, the most frequent range is between .7 and .8, with 23 occurrences.

Overall, the distributions of both prediction approaches are narrower, more
concentrated around the median, and exhibit an inverted U-shape compared to
the gold ratings. This suggests a discrepancy in how well these methods capture
human-perceived compositionality. Nevertheless, both approaches correctly re ect
the higher ratings for heads compared to modi ers, consistent with the gold ratings.
Additionally, the fact that the image-based predictions are generally higher than the

33



text-based predictions is noteworthy, given that both approaches involve representing
word meanings as vectors and measuring their similarities. This indicates that the
text-based approach yields vector representations that are generally less similar,
while the image-based approach produces more similar vector representations.

5.2 Examination of High and Low Performing Compounds

Next, | examine three compounds where the image-based predictions were ranked
accurately and three where they were ranked inaccurately. For each compound, |
inspect the images of the compound and its constituents and present 5 sample images
for the compound and 5 for each constituent to keep the presentation manageable.

Assessing the quality of individual predictions is challenging due to di ering scales
and non-aligning distributions, which we saw earlier. To address this, | use rank
di erences (RD) between the set of predictions and the gold ratings. This metric
provides insight into how well or poorly a compound is ranked within the set of
predictions compared to its ranking in the gold ratings.

To calculate the RD, | compare the image-based predictions and text-based
predictions to the gold ratings, each individually. Speci cally, for each compound, |
determine the di erence between its predicted ranking and its ranking in the gold
ratings, then take the absolute value of this di erence. | compute the RD separately
for modi ers and heads and then average them for a simpli ed overall analysis. From
this point forward, RD refers to this averaged value.

The RDs are presented in Table 3, sorted in ascending order based on the RDs
of the image-based predictions. To illustrate how RD works, consider the compound
couch potatg which has an RD of .5 for the image-based approach. This suggests
that its ranking within the image-based predictions closely aligns with its ranking in
the gold ratings. Converselycrocodile tear has a high RD of 62.5, indicating a large
discrepancy between its ranking in the image-based predictions and the gold ratings.
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Compound Image-based Text-based Compound Image-based Text-based
couch potato 05 7.5 mailing list 16:2 132
parking lot 1:8 328 memory lane 163 198
guilt trip 2:0 125 cocktail dress 17 132
graveyard shift 25 225 snail mail 188 160
rat run 35 248 swimming pool 188 30
grandfather clock 38 272 blame game 1% 90
case study % 80 diamond wedding 2@ 325
graduate student 68 7.8 end user 2 288
think tank 7:0 290 web site 210 330
rush hour 78 130 brass ring 215 55
crash course ® 80 sitting duck 218 138
research project 2] 105 ne line 23:5 165
front runner 8:0 308 silver spoon 23 295
zebra crossing ® 195 video game 23 6.8
balance sheet 2 328 cash cow 20 145
rock bottom 85 6.5 agony aunt 255 205
nest egg &8 58 call centre 260 328
human being 88 132 bank account 260 7.5
spelling bee D 175 public service 266 7.0
game plan 92 242 face value 270 198
melting pot 105 90 silver bullet 275 170
gravy train 10:5 250 chain reaction 282 220
radio station 105 118 fashion plate 29%5 130
eye candy 12 268 ground oor 31:2 302
polo shirt 118 182 rat race 315 220
credit card 120 90 brick wall 33.0 375
search engine 13 140 kangaroo court 335 200
cheat sheet 15 58 gold mine 335 405
interest rate 128 135 lotus position 345 530
ea market 12:8 302 car park 350 302
ivory tower 128 35 smoking jacket 352 112
head teacher 18 252 monkey business 35 390
spinning jenny 132 220 application form 358 352
climate change 12 208 lip service 360 295
health insurance 135 6.8 shrinking violet 372 165
snake oil 135 128 cloud nine 378 252
role model 135 230 rocket science 35 85
ring line 14:5 7.2 speed limit 448 252
china clay 150 48 acid test 450 100
cutting edge 150 105 engine room 40 345
silver screen 19 168 night ow! 46:2 152
smoking gun 12 120 sacred cow 1% 165
law rm 15:5 315 panda car 570 10
swan song 18 230 crocodile tears 65 170

Table 3: RDs between the image-based/text-based approach and gold ratings.
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Couch Potato  As seen in the example before, the image-based approach ranks
the compoundcouch potatovery closely to the ranking in the gold ratings with a
RD of .5. In comparison, the text-based ranking is slightly worse with a RD of 7.5.
We can gain some insights into why the image-based ranking is good by examining
the images (see Figure 5).

Figure 5: Images oftouch potatg couch and potato.

First, all the images accurately represent the corresponding meanings and provide
some variety. For instance, images afouch potatotypically depict a dimly lit living
room with a person (or sometimes a cat or a dog) lying on a couch, often with
blankets and pillows, creating a cozy atmosphere. This e ectively captures the
meaning without being too literal.

Similarly, images ofcouch show couches often in living rooms with pillows,
sometimes blankets, and other common objects. However, these scenes are generally
much brighter with natural light and rarely depict people or animals. On the other
hand, images opotato show various types of potatoes in di erent contexts, including
fries, chips, and fresh potatoes in a market.
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We see many visual similarities between the images @juch potatoand couch
such as the presence of couches, blankets, pillows, and the living room setting. The
absence of people and the overall brighter lighting create some di erences, leading to
moderate to high visual similarity. In contrast, the images opotato are visually very
di erent from couch potatg resulting in lower visual similarity.

In this case, the images are accurate representations of the meanings of the words.
The visual similarity between them is captured su ciently, and this visual similarity
aligns well with the relatedness of the terms, resulting in good predictions.

Grandfather Clock Grandfather clock which refers toa tall, freestanding clock
with a pendulum is another compound where the image-based approach achieves a
very good ranking, with an RD of 3.8. In contrast, the text-based approach performs
substantially worse, with an RD of 27.2. The images are presented in Figure 6.

Figure 6: Images ofgrandfather clock grandfather and clock

We can see similarities to the previous example obuch potato The images are
very accurate, though somewhat noisy and less aesthetically pleasing. Images of
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grandfather clockaccurately depict grandfather clocks with low variety in compo-

sition but higher variety in settings. For example, one image shows a grandfather
clock in a sci- setting, another in a forest overgrown with plants, and one even
incorporates a clock into an astronaut's suit. However, the latter is likely not an

accurate representation.

Images ofgrandfather are very good, capturing the meaning well with a lot of
variety. All pictures feature an old man, but the compositions di er greatly, which
is bene cial. Examples include a grandfather watching TV with his family, a black-
and-white photograph, reading to his grandson, doing woodwork alone, and walking
in a forest.

Lastly, images ofclock also show a lot of variety and generally represent the
word well. Typically, we see round clocks of di erent styles indoors, but there are
interesting cases like a garden with a large sundial embedded among bushes.

There are not many visual similarities between the images gfandfather clock
and grandfather. Since the modi er prediction is .328, some visual similarity was
captured, likely due to a similar color palette. The similarity betweergrandfather
clock and clock is much higher, with a value of .883. The dial is probably a key reason
for this, as it is consistently depicted in nearly every image of botgrandfather clock
and clock

Again, as above, the images are accurate, provide variety and the visual similarity
aligns with the relatedness, which leads to good predictions.

Graveyard Shift  The previous examples were favorable for the image-based
approach, since intuitively all words are relatively easy to represent in an image. For
the compoundgraveyard shiff which refers toa work shift that takes place during the
late night to early morning hours this is not necessarily the case. Whilgraveyardis
straightforward, shift and graveyard shiftare much more challenging to accurately
visualize. However, the image-based approach achieves good rankings with an RD of
2.5. The text-based approach is again much worse with an RD of 22.5. Again, we
can gain a lot of insights from the images (see Figure 7).
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Figure 7: Images ofgraveyard shiff graveyard and shift.

As mentioned, graveyard is easy to visualize, and in fact the images clearly
represent a graveyard in most pictures. The pictures include tombstones, and are all
outside, both is typical for a graveyard. In most cases the light is bright, showing
graveyards during the day, but we also have examples that depict graveyards at night.
Apart from the daytime, the variety is rather low though.

Shift is much more interesting.Shift refers toa set period that workers work

before they are replaced with the next groupirectly, this is very di cult to visualize.

In the images, we see people during work in many di erent contexts. For example,
the rst images shows a baker, the second one a construction worker, and the third
one shows a man in front of a computer with multiple monitors. These images show
vastly di erent scenes, but in all cases we see people working, which is a somewhat
good representation of a shift, although not perfect. We also have some noise, as in
the fourth or fth image. The latter tries to represent the shift key in a keyboard.
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Graveyard shiftis very similar to shift. The di erence between the meanings is
that graveyard shiftrefers to a shift at night. And this is represented in the images
very well. Again the images depict people working in di erent contexts, however,
this time always at night, with dimmer lighting. The daytime is one of the major
visual di erences between the images @raveyard shiftand shift.

The visual similarity betweengraveyard shiftand graveyardis low at .243, which
makes sense given the images. The similarity &hift is much higher at .753, which
also makes sense. While some of the noise in the imagestoft probably contribute
to it not being even higher, ideally the clear di erence in lighting/daytime also plays
a role in it. Unfortunately, |1 can not verify this here, since representations from Al
models are very di cult to analyze in general.

Crocodile Tears Now, let's examine compounds where the predictions were
particularly poor. We have already seen thatrocodile tearshas the highest RD with
62.5. In this case, the text-based ranking is much better with an RD of 17. The
iImages are presented in Figure 8.

The images ofcrocodile are generally acceptable, despite lacking variety and
aesthetic appeal. They still represent a crocodile well enough.

The images fortears are mixed. Many images correctly depict a person crying,
often with a strong focus on tears, capturing the intended meaning. Howevéear
can also meara hole in a piece of paper, cloth, or other materiahnd some images
show this alternative meaning, which does not align with the representation we are
interested in.

The images ofcrocodile tearsare where the problem arises, as they completely
miss the mark. Instead of illustrating the predominant, metaphorical meaning ain
insincere display of emotion, such as fake tearthey (attempt to) literally depict a
crying crocodile.

As a result, the visual similarity betweencrocodile tearsand crocodile is very
high, with a value of .955, the highest predicted value for the modi ers. This makes
sense since both sets of images depict crocodiles in similar contexts. Conversely, the
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Figure 8: Images otrocodile tears crocodile and tears.

visual similarity between crocodile tearsand tears is quite low, at .235. The gold
ratings show the opposite trend, with a very low compositionality rating of .18 for
crocodile and a relatively high rating of 3.78 fortear.

The poor performance of the image-based approach is due to an error in the
Image acquisition step. The prompts used to generate the images accurately describe
the metaphorical meaning ofcrocodile tears such as'A crocodile tear shed as a false
display of sympathy or remorseand "A student's crocodile tear to delay a test or
assignment’ However, the text-to-image model failed to capture this meaning and
instead generated images of crying crocodiles. This is both unfortunate and puzzling,
given that images for other di cult-to-visualize words, like graveyard shiftand shift,
were quite accurate.
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