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Abstract

The ability to infer the beliefs, desires, and preferences of others around us - known as
Theory of Mind - is critical to effectively collaborate as human beings. In recent years,
Theory of Mind has been extended to the field of artificial intelligence as Machine Theory
of Mind. Agents with a Theory of Mind have a human-like ability to reason about the
mental states of other agents, thus enabling more efficient cooperation among agents. In
the field Multi-Agent Reinforcement Learning, AI practitioners tackle specific challenges
such as Overcooked, Hanabi, and the StarCraft Multi-Agent Challenge, which encourage
more research in this area. However, previous challenges either do not require Theory
of Mind or, if they do, do not require spatio-temporal reasoning. To bridge this gap, we
further introduce a novel challenge based on the card game called Yokai in this work.
Yokai, similar to Hanabi, is a cooperative game characterized by incomplete information.
The complexity of Yokai promises to provide a valuable opportunity to test the current
capabilities of Multi-Agent Reinforcement Learning algorithms in tasks requiring Theory
of Mind. In this thesis, we set out to explore Yokai as a potential benchmark for Theory
of Mind reasoning. To this end, we first conduct a theoretical comparison between
Yokai and Hanabi. We then discuss our implementation of a high-performance Yokai
environment, which uses Jax—a numerical computing library that integrates features
of NumPy, automatic differentiation, and GPU/TPU support. Finally, we assess and
discuss the performance of the MAPPO and IPPO algorithms in the Yokai and Hanabi
environments, aiming to understand their effectiveness in scenarios that demand Theory
of Mind reasoning capabilities. Our experiment results reveal that: (1) Yokai indeed
poses a greater challenge than Hanabi, as indicated by the rewards achieved and model
adaptability. (2) MAPPO outperforms IPPO in complex multi-agent cooperative tasks
if agents can be trained with a sufficiently large number of steps, and (3) an increase
in the number of participants makes multi-agent cooperative tasks more challenging.
In conclusion, our work suggests that the increased complexity of Yokai makes it a
valuable and more challenging testbed for Theory of Mind, and we hope that this more
challenging Yokai environment can facilitate further research of Machine Theory of Mind
in the field of Multi-Agent Reinforcement Learning.
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1 Introduction

In everyday life, a wide array of tasks and activities involve multiple individuals. These
tasks include both cooperative activities such as team projects and family decision-
making, as well as competitive ones like chess and mahjong. Tasks that involve multiple
people are inherently more complex than individual tasks because to achieve optimal
outcomes in multi-person tasks, individuals need to consider others and dynamically
adapt their own behaviors [BFC+20]. Other people, often the most complex elements
of the tasks, usually follow policies that are stochastic, subject to change, or based on
private information not visible to all. Humans employ the Theory of Mind (ToM) in
these circumstances [Tom10; Tom14]. ToM refers to a human's capacity to understand
and predict others' behavior by inferring their mental states, such as beliefs, intentions,
and emotions [FWCL19]. Humans develop ToM naturally as part of their cognitive and
social development from early childhood [PW78]. For instance, ToM enables individuals
to empathize with and support others, such as by understanding and comforting a friend
when they are depressed, even without explicit communication of their feelings. By
incorporating ToM, individuals can engage with other humans better and, as a result,
achieve better results with less effort in both cooperative and competitive multi-person
scenarios [PB07].

Recognizing the importance of ToM in human cognition, researchers have sought to
extend this capability to arti�cial agents, leading to the development of Machine Theory
of Mind (MToM) [RPS+18]. In Multi-Agent Reinforcement Learning (MARL), multiple
agents learn to interact and make decisions within a shared environment, often requiring
sophisticated coordination and collaboration. Equipping agents with MToM allows them
to predict and interpret the actions and intentions of other agents, thus enhancing their
ability to cooperate or compete with each other and, as a result, achieve better results.
For instance, consider a scenario in autonomous driving where multiple self-driving cars
navigate a congested intersection. Without MToM, cars rely on prede�ned rules or direct
sensor inputs, leading to inef�ciencies or hazards. With MToM, cars can infer others'
intentions, enabling smoother and safer predictive coordination [QZ18; WCG+23].

Despite the recognized importance of ToM in MARL, many existing MARL benchmarks
fall short of adequately testing ToM capabilities of agents. Some benchmarks do not
require ToM, and some of them are too complex or have too large action space, making
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1 Introduction

them not well-suited for evaluating ToM capabilities in multi-agent systems, such as
StarCraft II [VEB+17]. This has motivated the development of challenges such as
Hanabi [BFC+20] and SymmTom [SNB22], where ToM capabilities can be evaluated.
[BFC+20] proposes that Hanabi serves as a suitable testbed for ToM. Hanabi is a
cooperative multiplayer card game with imperfect information and communication
limitations. Players can't see their own hands, only those of others. The goal is to play a
sequence of legal cards. Players can hint at the rank or color of cards. Success requires
not only surface information from hints but also deeper reasoning about why an agent
takes a particular action using ToM [FSH+19].

Similarly, SymmToM placesn agents in aw� w grid world where they maximize rewards
by gathering information. Limited to hearing neighboring cells, agents must infer what
happened beyond this range. This partial observability and restricted communication
make SymmToM an ideal testbed for ToM as well [SNB22].

While Hanabi and SymmTom offer valuable insights for ToM testing, there remains a
need for even more complex and challenging environments that can push the boundaries
of ToM research in MARL. To address this need, we propose a new challenge called
Yokai. Yokai is a board game likewise with multiple players, incomplete information,
and communication restrictions. Players can't see card colors. They can learn them only
through hint cards and observing two cards each round. The goal is to gather cards
of the same color, ensuring they remain completely connected. ToM reasoning is also
crucial in Yokai as players can gain hidden information by deducing why others act.
Yokai adds further complexity by requiring temporal reasoning to remember past actions
and spatial reasoning by setting spatial restrictions on card movements [FLLM23a].

Recognizing these unique aspects, we implement the Yokai environment following the
structure of environments in JAXMARL [REG+23]. By evaluating MARL algorithms in
this novel setup, we aim to assess whether Yokai poses a greater challenge as complexity
increases, thus potentially fostering advancements in ToM research within MARL.

In summary, our work makes the following contributions:

1. We provide a detailed analysis of the differences between Hanabi and Yokai, along
with their respective reasoning styles.

2. We propose Yokai as a new challenge in the �eld of MARL, emphasizing its
uniqueness in that it requires additional reasoning styles compared to Hanabi.

3. We develop a novel vectorized environment for Yokai based on JAXMARL [REG+23].

4. We perform a thorough performance evaluation of algorithms previously applied
to Hanabi in the Yokai environment. The comparison with Hanabi shows that
Yokai poses a greater challenge.
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2 Related Work

2.1 (Machine) Theory of Mind

2.1.1 Theory of Mind

ToM is a fundamental cognitive ability of humans that allows individuals to attribute
mental states—such as beliefs, intentions, and desires—to themselves and others intro-
duced by [PW78]. For instance, during a long meeting, Sarah notices Tom repeatedly
glancing at the clock. Using ToM, she infers he might be anxious about another com-
mitment. To help, she speeds up her presentation or suggests a break, allowing Tom
to check his messages. This not only aids Tom's schedule but also strengthens their
professional relationship by demonstrating empathy and understanding, showcasing
how ToM improves cooperation and fosters positive relationships. The ability to put
yourself in somebody else's shoes is a crucial evolutionary advantage for humans, for it
allows us to better interact with our environment and cooperate more effectively with
our peers [CMCS20].

Subsequent studies of ToM focus on children, with [WCG+90] showing that children as
young as three have a basic ToM, which evolves and becomes more sophisticated as they
grow older. The recognition of ToM's signi�cance has led to extensive studies in clinical
populations known for social interaction dif�culties, such as individuals with autism
spectrum disorders [Hil04; LMK+12] and traumatic brain injury [BM05; MSR+10].

2.1.2 Machine Theory of Mind

ToM has been studied for decades in cognitive science [BM05; Hil04; LMK+12;
MSR+10; PW78; WCG+90]. More recently, with advancements in arti�cial intelli-
gence, researchers have sought to extend ToM to machines, leading to the concept of
MToM [RPS+18]. This concept refers to the ability of arti�cial agents to infer and
reason about the mental states of other agents, including their knowledge, goals, be-
liefs, and intentions [RPS+18]. Multiple studies have been conducted on MToM, such
as [BRA+24; BRSB24a; BRSB24b; BSB24; BST11; FSH+19; GSLD21; Ruh23]. This
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capability is particularly important in multi-agent systems, where agents must interact
and collaborate to achieve common objectives. In the �eld of MARL, MToM enhances
the performance and coordination of agents by allowing them to better predict the
beliefs, intentions, and actions of their peers, leading to more effective collaboration
and competition [RPS+18; WCG+23].

In exploring MToM within MARL, Hanabi has been proposed by [BFC+20] as a pivotal
benchmark due to its inherent demand for cooperation, communication limitation, and
partial observability. Several works focus on developing techniques to achieve good
results in Hanabi [FSH+19; FWCL19]. [FSH+19] introduces the Bayesian Action
Decoder (BAD), an innovative method that employs a Bayesian belief update based on
the policy of the acting agent. In this approach, BAD ensures that all agents employ a
public belief system that integrates all universally known information related to the cards.
BAD has proven that it has achieved the most advanced score with an average score of
24:174. This score is close to the (cheating) best score of24:9 in open-hand gameplay.
Additionally, [FWCL19] proposes a nested ToM belief level to enhance communication
and strategic interaction among agents in the Hanabi environment. This method not
only enables agents to assess partially observable states but also allows them to model
and reason about the beliefs of their peers recursively. [FWCL19] implements two belief
levels, suf�cient for effective gameplay and mirroring human cognitive processes in
Hanabi and similar human tasks. Agents using this ToM-based approach are found
to learn game dynamics more effectively and improve performance through strategic
hint-giving and belief updates.

Recently, [FLLM23a] has argued that Yokai requires a combination of ToM and tem-
poral and spatial reasoning to be played effectively by an arti�cial agent. Due to the
added complexity introduced by spatial-temporal reasoning, [FLLM23a] suggests that
Yokai could also be an interesting testbed for MToM although the idea of testing the
performance of arti�cial agents in the context of cooperative MARL tasks in which
ToM reasoning plays a role is not new [EMC17; FADW16]. It also introduces a simple
epistemic language to represent the knowledge and actions of an arti�cial agent in Yokai.
In this work, we implement the Yokai environment to provide a platform for testing
different MARL algorithms.

[SNB22] proposes the idea of symmetric ToM environments, where all agents possess
equal abilities and need to utilize ToM to perform tasks successfully. Key features include
the same action space for all agents, incomplete information of the entire state, partial
visibility into other agents' information, and a continuous motivation for information
gathering and reasoning.
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2.2 Multi-Agent Reinforcement Learning

The �eld of MARL is a signi�cant area within arti�cial intelligence, focusing on problems
involving multiple autonomous agents operating in a shared, dynamic environment. The
agents in MARL scenarios aim to maximize rewards through interactions with both the
environment and other agents, as outlined by [BBD08].

MARL has been applied in competitive games like Go [SHS+17] and Hold'em Poker
[HS16], where it has shown remarkable results. [SHM+16] famously demonstrated
AlphaGo's superhuman performance in the game of Go. Recently, MARL has also been
effectively applied in mixed and cooperative settings, notably in Quake III Arena's
Capture the Flag mode [JCD+19], Dota 2 1, Overcooked [CSH+19; RBPB24] and
Hanabi [BFC+20]. Teams of AI agents successfully competed against human teams in
Quake III Arena and Dota 2. These achievements demonstrate the capability of agents
in MARL systems in executing and optimizing complex cooperative strategies However,
many of these environments do not include or require speci�c ToM capabilities, such
as Quake III and Dota 2, or even if they do include ToM capabilities, such as Hanabi,
they do not require spatial-temporal reasoning. Yokai, on the other hand, requires a
combination of both. Thus, Yokai is a research-worthy ToM testbed for MARL.

Various MARL algorithms have been proposed and developed to address speci�c chal-
lenges and scenarios, ranging from cooperative to competitive scenarios [MKS+15;
RSD+20; SHM+16; SLG+18; WYY+21; YVV+22]. In competitive zero-sum games, AI
agents trained through self-play often succeed against humans due to the nature of these
games, where human errors can unintentionally bene�t the AI [CSH+19]. However, in
cooperative common-payoff games, the focus switches to cooperation as the primary
means of achieving common goals. [CSH+19] suggests that although AIs have per-
formed well in team settings like Dota and Capture the Flag, their success is largely due
to their inherent capabilities rather than effective coordination with human teammates.
AIs often struggle to coordinate with humans because human errors can undermine
shared objectives in cooperative settings. Additionally, AIs may develop strategies that
human teammates cannot understand. Consequently, AIs trained exclusively with other
AIs tend to perform poorly in collaborative scenarios with humans. To enhance AI-
human collaboration, integrating human data or models into the training process is
proposed. In addition, several MARL algorithms are effective in promoting cooperation,
including IPPO [DGM+20], MAPPO [YVV+22], Coordinated PPO (CoPPO) [WYY+21],
QMIX [RSD+20], Independent Q-Learning (IQL) [MKS+15] and Value Decomposition
Networks (VDN) [SLG+18].

1https://openai.com/research/openai-�ve-defeats-dota-2-world-champions
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In this work, IPPO [DGM+20] and MAPPO [YVV+22] are applied to train agents in
our Yokai environment. Both MAPPO [YVV+22] and IPPO [DGM+20] are extensions
of the Proximal Policy Optimization (PPO) algorithm. PPO is a widely used algorithm
in the �eld of reinforcement learning, known for its effectiveness and simplicity in
implementation [SWD+17]. [YVV+22] states that PPO algorithms can achieve good
performance in numerous MARL scenarios such as Multi Particle Environments (MPE),
StarCraft Multi-Agent Challenge (SMAC), and Hanabi. IPPO [DGM+20] is a multi-agent
variant version of PPO. It applies the PPO algorithm independently to each agent within
a multi-agent environment. Each agent in IPPO [DGM+20] treats other agents as part
of the environment, learning its policy without any explicit coordination mechanism.
This means that each agent's policy is optimized to maximize its own expected return,
using its own observations and rewards, without considering the learning processes of
other agents. MAPPO [YVV+22], on the other hand, employs a centralized critic that
learns a global value function based on observations and actions from all agents, which
is crucial in environments with shared rewards or highly interactive tasks. Meanwhile,
each agent maintains a decentralized actor to decide its actions. In this work, we use
these two algorithms to train agents in the Yokai environment.

2.3 Jax Based Benchmarks

Challenges, or benchmarks, are commonly used to test and evaluate the perfor-
mance of algorithms. Benchmarks present diverse and complex scenarios that help
in evaluating the strengths and limitations of different algorithms [REG+23]. For
instance, in the MARL �eld, SMAC has played a vital role in the development of
QMIX [RSW+20],MPE has driven the development of Multi-Agent Deep Deterministic
Policy Gradient (MADDPG) [LTH+17], and Hanabi has resulted in the development of
the algorithm calledOther-Play (OP) [HLPF20].

JAXMARL [REG+23] is an open-source Python project built on JAX, a library designed
for high-performance numerical computation that supports automatic vectorization,
just-in-time (JIT) compilation, and device parallelization. This setup allows environment
rollouts and model training directly on hardware accelerators like GPUs or TPUs, sig-
ni�cantly reducing data transfer costs and boosting parallelization. JAXMARL remades
and standardizes eight common MARL environments through a uni�ed API, facilitating
research with its inclusion of �ve advanced MARL algorithms. This project enhances
the capability for researchers to execute end-to-end, JAX-based training pipelines ef-
�ciently [REG+23]. The Yokai environment conforms to the uni�ed structure of pre-
implemented environments in JAXMARL [REG+23] for easy evaluation with existing
algorithms.
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Among all pre-implemented environments in JAXMARL, only Hanabi is suitable to test
ToM [BFC+20]. In this work, we add Yokai as the ninth environment in JAXMARL, main-
taining the same structure as the other eight environments. In addition, two algorithms,
IPPO [DGM+20] and MAPPO [YVV+22], which have already been implemented in JAX-
MARL, are used to train the agents in the Yokai environment. As we discussed previously,
ToM is also necessary if players want to achieve good results in Yokai. However, in Yokai,
not only ToM reasoning but also spatial-temporal reasoning matter. Spatial reasoning is
crucial to determining current card positions and possible moves based on the current
card layout. Temporal reasoning can be used to recall past observations [FLLM23a].
This increased complexity makes Yokai an important challenge for testing current and
future algorithms in MARL. By comparing the training results of Yokai and Hanabi, we
can determine if Yokai is more dif�cult than Hanabi with the added complexity, and thus
potentially drive the development of MToM in MARL.
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3 Preliminaries

We model Yokai as a Decentralized Partially Observable Markov Decision Process (Dec-
POMDP), as introduced by [OA+16]. The Dec-POMDP is de�ned by a tuple G =
hN; S; 
 ; O; A; R; P; 
 i . Here, N is the count of agents andS denotes the true states
of the environment. Each agent i , belonging to the set {1, . . . , N}, acquires a limited
observation oi from 
 , facilitated by the observation function O(s; i) for each states in S.
Agents compile a record of their actions and observations over time, denoted as� i , which
resides in the spaceT that encompasses sequences of action-observation pairs. During
each timestep, an agenti opts for an action ai from the set A, in�uenced by its policy
� (ai j� i ). The combined actions from all agents are represented asa = f a1; : : : ; aN g.
The environment responds by issuing a shared rewardR(s; a) and transitioning to a
subsequent state as dictated byP(s0js; a). The expected return when following a joint
policy � , starting from state st and action at , is de�ned as:

Q� (st ; at ) = Est +1 :1 ;at +1 :1

" 1X

t0=0


 t0
Rt+ t0jst ; at

#

;

where 
 , the discount factor, ranges between 0 and 1. Actions taken by all agents except
i are expressed asa� i , and corresponding policy and history notations are � � i and � � i .
The joint policy � is parameterized by � = f � 1; : : : ; � N g, with � i indicating the policy
parameters for agent i [OA+16]. This setting aligns with the Centralized Training with
Decentralized Execution (CTDE) framework [FADW16], which allows each agent to
act based on its limited observations while policies are developed centrally with global
environmental knowledge.
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4.1 Yokai: The Game

Yokai is a board game for two to four players. It was �rst released in 2019 and won
the "2020 Spiel der Spiele Hit Karten Recommended" and "2020 Fairplay À la carte
Runner-up" awards. The rules of Yokai are explained as follows [FLLM23a],1.

Figure 4.1: The initial setup of the Yokai game

Number of players 2 3 4
Number of 1-color hint cards 2 2 3
Number of 2-colors hint cards 3 4 4
Number of 3-colors hint cards 2 3 3

Table 4.1: Number of hint cards according to the number of players

This game includes 16 Yokai cards with four different colors: red, purple, green, and
blue, with four cards for each color. In addition, there are 14 hint cards in total. Before

1Rules are available here: http://boardgame.bg/yokai%20rules.pdf
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Figure 4.2: An example of the winning con�guration

the game starts, players need to shuf�e the Yokai cards and arrange them face down in a
4� 4 grid. Additionally, as shown in Table 4.1, players should randomly select a speci�ed
number of hint cards based on the number of players and place them face-down near
the Yokai cards. Figure 4.1 demonstrates the initial setup of the Yokai game. The goal of
this game is to group Yokai cards together by colors. Figure 4.2 illustrates a winning
con�guration. Communication is strictly forbidden. The purpose of hint cards is to guide
players without directly communicating details. Each player plays sequentially. On their
turn, players must perform the following three actions: Firstly, players should secretly
look at two Yokai cards and remember their colors. Secondly, they need to move one
Yokai card to an adjacent position next to another card, ensuring all cards remain in
a single, connected group without splitting apart. Cards must be connected by their
sides, not their corners. Lastly, players should reveal or place a hint card. They can
either reveal a face-down hint card or place a previously revealed hint card onto a Yokai
card. All revealed hint cards should remain visible. Once a hint card is placed on a Yokai
card, that Yokai card is locked and cannot be further viewed or moved. Players should
choose the hint card carefully to provide useful information to other players. The hint
card indicates the color of the locked Yokai card, showing one, two, or three possible
colors. For example, a one-color hint card indicates the exact color of the locked Yokai
card, while a two-color or three-color hint card indicates that the locked Yokai card
matches one of the colors on the hint card. The true color of a locked Yokai card should
correspond to one of the colors on its hint card unless an error occurs. The game can end
in two ways: either a player declares that the objective of the game has been met instead
of playing their turn, or the �nal hint card is used on a Yokai card. After the game ends,
players should �ip all Yokai cards to check if each matches the hint card it's under. If all
Yokai cards are correctly grouped by their colors, players win; if not, players lose. In the
case of a win, the �nal reward is calculated by: �nal reward = x1 � x2 +2x3 +5x4, where
x1 is the count of correctly used hints, x2 is for incorrectly used hints, x3 is for unused
but revealed hints and x4 is for non-revealed hints. If players fail, the �nal reward is
0.
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4.2 Hanabi: The Game

Having introduced the rules of Yokai, we now proceed to the rules of Hanabi. Similar to
Yokai, Hanabi is a cooperative card game designed for two to �ve players. The game
derives its name from the Japanese word for �reworks, re�ecting the game's central
theme of collaboratively creating spectacular �reworks 2. [BFC+20] describes the rules
of Hanabi in detail: The game consists of a deck of 50 cards in �ve colors: red, yellow,
green, blue, and white. Each color has cards numbered 1 through 5, with three 1s, two
2s, two 3s, two 4s, and one 5. The game includes eight blue hint tokens and three red
fuse tokens as well. Before the game begins, players shuf�e the deck. Each player is
dealt 4 cards in a 4-5 player game and 5 cards in a 2-3 player game. Players hold their
cards so that they are visible to others but not to themselves. Meanwhile, 8 blue hint
cards and 3 red fuse cards need to be placed on the table. The objective of Hanabi is
for players to collaboratively build a series of �reworks (one for each color) by playing
cards in ascending order from 1 to 5. Players aim to maximize their score by completing
these sequences. Players can give hints to their teammates using a blue hint token. A
hint can specify either all cards of a certain color or all cards of a certain number in a
teammate's hand. When giving a hint, they must indicate all cards that match the given
color or rank without additional commentary. Each player takes a turn to take an action.
On each player's turn, they must choose one of three actions:

• Play a Card: The player plays a card from their hand. If it continues or completes a
�rework sequence, it remains on the table; otherwise, a red fuse token is removed.

• Give a Hint: The player uses a blue hint token to give a teammate a hint about the
cards in their hand. If all eight hint tokens have been used up, players can only
play or discard one card.

• Discard a Card: If there are fewer than eight hint tokens, the player can discard a
card from their hand to gain a blue hint token back.

After playing or discarding a card, the player draws a new card from the deck.

The game ends when one of the following conditions is met: when all �rework sequences
are completed (perfect game), or the third red fuse token is removed. In this case, players
lose the game. Alternatively, if the deck is exhausted and players have taken their �nal
turn. At the end of the game, players calculate their score based on the highest number
of cards in each color's �rework sequence. The maximum score is 25, representing all
�ve �reworks completed perfectly. If players lose the game, the score is 0.

2https://boardgamegeek.com/boardgame/98778/hanabi
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Figure 4.3: An example from the perspective of player 0 in the Hanabi game

4.3 Theoretical Comparison between Yokai and Hanabi

4.3.1 Similarity: Symmetric ToM Environments

According to the games' rules, both Yokai and Hanabi perfectly �t the de�nition of
symmetric ToM environments [SNB22], as introduced in 2.1.2. In the case of Yokai, �rst
of all, each player is allowed to observe two Yokai cards, move a Yokai card, and reveal
or place a hint card on their turn, which ensures that all players have the same action
space. In addition, this game operates with imperfect information as all Yokai cards are
face down, and players can only see card colors through observations or hint placements.
This setup ensures that no player has complete information. Furthermore, players have
partial knowledge of others. For example, they can at least know which hint cards
others have revealed or placed. They can also know which cards others have observed
or moved. This partial information helps them estimate other players' knowledge and
intentions. Lastly, players are constantly searching for information. This is because they
can get more rewards if they group Yokai cards of the same color closer. Therefore,
players need to constantly collect color information through observation, or infer card
colors through hint cards.

In Hanabi, each player also has the same action space: giving hints, playing cards, or
discarding cards. Additionally, players cannot see their own cards, only those held by
their teammates, which limits their knowledge of the overall game state. Moreover, each
player knows partial information about others, such as which hints others receive. Finally,
players continuously gather information through hints and inferring the intentions and
beliefs of their teammates to achieve higher scores.

All in all, both Yokai and Hanabi belong to symmetric ToM environments. Recall
that [SNB22] mentions that agents need to utilize ToM to perform tasks successfully in
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symmetric ToM environments. Therefore, we argue that ToM reasoning is essential in
Yokai and Hanabi if players want to achieve good results.

4.3.2 Similarity: ToM in Hanabi and Yokai

Having mentioned that ToM plays an important role in Yokai and Hanabi, we explain in
detail how ToM helps players achieve good results. In Hanabi and Yokai, players are
forbidden to directly talk about the card information, they can only gain information
from hints. Nonetheless, to achieve optimal results in both games, players cannot only
rely on the information revealed by hints, as they are insuf�cient for game success.
Players need to use hints wisely and infer implicit information using ToM reasoning.

Speci�cally, in Hanabi, hint tokens are used to explicitly provide rank and color informa-
tion for cards. However, due to the number limitation of hint tokens, if players intend to
get the card information of their own hand only through hints, it is impossible to get
complete information for all 25 cards that can be played to form �reworks [BFC+20].
Therefore, players should maximize the amount of information conveyed with a single
hint to achieve good scores. As an example, considering a scenario from [BFC+20]
shown in Figure 4.3, if player 0 chooses to hint to player 1, instead of telling them that
the second card from the left is yellow, player 0 can tell player 3 that all their cards
are blue. Additionally, after some hint tokens are used, players can discard cards they
believe are not useful to recover more hint tokens.

Apart from the explicit information revealed by hints, implicit information can also be
inferred if players can use ToM to reason over their teammates' actions. For example,
in Figure 4.3, if it's player 0's turn, and they decide to hint to player 1 about the red 1
card by indicating that the rightmost card in player 1's hand is red. Although player 1
does not directly know the rank of the rightmost red card, they deduce that player 0
would not hint at a card that is not playable. Given that the red sequence is empty and
red 1 is crucial for starting the sequence, and knowing that red 2 is in player 2's hand,
player 1 concludes that the hinted red card is red 1. Further reasoning might lead player
1 to infer that player 0 chooses to hint at the color instead of the rank, because there
could be other non-playable 1 cards in player 1's hand. By hinting at the color, player
0 ensures that player 1 will not mistakenly play other non-playable rank 1 cards. By
observing the stacks, player 1 may further deduce that their hand could contain other
non-playable rank 1 cards in yellow, white, or green. Additionally, [BFC+20] mentions
that tactics such as the "�nesse" move, bluff move, and reverse �nesse move are also
helpful for implicitly conveying information in Hanabi. In summary, with the help of
ToM reasoning, much underlying information can be conveyed and inferred, enhancing
cooperative gameplay and improving the chances of success.
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Figure 4.4: An example from the player's perspectives and the ground truth in a 2-player
variant Yokai game

Figure 4.5: An example from the player's perspective and the ground truth in a 2-player
variant Yokai game
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Similarly, in Yokai, verbal communication is prohibited. Players can only explicitly
gain and share information through strategic card observation and hint card placement.
In addition, players can engage ToM to implicitly communicate with teammates. For
example, consider a gameplay scenario depicted in Figure 4.4. Assume that player 0
is the active player. After observing the colors of Yokai cards 8 and 9 (marked with
black circles), player 0 moves Yokai card 9 to a position above Yokai card 8 and places
the green hint card on top of Yokai card 8. This changes the game con�guration to
Figure 4.5. The only explicit message that player 1 obtains from this series of actions
is that Yokai card 8 is green. However, if player 1 uses ToM to reason about player 0's
intentions, they can infer more information. First, player 1 can infer from player 0's
grouping decision that the Yokai cards 8 and 9 are likely to share the same color. Based
on the explicit information obtained, player 1 can further reason that the colors of the
Yokai cards 8 and 9 should both be green. In addition, the green hint card placed on
Yokai card 8 causes this Yokai card to be locked. Based on this action, player 1 can
further infer that player 0 wants to inform that all green Yokai cards should be clustered
around Yokai card 8. If player 1 does not use ToM to infer player 0's intention, and in the
following turns they observe that the Yokai card 11 is also green, then player 1 may try
to cluster all green cards around this card, while player 0 remains focusing on clustering
all green cards around Yokai card 8. This leads to unnecessary movements. Since the
game has to end at the fourteenth step, unnecessary actions can hinder achieving the
�nal goal within the required steps. Through this example, we can conclude that ToM
reasoning plays a vital role in Yokai as well.

4.3.3 Differences

ToM is critical for players to perform well in both Hanabi and Yokai. In Yokai, how-
ever, ToM is not suf�cient for good results, temporal and spatial reasoning are also
essential [FLLM23b]. Without temporal reasoning, on the one hand, players cannot
remember the colors of Yokai cards they have already seen and the information they
have obtained by reasoning about other players' actions through ToM. Consequently,
they may repeatedly check the colors of Yokai cards they have already looked at, or put
hint cards in the wrong place. On the other hand, players are not able to remember what
cards others have looked at and what actions they have taken, thus may not analyze
correctly what information other players are aware of. As a result, they might waste
hint cards on known information or miss the use of hint cards to inform other players
of critical information they do not currently know. Therefore, the absence of temporal
reasoning ultimately hinders the success of the game.

Spatial reasoning is indispensable in the Yokai game as well, serving more than just
the purpose of identifying legal positions for card movements. In Yokai, players utilize
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Figure 4.6: An example from the player's perspective and the ground truth in a 2-player
variant Yokai game

spatial reasoning to strategically determine the optimal positions for cards, aiming to
cluster them by colors. Without this skill, players might fail the game by not being able
to both ensure that all cards are fully connected and that cards of the same color are
aggregated together, even if they have inferred the colors of all cards. For instance, in
Figure 4.6, suppose player 0 already knows that Yokai cards 4, 5, 6, and 7 are purple.
Additionally, suppose that they intend to move Yokai card 4 next to either card 6 or
7, so that they can group all the purple cards together. However, when preparing
to move it, player 0 realizes that moving Yokai card 4 would cause Yokai card 9 to
become disconnected from other cards, which violates the game's rules. Consequently,
they can not move Yokai card 4 as they wish. In this case, player 0 has identi�ed all
purple cards. However, the absence of utilizing spatial reasoning in previous rounds to
properly consider the effect of the actions in subsequent rounds results in extra rounds
being necessary. These extra turns are likely to lead to the loss of the game. With the
above-mentioned examples and arguments, we can recognize that to succeed in Yokai,
players need to employ ToM, spatial reasoning, and temporal reasoning, all three of
which are inseparable. In summary, Yokai and Hanabi differ in that Yokai additionally
requires the use of spatial and temporal reasoning.

4.3.4 Shortcuts for Agents in Hanabi and Yokai

[ALCV23] mentions that in tasks designed to evaluate ToM skills, such as Han-
abi [BFC+20], researchers often assume that agents possess ToM-like skills if they
demonstrate good performance. However, [ALCV23] argues that instead of using ToM,
agents may potentially make decent decisions by exploiting shortcuts, i.e., directly based
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on statistical regularities. Statistical regularities are patterns or trends derived from
massive historical data. Agents can use these patterns or regularities to make simple
decisions without inferring or considering the mental states of others. Thus, even if
agents could excel in such tasks, it would be dif�cult to prove that ToM-like abilities
actually played a role in solving the tasks.

We argue that shortcuts based on statistical regularities are indeed possible in Hanabi
and Yokai. In Hanabi, for instance, based on the vast amount of game data from the past,
agents may statistically observe the pattern that the hints given at the beginning are
likely to be cards of rank 1 that can be played. Therefore, when receiving a hint at the
early stage of the game, agents would simply assume that the card is a "1" and play the
card, without using ToM. Apart from this, agents can discard cards based on statistical
patterns. They might discover that discarding cards that have not been recently hinted
at is a commonly safe strategy. As a result, agents can earn extra hint tokens by simply
discarding cards based on statistical regularities.

In Yokai, there are similar shortcuts that can help agents achieve promising results
without using ToM. By analyzing data from past games with high scores, agents may be
able to observe common behavioral patterns, such as players' tendency to move cards
of different colors further apart and cards of the same color closer together. Therefore,
agents can infer what color the moved cards might be by looking at the changes in the
deck after other players have moved them. In addition, agents may place hint cards
directly on cards that have not been observed by other agents.

The utilization of shortcuts ToM tasks by agents does not undermine the value of research
in this �eld. Just as humans employ shortcuts to address ToM tasks ef�ciently, [ALCV23]
suggests that this aspect should be acknowledged in the study of MToM. Recognizing
the fact that both humans and agents may use shortcuts adds valuable perspective,
enhancing the relevance of MToM research to human studies. This acknowledgment
encourages the development of algorithms that more closely mirror human cognitive
processes in ToM, thereby bridging the gap between human and machine understanding
in this area.

4.4 Yokai: The Environment

In this chapter, we discuss the implementation details of our Yokai environment.
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4.4.1 Modi�cations in the Implementation

In our environment, the initial setup requirements, communication mechanisms, game-
play mechanics, and game objectives remain the same as the original rules. However,
we make several small modi�cations to the reward system and end conditions.

In our environment, the game ends only when the �nal hint card is placed on a Yokai
card, unlike the original rules where players can terminate the game on their own. For
instance, in the 2-player variant, the game concludes after 14 steps (7 hint cards in total:
7 steps to reveal and 7 steps to place). Similarly, the 3-player variant ends in 18 steps
(9 hint cards in total), and the 4-player variant concludes in 20 steps (10 hint cards in
total).

After the game ends, if players fail to group Yokai cards with the same color together,
then they fail the game with the �nal reward 0. Otherwise, the �nal reward is calculated
according to table 4.4, where reward = x1 � x2 + 2x3 + 5x4, with x1 being the count of
correctly used hints, x2 being the number of incorrectly used hints, x3 being the number
of unused but revealed hints and x4 being the number of non-revealed hints. Since
players cannot actively terminate the game now, all hint cards are used up by the end.
Therefore, x3 and x4 are always 0 in our implementation. Thus, reward = x1 � x2. The
reason why we introduce the new mechanism to calculate the �nal reward is that, in the
original reward system, the �nal reward could be negative even in case of a win, and the
reward range varies depending on the number of players. Such a system is inconsistent
with the incentive structure because it may give negative rewards for wins and zero
rewards for losses. In our new reward system, these issues are resolved. If agents win
the game, the �nal reward is always positive and always ranges from 1 to 15, regardless
of the number of players.

Apart from the �nal reward function described in the original rules, agents can also
receive an intermediate reward at each turn. The intermediate reward is calculated
based on the total distance between each pair of Yokai cards with the same color. The
closer players cluster Yokai cards with the same colors together, the more intermediate
rewards they can receive. Consequently, players can be better guided to achieve the �nal
goal.

4.4.2 State Representation

The state in our Yokai environment includes (1) an index to color map, (2) the current
Yokai card con�guration, (3) Yokai card world, (4) colors of all chosen hint cards, (5)
reveal status of hint cards, (6) placement status of hint cards, (7) lock status of Yokai
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cards, (8) card knowledge, (9) the current player index, and (10) a game terminate
indicator.

Speci�cally, the index to color map is a 16� 4 array where each row corresponds to one
of the 16 Yokai cards and the columns represent the one-hot encoded color of that card.
Each card is uniquely identi�ed by its index (0 to 15), and its color is encoded in a binary
format across four columns, each representing a color. The encodingArray([0, 0,

0, 1] represents red, Array([0, 0, 1, 0]) represents purple, Array([0, 1, 0, 0])

represents green, andArray([1, 0, 0, 0]) represents blue. This state allows the quick
reference of the color of any card based on its index. In addition, the current Yokai card
con�guration stores the current position of Yokai cards in a 16� 16 grid. Furthermore,
the Yokai card world saves the colors of Yokai cards according to their positions using
one hot encoding. Lastly, the card knowledge state tracks what each player knows about
the Yokai cards.

4.4.3 Observation Space

The observation space provides each player with a partial view of the game state, which
is essential for strategic decision-making. Our Yokai environment provides options for
both vector-based and graph-based observations.

Number of players 2 3 4

Size of the Vector-Based Observation 1594 1611 1620

Table 4.2: Size of the vector-based observation space according to the number of players

The vector-based observation comprises a �attened combination of card presence, each
agent's card knowledge, the lock status of Yokai cards, the colors of revealed hint
cards, the colors of placed hint cards, and the current player index. Speci�cally, card
presence records whether or not a Yokai card is placed at each position in a16 � 16
grid. Additionally, color knowledge saves color information of Yokai cards either directly
observed by agents or indicated through placed hint cards. When a hint card is placed
on a Yokai card, the color knowledge updates to re�ect the hint card's color information,
ignoring any colors previously observed by agents. The size of the observation space is
dependent on the number of players and is displayed in Table 4.2.

The graph-based observation encodes the observation in a graph structure that includes
the edge connections information and node attributes. The edge connections infor-
mation includes the spatial arrangement of cards. It is represented by a graph using
an adjacency matrix, de�ned as a num_of _all_cards � num_of _all_cards array. Here,
num_of _all_cards is the total sum of 16 Yokai cards and all hint cards depending on
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the number of players. This matrix captures the adjacency relationships exclusively
between Yokai cards, as connections between hint cards or between a Yokai card and
a hint card are non-existent (represented by 0). Node attributes are structured into
an array with dimensions num_of _all_cards � (5 + num_of _players). Each column in
this array corresponds to a card (Yokai cards or hint cards), with rows detailing speci�c
card attributes. For Yokai cards, the attributes include the color from placed hint cards
(encoded in 4 bits), the Yokai card's lock status (1 bit), and a one-hot vector indicating
the active player (number of players bits). For hint cards, the attributes consist of the hint
card's color (4 bits), its placement status (1 bit), and the current active player (number
of players bits), similarly encoded. In the end, the edge-connections and node-attributes

Number of players 2 3 4

Size of the Graph-Based Observation 690 825 910

Table 4.3: Size of the graph-based observation space according to the number of players

arrays are �attened into a single vector with size varying by the number of players. The
size of the graph-based observation space is illustrated in Table 4.3.

4.4.4 Action Space

The Yokai environment utilizes a multi-discrete action space characterized by
MultiDiscrete([ 17, 17, 1025, 1 + num_of _hint _cards � 17 ]) , representing four
types of actions: observe the �rst Yokai card, observe the second Yokai card, move a
Yokai card, reveal or place a hint card.

When observing a Yokai card, players have the option to peek at one Yokai card, or
choose a non-operation. When moving a Yokai card, players can move one Yokai card to
one of the up, down, left, and right positions of another Yokai card while ensuring the
cards remain connected, or select non-operation. When giving a hint, players may reveal
a hint card, place it on an unlocked Yokai card to lock it or perform non-operation. Each
player's turn is restricted such that non-active players can only select non-operation,
while the active player has access to the full range of operative actions.

It is important to note that observation and movement actions are independent of the
number of players, while hint actions depend on the number of players. In A.2, all
possible actions are exhaustively enumerated.
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4.4.5 Rewards

The reward system, including both the intermediate and �nal rewards, is designed to
incentivize players to effectively group cards by colors. During the game, players receive
intermediate rewards for actions that contribute to the overall objective. It is calculated
based on the degree of clustering of cards with the same color.

Take the purple Yokai cards as an example. Given 4 purple Yokai cards placed in arbitrary
positions on a 16� 16 grid, we aim to calculate the Euclidean distances between each
pair of these cards. The reason we calculate the reward based on a16� 16 grid size is
that we choose this grid size to represent the internal state. This choice is due to the
fact that Yokai has a total of 16 cards. We consider the extreme scenario where all 16
Yokai cards could be arranged in a single row or column. The coordinates of the cards
are denoted as card 1: (x1; y1), card 2: (x2; y2), card 3: (x3; y3), and card 4: (x4; y4).
The Euclidean distance between any two cards(x i ; yi ) and (x j ; yj ) in a two-dimensional
space is given by the formula:

dij =
q

(x i � x j )2 + ( yi � yj )2

Using this formula, we can calculate the distances between each pair of the four cards,
denoted asd12, d13, d14, d23, d24, and d34. For instance, the distance between card 1 and
card 2 can be calculated as:

d12 =
q

(x1 � x2)2 + ( y1 � y2)2

By summing them up, we can get the total distance between each pair of purple Yokai
cards as:

dpurple = d12 + d13 + d14 + d23 + d24 + d34

The upper bound for the total distance between purple Yokai cards is60 + 30
p

2. This
is because, to maximize the separation of four cards, they should be arranged at the
four corners of the grid with coordinates (1,1), (16,1), (1,16), and (16,16). Using these
coordinates, we can calculate the upper bound distance as follows:

dupper_bound_d = 60 + 30
p

2

Afterwards, we need to calculate the difference between the upper bound distance and
the calculated total distance:

dpurple _dif f = dupper_bound_d � dpurple

As a result,
dpurple _dif f = 60 + 30

p
2 � dpurple
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The larger the dpurple _dif f is, the closer purple Yokai cards are clustered together. Ac-
cording to this procedure, we can get the distance of all four colors of Yokai cards. By
summing them up and multiplying one coef�cient, we can get the intermediate reward
as follows:

i_r = ( dpurple _dif f + dblue_dif f + dred_dif f + dgreen_dif f ) � 0:001

Based on this rewarding mechanism, agents can receive more intermediate rewards if
they cluster Yokai cards with the same color closer. As a result, they can approach the
�nal goal closer.

Number of players 2 3 4

Final reward reward + 8
�

reward +9
18

�
� 14 + 1

�
reward +10

20

�
� 14 + 1

Table 4.4: Final reward based on the number of players

The �nal reward is calculated at the end of the game, based on the successful clustering
of Yokai cards and the ef�cient use of hints cards. Speci�cally, if agents successfully group
Yokai cards together by colors, the �nal reward is determined according to Table 4.4,
where reward = x1 � x2, with x1 being the count of correctly used hints, and x2 being
the number of incorrectly used hints. If agents fail to group Yokai cards by colors, the
�nal reward is 0.

4.4.6 One Example

To illustrate the Yokai environment in detail, consider the example given in Figure 4.7,
which presents both the ground truth and player 0's perspective.

In the depicted scenario, player 0, the active player, executes a series of actions, repre-
sented byArray([3, 8, 286, 90]) , corresponding to speci�c game maneuvers de�ned
in Tables A.1, A.2, and A.3. These actions include observing two Yokai cards (indices 2
and 7), moving a Yokai card (Yokai card 4 to the bottom position of Yokai card 7), and
placing a hint card (hint card 5 on Yokai card 2). The new game state, observations, and
rewards are generated based on these actions.

The new state includes updates to the current Yokai card con�guration and Yokai card
world, re�ecting the new positions of the Yokai cards. This also updates the lock status
of Yokai cards, marking the locking of Yokai card 2 due to the placement of a hint card.
Additionally, the card knowledge for both player 0 and player 1 is updated to re�ect
the new visual information and hint placements. For player 0, the updates in the card
knowledge array, speci�cally the values related to Yokai card indexed 2, are revised
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4.4 Yokai: The Environment

Figure 4.7: An example of a 2-player Yokai game from the point of view of player 0.

to Array([0, 0, 0, 1, 1, 1, 0, 1]) . This update re�ects the impact of peeking a
Yokai card and placing a hint card. Conversely, the card knowledge for Yokai card 7
is updated to Array([0, 0, 1, 0, 0, 0, 0, 0]) indicating the impact of Yokai card
observation. Player 1's card knowledge array also receives updates due to hint card
placement actions performed by player 0. The card knowledge for Yokai card 2 in player
1's array is updated to Array([x, x, x, x, 1, 1, 0, 1]) . The placement status of
hint cards is updated from Array([1, 1, 1, 0, 0, 0, 0]) to Array([1, 1, 1, 0, 0,

1, 0]) because hint card 5 is placed onto one Yokai card. Last but not least, player 0's
actions result in a change in the current player's index. It is updated from Array([0, 1])

to Array([1, 0]) , indicating that player 1 is the active role for the subsequent turn.

Observations for player 0 and player 1 reveal the new board state. For both players,
the movement of Yokai cards triggers changes in the card presence array. Additionally,
the placed hint card changes the array of hint card 5 from Array([0, 0, 0, 0]) to
Array([1, 1, 0, 1]) . Lastly, updates also exist for the locked status of Yokai card and
the current player index, they are changed analogously to the lock status of Yokai cards
and the current player's index in the state. For player 0 and player 1, the card knowledge
changes a bit differently. For player 0, in the card knowledge, the cell representing Yokai
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4 Yokai

card 2 is updated to Array([1, 1, 0, 1]) , re�ecting the overlay of hint card color over
the peeked color, red. For Yokai card 7, where no hint card is placed, it is updated to
Array([0, 0, 1, 0]) , indicating that only the peeked color is retained. For player 1,
the representation of the Yokai card 2 updates toArray([1, 1, 0, 1]) , re�ecting the
direct impact of the hint action. However, there is no update to Yokai card 7 because
player 1 can not observe the colors of Yokai cards when it is not their turn.

After these actions, player 0 receives the intermediate reward. As described before, the
intermediate reward is calculated based on:

i_r = ( dpurple _dif f + dblue_dif f + dred_dif f + dgreen_dif f ) � 0:001

In this scenario, the total distances between purple yokai cards, denoted asdpurple is
10. As a result, dpurple _dif f is 60 + 30

p
2 � 10. Similary, we can calculate that dgreen isp

5 + 2
p

2 + 8, dblue is 7 +
p

2 +
p

5, and dred is 3 + 2
p

2 +
p

5, Consequently,dgreen_dif f =
60 + 30

p
2 � (

p
5 + 2

p
2 + 8), dblue_dif f = 60 + 30

p
2 � (7 +

p
2 +

p
5), and dred_dif f =

60 + 30
p

2 � (3 + 2
p

2 +
p

5). In the end, we can get the intermediate reward of 0:36.
Because the game is not over, players do not gain any �nal reward.
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5 Experiments

5.1 Method

In this work, we assess the performance of IPPO [DGM+20] and MAPPO [YVV+22] in
self-play settings within two distinct environments: Yokai and Hanabi. These algorithms
are based on PureJaxRL [LKL+22]. We utilize two neural network con�gurations: a
FF neural network and a RNN featuring a Gated Recurrent Unit (GRU), as described
by [CGCB14]. Consequently, our experimental design includes four distinct algorithm
setups, denoted by IPPO-FF, IPPO-RNN,MAPPO-FF, and MAPPO-RNN. The hyperparam-
eters chosen for the algorithms test in the Yokai environment are consistent with those
set for IPPO-FF in the Hanabi environment in JAXMARL [REG+23]. We list the speci�c
values of the hyperparameters in Table A.5.

Uniform hyperparameters are employed across the Yokai and Hanabi environments
to facilitate direct comparisons of algorithm performance. This approach is justi�ed
by preliminary �ndings that suggest these parameters perform well in both settings.
Training sessions run across 512 parallel environments and are completed after 1161
steps, which equates to 99,864,576 steps in the environment.

Firstly, we evaluate the above-mentioned algorithms in Yokai. In the Yokai environment,
we assess the algorithms' performance while examining two variables: the integration of
memory regarding the observed Yokai card colors in the observation and the number
of players in the game. Speci�cally, evaluations are conducted in both 2-player and
4-player settings, excluding the 3-player variant because of resource constraints. In
addition, due to time constraints and underperformance of RNN-related algorithms, the
experiments regarding the 4-player version are limited to FF neural networks.
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5 Experiments

Figure 5.1: Mean episode rewards percentage of the maximum rewards for IPPO-FF
algorithms with graph-based observations and vector-based observations
over 3 seeds in the Yokai environment, with the shaded area denoting
standard error.

As mentioned before, we provide both graph-based and vector-based observation options
in Yokai. In our experiments, we select the graph-based observation for its compact
size and ef�ciency, being almost half the size of the vector-based observation and
demonstrating better performance in the preliminary experiment. In the algorithms,
the graph-based observation is �attened into a vector and processed by a FF neural
network. Algorithms using the graph-based observation outperform those using the
vector-based observation extremely signi�cantly p < 0:01 using a paired t-test. We
present the preliminary result in Figure 5.1.

Secondly, for comparative analysis between Yokai and Hanabi, this work focuses on
the two-player setting with memory integration in Yokai, aligned with the Hanabi
environment where agents' observations also include historical hints.

To facilitate the comparison of the algorithms' performance on these two challenges, we
use the mean episode reward percentage and the maximum episode reward percentage
of the maximum achievable reward as metrics, since the maximum achievable rewards
for Yokai and Hanabi are different.
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5.2 Neural Network Architecture

5.2 Neural Network Architecture

5.2.1 IPPO

In IPPO [DGM+20], agents are controlled by either FF neural networks or RNNs, with
shared parameters among agents. It utilizes an actor-critic model, where the actor and
critic networks are included within a single neural network module.

In IPPO-FF, the �attened observation o goes through a FF neural network fe with
two layers with 512 neurons, ReLU [NH10] is applied in each layer. As a result, an
embedding e is produced. In the network of IPPO-FF adapted for Hanabi, we use this
resulting embedding e to produce a single action logits l . While in the network of
IPPO-FF tailored for Yokai, this resulting embeddinge is used to generate action logits
for each action type: lo1(observe the �rst card), lo2 (observe the second card),lm (move),
and lh (hint) respectively. Unavailable actions are made unavailable by subtracting a
large constant (1e10) from their logits, and these adjusted logits are converted into
categorical distributions in the actor network. Parallel to the actor network, the critic
network uses the same embeddinge to produce a valuev using a �nal projection layer.

The network architecture of IPPO-RNN is similar to IPPO-FF, but the resulting embedding
e from fe is further fed into a RNN (GRU [CMBB14]). The GRU output er is then used
to produce action logits and afterward, generate categorical distribution. For the critic
network in IPPO-RNN, it useser to estimate the value v using a �nal projection layer.

5.2.2 MAPPO

In MAPPO [YVV+22], agents are controlled by either FF neural network or RNN
architecture as well, with shared parameters among agents. It uses a separate actor and
critic, in which the critic is centralized for training.

In MAPPO-FF, similar to IPPO-FF, the �atten observationo is processed by a two-layer
FF neural network fe to generate an embeddinge, which then produces action logits.
For Hanabi, a single logit l is generated, while for Yokai, e produces multiple action
logits. Unavailable actions are treated as above and the adjusted logits are converted
into categorical distributions in the actor-network. The critic network in MAPPO-FF
differs by processing the �attened world observation ow instead of o, which includes not
only agent-speci�c observations but also additional context. Speci�cally, in Hanabi, ow

consists of the original observation and the information of each agent's own hand. In
Yokai, ow extends the original observation to include the color information of all Yokai
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cards. ow passes throughfe, and the critic network produces a value v using a �nal
projection layer based on the resulting critic c.

In MAPPO-RNN, the architecture is similar to MAPPO-FF, but the resulting embedding
e is further fed into a RNN(GRU [CMBB14]). The GRU outputs er are then used to
produce action logits and afterward, generate categorical distribution. The architecture
of the critic network is similar to that of MAPPO-FF. However, the resulting critic c
is further fed into a a RNN (GRU [CMBB14]). The GRU outputs cr are then used to
produce a valuev using a �nal projection layer in the critic network. These architectures
are inspired by previous work on Hanabi [REG+23], see A.3 for an overview.

Finally, we summarize our network in terms of the number of parameters in A.4.

5.3 Evaluation Framework

We introduce the Yokai-100M challenge to evaluate algorithmic performance in the
Yokai environment, focusing on the graph-based observation. We further introduce the
Hanabi-100M challenge to evaluate algorithmic performance in the Hanabi environment.
In addition, we compare the performance of algorithms in the Yokai-100M and Hanabi-
100M challenges.

Yokai-100M challenge allows for 100 million environment interactions, aiming to bal-
ance exploration and sample ef�ciency. With a single Tesla V100-SXM2, a run of 100
million steps �nishes within 19 hours. Hanabi-100M challenge limits the environment
interactions to 100 million steps. With a single Tesla V100-SXM2, a run of 100 million
steps of algorithms with FF architectures �nishes in around 16 minutes, while a run of
100 million steps of algorithms with RNN architectures �nishes in around 1 hour.

By evaluating performance based on these two challenges, we want to answer the
following research questions:

• RQ1: Does MAPPO outperform IPPO in cooperative tasks?

• RQ2: Do agents perform better if their observations include all the past observed
Yokai card colors?

• RQ4: Do RNNs outperform FF neural networks in tasks such as Yokai where the
past information is crucial?

• RQ3: Does increasing the number of players make Yokai and Hanabi more dif�cult?

• RQ5: With the added complexity of Yokai, do agents perform worse in Yokai than
in Hanabi?
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6 Results

In this chapter, we present the results of our experiments on the performance of algo-
rithms in the Yokai-100M and Hanabi-100M challenges. We report the reward percentage
as a percentage of the maximum achievable reward for readability. It is important to
note that when calculating the reward percentage for Yokai, we set the maximum achiev-
able reward at 15, in accordance with the new �nal reward mechanism detailed in
Section 4.4.1. However, the maximum achievable rewards under the original reward
mechanism are actually higher. According to the original rules, a 2-player variant could
earn an additional 28 �nal rewards, while a 4-player variant could earn 40 more.

6.1 Yokai-100M Challenge

The mean and maximum episode reward percentages for the evaluated algorithms on
the Yokai-100M challenge are summarised in Table 6.1.

Table 6.1: Combined statistics of mean and maximum reward percentages for different
settings averaged over the respective algorithms. The best result is underlined.
We report aggregate statistics over three random seeds.

Method Metric 2 Players 4 Players

With Past Info No Past Info No Past Info

IPPO-FF
Mean 61:27� 38:87% 59:49� 38:65% 42:39� 25:71%
Max 94.70% 94.68% 70.28%

MAPPO-FF
Mean 54:97� 43:34% 59:01� 42:41% 41:68� 30:16%
Max 95.59% 96:16% 72.37%

IPPO-RNN
Mean 0:97� 2:90% 1:37� 2:39% -
Max 7.13% 7.41% -

MAPPO-RNN
Mean 0:03� 0:03% 0:03� 0:03% -
Max 0.19% 0.21% -
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From Table 6.1, we can clearly get an overview that in terms of the mean reward
percentage, the IPPO algorithm with FF neural networks performs the best in all cases,
while the MAPPO algorithm with RNNs performs the worst in all scenarios. In terms of
maximum reward, the MAPPO algorithm with FF neural networks gets the maximum
percentage of achievable reward in all conditions, while the MAPPO algorithm with
RNNs still behaves the worst in all situations. In the following, we present the results of
the Yokai-100M challenge in more detail. We present the results in the following aspects:
(1) MAPPO and IPPO, (2) observations with and without past information, (3) FF neural
network and RNN, and (4) 2-player and 4-player variants of the Yokai game.

6.1.1 MAPPO and IPPO

(a) The result in the 2-player variant with past infor-
mation.

(b) The result in the 2-player variant without past
information.

(c) The result in the 4-player variant without past
information.

Figure 6.1: Reward percentage on Yokai-100M challenge for IPPO-FF, IPPO-RNN,
MAPPO-FF, and MAPPO-RNN in different settings. Each algorithm is exe-
cuted for 100 million steps in the environment with 3 seeds. The shaded
area denotes standard error.
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In the 2 players, with past information in agents' observation setting, we can see from
Figure 6.1a that both IPPO-FF and MAPPO-FF show a sharp increase in the reward
percentage achieved early in the training process. IPPO-FF starts to increase dramatically
at around 20 million steps in the environment, while MAPPO-FF starts a bit later, at
around 30 million steps. However, even though MAPPO-FF starts increasing later, it
reaches a relatively high reward percentage at almost the same number of steps in
the environment as IPPO-FF was trained to, suggesting that MAPPO-FF increases more
ef�ciently. Furthermore, we can see that starting from 50 million steps until 100 million
steps, MAPPO-FF has consistently slightly outperformed IPPO-FF. To summarize, both
IPPO-FF and MAPPO-FF are able to achieve and sustain high reward percentage in
the Yokai environment. IPPO-FF starts to learn good game strategies more quickly.
AlthoughMAPPO-FF does not �gure out good game strategies that early, but after a few
steps, it learns more effective and ef�cient game strategies and ends up with slightly
higher rewards.

Interestingly, in our experiments, the performance of both IPPO-RNN and MAPPO-RNN
are worse compared to IPPO-FF and MAPPO-FF, with IPPO-RNN improving only a little
bit and MAPPO-RNN remaining close to zero.

In a 2-player setting and past information in agents' observation is missing, we can
observe a similar situation from Figure 6.1b. Both IPPO-FF and MAPPO-FF show a
rapid increase at the beginning of training. The learning curves of both IPPO-FF and
MAPPO-FF start to rise signi�cantly at 20 million steps. The reward percentage achieved
by agents through IPPO-FF training then remains higher than that of MAPPO-FF until
around 40 million steps, when MAPPO-FF begins to surpass IPPO-FF and continues
to exceed IPPO-FF until the completion of the training. After 100 million steps of
training, there is an obvious gap between the reward percentages obtained by MAPPO-
FF and IPPO-FF. Both RNN variants performed signi�cantly worse than the FF variant.
Throughout the training process, their reward percentages are close to 0. It is worth
noting that at 60 million steps of training, the IPPO-RNN begins to gradually and slowly
rise and maintains a slow upward trend by the end of the training. It is possible that
IPPO-RNN could achieve better reward percentages if more steps are trained. But for
MAPPO-RNN, it has no obvious upward trend and stays in�nitely close to 0.

In the 4-player setting where past information is not included in agents' observation, we
can view from Figure 6.1c that, likewise, the learning curves of both IPPO-FF and MAPPO-
FF show a continuous rise after a certain number of steps, followed by a stabilization
in the performance level. IPPO-FF starts to rise consistently at 20 million steps, while
MAPPO-FF starts at around 30 million steps, and IPPO-FF outperforms MAPPO-FF until
around 40 million steps. After this point, MAPPO-FF starts to outperform IPPO-FF and
maintains its advantage until the end of the training. By the end of the training, there
is a relatively clear performance gap between MAPPO-FF and IPPO-FF. This suggests
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Figure 6.2: Reward percentage on Yokai-100M challenge for IPPO-FF, IPPO-
RNN,MAPPO-FF, and MAPPO-RNN in 2-player version. Each algorithm
is executed for 100 million steps in the environment with 3 seeds. The
shaded area denotes standard error.

that MAPPO-FF begins to rise consistently later, but ef�ciently and ultimately performes
better.

In summary, in the Yokai-100M challenge, with respect to FF neural network, IPPO tends
to increase earlier while MAPPO learns more ef�ciency and obtains more rewards in the
end. In the case of RNNs, both MAPPO and IPPO fail to achieve notable rewards.

6.1.2 Observations With and Without Past Information

From Figure 6.2, we can notice that all the algorithms using RNN do not achieve
signi�cant rewards, they basically hovered around 0. Hence, we decide not to consider
the algorithms using RNN.

In the case of the algorithms employing the FF neural networks, we can see that the
learning curve of IPPO-FF with past information starts to increase rapidly and steadily
earlier than IPPO-FF without past information. In addition, it consistently achieves a
higher reward percentage than IPPO-FF without past information. Although IPPO-FF
without past information slowly catches up with IPPO-FF with past information during
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6.1 Yokai-100M Challenge

training, however, in the end, IPPO-FF with past information achieves a slightly higher
reward percentage than IPPO-FF without past information.

However, MAPPO-FF without past information starts to increase rapidly and consistently
earlier than MAPPO-FF with past information, and keeps achieving a higher reward
percentage than the MAPPO-FF algorithm with past information. At the end of the
training, MAPPO-FF without past information still obtains a slightly higher reward
percentage than MAPPO-FF with past information.

6.1.3 FF Neural Networks and RNNs

We can again compare the performance of algorithms using FF neural network and
RNN based on Figure 6.1. From Figure 6.1b and Figure 6.1a, we can clearly see that
the algorithms with FF neural networks learn faster and obtain much higher and more
stable rewards. Algorithms with RNNs, conversely, struggle to learn effectively in the
Yokai environment, showing signi�cantly lower reward percentages and learning rates.
The difference in performance between the FF neural network and RNN is uniform
regardless of the presence or absence of past information in the agent's observations. To
summarize, based on our experiments, the FF neural network always outperforms the
RNN.

6.1.4 2 Players and 4 Players

Due to time constraints, we do not run all algorithms for the 4-player variant of the Yokai
environment. We choose the IPPO-FF and MAPPO-FF algorithms that do not contain
past information of Yokai cards in agents' observations. This is because according to the
original rules of Yokai, once agents have observed the colors of two Yokai cards, they
need to �ip them again to a face-down position. Therefore, by rule, all the colors of
the Yokai cards they observe should not be recorded in the observations. In addition,
we excluded algorithms that use RNNs because these algorithms perform poorly in the
2-player version of Yokai. With the lack of time, we would like to �rst focus on the
performance of these algorithms, which perform well in the 2-player version, in the
4-player version, so that the results might be more comparable.

Figure 6.3 shows that in both the 2-player and 4-player versions, there are no particularly
noticeable differences between the different algorithms in terms of when they begin
to grow continually, the learning ef�ciency, and when they reach a stable plateau. It
is worth noting that at the end of the training, MAPPO and IPPO achieve a reward
percentage of more than 90% in the 2-player version. However, in the 4-player version,
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Figure 6.3: Reward Percentage on Yokai-100M challenge for IPPO-FF and MAPPO-
FF in 2-player and 4-player version without past information in agents'
observations. Each algorithm is executed for 100 million steps in the
environment with 3 seeds. The shaded area denotes standard error.

both MAPPO and IPPO only achieve around 70%, with a very noticeable gap of around
20% between them.

Additionally, we can observe that in the 4-player version, the learning curves of both
MAPPO and IPPO are less stable.

6.2 Hanabi-100M Challenge

The mean and maximum episode reward percentages for the evaluated algorithms on
the Hanabi-100M challenge are summarized in Table 6.2. We can see that IPPO-FF
performs best and MAPPO-FF performs worst in terms of mean and maximum reward
percentage. In the following, we elaborate on the results of the Hanabi-100M Challenge
with respect to (1) MAPPO and IPPO, (2) FF neural networks and RNNs, and (3) 2 -5
players.
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Method Mean Rewards Max Rewards

IPPO-FF 51.95� 18.15% 70.20%

MAPPO-FF 37.33� 17.07% 55.75%

IPPO-RNN 50.11� 16.95% 68.37%

MAPPO-RNN 20.53� 9.88% 32.50%

Table 6.2: Mean and maximum episode reward percentage averaged over the respective
algorithms in the Hanabi environment involving 2 players. The best result is
underlined. We report aggregate statistics over three random seeds.

6.2.1 MAPPO and IPPO

Table 6.3: Combined statistics of mean and maximum reward percentages of Hanabi
for 2-5 players. Each algorithm is executed for at most 10 billion steps in the
environment with at least 3 seeds. Results are obtained from [YVV+22]

# Players Metric MAPPO IPPO

2
Mean 95:56%� 0:08% 96:00%� 0:08%
Best 96:92% 96:76%

3
Mean 95:08%� 0:80% 93:00%� 1:32%
Best 96:04% 95:48%

4
Mean 94:28%� 0:52% 90:08%� 1:48%
Best 94:84% 92:24%

5
Mean 92:16%� 0:40% 83:00%� 2:24%
Best 92:64% 90:16%

As demonstrated in Figure 6.4, we can tell that IPPO excels in both learning speed and
stability when compared to MAPPO. IPPO converges to higher reward percentages faster
and remains more stable throughout the training process. In contrast, MAPPO increases
at a slower rate and achieves a maximum reward percentage of only about 55% in the
best-case scenario. At the end of training, the difference in reward percentage between
IPPO and MAPPO is signi�cant.

Additionally, we incorporate results from [YVV+22], as demonstrated in Table 6.3. We
observe that in the 2-player variant of the game, the performance of MAPPO and IPPO
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Figure 6.4: Reward percentage on Hananbi-100M challenge for IPPO-RNN, IPPO-RNN,
MAPPO-FF, and MAPPO-RNN in 2-player version. Each algorithm is exe-
cuted for 100 million steps in the environment with 3 seeds. The shaded
area denotes standard error.

is almost identical. However, as the number of players increases, MAPPO progressively
outperforms IPPO.

6.2.2 FF Neural Networks and RNNs

From Figure 6.4, we can see that all algorithms using FF neural networks perform better
than those using RNNs. In IPPO, although IPPO-RNN shortly surpasses IPPO-FF in the
early stages of training, it is quickly caught up by IPPO-FF, and do not surpass IPPO-FF
again until the end of training. In the end, the difference regarding reward percentage
of IPPO-FF and IPPO-RNN reaches about 2%. For MAPPO, the reward percentage of
MAPPO-FF is higher than that of MAPPO-RNN throughout the whole training process.
At the end of the training, the reward percentage of MAPPO-FF is about 12% higher
than that of MAPPO-RNN. Moreover, we can notice that at the end of the training,
the learning curve of MAPPO-FF is still showing an upward trend, while the learning
curve of MAPPO-RNN has �attened, which shows that if the training continues, the gap
between the two may still increase.
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6.2.3 2-5 Players

Table 6.4: Combined statistics of mean and maximum reward percentages of Hanabi
for 2-5 players. Each algorithm is executed for at most 10 billion steps in the
environment with at least 3 seeds. Results are obtained from [YVV+22]

# Players Metric MAPPO IPPO SAD VDN

2
Mean 95:56%� 0:08% 96:00%� 0:08% 95:48%� 0:12% 95:32%� 0:12%
Best 96:92% 96:76% 96:04% 95:84%

3
Mean 95:08%� 0:80% 93:00%� 1:32% 94:76%� 0:20% 94:84%� 0:24%
Best 96:04% 95:48% 95:72% 95:96%

4
Mean 94:28%� 0:52% 90:08%� 1:48% 93:08%� 1:04% 92:12%� 0:60%
Best 94:84% 92:24% 95:24% 95:16%

5
Mean 92:16%� 0:40% 83:00%� 2:24% 88:24%� 0:92% 85:12%� 0:48%
Best 92:64% 90:16% 92:04% 87:20%

We do not run algorithms for 3-5 agent variations in Hanabi. Instead, we reference
the results from [YVV+22], as shown in Table 6.4, where IPPO, MAPPO, Simpli�ed
Action Decoder (SAD) [HF20], and VDN [GHT23] are used to train agents. These results
indicate a clear trend that both the mean and maximum reward percentages across all
algorithms decline as the number of agents increases.

6.3 Yokai and Hanabi

By comparing the performance of algorithms in the Yokai-100M and Hanabi-100M
challenges, we want to know if Yokai presents a harder task to agents than Hanabi.

From Figure 6.5, we observe that the algorithms deployed in the Hanabi environment
are able to quickly obtain 10-15% of the maximum achievable reward at the early
stage. In contrast, within the Yokai environment, algorithms usually require a longer
exploration period, typically between 20 to 40 million steps, before they start earning
measurable rewards.

In addition, we observe that in the Hanabi environment, algorithms with different archi-
tectures are rewarded differently at the end of training, in ascending order: MAPPO-RNN
(30%), MAPPO-FF (55%), IPPO-RNN (68%) IPPO-FF (70%). The absolute difference
between the largest and smallest rewards is about 40 percentage points. In strong
comparison, in Yokai, the performances of algorithms show a noticeable difference
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Figure 6.5: Reward percentage on Yokai-100M, Hananbi-100M challenges for IPPO-
FF, IPPO-RNN, MAPPO-FF, and MAPPO-RNN in a 2-player version. Each
algorithm is executed for 100 million steps in the environment with 3 seeds.
The shaded area denotes standard error.

between FF neural network and RNN. The FF neural network-related algorithms (IPPO-
FF and MAPPO-FF) ultimately succeed in obtaining more than 90% of the achievable
maximum reward. In contrast, the RNN-based algorithms (IPPO-RNN and MAPPO-RNN)
struggle greatly, and are barely able to obtain any meaningful reward at the end of
training. The absolute difference between the rewards eventually achieve by the best
and worst-performing algorithms amounted to more than 90 percentage points.

Furthermore, as shown in Figure 6.5, although the maximum reward percentage for
algorithms trained in Yokai exceeds 90%, compared to 70% in Hanabi, this does not
imply that Yokai is easier than Hanabi. As previously mentioned, since we simpli�es the
rules for Yokai, the maximum achievable �nal reward in the 2-player variant decreases
from 43 to 15. If we follow the original rules and recalculate the reward percentage, the
maximum reward percentage earned by agents currently in Yokai is only about 33%,
which is lower than 70% in Hanabi.
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7 Discussion

Given the previously presented results, we now want to go back and try to �nalize an
answer to the research questions we posed in Chapter 5:

• RQ1: Does MAPPO outperform IPPO in cooperative tasks?

• RQ2: Do agents perform better if their observations include all the past observed
Yokai card colors?

• RQ3: Do RNNs outperform FF neural networks in tasks such as Yokai where the
past information is crucial?

• RQ4: Does increasing the number of players make Yokai and Hanabi more dif�cult?

• RQ5: With the added complexity of Yokai, do agents perform worse in Yokai than
in Hanabi?

7.1 Does MAPPO Outperform IPPO in Cooperative Tasks?

To address the �rst research question, we analyze the experimental results from both
Yokai-100M and Hanabi-100M challenges. In the results of the Yokai-100M challenge,
as we can see from Figure 6.1 and Table 6.1, all RNN-related algorithms underperform
signi�cantly, providing limited insight into the comparative effectiveness of MAPPO
outperform IPPO. Consequently, we exclude these results from our analysis. Focusing
on FF neural networks, the results indicate that MAPPO consistently outperforms IPPO
in terms of learning ef�ciency and the quality of the learned policies. Agents trained
with MAPPO initially require additional training steps to develop effective strategies.
However, once established, these strategies enable quicker improvement and higher
ultimate reward percentages. Furthermore, the advantage of MAPPO over IPPO becomes
more evident in more complex game settings, such as when past information is absent
from agents' observations or when more agents participate in the game. This suggests
that MAPPO is particularly effective in complex multi-agent environments, con�rming
its superior performance in the Yokai setting.
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