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Abstract

In this dissertation we focus on compressible liquid–vapor flow
with sharply resolved phase boundaries. The flow dynamics are
determined by the microscale behavior at the phase boundary.
In order to describe liquid–vapor flow accurately on the con-
tinuum scale, without imposing ad-hoc closure relations, we
propose a (universal) multiscale model. It combines continuum-
scale flow models with molecular-scale particle simulations
that define the interface dynamics.
The complete multiscale model is comprised of several parts. In
addition to continuum-scale hyperbolic conservation law mod-
els, we review particle models such as molecular dynamics sim-
ulations. The particle simulations are used to build microscale
Riemann solvers and define the flow at the interface. The dis-
cretization of the continuum-scale sharp-interface flow is per-
formed by an interface-preserving moving mesh finite volume
scheme. In order to keep the multiscale model computationally
feasible, while conserving physical key quantities (e.g. mass),
surrogate solvers based on constraint-aware neural networks are
applied. Finally, combinations of micro- and macroscale models
with increasing complexity are explored and simulation results
are presented.
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Abstract

In this dissertation we focus on compressible liquid–vapor flow with
sharply resolved phase boundaries. The flow dynamics are determined by
the microscale behavior at the phase boundary. In order to describe liquid–
vapor flow accurately on the continuum scale, without imposing ad-hoc
closure relations, we propose a (universal) multiscale model. It combines
continuum-scale flow models with molecular-scale particle simulations
that define the interface dynamics.
The complete multiscale model is comprised of several parts. In addition to
continuum-scale hyperbolic conservation law models, we review particle
models such as molecular dynamics simulations. The particle simulations
are used to build microscale Riemann solvers and define the flow at the
interface. The discretization of the continuum-scale sharp-interface flow
is performed by an interface-preserving moving mesh finite volume scheme.
In order to keep the multiscale model computationally feasible, while
conserving physical key quantities (e.g. mass), surrogate solvers based
on constraint-aware neural networks are applied. Finally, combinations of
micro- and macroscale models with increasing complexity are explored
and simulation results are presented.

Zusammenfassung

In dieser Arbeit untersuchen wir kompressible Strömungen von Fluiden,
welche aus einer flüssigen und einer gasförmigen Phase bestehen. Dabei
sind die beiden Phasen durch eine scharfe Phasengrenze voneinander
getrennt. Das Verhalten der Strömungen auf der Mikroskala beeinflusst
die makroskopische Zwei-Phasen-Strömungsdynamik maßgeblich. Um
diese korrekt zu modellieren — ohne dabei oft unpassende Kopplungs-
bedingungen zu formulieren — entwickeln wir ein (allgemeines) Multis-
kalen-Verfahren. Dabei wird die kontinuumsmechanische Dynamik an
der Phasengrenze mit Hilfe von Teilchenmodellen auf molekularer Skala
beschrieben.
Das komplette Multiskalen-Verfahren setzt sich aus mehreren Modulen
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zusammen. Neben den hyperbolischen Erhaltungsgleichungen auf der
Kontinuumskala betrachten wir Teilchenmodelle wie zum Beispiel Mole-
kulardynamik-Simulationen. Mithilfe dieser entwickeln wir Mikroskala-
Riemannlöser, um die Flüsse an der Phasengrenze zu bestimmen. Für die
Diskretisierung des kontinuumsmechanischen Modells mit scharfer Pha-
sengrenze nutzen wir ein Interface-erhaltendes Finite-Volumen Verfahren
auf bewegten Gittern. Um die Rechenkomplexität des Multiskalenansatz im
Rahmen zu halten, verwenden wir schnellere Ersatz-Löser. Dafür nutzen
wir Neuronale Netzwerke, die Nebenbedingungen berücksichtigen. Diese
haben den Vorteil, dass sie wichtige physikalische Kenngrößen erhalten
können und damit zum Beispiel masseerhaltend sind. Schlussendlich un-
tersuchen wir Kombinationen von Mikroskala- und Makroskala-Modellen
mit steigender Komplexität und präsentieren die zugehörigen Simulations-
ergebnisse.
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Introduction 1
Two-phase flows, such as liquid–vapor flows, and phase transitions occur
naturally and in many shapes in our environment. This can involve basic
weather phenomena, where water changes its phase, i.e. water evaporates
at the surface, condensates, creates clouds, and finally rains down, closing
the cycle. Compared to such natural occurrences, in technical applications
liquid–vapor flow can exhibit a much faster and stronger behavior. For
instance, fast fluid flow in water turbines can lead to cavitation, which
causes damage. Furthermore, liquid–vapor flow needs to be accounted
for in many chemical or industrial applications, for example in chemical
plants or during spray cooling in industrial forges. It is also crucial to
understand liquid–vapor flow in applications involving cryogenic liquids,
like liquid hydrogen–oxygen, which is used for instance as rocket fuel.
To improve the overall efficiency in all those technical applications and
to understand certain phenomena, it is essential to be able to simulate
liquid–vapor flow reliably in a way that reflects physical reality. For this
purpose, it is our main goal to develop a multiscale model that combines
continuum-scale models with microscale particle simulations, that serve
as the ground-truth of the involved dynamics. Hereby, the focus lies on
liquid–vapor flow of compressible fluids with negligible viscous effects.

Fluid properties vary strongly among their different phases. This makes
modeling multiphase flow quite challenging, i.e. on a numerical level large
density jumps have to be resolved accurately. There are several approaches
to model two-phase flow on a scale where all phase boundaries are re-
solved [32, pp. 115–181]. Most of these approaches can be divided into two
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(b) Sharp interface

Figure 1.1: Sketch of diffuse and sharp interfaces.

groups: diffuse- and sharp-interface models.
Diffuse-interface models have a smooth transition from one phase to an-
other. A common concept is to use a smooth phase indicator function,
like in phase-field models, see e.g. [12, 154, 156]. The advantage of diffuse-
interface models is that they have smooth profiles, see Figure 1.1 (a), and
that they obey one set of equations on the whole domain. Consequently,
topological changes of the phase distribution (e.g. droplet merging or split-
ting) can be directly described by the model. Furthermore, it is relatively
straightforward to incorporate interface forces into the model. However, a
major drawback is that the phases are mixed in the interface region, which
may introduce new problems. For example, it might not be possible to
evaluate the equations of state (EOS) in the mixture region, or they might
yield unrealistic values. This can compromise the whole simulation result,
especially for processes that are mainly driven by interface dynamics.
Another option are sharp-interface models. Here the interface is reduced to
a thin surface without volume, see Figure 1.1 (b) for a graphical depiction
as well as [13, 71, 103, 147], and the references therein. As a consequence,
the fluid domain Ω ⊂ R𝑑 is split into two subdomains: the liquid domain
Ω− and the vapor domain Ω+. In each of these domains only the respective
phase is present. To couple the domains one has to formulate multiphase
jump conditions at the (free) interface. Consequently, physically sound
closure relations have to be found, which is one of the mathematical chal-
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lenges of this approach, but it also opens up the opportunity to model
the interface dynamics by different modeling approaches. A downside of
sharp-interface models is that topological changes have to be described
by an additional model. On the upside, the underlying partial differential
equation (PDE) system is commonly comprised of (hyperbolic) conserva-
tion laws, which are usually solvable in a more efficient manner than the
(usually) parabolic-type, diffuse-interface models.

In this work, we use sharp-interface models to describe liquid–vapor flow
and take advantage of the possibility to model the interface flow dynamics
on a more fundamental level. Thus, we avoid prescribing some ad-hoc
closure relations at the interface. For this purpose, we consider the fact
that phase transitions and two-phase flow proceed across many scales, see
Figure 1.2. On the continuum-level, liquid droplets and surfaces, or gas
bubbles have to be resolved. Moreover, the properties of the fluid depend
strongly on the present phase. However, on the molecular scale, the fluid
flow is comprised of the dynamics of many molecules, where each of
them has effectively the same properties. The different continuum-scale
fluid phases can only be distinguished by the changing, locally averaged,
thermodynamic properties. Nonetheless, determining the properties and
parameters ofmolecules is conceptually easier than dynamic flow transport
properties across a wide range of fluid states.
It appears quite attractive to simulate complex two-phase flow scenarios
purely by microscale particle simulations. Notwithstanding, even if we
consider the advances in computational capabilities, it is infeasible to fully
resolve the complete flow domain over a large timescale. Therefore, we seek
to develop an efficient multiscale model that describes continuum-scale
fluid flow at the phase boundary (only) by using particle-based microscale
simulations, such as molecular dynamics (MD) simulations.

We note that there is no rigorous mathematical theory that allows us to
directly and analytically bridge the scales from MD systems with pair-
wise interactions to continuum-scale Euler equations.1 One of the primary
problems in this endeavor is that on the particle scale Newtons equation
of motions are reversible, whereas on the continuum-scale the physical

1In fact, this is related to Hilbert’s sixth problem [99, Sec. 6, p. 454].
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Figure 1.2: Two-phase fluid flows involve a large range of scales and
multiscale models have to bridge large order of magnitudes in both
space and time.

entropy increases. We refer to [82] for a discussion of the related current
research. Yet, it is still possible to use classical, statistical averaging to infer
continuum-scale quantities from microscale particle simulations. Conse-
quently, we can transfer the microscale behavior at fluid interfaces to the
continuum scale via a data-based approach. This approach can be cate-
gorized as a heterogeneous multiscale method (HMM) [66–68] to couple
atomistic- and continuum-scale models.
The approaches to couple atomistic- and continuum-scale models can be
largely divided into two groups. One is formed by “horizontal” approaches,
where part of the continuum domain is resolved by particle systems. The
other one follows an approach that has a “vertical” nature, where contin-
uum-scale constitutive relations and material properties are inferred from
microscale particle simulation. Several of these different multiscale models
are summarized in e.g. [66, 139]. An example, where horizontal coupling of
particle systems with continuum-scale models is performed successfully,
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Part I

Ω−(𝑡)Ω−(𝑡)

Ω+(𝑡)Ω+(𝑡)
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Neural Networks
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Molecular-Scale
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Figure 1.3: Overview of the main building blocks that form the multiscale
model presented in Part IV.

is the propagation of cracks in brittle materials [3, 116, 133, 149]. But also
for fluid flows, hybrid atomistic–continuum models are developed, see e.g.
[31, 48, 61, 79].
The vertical coupling approach can for example be applied to determine
continuum-scale boundary conditions from particle simulations [6, 14]
or vice-versa [194]. We remark that [132] computes the continuum-scale
finite volume fluxes from MD simulation for elastic deformations, which
in part also inspired our multiscale model.

The multiscale model consists of several building blocks, some of them
may stand by themselves. A graphical overview of the building blocks is
shown in Figure 1.3. Each module of the multiscale model is presented in



10 1 Introduction

its own part in this work.
In Part I, we consider continuum-scale, sharp-interface, two-phase flow
models based on hyperbolic conservation laws. At first, we introduce a
generic two-phase model and in the next step, we outline specific com-
pressible, two-phase flow models covering various flow regimes.
In Part II, we present an interface-preserving finite volume algorithm
on moving meshes.2 It allows us to represent the sharp-interface from
the continuum-scale model directly within the computational mesh. This
plays a key role for the interface-preserving finite volume discretization
presented in the following chapter.
Resolving the sharp interface in the computational mesh makes it possi-
ble to incorporate microscale effects directly (and only) at the interface
by using special interface solvers. These interface solvers are based on
microscale particle models, which are presented in Part III. The goal is to
formulate a microscale Riemann solver for each microscale particle model,
in order to simulate the flow dynamics at the phase boundary.
In Part IV, we put all the aforementioned building blocks together and
outline the multiscale model in a generic form. Subsequently, we define
the details for the specific realizations of the multiscale model. These re-
alizations are built from different combinations of continuum-scale and
microscale models, which are shown in Table 1.1.
Part V is dedicated to the numerical simulation results of the various mul-
tiscale model, showing the capabilities of the multiscale approach.
In Part VI, we present constraint-aware neural networks, which are used
as surrogate interface solvers instead of computationally expensive mi-
croscale simulations.3 Constraint-aware neural networks are designed to
fulfill physical constraints (approximately or exactly), like mass conserva-
tion across the phase boundary.
Finally, we conclude with a summary of our findings and we discuss open
questions in the last part.

2The work of this part is joint work with Maria Alkämper (nèe Wiebe), where both authors
have contributed equally.

3The major part of the research presented in Part VI has been published in [142], where I
was the main contributing author.
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Multiscale Model Continuum Scale Microscale

Phase transition in
particle chains

Isothermal Euler
equations

Particle chain
model

(Chapter 12) (Chapter 3) (Chapter 8)

Isothermal liquid–
vapor flow

Isothermal Euler
equations

Isothermal molecu-
lar dynamics

(Chapter 13) (Chapter 3) (Chapter 9)

Temperature-depen-
dent liquid–vapor
flow

Euler equations Molecular dynamics

(Chapter 14) (Chapter 4) (Chapter 9)

Isothermal two-com-
ponent liquid–vapor
flow

Isothermal two-
component model

Multicomponent
molecular dynamics

(Chapter 15) (Chapter 5) (Chapter 10)

Table 1.1: Overview of the multiscale models that are considered in
Part IV and V, and their associated continuum-scale and microscale
models.





Continuum-Scale
Models

Part I





Generic
Continuum-Scale

Model for
Two-Phase Flow 2

The multiscale model presented in this work can be applied to a number of
different scenarios and models. One of its cornerstones are the continuum-
scale models, which are discussed in this part. To keep the description of
the multiscale model universal, we introduce a generic sharp-interface,
two-phase flow model based on conservation laws, that will serve as a
blueprint for the description of specific models, which will be introduced
later in Chapter 3, 4, and 5.

2.1 Generic Conservation Law Model

To begin with, we consider a generic, single-phase system of conservation
laws in an open domain Ω(𝑡) ⊂ R𝑑, 𝑑 ∈ N, for 𝑡 ∈ [0, 𝑡end), which has the
following form

𝜕𝑡𝑼 + ∇ ⋅ 𝒇 (𝑼 ) = 𝟎, in Ω(𝑡) × (0, 𝑡end),
𝑼 ( ⋅ , 0) = 𝑼0 in Ω(0),

(2.1)

where 𝑼∶ Ω(𝑡) × [0, 𝑡end) → U is unknown, with the open set U ⊂ R𝑚,
𝑚 ∈ N, denoting the state space of the system. The flux function is denoted
by 𝒇 ∈ 𝐶1(U,R𝑚×𝑑), and the divergence operator is understood to act on
each row of 𝒇 (𝑼 ). The initial condition 𝑼0∶ Ω(𝑡) → U is assumed to be
piecewise continuous.
Note that we restrict ourselves to the fully conservative case, which means
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that the right-hand side in (2.1) is zero. In many applications this is not
the case, like for example the two-component flow model described in
Chapter 5. Such systems with nonhomogeneous right-hand sides are called
systems of balance laws and most of the content of this chapter can be
transferred to these — see e.g. [51].

We define the flux in direction of an arbitrary 𝝎 ∈ S𝑑−1 by

𝑭(𝑼 ; 𝝎) ≔ 𝒇 (𝑼 ) ⋅ 𝝎. (2.2)

The hyperbolicity of (2.1) is determined by the properties of the eigen-
values of the flux Jacobian of 𝑭(𝑼 ; 𝝎)∶ U → R𝑚, which is denoted by
D𝑭(𝑼 ; 𝝎)∶ U → R𝑚×𝑚. Note that the direction 𝝎 ∈ S𝑑−1 is fixed, and the
derivatives are taken with respect to the state variable 𝑼.

Definition 2.1: A conservation law (2.1) is called hyperbolic, if for all 𝑼 ∈ U

and 𝝎 ∈ S𝑑−1 there exist 𝑚 real eigenvalues 𝜆1(𝑼 ; 𝝎),…, 𝜆𝑚(𝑼 ; 𝝎), and 𝑚
corresponding linear independent eigenvectors 𝒓1(𝑼 ; 𝝎),…, 𝒓𝑚(𝑼 ; 𝝎) of the
flux Jacobian D𝑭(𝑼 ; 𝝎). If in addition the eigenvalues are distinct, the system
is called strictly hyperbolic.

The hyperbolicity alone does not ensure the well-posedness of the system
(2.1). Moreover, it is a well-known fact that for nonlinear flux functions
𝒇, classical solutions may break down after finite time, even if the initial
data 𝑼0 is smooth [51, 125]. Therefore the concept of weak solutions is
introduced to allow for discontinuous solutions.

Definition 2.2 (Weak solution of (2.1)): A function 𝑼 ∈ 𝐿∞(R𝑑 × [0, 𝑡end),U)
is called a weak solution of the Cauchy problem (2.1) with initial data
𝑼0 ∈ 𝐿∞(R𝑑,U) if

∫
𝑡end

0
∫
R𝑑
(𝑼 𝜕𝑡𝜓 + 𝒇 (𝑼 ) ⋅ ∇𝒙𝜓) d𝒙 d𝑡 = −∫

R𝑑
𝜓(𝒙, 0) 𝑼0(𝒙) d𝒙 (2.3)

holds for all test functions 𝜓 ∈ 𝐶∞0 (R𝑑 × [0, 𝑡end),R).

If Ω ≠ R𝑑 appropriate boundary conditions have to be specified. For
conservation laws this is a non-trivial problem on the analytic level. For
the sake of clarity, and as they do not directly relate to the multiscale
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model, we will refrain from considering boundary conditions. They will
only be mentioned when specific examples are analyzed in Part V.

One big drawback of weak solutions as in Definition 2.2 is that they are
not unique. However, it is possible to prescribe additional criteria to single
out a physically relevant solution. Alternatively, it is possible to consider
modified versions of (2.3) that account for microscopic effects. Then, a
unique weak solution can be selected as the limit of solutions to these ver-
sions. Classical examples include dissipative (viscous, diffuse–dispersive,
relaxation) approximations, kinetic approaches via Boltzmann hierarchies
or approximations by averaged trajectories of molecular dynamics (MD)
simulations.
For one-dimensional (or planar waves) and strictly hyperbolic systems
Lax [120] has proven that by prescribing an entropy condition, a unique
solution to a Riemann problem [172] with a moderate jump exists. Even
the stronger Liu entropy condition [135] is only applicable for moderate
jumps. This essentially eliminates the applicability for phase transition
scenarios with large jumps and/or hyperbolic–elliptic-type systems. Up to
now there is no rigorous theory concerning the well-posedness of sharp-
interface, two-phase conservation laws. Instead, research is mostly focused
on the investigation of specific models, see e.g. [190, 207].
In dimensions 𝑑 ≥ 2 and the non-scalar case (𝑚 > 1) the situation is much
more complicated — and that already for the single-phase case. In their
groundbreaking work [53, 54] have shown that prescribing additional
criteria might not suffice to single out a physically relevant solution. This
is also the case if the initial data is regular [42, 43]. To find an admissibility
criterion or another concept of weak solutions is the topic of ongoing
research, cf. [74, 76].

2.2 Generic Sharp-Interface Model for Two-Phase
Flow

After introducing conservation laws for single-phase fluids, we now turn
to the case of two-phase fluids. Mathematically the different phases are
expressed as regions in the state space U for which the system (2.1) is
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Γ(𝑡)

Ω−(𝑡)

Ω+(𝑡)

Figure 2.1: Sketch of the domain Ω, that is divided by the phase bound-
ary Γ(𝑡) into a −-phase domain Ω−(𝑡) and a surrounding +-phase
domain Ω+(𝑡) at time 𝑡.

hyperbolic. This, of course, depends heavily on the flux function 𝒇 and the
state spaceU. For most real world fluids (as well as two-phase model fluids)
the state spaceU contains (at least) two disjoint subdomainsP−,P+ ⊂ U,
in such a way that for all 𝑼 ∈ P−∪P+ the system (2.1) is hyperbolic. Yet for
mixed states the system can become elliptic — see Chapter 3, and Chapter 4
for specific examples. These subdomains P−, P+ form the state space for
the two phases, which are marked by the subscripts −, +. Accordingly,
we will speak of the −-phase and the +-phase. We will sometimes use the
abbreviated notation ± to indicate both phases (separately).

2.2.1 Geometric Setting

The central assumption for the sharp-interface approach is that the fluid
domain Ω ⊂ R𝑑 can be divided into two disjoint, open, and sufficiently
smooth subdomains Ω−(𝑡), Ω+(𝑡), fulfilling (Ω−(𝑡) ∪ Ω+(𝑡))∘ = Ω for each
point in time 𝑡 ≥ 0. Here each bulk domain Ω±(𝑡) represents one fluid
phase, and the dividing hypersurface Γ(𝑡) = Ω−(𝑡) ∩ Ω+(𝑡) is called the
phase boundary or (sharp) interface — see Figure 2.1 for a sketch of a typical
setting. The phase boundary Γ(𝑡) is assumed to be sufficiently smooth. For
a point 𝝃 ∈ Γ(𝑡) the normal vector pointing in direction of the +-phase is
denoted by 𝒏 = 𝒏(𝝃 , 𝑡) ∈ S𝑑−1. The speed of the phase boundary Γ(𝑡) in
normal direction is denoted by 𝑠 = 𝑠(𝝃 , 𝑡) ∈ R.
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2.2.2 Generic Two-Phase Model

Now, after setting the stage, we can introduce the generic, sharp-interface,
two-phase flow model. In each bulk domain Ω±(𝑡)we assume that the fluid
obeys the conservation law,

𝜕𝑡𝑼± + ∇ ⋅ 𝒇 (𝑼±) = 𝟎, in Ω±(𝑡) for 𝑡 ∈ (0, 𝑡end),
𝑼±( ⋅ , 0) = 𝑼±,0 in Ω±(0),

(2.4)

with 𝑼±∶ Ω±(𝑡) × [0, 𝑡end) → U being the unknown fluid states. Addition-
ally, we introduce the abbreviated notation

𝑼 (𝒙, 𝑡) ≔ {
𝑼+(𝒙, 𝑡), if 𝒙 ∈ Ω+(𝑡), 𝑡 ∈ [0, 𝑡end),
𝑼−(𝒙, 𝑡), if 𝒙 ∈ Ω−(𝑡), 𝑡 ∈ [0, 𝑡end),

(2.5)

according to the splitting Ω = (Ω−(𝑡) ∪ Ω+(𝑡))∘, 𝑡 ≥ 0.

At the interface, with 𝝃 ∈ Γ(𝑡), we define the jump operator J⋅K and mean
operator {{⋅}} for an arbitrary quantity 𝑎 by

J𝑎K ≔ 𝑎+ − 𝑎−, {{𝑎}} ≔
𝑎+ + 𝑎−

2
, (2.6)

with the trace values 𝑎± given by

𝑎± ≔ lim
𝜀→0
𝜀>0

𝑎(𝝃 ± 𝜀𝒏).

The flux in direction of an arbitrary 𝝎 ∈ S𝑑−1 is given as in (2.2), and
the hyperbolicity of the system (2.4) is defined in the same way as in
Definition 2.1.
A necessary condition for the weak solvability of conservation laws across
discontinuities are the Rankine–Hugoniot conditions [51, 104, 105, 170],
which are for 𝝃 ∈ Γ(𝑡), 𝒏 = 𝒏(𝝃 , 𝑡) given by

𝑠 J𝑼K = J𝑭(𝑼 ; 𝒏)K. (2.7)
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Weak solutions for the sharp-interface model (2.4) can now be defined in
the following way.

Definition 2.3 (Weak sharp-interface solution): We call 𝑼 ∈ 𝐿∞(Ω,U)
together with an interface Γ(𝑡) a weak sharp-interface solution if

1. 𝑼±(⋅, 𝑡) ∈ P± almost everywhere in Ω±(𝑡) for 𝑡 ∈ [0, 𝑡end). In that way
the bulk domains Ω±(𝑡) are directly associated with their phase state
domains P±.

2. 𝑼 is a weak solution of (2.4) in each bulk domain Ω±(𝑡).
3. The jump conditions (2.7) hold for almost all 𝝃 ∈ Γ(𝑡) and 𝑡 ∈ [0, 𝑡end).

2.2.3 The Riemann Problem in Normal Direction

As we are primarily interested in Riemann problems in a specific direction,
we have to define the rotated system of (2.1). Here, we have to distinguish
between conserved quantities in 𝑼 that are scalar (e.g. mass), and others
that are vector-valued (e.g. momentum).

Definition 2.4 (Projected state variables): Assume that 𝑼 = (𝑢1, … , 𝑢𝑘,
𝒗1, … , 𝒗𝑙) ∈ R𝑚 (after reordering), with 𝑢𝑖 ∈ R, 𝑖 = 1, … , 𝑘, and 𝒗𝑖 ∈ R𝑑,
𝑖 = 1, … , 𝑙 being conserved quantities of the system (2.1). For 𝒏 ∈ S𝑑−1 the
projected state in direction of 𝒏 and its perpendicular remainder are defined
by

𝑼∥𝒏 ≔ (𝑢1, … , 𝑢𝑘, 𝒗1 ⋅ 𝒏, … , 𝒗𝑙 ⋅ 𝒏) ∈ R𝑘+𝑙,
𝑼⟂𝒏 ≔ (0,… , 0, 𝒗1 − (𝒗1 ⋅ 𝒏)𝒏, … , 𝒗𝑙 − (𝒗𝑙 ⋅ 𝒏)𝒏) ∈ R𝑚.

The directional state 𝑼∥𝒏 can be transferred back to its original form via the
operator

𝑃𝒏∶ R𝑘+𝑙 → R𝑚 ∶ (𝑢1, … , 𝑢𝑘, 𝑣1, … , 𝑣𝑙) ↦ (𝑢1, … , 𝑢𝑘, 𝑣1𝒏,… , 𝑣𝑙𝒏).

Indeed, it holds 𝑼 = 𝑃𝒏(𝑼∥𝒏) + 𝑼⟂𝒏.

For exampleswe refer to (13.2), or (14.3), where the projections are explicitly
carried out for different model instances.
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𝑠

𝒙

𝑡

𝒖− ∈ 𝑃− 𝒖+ ∈ 𝑃+

𝒖∗− 𝒖∗+

Figure 2.2: Sketch of a generic, one-dimensional Riemann wave pattern
with a jump at the interface. The wave of interest is the contact
discontinuity (dashed line).

To formulate the Riemann problem in normal direction, let Γ ⊂ R𝑑 be a
(regular) manifold with outer unit normal 𝒏 ∈ S𝑑−1. Then, let 𝑥 = (𝒙−𝝃)⋅𝒏,
with 𝒙 ∈ R𝑑, 𝝃 ∈ Γ be arbitrary. Then, the rotated system is given by

𝜕𝑡𝒖 + 𝜕𝑥𝑭(𝒖; 𝒏) = 𝟎, in R × (0, 𝑡end),
𝒖(𝑥, 0) = 𝒖0(𝑥, 0), in R,

(2.8)

where 𝒖 ≔ 𝑼∥𝒏 is the projected state in direction of 𝒏. For 𝑼−, 𝑼+ ∈ U, we
define the rotated Riemann initial data

𝒖0(𝑥) = {
𝒖− for 𝑥 < 0,
𝒖+ for 𝑥 > 0,

(2.9)

where 𝒖− ≔ (𝑼−)∥𝒏, 𝒖+ ≔ (𝑼+)∥𝒏 are the projected states in direction of
𝒏. The system (2.8), together with the initial data (2.9) are forming the
Riemann problem in normal direction.

In the following, we assume that for 𝑼− ∈ P− and 𝑼+ ∈ P+ a unique weak
solution to the Riemann initial data (2.9) exists. The solution of a Riemann
problem (2.8), (2.9) typically consists of a composition of elementary waves,
such as shocks, contacts and rarefactions. Out of them, we are interested
in the dynamics of one specific, discontinuous wave of interest, which may
represent a phase boundary, a fluid interface, etc. We refer to Figure 2.2 for
an illustration of a typical wave pattern including a wave of interest. The
wave of interest is represented by its two adjacent states 𝒖∗+, 𝒖∗− ∈ R𝑘+𝑙,
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and the wave speed 𝑠 ∈ R, which correspond to a traveling wave in one
space dimension

𝒖∗(𝑥, 𝑡 ; 𝑠) = {
𝒖∗− for 𝑥 < 𝑠𝑡,
𝒖∗+ for 𝑥 > 𝑠𝑡.

(2.10)

The travelingwave (2.10) is aweak solution of the rotated Riemann problem
with the initial states 𝒖∗+, 𝒖∗−. Note that, as a prerequisite for weak solutions,
the Rankine–Hugoniot conditions

𝑭(𝒖∗−; 𝒏(𝝃 )) − 𝑭(𝒖∗+; 𝒏(𝝃 )) = 𝑠 (𝒖∗− − 𝒖∗+), (2.11)

have to be fulfilled at the phase boundary Γ(𝑡), with 𝒖∗−, 𝒖∗+ denoting the
trace states from each side at the interface Γ(𝑡) of the rotated system
(2.8).

Projected back to the full-dimensional system, the wave of interest at the
interface Γ(𝑡) consists of the states 𝑼 ∗

± ≔ 𝑃𝒏(𝒖∗±) + (𝑼±)⟂𝒏 ∈ P±, and the
wave speed 𝑠 ∈ R. The tuple (𝑼 ∗

−, 𝑼 ∗
+, 𝑠) corresponds to a traveling wave,

with 𝝃 ∈ Γ(𝑡),

𝑼 ∗(𝒙, 𝑡; 𝝃 , 𝑠) = {
𝑼 ∗
− for 𝒙 ⋅ 𝒏(𝝃 ) < 𝑠𝑡,

𝑼 ∗
+ for 𝒙 ⋅ 𝒏(𝝃 ) > 𝑠𝑡,

which is itself a weak solution of (2.1) with Riemann datum consisting of
the two adjacent states.

Our main interest lies in the construction of a Riemann solver in a general
sense, that computes these adjacent states at the interface for given initial
data (2.9). We define such a solver in the following way.

Definition 2.5 (Generic Interface Solver): Let 𝑼− ∈ P−, 𝑼+ ∈ P+ and
𝒏 ∈ S𝑑−1 be given. We assume that for the corresponding Riemann initial
data (2.9) a unique weak solution of the rotated system (2.8) exists, and
is comprised of elementary waves that include a (discontinuous) wave of
interest, defined by the adjacent states 𝒖∗+, 𝒖∗− ∈ R𝑘+𝑙 and wave speed 𝑠 ∈ R.
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Then, if the states 𝑼 ∗
± ≔ 𝑃𝒏(𝒖∗±) + (𝑼±)⟂𝒏 are elements of P±, we call the

mapping

G∶ P− ×P+ × S𝑑−1 → P− ×P+ × R ∶ (𝑼−, 𝑼+, 𝒏) ↦ (𝑼 ∗
−, 𝑼 ∗

+, 𝑠)

a generic interface solver of the system (2.1).

Remark 2.6: For the construction of the interface solver, we are mostly in-
terested in the dynamics of the Riemann problem (2.9) of the rotated system
(2.8). If the Riemann problem is rotational invariant, or 𝑑 = 1, it suffices to
construct an interface solver of the shape

R∶ 𝑃− × 𝑃+ → 𝑃− × 𝑃+ × R ∶ (𝒖−, 𝒖+) = (𝒖∗−𝒖∗+, 𝑠),

with 𝑃± being the corresponding projections of the phase state spaces P±.
In the following we refer to the rotated or one-dimensional setting when
we apply this notation, i.e. when we write 𝒖±, 𝑃±, instead of 𝑼±, P±. The
implicit dependency on the normal unit 𝒏 ∈ S𝑑−1 is mostly omitted, as all
models that are considered in this work are rotational invariant, and we
assume that the tangential part 𝑼⟂𝒏 does not influence the solution.





Isothermal
Two-Phase Flow 3

In this chapter we present the first model instance of a continuum-scale,
two-phase flow model as presented in Chapter 2. More specifically, we
describe a sharp-interface model for isothermal two-phase flow. It is one
of the most basic examples for modeling liquid–vapor flow in this setting
and thereby gives us the possibility to explain many concepts regarding
two-phase flow by means of an explicit example.
In the following, we use the subscript − to refer to the liquid phase, and
the subscript + to refer to the vapor phase. The subscript ± is used as an
abbreviated notation for both phases (separately).

3.1 Isothermal Two-Phase Flow Model

We consider isothermal compressible liquid–vapor flow in a domain Ω ⊂
R𝑑 with a sharp interface Γ(𝑡) dividing the domain into two distinct subdo-
mains Ω+(𝑡) and Ω−(𝑡), as in Section 2.2.1. We assume that the fluid flow
obeys the isothermal Euler equations. Using the abbreviated notation (2.5)
for the fluid states, they have the following form

𝜕𝑡𝜌 + ∇ ⋅ (𝜌𝒗) = 0,
𝜕𝑡(𝜌𝒗) + ∇ ⋅ (𝜌𝒗 ⊗ 𝒗 + 𝑝𝗜) = 𝟎,

in Ω±(𝑡) for 𝑡 ∈ (0, 𝑡end). (3.1)

The unknowns of (3.1) are the fluid density 𝜌 = 𝜌(𝑥, 𝑡) > 0, the fluid
momentum density 𝒎 ≔ 𝜌𝒗 = 𝜌𝒗(𝑥, 𝑡) ∈ R𝑑, and the interface Γ(𝑡). The
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𝑑-dimensional unit matrix is denoted by 𝗜. The initial values for (3.1) consist
of a fixed initial phase boundary Γ(0), initial density function 𝜌0(𝒙), and
initial velocity field 𝒗0(𝒙), such that

𝜌(𝒙, 0) = 𝜌0(𝒙), 𝒗(𝒙, 0) = 𝒗0(𝒙), for 𝒙 ∈ Ω±(0).

We write 𝑼 ≔ (𝜌,𝒎)⊤ as an abbreviation for the state vector, where
𝒎 = 𝜌𝒗 is the momentum density of the fluid. The pressure 𝑝 = 𝑝(𝜌; 𝑇ref)
is given by an equation of state (EOS), e.g. [191], where 𝑇ref denotes the fluid
reference temperature. The system (3.1) can be written in conservation
form (see (2.1))

𝜕𝑡𝑼 + ∇ ⋅ 𝒇 (𝑼 ) = 𝟎, (3.2)

with the flux 𝒇 given by

𝒇 (𝜌,𝒎) ≔ (
𝒎⊤

1
𝜌𝒎 ⊗𝒎 + 𝑝(𝜌)𝗜) .

The divergence operator in (3.2) is understood to act on each row of 𝒇. The
flux in direction of 𝝎 ∈ S𝑑−1 is denoted by 𝑭( ⋅ ; 𝝎)∶ U → R𝑑+1 ∶ 𝑼 ↦
𝒇(𝑼 ) ⋅ 𝝎 — see (2.2). The corresponding flux Jacobian D𝑭(𝑼 ; 𝝎)∶ U →
R(𝑑+1)×(𝑑+1) in direction of 𝝎 ∈ S𝑑−1 computes as

D𝑭(𝑼 ; 𝝎) = (
0 𝝎⊤

−𝒎⋅𝝎
𝜌2 𝒎 + 𝑝′(𝜌)𝝎 𝒎

𝜌 ⊗ 𝝎 + (𝒎𝜌 ⋅ 𝝎) 𝗜) .

The eigenvalues are given by

𝜆0(𝑼 ; 𝝎) = 𝒗 ⋅ 𝝎 − 𝑐(𝜌),
𝜆1(𝑼 ; 𝝎) = … = 𝜆𝑑−1(𝑼 ; 𝝎) = 𝒗 ⋅ 𝝎,

𝜆𝑑(𝑼 ; 𝝎) = 𝒗 ⋅ 𝝎 + 𝑐(𝜌),
(3.3)

with corresponding eigenvectors
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Figure 3.1: The van der Waals pressure function for 𝑇ref = 0.85 < 𝑇crit.

𝒓0(𝑼 ; 𝝎) = (1, 𝒗 − 𝑐(𝜌)𝝎)⊤,
𝒓𝑖(𝑼 ; 𝝎) = (0, 𝒕𝑖)⊤, 𝑖 = 1, … , 𝑑 − 1,
𝒓𝑑(𝑼 ; 𝝎) = (1, 𝒗 + 𝑐(𝜌)𝝎)⊤,

where (𝒕𝑖)𝑖=1,…,𝑑−1 is a complete set of vectors orthogonal to 𝝎. Here, 𝑐(𝜌)
denotes the speed of sound inside the fluid, which is deduced by

𝑐(𝜌) = 𝑐(𝜌; 𝑇ref) = √𝑝′(𝜌; 𝑇ref).

Consequently, the pressure function / EOS exclusively determines the
hyperbolicity of the system (3.1), see Definition 2.1. However, EOS that
describe fluids in two phases are non-monotone. Therefore, we have to
disregard values for 𝜌 > 0 where 𝑝(𝜌) is decreasing, since 𝑝′(𝜌) < 0 leads
to complex eigenvalues (3.3). The set where 𝑝(𝜌) decreases, i.e.

Aspin ≔ {𝜌 > 0 ∶ 𝑝′(𝜌) < 0},

is called spinodal region. Commonly, this region divides the admissible
set for the density A = (0,∞) ⧵ Aspin in separate regions A± ⊂ A,
A+ ∩A− = ∅, which are identified with the fluid phases ±. The state space
is split accordingly into ±-phase states 𝑼± ∈ P± ≔ A± × R𝑑. In summary,
the EOS alone determines the liquid and vapor phase. In Example 3.1 this
is discussed in case of the van der Waals EOS.
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Example 3.1 (Van der Waals Pressure): To describe a two-phase system one
may consider the van der Waals pressure function

𝑝(𝜌) ≔
𝑅𝑇ref𝜌
1 − 𝑏𝜌

− 𝑎𝜌2, (3.4)

for 𝜌 ∈ (0, 1/𝑏), with some constants 𝑅, 𝑎, 𝑏 > 0. If not otherwise mentioned, we
consider the parameters 𝑅 = 8/3, 𝑎 = 3, and 𝑏 = 1/3. If the temperature 𝑇ref is
greater than the critical temperature 𝑇crit =

8𝑎
27𝑅𝑏 the van der Waals pressure

function is monotone and the system (3.1) is hyperbolic for 𝜌 ∈ (0, 1/𝑏), 𝒗 ∈ R𝑑.
However, if 𝑇ref < 𝑇crit, the pressure is non-monotone, and the system (3.1)
becomes elliptic for 𝜌 ∈ (𝜌max

+ , 𝜌min
− ) = Aspin. Thus, we define the admissible

set of densities as Avdw ≔ (0, 1/𝑏) ⧵ (𝜌max
+ , 𝜌min

− ) and distinguish between
the liquid phase for 𝜌 ∈ (𝜌min

− , 1/𝑏) and the vapor phase for 𝜌 ∈ (0, 𝜌max
+ ).

In order to complete the two-phase model, we have to formulate — besides
initial and boundary conditions — coupling conditions at the interface Γ(𝑡).
Therefore, let 𝝃 ∈ Γ(𝑡) and 𝑡 ∈ [0, 𝑇 ) be fixed. The speed of the interface Γ(𝑡)
in normal direction 𝒏(𝝃 , 𝑡) ∈ S𝑑−1 (always pointing into the vapor phase)
is denoted by 𝑠 = 𝑠(𝝃 , 𝑡) ∈ R. Then the mass and momentum balance at
the interface take the following form

J𝜌(𝒗 ⋅ 𝒏 − 𝑠)K = 0,
J𝜌(𝒗 ⋅ 𝒏 − 𝑠)𝒗 ⋅ 𝒏 + 𝑝(𝜌)K = (𝑑 − 1)𝜅𝛾 ,

J𝒗 ⋅ 𝒕K = 0, ∀ 𝒕 ⟂ 𝒏,
(3.5)

where J⋅K denotes the difference between liquid and vapor phase values,
cf. (2.6). Here, 𝜅 = 𝜅(𝝃 , 𝑡) ∈ R denotes the local mean curvature of Γ(𝑡)
at 𝝃, and 𝛾 ≥ 0 denotes the surface tension of the fluid at the interface.
Clearly, the mass and momentum balance (3.5)1,2 are the realizations of
the Rankine–Hugoniot conditions (2.7) for the system (3.1) in absence of
surface tension (𝛾 ≡ 0).
The relative mass flux across the interface is denoted by

𝑗 ≔ 𝜌±(𝒗± ⋅ 𝒏 − 𝑠). (3.6)

Using this notation, the mass conservation across the interface (3.5)1 is
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written as J𝑗K = 0 and therefore 𝑗 = 𝜌+(𝒗+ ⋅ 𝒏 − 𝑠) = 𝜌−(𝒗− ⋅ 𝒏 − 𝑠).

The well-posedness of the free boundary value problem requires still
another coupling condition [2, 197]. For the relevant case of subsonic
phase transition, i.e.

|𝑗| < min(𝑐(𝜌+), 𝑐(𝜌−)),

one assumes that this condition can be written down as an algebraic
equation, called kinetic relation [1, 124, 127, 128]. It describes the entropy
dissipation at the interface [197]. For example one can consider a kinetic
relation of the following form

−K(𝑗) =
r
𝜇(𝜌) + 𝑗2

2𝜌2

z
, (3.7)

with a prescribed driving force K ∶ R → R. Here, 𝜇(𝜌) = 𝜓(𝜌) + 𝑝(𝜌)
𝜌

denotes the chemical potential of the fluid. The chemical potential is
defined by the Helmholtz free energy 𝜓(𝜌), which in turn defines the
pressure function by 𝑝(𝜌) = 𝜌2 d

d𝜌𝜓(𝜌). The kinetic relation (3.7) describes

the dissipation of the energy density1 𝐸 = 𝐸(𝜌, 𝒗) = 𝜌𝜓(𝜌) + 1
2𝜌|𝒗|

2 across
the interface, as we show in the following.

Proposition 3.2: The mathematical entropy inequality

−𝑠 (𝑑 − 1)𝜅𝛾 − 𝑠 J𝐸K + J(𝐸 + 𝑝(𝜌))𝒗 ⋅ 𝒏K ≤ 0 (3.8)

for the system (3.1) across the interface Γ(𝑡) is fulfilled, if the kinetic relation
(3.7) fulfills K(𝑗)𝑗 ≥ 0, for all 𝑗 ∈ R.

Proof. Multiplication of the right-hand side of (3.7) with the relative mass

1In the isothermal case the energy density coincides with the mathematical entropy of the
hyperbolic system.
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flux 𝑗, and inserting the definitions of 𝜇(𝜌) and 𝑗 yields

J𝜇(𝜌) + 𝑗2

2𝜌2 K𝑗

= J𝑗(𝜓 (𝜌) + 𝑝(𝜌)
𝜌 ) + 𝑗 𝑗2

2𝜌2 K

= J−𝑠𝜌𝜓(𝜌) − 𝑠12𝜌|𝒗| − 𝑠𝑝(𝜌) + 𝑠2𝜌𝒗 ⋅ 𝒏 − 1
2𝜌𝑠

3K

+ J𝒗 ⋅ 𝒏𝜌𝜓(𝜌) + 𝒗 ⋅ 𝒏𝑝(𝜌) + 𝒗 ⋅ 𝒏1
2𝜌|𝒗|

2 − 𝒗 ⋅ 𝒏𝜌𝑠𝒗 ⋅ 𝒏 + 1
2𝒗 ⋅ 𝒏𝜌𝑠

2K

= − 𝑠J𝐸K + J(𝐸 + 𝑝(𝜌))𝒗 ⋅ 𝒏K − 𝑠J𝑗𝒗 ⋅ 𝒏 + 𝑝(𝜌)K + 1
2 𝑠

2J𝑗K (3.9)

= − 𝑠J𝐸K + J(𝐸 + 𝑝(𝜌))𝒗 ⋅ 𝒏K − 𝑠 (𝑑 − 1)𝜅𝛾 + 0. (3.10)

In (3.9) we substituted 𝐸 = 𝜌𝜓(𝜌) + 1
2𝜌|𝒗|

2 and 𝑗 = 𝜌±(𝒗± ⋅ 𝒏 − 𝑠). Further-
more, to obtain (3.10) the Rankine–Hugoniot conditions (3.5) are applied.
Altogether, we obtain the relation

−𝑗K(𝑗) = −𝑠 (𝑑 − 1)𝜅𝛾 − 𝑠 J𝐸K + J(𝐸 + 𝑝(𝜌))𝒗 ⋅ 𝒏K. (3.11)

Writing the energy density 𝐸 in terms of the momentum density 𝒎 ≔ 𝜌𝒗,
yields

𝐸 = 𝐸(𝜌,𝒎) ≔ 𝜌𝜓(𝜌) +
|𝒎|2

2𝜌
.

For (𝜌, 𝒎) ∈ P±, and therefore 𝑝′(𝜌) > 0, the function 𝐸(𝜌,𝒎) is convex
onP±. Consequently, 𝐸(𝜌,𝒎) is a mathematical entropy [51] of the system
(3.1). The right-hand side of (3.11) equals the corresponding entropy dissi-
pation at the interface [51]. We can conclude that the entropy dissipation
at the interface (3.8) is fulfilled, i.e. entropy is dissipated, if K(𝑗)𝑗 ≥ 0.

Example 3.3: Themost simple choice of a driving force that fulfills the entropy
dissipation at the interface (3.8) is a linear relation K(𝑗) ≔ 𝑘∗𝑗 with 𝑘∗ ≥ 0,
see [174].

In one space dimension, for given initial Riemann data 𝒖− = (𝜌, 𝜌𝑣)− for
𝑥 ≤ 0, and 𝒖+ = (𝜌, 𝜌𝑣)+ for 𝑥 > 0, the solution of the initial value problem
(3.1) evolves (in contrast to the one-phase case) as a 3-wave pattern – a
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sketch of such a wave pattern is depicted in Figure 3.2. The wave of interest
in this case is the wave representing the phase boundary.

𝑠

𝒖∗−
𝒖∗+

𝑥

𝑡

𝒖− 𝒖+

Figure 3.2: Sketch of a generic wave pattern for isothermal two-phase
flow, resulting from the Riemann problem with initial data 𝒖− and
𝒖+. The dashed line marks the phase transition, which is sharp as
an additional discontinuous wave.

Remark 3.4: In the following, when we consider the isothermal two-phase
flow model, we neglect surface tension effects. Thus, we assume 𝛾 ≡ 0.

3.2 Motivation for the Multiscale Approach

Two-phase models with kinetic relations have been investigated in detail,
see for example [1, 17, 147]. However, it can be seen that for certain settings,
the wrong choice of the kinetic relation can lead to a behavior of the model
that is not observed by physical experiments as shown in Figure 3.3 from
[207]. Choosing ad-hoc kinetic relations can even lead to a contradiction
of the second law of thermodynamics [174]. In some limited cases, it is
possible to compute kinetic relations from analytic considerations, for
example by including small-scale effects like viscosity or capillarity — see
e.g. [126]. Yet, this is far from a universal approach.
For that reason, we want to return to a more fundamental notion of the
physical properties and regard the flow at the interface at a molecular
level. This has the advantage that no kinetic relation is needed. Further-
more, most physical parameters on the molecular level can be determined
accurately by experiments. Describing the flow in its entirety on a purely
molecular level is unfeasible for most applications, as the involved spatial
and temporal scales usually exceed computational capacities. However,
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Figure 3.3: Comparison of Riemann solutions [72, 207] for different
kinetic relations and measured values from experiments [184] for
dodecane (C12H26). (Source: [207])

by using a data-based approach, and focusing on the interface dynamics,
molecular-scale effects can be efficiently included in continuum-scale sim-
ulation. The advantages of the multiscale algorithm become even more
apparent if one considers non-isothermal multiphase flow (cf. Section 4.2)
and mixtures (cf. Section 5.2), where the situation becomes even more
complicated.



Temperature-Dependent
Two-Phase Flow 4

In the previous chapter we have considered isothermal two-phase flow.
However, for real fluids temperature changes play a significant role for
phase transitions. Hence, we present in this chapter a model for compress-
ible, temperature-dependent, two-phase flow.

4.1 Temperature-Dependent Two-Phase Flow
Model

In order to model compressible, temperature-dependent, two-phase flow
in a domain Ω ⊂ R𝑑 with a sharp interface Γ(𝑡), we follow the geometric
setting described in Section 2.2.1. Thus, we assume that the (temperature-
dependent) Euler equations holds in both bulk phases, i.e. the liquid phase
domain Ω−(𝑡) and the vapor phase domain Ω+(𝑡):

𝜕𝑡𝜌 + ∇ ⋅ (𝜌𝒗) = 0,
𝜕𝑡(𝜌𝒗) + ∇ ⋅ (𝜌𝒗 ⊗ 𝒗 + 𝑝𝗜) = 𝟎,

𝜕𝑡𝐸 + ∇ ⋅ ((𝐸 + 𝑝)𝒗) = 0,
in Ω±(𝑡) for 𝑡 ∈ (0, 𝑡end). (4.1)

Again, we make use of the abbreviated notation (2.5). The unknowns of the
system (4.1) are the fluid density 𝜌 = 𝜌(𝒙, 𝑡), the fluid momentum density
𝜌𝒗 = 𝜌𝒗(𝒙, 𝑡), the total energy density 𝐸 = 𝐸(𝒙, 𝑡), and the interface Γ(𝑡).
The total energy density satisfies 𝐸 = 𝜌𝜀 + 1

2𝜌‖𝒗‖
2, with 𝜀 denoting the

specific internal energy. The 𝑑-dimensional unit matrix is written as 𝗜.
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Remark 4.1 (Euler–Fourier Model): It is possible to incorporate the heat flux
in (4.1) by replacing the energy balance equation (4.1)3 with

𝜕𝑡𝐸 + ∇ ⋅ ((𝐸 + 𝑝)𝒗 + 𝒒) = 0. (4.2)

Here, the variable 𝒒 = 𝒒(𝒙, 𝑡) denotes the heat flux in the fluid. It is commonly
modeled by using Fourier’s law [77]

𝒒(𝒙, 𝑡) = −𝜘∇𝑇 (𝒙, 𝑡),

where 𝜘 > 0 denotes the thermal conductivity of the fluid. However, in this
case, the Euler–Fourier system (4.1)1,2, (4.2) is of second order and not a
typical hyperbolic conservation law as in (2.4) anymore. Therefore, we seek
to neglect heat flux and assume 𝒒 ≡ 𝟎 from now on.

For the initial values of (4.1) a fixed initial phase boundary Γ(0) is given,
as well as an initial density function 𝜌0(𝒙), an initial velocity field 𝒗0(𝒙),
and an initial energy density function 𝐸0(𝒙), such that

𝜌(𝒙, 0) = 𝜌0(𝒙), 𝒗(𝒙, 0) = 𝒗0(𝒙), 𝐸(𝒙, 0) = 𝐸0(𝒙), for 𝒙 ∈ Ω±(0).

To further close the system, the pressure 𝑝, the specific internal energy 𝜀,
and the temperature 𝑇 have to be expressed in terms of thermodynamically
independent quantities, forming so-called equations of state (EOS)1. This
dependency is not unique, as different quantities might be chosen — math-
ematically this is expressed by a transformation of variables. In praxis,
it is common that the pressure 𝑝 = 𝑝(𝜌, 𝑇 ) and specific internal energy
𝜀 = 𝜀(𝜌, 𝑇 ) are given by an EOS. However, it is also possible to express for
example the pressure in terms of the internal entropy 𝑆 or specific internal
energy 𝜀, i.e. 𝑝 = 𝑝(𝜌, 𝑇 ) = 𝑝(𝜌, 𝑆) = 𝑝(𝜌, 𝜀). In some cases the EOS do
not prescribe e.g. the pressure directly, and instead determine the specific
Helmholtz free energy 𝜓, 𝑝(𝜌) = 𝜌2 d

d𝜌𝜓(𝜌). Likewise, the specific internal

energy can be computed by 𝜀(𝜌, 𝑇 ) = 𝜓(𝜌, 𝑇 ) − 𝑇 d
d𝑇𝜓(𝜌, 𝑇 ), as well as the

internal entropy 𝑆 by 𝑆 = 𝑆(𝜌, 𝑇 ) = −𝜕𝑇𝜓(𝜌, 𝑇 ).

In addition to (4.1), the second law of thermodynamics has to be fulfilled.

1The explicit choice for the EOS is presented later in Chapter 14.
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For continuum mechanics it is written in form of the Clausius–Duhem
inequality [45, 64, 152]

𝜕𝑡(𝜌𝑆) + ∇ ⋅ (𝜌𝑆𝒗) ≥ 0.

The system (4.1), with 𝒒 ≡ 0, can be written in conservation form (see
(2.4)) for 𝑼 ≔ (𝜌,𝒎, 𝐸)⊤

𝜕𝑡𝑼 + ∇ ⋅ 𝒇 (𝑼 ) = 𝟎, (4.3)

with 𝒎 ≔ 𝜌𝒗 denoting the momentum density. The divergence operator
in (4.3) is understood to act on each row of the flux 𝒇, which is given by

𝒇 (𝑼 ) ≔ (
𝒎⊤

1
𝜌𝒎 ⊗𝒎 + 𝑝𝗜
(𝐸 + 𝑝)𝒗⊤

) .

Referring to the discussion of generic conservation laws in Chapter 2,
the flux Jacobian D𝑭(𝑼 ; 𝝎)∶ U → R(𝑑+2)×(𝑑+2) in direction of 𝝎 ∈ S𝑑−1
computes as

D𝑭(𝑼 ; 𝝎)

= (
0 𝝎⊤ 0

−(𝒗⋅𝝎)𝒗+(𝜕𝜌𝑝+(
1
2 ‖𝒗‖

2−𝜀) 𝜕𝜀𝑝𝜌 )𝝎 𝒗⊗𝝎−𝝎⊗𝒗 𝜕𝜀𝑝𝜌 +(𝒗⋅𝝎)𝗜 𝜕𝜀𝑝
𝜌 𝝎

(𝒗⋅𝝎)(𝜕𝜌𝑝− 𝑝
𝜌−𝜀−

1
2 ‖𝒗‖

2+(12 ‖𝒗‖
2−𝜀) 𝜕𝜀𝑝𝜌 ) (𝜀+1

2 ‖𝒗‖
2+ 𝑝

𝜌 )𝝎
⊤−(𝒗⋅𝝎) 𝜕𝜀𝑝𝜌 𝒗⊤ (𝒗⋅𝝎)(1+ 𝜕𝜀𝑝

𝜌 )
) ,

with the pressure 𝑝 given in terms of 𝑝 = 𝑝(𝜌, 𝜀). The eigenvalues of the
flux Jacobian D𝑭(𝑼 ; 𝝎) are given by

𝜆0(𝑼 ; 𝝎) = 𝒗 ⋅ 𝝎 − 𝑐,
𝜆1(𝑼 ; 𝝎) = … = 𝜆𝑑(𝑼 ; 𝝎) = 𝒗 ⋅ 𝝎,

𝜆𝑑+1(𝑼 ; 𝝎) = 𝒗 ⋅ 𝝎 + 𝑐,

with 𝑐 denoting speed of sound in the fluid, which computes as
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𝑐 = 𝑐(𝜌, 𝜀) =
√
𝜕𝜌𝑝(𝜌, 𝜀) +

𝑝(𝜌, 𝜀)𝜕𝜀𝑝(𝜌, 𝜀)
𝜌2

,

or equivalently in terms of constant internal entropy 𝑆

𝑐 = 𝑐(𝜌, 𝑆) = √𝜕𝜌𝑝(𝜌, 𝑆).

The corresponding eigenvectors are

𝒓0(𝑼 ; 𝝎) = (1, 𝒗 − 𝑐𝝎, 𝑝(𝜌,𝜀)
𝜌 + 𝜀 + 1

2 |𝒗|
2 − 𝑐𝒗 ⋅ 𝝎)

⊤
,

𝒓𝑖(𝑼 ; 𝝎) = (0, 𝒕𝑖, 𝒗 ⋅ 𝒕𝑖)⊤, 𝑖 = 1, … , 𝑑 − 1,

𝒓𝑑(𝑼 ; 𝝎) = (1, 𝒗, 𝜀 + 1
2 |𝒗|

2 −
𝜌𝜕𝜌𝑝(𝜌,𝜀)
𝜕𝜀𝑝(𝜌,𝜀)

)
⊤
,

𝒓𝑑+1(𝑼 ; 𝝎) = (1, 𝒗 + 𝑐𝝎, 𝑝(𝜌,𝜀)
𝜌 + 𝜀 + 1

2 |𝒗|
2 + 𝑐𝒗 ⋅ 𝝎)

⊤
,

where (𝒕𝑖)𝑖=1,…,𝑑−1 is a complete set of vectors orthogonal to 𝝎.
As discussed in [51, p. 62], the system (4.1) is hyperbolic if the EOS fulfill

𝜕𝜌𝑝(𝜌, 𝑆) > 0, 𝑇 (𝜌, 𝑆) > 0. (4.4)

Just as in the isothermal case, the admissibility criterion (4.4) divides the
state space U, depending on the EOS, into admissible regions that can be
identified with different fluid phases. In Figure 4.1 the phase diagram for a
van der Waals fluid is shown. As before, we mark the liquid phase by −
and the vapor phase by +. The corresponding domains in the state space
U are denoted by P− and P+.

Example 4.2 (Van der Waals Pressure): As in Example 3.1, we consider the
van der Waals pressure function

𝑝(𝜌, 𝑇 ) ≔
𝑅𝑇𝜌
1 − 𝑏𝜌

− 𝑎𝜌2.

If the temperature 𝑇 is higher than the critical temperature 𝑇crit = 8𝑎
27𝑅𝑏

the van der Waals pressure is monotone, and 𝜕𝜌𝑝(𝜌, 𝑇 ) > 0 is fulfilled for
all 𝜌 ∈ (0, 1/𝑏). However, if 𝑇 < 𝑇crit, the hyperbolicity condition (4.4) does
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not hold for

(𝜌, 𝑇 ) ∈ Aspin ≔ {(𝜌, 𝑇 ) ∶ 𝜕𝜌𝑝(𝜌, 𝑇 ) < 0, 𝜌 ∈ (0, 1/𝑏), 𝑇 ∈ (0, 𝑇crit)}

= {(𝜌, 𝑇 ) ∶ 𝜌 ∈ (𝜌max
+ (𝑇 ), 𝜌min

− (𝑇 )), 𝑇 ∈ (0, 𝑇crit)}.

This region is called the spinodal region. We refer to Figure 4.1 for a graphical
representation. The spinodal region splits the density–temperature space into
two admissible sets

Avdw,+ = {(𝜌, 𝑇 ) ∶ 𝜌 ∈ (0, 𝜌max
+ (𝑇 )), 𝑇 ∈ (0, 𝑇crit)},

Avdw,− = {(𝜌, 𝑇 ) ∶ 𝜌 ∈ (𝜌min
− (𝑇 ), 1/𝑏), 𝑇 ∈ (0, 𝑇crit)}.

Accordingly, we get the state space for the vapor phase

Pvdw,+ = {(𝜌,𝒎, 𝑇 ) ∶ 𝜌 ∈ (0, 𝜌max
+ (𝑇 )), 𝒎 ∈ R𝑑, 𝑇 ∈ (0, 𝑇crit)},

and the liquid phase

Pvdw,− = {(𝜌,𝒎, 𝑇 ) ∶ 𝜌 ∈ (𝜌min
− (𝑇 ), 1/𝑏), 𝒎 ∈ R𝑑, 𝑇 ∈ (0, 𝑇crit)}.

To close the system (4.1) we have to prescribe interface conditions at Γ(𝑡).
These are given by the mass, momentum, and energy balance across the
interface, as well as the continuity of tangential velocities, i.e.

J𝜌(𝒗 ⋅ 𝒏 − 𝑠)K = 0,
J𝜌(𝒗 ⋅ 𝒏 − 𝑠)𝒗 ⋅ 𝒏 + 𝑝K = (𝑑 − 1)𝜅𝛾 ,

J𝐸(𝒗 ⋅ 𝒏 − 𝑠) + 𝑝𝒗 ⋅ 𝒏 + 𝒒 ⋅ 𝒏K = 𝑠(𝑑 − 1)𝜅𝛾 ,
J𝒗 ⋅ 𝒕K = 0, ∀ 𝒕 ⟂ 𝒏.

(4.5)

Here, J⋅K is the jump operator (2.6), and 𝑠 denotes the (interface) velocity of
Γ(𝑡) in normal direction 𝒏 ∈ S𝑑−1. The local mean curvature of Γ(𝑡) at 𝝃 is
written as 𝜅 = 𝜅(𝝃 , 𝑡) ∈ R curvature, and 𝛾 ≥ 0 denotes the surface tension
of the fluid at the interface. In this work, we neglect surface tension effects
and assume 𝛾 ≡ 0. In this case, (4.5)1,2,3 clearly constitute the Rankine–
Hugoniot conditions (2.7) of the system (4.1).
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Figure 4.1: Pressure of the van der Waals EOS. The dashed line represents
the isobar of the critical pressure 𝑝crit = 𝑝(𝜌crit, 𝑇crit).

Phase boundaries usually occur as undercompressive waves [124], see
also Figure 4.2 for a typical Riemann wave pattern. Hence, additional
criteria have to be imposed, to select a unique solution [2, 197]. In classical
theories [1, 124, 127, 128] this is done by prescribing algebraic relations, so-
called kinetic relations. It is possible to choose different kinetic relations.
One possibility is to prescribe the entropy production across the interface,

𝑠

𝒖∗−
𝒖∗+

𝑥

𝑡

𝒖− 𝒖+

Figure 4.2: Sketch of a generic wave pattern for temperature-dependent
two-phase flow, resulting from the Riemann problem with initial
data 𝒖− and 𝒖+. The dashed line marks the phase transition, which
is sharp as an additional discontinuous wave.
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which is done by specifying a driving force K ∶ R → R. The kinetic
relation is in this instance given by

K(𝑗) = J𝑆K, (4.6)

with 𝑆 = 𝑆(𝜌, 𝑇 ) denoting the internal entropy of the fluid and 𝑗 ≔ 𝜌±(𝒗± ⋅
𝒏 − 𝑠) the relative mass flux.

Proposition 4.3: The mathematical entropy inequality

J𝑠𝜌𝑆 − 𝜌𝑆𝒗 ⋅ 𝒏K ≤ 0

for the system (4.1) (without surface tension, i.e. 𝛾 ≡ 0) is valid across the
interface Γ(𝑡), if the kinetic relation (4.6) fulfills K(𝑗)𝑗 ≥ 0, for all 𝑗 ∈ R.

Proof. The function 𝜂(𝜌,𝒎, 𝐸) = −𝜌𝑆(𝜌, 𝑇 ) is convex if (4.4) holds [51, p.
62]. Consequently, it is a mathematical entropy and the associated entropy
flux function is given by 𝑸(𝜌,𝒎, 𝐸) ≔ −𝒎𝑆(𝜌, 𝑇 ). Multiplication of (4.6)
with the negative relative mass flux −𝑗 yields

K(𝑗)𝑗 = 𝑗J𝑆K
= −𝑠J𝜌𝑆(𝜌, 𝑇 )K + J𝒎 ⋅ 𝒏𝑆(𝜌, 𝑇 )K
= −𝑠J𝜂(𝜌,𝒎, 𝐸)K + J𝑸(𝜌,𝒎, 𝐸) ⋅ 𝒏K.

The term on the right-hand side describes the entropy dissipation across
the interface. Consequently, entropy is dissipated if K(𝑗)𝑗 ≥ 0.

4.2 Motivation for the Multiscale Approach

Solving the two-phase Riemann problem analytically in the context of
temperature-dependent liquid–vapor flow with sharp interfaces remains a
largely unresolved task. The classical modeling approach is to consider the
Euler equations (4.1) in conjunction with a kinetic relation (4.6) and the
basic Rankine–Hugoniot conditions (4.5). This approach, however, appears
deficient to describe liquid–vapor flow. As discussed in Section 3.2, the
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physically relevant choice for the kinetic relationK(𝑗) is often unclear and
depends on the type of fluid that is considered. Even more so, it is shown
in [94, 190] that in the classical framework it is not possible to have a phase
boundary that fulfills the basic Rankine–Hugoniot jump conditions (4.5),
and no condensation can be modeled [93].
The multiscale approach circumvents these problems. For example in case
of molecular dynamics simulations, properties like heat flux and viscosity
are inherently included on the microscopic scale. In that way we are not
limited to the classical framework and can describe the phase boundary
by physically richer, microscale particle simulations.



Two-Component
Two-Phase Flow 5

In this chapter, we present a continuum-scale model for the description of
two-phase flow for a fluid that is comprised of two components.

Throughout this work, wherever we encounter two-component flow, we
consider all variables in combination with their physical units. This helps
to formulate a physically consistent model. Especially as we will have to
convert microscale quantities to the continuum scale later in the multiscale
model. Additionally, keeping track of the units assists in including the
equation of state (EOS) consistently.

5.1 Isothermal Two-Component Flow Model

We consider isothermal, inviscid, non-reactive fluids consisting of two
components, which are marked by the indices 𝑖 = 0, 1. As in the previous
chapters, we consider two-phase flow in a domain Ω ⊂ R𝑑. Moreover, we
assume that the two-component fluid appears in two phases with a single,
sharp phase boundary Γ(𝑡), such that the geometric setting described in
Section 2.2.1 applies.
To model two-component flow, we choose the class-II model for multi-
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component flow derived in [25], which has the following form:

𝜕𝑡𝜌𝑖 + ∇ ⋅ (𝜌𝑖𝒗𝑖) = 0,

𝜕𝑡(𝜌𝑖𝒗𝑖) + ∇ ⋅ (𝜌𝑖𝒗𝑖 ⊗ 𝒗𝑖) = −𝜌𝑖∇𝜇𝑖 − 𝑇 ∑
𝑗
𝑓𝑖𝑗𝜌𝑖𝜌𝑗(𝒗𝑖 − 𝒗𝑗), (5.1)

in Ω±(𝑡) for 𝑡 ∈ (0, 𝑡end). The primary variables are the partial mass den-
sities 𝜌𝑖 [kgm−3] and the partial velocities 𝒗𝑖 [m s−1] for each component.
As in the previous models, we make use of the shorthand notation (2.5).
The constant reference temperature of the mixture is denoted by 𝑇 [K].
The function 𝜇𝑖 [J kg−1] represents the chemical potential of component 𝑖
with respect to mass.
The term 𝑓𝑖𝑗 = 𝑓𝑗𝑖 > 0 denotes the friction factor between the species 𝑖
and 𝑗 and is proportional to the reciprocal of the Maxwell–Stefan diffusion
coefficients Ð𝑖𝑗 [m2 s−1]. More specifically, 𝑓𝑖𝑗 computes as

𝑓𝑖𝑗 =
𝑅

𝑀𝑖𝑀𝑗 𝑐
⋅ 1
Ð𝑖𝑗

, 𝑖 ≠ 𝑗.

Here, 𝑐 [molm−3] denotes the total molar concentration, which is defined
by 𝑐 = ∑𝑖 𝑐𝑖, where 𝑐𝑖 = 𝜌𝑖/𝑀𝑖 [molm−3] is the molar concentration, and
𝑀𝑖 [kgmol−1] the molar mass of component 𝑖. The ideal gas constant is
given by 𝑅 ≈ 8.314 Jmol−1 K−1. For an in-depth discussion of diffusion
effects in multi-component systems we refer to e.g. [117, 189].
Another relevant quantity in the context of two-component flow is the
mole fraction 𝑥𝑖 [–] of the 𝑖-th component, which is defined as 𝑥𝑖 = 𝑐𝑖/𝑐.
It describes the ratio of the number of 𝑖-component particles to the total
amount of particles.

The initial data of (5.1) are comprised of a fixed initial phase boundary
Γ(0), initial partial mass densities 𝜌𝑖,0(𝒙), and initial partial velocity fields
𝒗𝑖,0(𝒙), such that

𝜌𝑖(𝒙, 0) = 𝜌𝑖,0(𝒙), 𝒗𝑖(𝒙, 0) = 𝒗𝑖,0(𝒙), for 𝑖 = 0, 1 and 𝒙 ∈ Ω±(0).

Note that (5.1) is not a conservation law as presented in Chapter 2 but
a balance law, due to the source terms in (5.1)2. This introduces subtle
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changes in the corresponding theory, which are not spelled out in this
work, as they have no immediate impact on the structure of the proposed
multiscale model.

The interface conditions consist of the mass and momentum conservation,
as well as the continuity of tangential velocities, i.e.

J𝜌𝑖(𝒗𝑖 ⋅ 𝒏 − 𝑠)K = 0,
J𝜌𝑖(𝒗𝑖 ⋅ 𝒏 − 𝑠)𝒗𝑖 ⋅ 𝒏K = 0,

J𝒗𝑖 ⋅ 𝒕K = 0, ∀ 𝒕 ⟂ 𝒏.
(5.2)

Here, J⋅K is the jump operator (2.6), and 𝑠 = 𝑠(𝝃 , 𝑡) denotes the (interface)
velocity at 𝝃 ∈ Γ(𝑡) in normal direction 𝒏 ∈ S𝑑−1. Evidently, the mass and
momentum conservation (5.2)1,2 form the Rankine–Hugoniot conditions
(2.7) of the system (5.1).

To gain some insights into the structure of (5.1), let us consider the one-
dimensional case and rewrite the system in the following form

𝜕𝑡𝑼 + 𝗔(𝑼 )𝜕𝑥𝑼 = 𝑭, (5.3)

with the conserved variables 𝑼 = (𝜌0, 𝜌1, 𝜌0𝑣0, 𝜌1𝑣1)⊤, the right-hand side
𝑭 = (0, 0, −𝑇𝑓01𝜌0𝜌1(𝑣0 − 𝑣1), −𝑇𝑓10𝜌1𝜌0(𝑣1 − 𝑣0))

⊤
, as well as the linear

operator

𝗔(𝑼 ) =
⎛
⎜
⎜
⎝

0 0 1 0
0 0 0 1

𝜌0𝜕𝜌0𝜇0 − 𝑣20 𝜌0𝜕𝜌1𝜇0 2𝑣0 0
𝜌1𝜕𝜌0𝜇1 𝜌1𝜕𝜌1𝜇1 − 𝑣21 0 2𝑣1

⎞
⎟
⎟
⎠

.

The hyperbolicity of (5.3) is determined by the eigenvalues of 𝗔(𝑼 ). Yet,
there is no easy way to obtain a short, closed form of them.
In our situation the chemical potential 𝜇𝑖 = 𝜇𝑖(𝝆, 𝑇 ) depends on all partial
mass densities, denoted by the vector 𝝆 = (𝜌0, 𝜌1)⊤. If we make the overly
simplifying assumption1 that the components form a simple mixture [152],

1We note that this assumption does not hold in our situation. Here, we use it just for
illustrative purposes.
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the chemical potential 𝜇𝑖 = 𝜇𝑖(𝜌𝑖, 𝑇 ) depends only on the partial mass
density of the respective component. Under this assumption the operator
𝗔(𝑼 ) takes the following shape

𝗔(𝑼 ) =
⎛
⎜
⎜
⎝

0 0 1 0
0 0 0 1

𝜌0𝜕𝜌0𝜇0 − 𝑣20 0 2𝑣0 0
0 𝜌1𝜕𝜌1𝜇1 − 𝑣21 0 2𝑣1

⎞
⎟
⎟
⎠

.

In this simplified setting, we can compute the eigenvalues

𝜆0(𝑼 ) = 𝑣0 − √𝜌0𝜕𝜌0𝜇0, 𝜆1(𝑼 ) = 𝑣0 + √𝜌0𝜕𝜌0𝜇0,

𝜆2(𝑼 ) = 𝑣1 − √𝜌1𝜕𝜌1𝜇1, 𝜆3(𝑼 ) = 𝑣1 + √𝜌1𝜕𝜌1𝜇1,
(5.4)

as well as the eigenvectors

𝒓0(𝑼 ; 𝝎) = (1, 0, 𝑣0 − √𝜌0𝜕𝜌0𝜇0, 0)
⊤
,

𝒓1(𝑼 ; 𝝎) = (1, 0, 𝑣0 + √𝜌0𝜕𝜌0𝜇0, 0)
⊤
,

𝒓2(𝑼 ; 𝝎) = (0, 1, 0, 𝑣1 − √𝜌1𝜕𝜌1𝜇1)
⊤
,

𝒓3(𝑼 ; 𝝎) = (0, 1, 0, 𝑣1 + √𝜌1𝜕𝜌1𝜇1)
⊤
.

From the eigenvalues (5.4), we can infer that (5.3) — in case of simple
mixtures — is hyperbolic if all partial mass densities 𝜌𝑖 are nonnegative
and the chemical potentials 𝜇𝑖 are monotone increasing with respect to
their corresponding partial mass density 𝜌𝑖.
For generic mixtures determining the hyperbolicity of (5.1) in a rigor-
ous way for arbitrary, real fluids remains largely unresolved. For further
reading we refer to [25], where the well-posedness of systems for multi-
component flow is illuminated from a thermodynamic viewpoint.

To stay within the framework of this work, we make the assumption that
only one (sharp) phase boundary exists, which is identifiable by a large
jump in the total density 𝜌 ≔ ∑𝑖 𝜌𝑖 [kgm−3].
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5.2 Motivation for the Multiscale Approach

Multiphase flow models become much more complex if more than a single
fluid component is present. In this case, finding physically relevant con-
stitutive relations is a much more challenging task. Up to our knowledge,
there is no sharp-interface model for two-component, two-phase flow of
real fluids based on balance laws. Exemplary, in [92] phase transitions are
modeled using a multi-component class-II model (see [25]). However, only
simple mixtures are considered and the phase boundaries are not explicitly
resolved. Thus, this approach belong to a more coarse-grained approach.
Compared to that, on our modeling scale the phase boundaries are fully
resolved and (except at the phase boundary) each reference volume con-
tains a homogeneous mixture of the components.
The proposed multiscale method enables us to describe two-phase flow
based on molecular dynamics (MD) simulations. In that way it also cir-
cumvents the necessity to prescribe algebraic interface conditions.
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Moving Mesh
Algorithm 6

For many applications in science and engineering, mesh-based methods
are utilized to solve partial differential equations, and the quality of the
solutions depend strongly on the quality of the mesh. This is especially the
case for sharp-interface models, where the material interface should be
resolved within the mesh, which means that the interface should coincide
with mesh surfaces. This can be used for example to track discontinuities,
such as material faults, or discontinuous waves in simulations.
Hereby, one big challenge is that the interface is free and should be able
to move. That means the mesh should be able to incorporate large de-
formations of the interface. However, a naive implementation by e.g. a
Lagrangian approach that does not perform topological changes within
the mesh may yield poor meshes — see Figure 6.1.
To remedy this problem, we propose an interface-preserving moving mesh
(IPMM) that has the following advantages:

• Strong deformations of the interface are possible.
• The interface has an explicit and connected representation within the
mesh, from which all geometric information can be inferred, e.g. the
local curvature.

• A high resolution of the interface is achievable.
• Remeshing is performed in a local fashion.

The moving mesh ansatz for one space dimension has been proposed in
[95], and further developed in [179]. A noteworthy contribution to simulate
fluid interfaces using front tracking is presented in [198, 200], where fluid
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Figure 6.1: (a) Initial configuration. (b) Strong interface deformation
without and (c) with mesh topology changes.

interfaces are represented by a separate, lower dimensional moving mesh
that exists on top of an unchanging background mesh. Another moving
mesh ansatz based on two-dimensional Voronoi tessellations, including
mesh topology changes, is presented in [81]. This ansatz, however, does
not aim to resolve a sharp interface within the mesh.
The groundwork for our moving mesh approach was laid in [35, 38]. In
these contributions hyperbolic conservation laws are discretized using a
moving mesh in one and two dimensions, that tracks discontinuous jumps
within the mesh.
Slightly different from our approach are the moving mesh schemes applied
in [15, 52, 162, 167, 168, 199], where local remeshing was combined with
smoothing operations to maintain the mesh quality.
Compared to these approaches, we use a background mesh, to retain an
initially good mesh quality away from the interface, even after an interface
has passed through some part of the mesh. We seek to present our moving
mesh algorithm in a generic way, to be applicable to a wide range of
models, see e.g. [37], as well as to arbitrary dimensions. The algorithm
is also formulated in a way to be easily implemented in already existing
mesh frameworks — see Section 6.4. The most important advantages of
our moving mesh scheme become apparent if we regard it in conjunction
with the numerical discretization schemes that can be build on top of it
(see Chapter 7). One advantage is that no interpolation of the data across
the interface is needed — which could break two-phase flow simulations
of compressible fluids. For example, the interpolated data could be an
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averaged fluid density over different phases, which cannot be uniquely
assigned to a phase and thus would not have a physical meaning. As
another advantage, it is possible to apply an easily exchangeable, separate
model to describe the interface dynamics, enabling us to include microscale
effects directly at the interface.

In this chapter, we will first give a short introduction into the one-dimen-
sional moving mesh approach (Section 6.1). After that, we introduce our
moving mesh ansatz in higher dimensions by proposing algorithms that
allow us to move vertices in the mesh, while taking care of data associated
with the mesh (Section 6.2). Subsequently, these methods are used to for-
mulate the IPMM-algorithm in Section 6.3. In Section 6.4 we briefly discuss
the actual implementation, and in Section 6.5 we present computational
benchmarks, showing the capabilities of the method.

The research presented in this chapter is joint work with Maria Alkämper
(nèe Wiebe), where both authors have contributed equally. Partial results
of this research have been published in [37].

6.1 Moving Mesh Algorithm in One Dimension

Before delving into the multidimensional case, we first give a brief intro-
duction to the one-dimensional case and present the basic concepts. In the
following sections the concept is generalized to higher dimensions.

Let V = {𝑥1, … , 𝑥𝑁} be a set of distinct and sorted vertices 𝑥𝑖 ∈ R, 𝑖 = 1, … ,
𝑁, i.e. 𝑥𝑖 < 𝑥𝑖+1 for all 𝑖 = 1, … , 𝑁 − 1. Then the partition of the domain
Ω = (𝑥1, 𝑥𝑁) into the cells 𝐶𝑖 = (𝑥𝑖, 𝑥𝑖+1) forms a mesh 𝜏 = {𝐶𝑖 ∶ 𝑖 = 1, … ,
𝑁 − 1} of Ω. Next, we seek to move certain vertices in the mesh.
Assume that we want to track the position of a single point 𝑥Γ(𝑡), where
𝑥Γ∶ [0, 𝑡end] → Ω is continuous. Furthermore, let 𝑥𝑛𝑖 = 𝑥Γ(𝑡𝑛) for a point in
time 𝑡𝑛. Then, to track the position of 𝑥Γ(𝑡) in the mesh, we have to translate
the vertex 𝑥𝑛𝑖 to its new position 𝑥Γ(𝑡𝑛+1) by setting 𝑥𝑛+1𝑖 = 𝑥Γ(𝑡𝑛+1) and
keeping all 𝑥𝑛𝑗 , 𝑗 ≠ 𝑖, unchanged within the mesh. Implicitly, this steps adds
a time step restriction on the algorithm, as the motion of a single vertex
should not be larger than an adjacent cell. If one of the neighboring cells
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Figure 6.2: One dimensional moving mesh scheme.

becomes too small, this could restrict the motion and time step via the
CFL-condition (see Section 7.2.2). To alleviate this problem, we perform a
remeshing step after moving the vertex 𝑥𝑛+1𝑖 . During remeshing, we want to
ensure that the neighboring cells �̃�𝑛+1𝑖 = (𝑥𝑛+1𝑖 , 𝑥𝑛𝑖+1), �̃�

𝑛+1
𝑖−1 = (𝑥𝑛𝑖−1, 𝑥

𝑛+1
𝑖 )

do not grow too large nor too small. If, for example, the length |�̃�𝑛+1𝑖 | =
|𝑥𝑛𝑖+1 − 𝑥𝑛+1𝑖 | of cell �̃�𝑛+1𝑖 is smaller than a threshold Δ𝑥min > 0, the vertex
𝑥𝑛𝑖+1 is removed, resulting in the neighboring cell 𝐶𝑛+1𝑖 = (𝑥𝑛+1𝑖 , 𝑥𝑛𝑖+2) —
see Figure 6.2 right of 𝑥𝑛+1Γ . On the other side, if the cell grows too large,
we add a new point 𝑥∗ inside the cell �̃�𝑛+1𝑖 , which splits the cell into two
new cells 𝐶𝑛+1𝑖 = (𝑥𝑛+1𝑖 , 𝑥∗) and 𝐶𝑛+1𝑖 = (𝑥∗, 𝑥𝑛𝑖+1) — see Figure 6.2 left of
𝑥𝑛+1Γ . The point 𝑥∗ can be either chosen as the midpoint of 𝑥𝑛+1𝑖 and 𝑥𝑛𝑖+1,
or comes from a well-shaped background mesh. This might be for example
a uniform mesh with step size Δ𝑥 > 0, and 𝑥∗ = 𝑘Δ𝑥, 𝑘 ∈ Z, is chosen
as the closest non-overlapping point to 𝑥𝑛𝑖+1. If the size of the cell �̃�𝑛+1𝑖 is
between the thresholds, the cell is not modified, i.e. 𝐶𝑛+1𝑖 = �̃�𝑛+1𝑖 . The left-
hand neighbor is handled analogously. After remeshing is performed, the
indices of the mesh have to be adapted — see Figure 6.2 for a sketch of
the moving mesh scheme in one space dimension. See Definition 6.6 for a
more general definition of a moving mesh.

Remark 6.1: Usually, the point evolution function 𝑥Γ(𝑡) is unknown, but the
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speed 𝑠(𝑡𝑛) = 𝑥′Γ(𝑡
𝑛) of the point can be evaluated. In this case, the vertex

𝑥Γ(𝑡𝑛) is translated by a time-explicit motion for the time step 𝑡𝑛 → 𝑡𝑛+1,
i.e. 𝑥Γ(𝑡𝑛+1) = 𝑥Γ(𝑡𝑛) + 𝑠(𝑡𝑛)(𝑡𝑛+1 − 𝑡𝑛).

6.2 Moving Mesh Algorithm in Two and Three
Dimensions

In this section we present a moving mesh approach for 𝑑 ∈ {2, 3} dimen-
sions. All algorithms should in principle be applicable for 𝑑 > 3, but these
cases have not been tested. The moving mesh approach is based on simpli-
cial meshes, therefore we begin by defining the basic mesh entities.

Definition 6.2 (Simplex, Facet and Edge): A 𝑑-dimensional simplex 𝐶 is a
polytope defined by 𝑑 + 1 distinct vertices 𝑣0, … , 𝑣𝑑 ∈ R𝑑, i.e.

𝐶 ≔ {𝑥 ∈ R𝑑 ∶ 𝑥 =
𝑑
∑
𝑖=0

𝜃𝑖𝑣𝑖,
𝑑
∑
𝑖=0

𝜃𝑖 = 1, 𝜃𝑖 ≥ 0 for all 𝑖 = 0, … , 𝑑}.

A simplex 𝐶 is called nondegenerate if the vertices 𝑣0, … , 𝑣𝑑 ∈ R𝑑 are not
coplanar, i.e. do not lie on a (𝑑 − 1)-dimensional plane.
The surface of a 𝑑-dimensional simplex 𝐶 consists of 𝑑+1 facets 𝑆𝑗, 𝑗 = 0, … , 𝑑,

𝑆𝑗 ≔ {𝑥 ∈ R𝑑 ∶ 𝑥 =
𝑑
∑
𝑖=0
𝑖≠𝑗

𝜃𝑖𝑣𝑖,
𝑑
∑
𝑖=0
𝑖≠𝑗

𝜃𝑖 = 1, 𝜃𝑖 ≥ 0 for all 𝑖 = 0, … , 𝑑, 𝑖 ≠ 𝑗}.

Note that a facet is a (𝑑 − 1)-dimensional simplex in a 𝑑-dimensional space.
An edge 𝑒𝑖𝑗 of a 𝑑-dimensional simplex, for 𝑑 ≥ 2, is defined by two vertices
𝑣𝑖, 𝑣𝑗, 𝑖, 𝑗 = 0, … , 𝑑, 𝑖 ≠ 𝑗,

𝑒𝑖𝑗 ≔ {𝑥 ∈ R𝑑 ∶ 𝑥 = 𝜃𝑖𝑣𝑖 + 𝜃𝑗𝑣𝑗 with 𝜃𝑖 + 𝜃𝑗 = 1 and 𝜃𝑖, 𝜃𝑗 ≥ 0}.

Consequently, a 𝑑-dimensional simplex has 1
2𝑑(𝑑 + 1) edges.
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The simplex surfaces are called facets to be consistent with the three-
dimensional case. In two dimensions, the cell surfaces correspond to the
edges of the triangles (cells), and in one dimension they are the boundary
points for each interval (cell) of the mesh.

For the beginning, we define the static mesh for a given set of vertices
V ⊂ R𝑑, which implicitly defines the domain Ω = conv{V} by its convex
hull. Naturally, if only a domain Ω ⊂ R𝑑 is given, a vertex set V can be
chosen whose convex hull is an approximation of Ω. Moreover, we make
the following assumption.

Assumption 6.3: We assume that all vertices 𝑣 ∈ V are in general position
[205], i.e. no 𝑖 + 1 vertices lie in a subspace of dimension 𝑖 − 1, for 𝑖 = 1, … , 𝑑,
and no vertices are cospherical, which means no 𝑑 + 2 vertices 𝑣 ∈ V share
the same circumsphere.

For most cases Assumption 6.3 does not yield severe restrictions but sim-
plifies the presentation of our scheme by avoiding the discussion of edge
cases. Still, our scheme is presented on a sufficiently abstract level, that
if all underlying geometric operations are appropriately implemented1,
these cases are covered as well.

Definition 6.4 (Mesh): Let a vertex set V ⊂ R𝑑 be given and let Ω =
conv{V} be the corresponding domain. A mesh 𝜏 ≔ {𝐶𝑗 ∶ 𝑗 = 1, … , 𝑁 } is a
partition of Ω into a set of 𝑁 ∈ N nondegenerate 𝑑-dimensional simplices 𝐶𝑗,
where the vertices of the simplices are elements of V. The vertices of the 𝑗-th
simplex 𝐶𝑗 are denoted by 𝑣 𝑗𝑖 ∈ V for 𝑖 = 0, … , 𝑑.

We refer to the simplices also as cells in the context of meshes, and the
corresponding facets of the mesh are also called cell surfaces.

We propose a Delaunay mesh [19, 56, 178] as the base of the moving
mesh.

Definition 6.5 (Delaunay mesh): Let a mesh 𝜏 with vertex set V be given.
The mesh is called a Delaunay mesh (or: Delaunay triangulation, Delaunay

1This is for example the case for the CGAL-framework [166], where the developers provide
a reliable implementation of basic geometry operations. See [111] for some examples that
highlight problems that arise by using inexact arithmetic in geometric applications.
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graph) iff the circumsphere of each simplex 𝐶𝑖 ∈ 𝜏 of the mesh does not
contain any other vertex from V than the simplex vertices 𝑣 𝑗𝑖 , 𝑖 = 0, … , 𝑑.

Using a Delaunay mesh has several advantages. It is uniquely defined [56]
in the non-cospherical case, and we write in this case

𝜏 = 𝜏(V)

for the Delaunay mesh of the vertex set V. In case of 𝑑 + 2 cospherical
vertices the Delaunay mesh can still be defined, but is not unique anymore.
A Delaunay mesh is usually favorable to other triangulations, as it tends to
maximize the minimum angle inside its simplices (among other preferable
properties) [19, 24]. Last but not least, there exist efficient and already
implemented algorithms for the insertion and removal of vertices from a
Delaunay mesh, see e.g. [23, 59].

Next, we define the moving mesh, where a time dependence on the mesh
is introduced. Hereby, the moving mesh is driven by the motion of the
vertices. Furthermore, we have to be aware that the topology2 of the mesh
may change at certain points in time. That means that the due to the
motion, the number of cells may change and neighborhood relations may
change. This has to be reflected in the definition.

Definition 6.6 (Moving Mesh): Let a monotone sequence of points in time
(𝑡𝑘)𝑘∈N0 be given. For any time interval [𝑡𝑘, 𝑡𝑘+1) let a mesh 𝜏𝑘 with vertex
set V𝑘 be given. Assume that for each 𝑣 ∈ V𝑘 there exists a continuous
function

𝑚𝑣∶ [𝑡𝑘, 𝑡𝑘+1) → R𝑑, 𝑡 ↦ 𝑚𝑣(𝑡),

with 𝑚𝑣(𝑡𝑘) = 𝟎, describing the relative motion of the vertex 𝑣. The position
of the vertex 𝑣 at time 𝑡 ∈ [𝑡𝑘, 𝑡𝑘+1) is therefore given by 𝑣(𝑡) ≔ 𝑣 + 𝑚𝑣(𝑡).

2We consider the topology of the underlying graph of the mesh, i.e. the relation of the
different mesh object to each other, not their specific positions in space.
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If for all 𝑘 ∈ N0 and for each 𝑡 ∈ [𝑡𝑘, 𝑡𝑘+1), all moving simplices, defined as

𝐶𝑗(𝑡) ≔ {𝑥 ∈ R𝑑 ∶ 𝑥 =
𝑑
∑
𝑖=0

𝜃𝑖(𝑣
𝑗
𝑖 + 𝑚𝑣 𝑗𝑖

(𝑡)),
𝑑
∑
𝑖=0

𝜃𝑖 = 1, 𝜃𝑖 ≥ 0 for all 𝑖 = 0, … , 𝑑},

form a mesh of Ω, then we call T = (𝜏𝑘, {𝑚𝑣}𝑣∈V𝑘)𝑘∈N0 a moving mesh. The
set

𝜏𝑘(𝑡) ≔ {𝐶𝑗(𝑡) ∶ 𝐶𝑗 ∈ 𝜏𝑘}, for 𝑡 ∈ [𝑡𝑘, 𝑡𝑘+1),

is the moving mesh at time 𝑡 ∈ [𝑡𝑘, 𝑡𝑘+1), with time dependent vertices 𝑣(𝑡)
and simplices 𝐶𝑗(𝑡).

Note that in Definition 6.6, we have defined the entire moving mesh T as
a sequence of base-meshes 𝜏𝑘 for every point in time 𝑡𝑘, 𝑘 ∈ N0. Based on
these meshes 𝜏𝑘, we define time-dependent sub-meshes 𝜏𝑘(𝑡) in the time
interval 𝑡 ∈ [𝑡𝑘, 𝑡𝑘+1), which have time dependent vertices, but a fixed mesh
topology.3 The mesh topology only changes at each time 𝑡𝑘+1 from the
base-mesh 𝜏𝑘 to the next base-mesh 𝜏𝑘+1.
The advantage of this approach is that we are able to formulate numeri-
cal algorithms on the sub-meshes, where smooth, time-dependent vertex
movements are possible, but no topology change takes place. The neces-
sary topology changes, to allow for e.g. large vertex motions, take place
only at discrete points in time. This again has the advantage that data
(from aforementioned numerical algorithms) has to be transferred only
at discrete points in time 𝑡𝑘, 𝑘 ∈ N0, which will be discussed later in this
chapter.

To avoid special treatment of the domain boundary and some edge-cases,
we make the assumption that the vertices on the domain boundary 𝜕Ω =
𝜕 conv{V} do not change their positions, i.e. for all 𝑣 ∈ V𝑘 with 𝑣 ∈ 𝜕Ω,
we assume 𝑚𝑣 ≡ 𝟎.

In order to make the moving mesh 𝜏 (𝑡), for a given vertex set V, unique
at every discrete point in time 𝑡𝑘, 𝑘 ∈ N0, and due to their advantageous
properties, we base the moving mesh on Delaunay triangulations.

3Implicitly, this restricts the vertex motion, to avoid degenerate mesh structures.



6.2 Moving Mesh Algorithm in Two and Three Dimensions 57

Definition 6.7 (Delaunay Moving Mesh): Let a moving mesh

T = (𝜏𝑘, {𝑚𝑣}𝑣∈V𝑘)𝑘∈N0
,

for a monotone sequence of points in time (𝑡𝑘)𝑘∈N0 be given. We call T a
Delaunay moving mesh, iff 𝜏𝑘(𝑡𝑘) is a Delaunay mesh for all 𝑡𝑘, 𝑘 ∈ N0.

Obviously, if a moving mesh T is given with a Delaunay mesh 𝜏0, we
cannot expect that 𝜏0(𝑡) is Delaunay for 𝑡 > 𝑡0. This can happen if points
move into the circumspheres of other simplices and therefore are in conflict
with them.

Definition 6.8 (Conflict): Let a vertex set V and its corresponding Delaunay
mesh 𝜏 (V) be given. A point ̃𝑣 ∈ R𝑑 is in conflict with a simplex 𝐶 ∈ 𝜏(V)
if it lays inside or on the boundary of the circumsphere of 𝐶.

Therefore a change of topology, meaning a redefinition of the simplices,
will be necessary to restore the Delaunay property. This may change
the number of simplices, or in some situations the number of vertices.
These topology changes take place at the points in time (𝑡𝑘)𝑘∈N0 from
Definition 6.6.

We do not just want to consider a moving mesh by itself. Ultimately we
are interested in performing numerical simulations with it, and to be more
specific we focus on finite-volume schemes — see Chapter 7. Therefore
we introduce the notion of generic, cell-wise defined data

𝑼 (𝑡) ≔ (𝑼1, … , 𝑼𝑁) ∈ R𝑁×𝑚,

with 𝑁 = |𝜏(𝑡)| ∈ N being the number of all cells in 𝜏 (𝑡), and 𝑚 ∈ N the
dimension of the data. Note that the data is implicitly related to the cell,
i.e. the cell 𝐶𝑖 corresponds to 𝑼𝑖 ∈ R𝑚, for all 𝑖 = 1, … , 𝑁. The data defines
a function 𝑼∶ Ω × (0, 𝑡end) → R𝑚 by

𝑼 (𝑥, 𝑡) ≔ ∑
𝑖=0,…,𝑁

𝑼𝑖1𝐶𝑖(𝑡)(𝑥), (6.1)

where 1𝐶𝑖(𝑥) denotes the indicator function of the cell 𝐶𝑖.



58 6 Moving Mesh Algorithm

Remark 6.9: Note that the notion of cell-wise constant data is only due to
our focus on finite-volume schemes; different types of data are also possible.
In that case the treatment of the data in the following algorithms has to
be adapted accordingly. The generic data can even be dropped altogether,
without any impact on the presented algorithms.

Due to the topology changes, we have to transfer the data from 𝜏𝑘(𝑡𝑘+1) to
𝜏𝑘+1(𝑡𝑘+1) in a meaningful way during the mesh adaption from 𝜏𝑘 to 𝜏𝑘+1.
This means that, at the very least, all cells retain valid values. Depending
on the application the data can be either transferred in a conservative
way via averaging or 𝐿2-projections. How this is done is explained in the
following.

For the presented mesh adaptions it suffices to consider the data locally
on a stencil Δ ⊂ 𝜏, which is a subset of connected cells 𝐶𝑖 in a mesh 𝜏. The
stencil is implicitly equipped with the data 𝑼𝑖 of the corresponding cells.
During mesh adaptions, we encounter an old stencil Δ (before the mesh
adaption), and a new stencil Δ̃ (after adapting the mesh) — see Figure 6.3
for (b) a sketch of an old stencil Δ, and (d) a sketch of a new stencil Δ̃. Both
the old and the new stencil are used to compute the data on the resulting
mesh. We assume that both stencils are congruent in the sense that

dom(Δ) ≔ ⋃
𝐶𝑖∈Δ

𝐶𝑖 = ⋃
�̃�𝑖∈Δ̃

�̃�𝑖.

A classical choice for transferring the data 𝑼 from an old stencil Δ to a new
stencil Δ̃ on the newmesh would be the 𝐿2-projection: find �̃� |dom(Δ)(𝑥, 𝑡) =
∑�̃�𝑖∈Δ̃

�̃�𝑖1�̃�𝑖(𝑥), such that

∫
dom(Δ)

‖𝑼 (𝑥, 𝑡) − �̃� (𝑥, 𝑡)‖2 d𝑥 ⟶ min, (6.2)

where 𝑼 (𝑥, 𝑡) is defined as in (6.1). Another way to transfer the data is by
local averaging, i.e. setting the new data

�̃�𝑖 = 𝑼Δ ≔ 1
|dom(Δ)|

∑
𝐶𝑖∈Δ

𝑼𝑖|𝐶𝑖|, (6.3)
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for all �̃�𝑖 ∈ Δ̃.

From here on, we only consider Delaunay moving meshes, therefore, if
we say moving mesh, we always mean Delaunay moving mesh.

In the following we present methods to implement the motion of vertices
in a grid, while retaining a Delaunay mesh and therefore a (Delaunay)
moving mesh. The vertex motion in context of Definition 6.6 is hereby
understood as an algorithmic transformation from 𝜏𝑘 to 𝜏𝑘+1, updating the
vertex positions from time 𝑡𝑘 to 𝑡𝑘+1 in accordance to the vertex motions
𝑚𝑣(𝑡𝑘+1). In the following, we drop the time dependency, and focus on the
motion of a single vertex 𝑣 to its new position ̃𝑣 = 𝑣 + 𝑚𝑣 in a vertex set
V0 ⊂ R𝑑.
The algorithmic implementation of the vertex-motion is based on two
crucial functions: first we remove the vertex at the old position, then we
insert it at its new position. It is important that both the insertion and the
removal of the vertex consistently retains the cell-wise, underlying data.

The removal of a single vertex works as follows.

Algorithm 6.10: Remove Vertex

Description: Removes vertex 𝑣 ∈ V in a Delaunay mesh 𝜏 (V).

Algorithm

1. Old stencil Δ: Get data 𝑼 and all simplices 𝐶 that are incident to
𝑣.

2. Remove 𝑣 from the Delaunay mesh 𝜏 (V) and remesh the result-
ing hole, i.e. compute 𝜏 (V ⧵ {𝑣}).

3. New stencil Δ̃: Get all simplices �̃� that are in conflict with the
old vertex 𝑣.

4. Compute data �̃� on the new stencil Δ̃ given the data on the old
stencil Δ.

Removing vertices from Delaunay triangulations has been described in e.g.
[58, 59]. Removing a single vertex can be implemented with the compu-
tational complexity 𝑂(𝑞 log 𝑞) [57], where 𝑞 ∈ N is the number of created
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cells. In practice, 𝑞 is usually bounded by a constant. However, in the worst
case, the entire Delaunay triangulation might be affected, leading to a
complexity of 𝑂(𝑁 ⌈𝑑/2⌉

V ) with 𝑁V = |V|, cf. [44, 57].

The insertion of a point into an existing Delaunay triangulation is similarly
straightforward. Again, we have to make sure that the data is transferred
correctly during the mesh adaption.

Algorithm 6.11: Insert Vertex

Description: Insert vertex ̃𝑣 ∈ Ω = conv(V) ⊂ R𝑑, in a Delaunay
mesh 𝜏 (V), with ̃𝑣 ∉ V.

Algorithm

1. Old stencil Δ: Get data 𝑼 and all simplices 𝐶 ∈ 𝜏(V) that are in
conflict with ̃𝑣.

2. Insert ̃𝑣 into the Delaunaymesh. Remesh the conflict zone around
̃𝑣 and restore the Delaunay property.

3. New stencil Δ̃: Get all simplices �̃� that are incident to ̃𝑣.
4. Compute data �̃� on the new stencil Δ̃ given the data on the old

stencil Δ.

Inserting a vertex implies that a Delaunay mesh has to be computed, see
e.g. [23]. Finding a Delaunay mesh for a given vertex set is equivalent
to computing the convex hull for a lifted point set, cf. [28]. As such, the
complexity of inserting a vertex is at its worst 𝑂(𝑁 ⌈𝑑/2⌉

V ) with 𝑁V = |V|,
see [23]. In practice such worst-case scenarios rarely occur, and if the
mesh fulfills further (mild) requirements the expected runtime scales with
𝑂(𝑁V log𝑁V), as shown in [44].
To transfer the data on the new mesh, we use local averaging (6.3), or
alternatively 𝐿2-projection (6.2).

Finally, moving a vertex is a combination of both methods above. To
preserve the locality of the algorithm and avoiding degenerating meshes,
we restrict the motion distance of a vertex 𝑣 ∈ 𝜏 by the variable 𝜔(𝜏 , 𝑣) > 0,
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which is given in such a way that the new position ̃𝑣 is guaranteed to be
inside the polytope defined by the incident cells of 𝑣, i.e.

𝜔(𝜏 , 𝑣) ≔ min
𝑥∈𝜕𝐾

dist(𝑣 , 𝑥), with 𝐾 ≔ ⋃
𝐶∈𝜏

𝐶 incident to 𝑣

𝐶. (6.4)

For a given mesh 𝜏we can compute the overall minimum distance, denoted
by

𝜔(𝜏) ≔ max
𝑣∈V

𝜔(𝜏 , 𝑣). (6.5)

Note that the maximum vertex moving distance 𝜔(𝜏) can be roughly esti-
mated by the smallest insphere diameter of the mesh 𝜏, i.e.

𝜔(𝜏) ≥ min
𝐶∈𝜏

(insphere diam(𝐶)), for all 𝑣 ∈ V,

where insphere diam(𝐶) ≥ 0 denotes the insphere diameter of a cell 𝐶.

With this, we are able to formulate the algorithmic version of the vertex
motion, which is also illustrated in Figure 6.3.

Algorithm 6.12: Move Vertex

Description: Move vertex 𝑣 ∈ V to the new position ̃𝑣 ∈ R𝑑 with

‖𝑣 − ̃𝑣 ‖2 < 𝜔(𝜏 , 𝑣) (6.6)

in a Delaunay mesh 𝜏 (V).

Algorithm

1. Old stencil Δ: Get data 𝑼 and all simplices 𝐶 that are incident to
𝑣 and that are in conflict with ̃𝑣.

2. Move vertex:

a) Remove 𝑣 from the Delaunay mesh.
b) Remesh the resulting hole.
c) Insert ̃𝑣 into the Delaunay mesh.
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d) Remesh the conflict zone for ̃𝑣 and restore the Delaunay
property.

3. New stencil Δ̃: Get all simplices �̃� that are incident to ̃𝑣 and that
are in conflict with 𝑣.

4. Compute data �̃� on the new stencil Δ̃ given the data on the old
stencil Δ.

Algorithm 6.12 is a combination of Algorithm 6.10 and Algorithm 6.11. The
data transfer involves no further cells despite those that are involved in the
vertex removal/insertion. As such, the additional computational costs are
asymptotically negligible. Consequently, the computational complexity of
the algorithm is at most 𝑂(𝑁 ⌈𝑑/2⌉

V ).

In practice (6.6) is a time-step restriction, i.e. if a motion from 𝑣 to ̃𝑣 does
not satisfy (6.6), smaller time steps have to be chosen that satisfy (6.6).
Alternatively, other vertices that are too close to the new position could
be removed (via Algorithm 6.10) before moving the vertex.

Algorithm 6.12 relies only on local operations within the stencil, which
makes the algorithm highly efficient — see Section 6.5 for numerical bench-
marks. Furthermore, localmesh operations are the foundation for a possible
parallelization of the whole scheme.

Algorithms 6.10, 6.11 and 6.12 are already sufficient for implementing
𝑟-adaptive mesh refinement (i.e. adaptivity by vertex relocation), albeit
without considering interfaces within the mesh. The steps 1, 2 and 3 in all
three algorithms can easily be implemented by using built-in methods of
a Delaunay mesh implementation, see also Section 6.4.

Remark 6.13: Generating well-shaped three- or 𝑑-dimensional meshes is
no trivial task. In three dimensions there is the well-known phenomena of
sliver tetrahedra (observed for example in [34]). These so-called slivers are
almost degenerate tetrahedra whose vertices lie close to the equator of their
circumsphere. We refer to [20, 40] for a more in-depth classification of badly
shaped simplices. Even well-spaced vertices do not prevent the occurrence of
slivers in Delaunay meshes [188].
There are many different methods to remove slivers and improve the mesh
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𝑣𝑖

(a)

Δ
𝑣𝑖 ̃𝑣𝑖

(b)

𝑣𝑖 ̃𝑣𝑖

(c)

Δ̃
𝑣𝑖 ̃𝑣𝑖

(d)

Figure 6.3: Algorithm 6.12: (a) initial mesh, (b) get data from stencil Δ,
(c) remove vertex 𝑣𝑖, (d) insert new vertex ̃𝑣𝑖, restore the Delaunay
property, and computing the data on the new stencil Δ̃.

quality. For example, choosing appropriate weights in a weighted Delaunay
triangulation can remove slivers, see [40]. This means no points are added/
removed or perturbed, but the resulting mesh is not Delaunay anymore.
Another approach is to perform Laplacian smoothing [75] of the mesh, i.e.
moving vertices to the midpoint of their neighbors. In this case vertices are
moved, therefore the boundary and interface vertices have to be treated
differently. Furthermore, Laplacian smoothing may degrade the mesh quality.
This can be fixed by smoothing each vertex by optimizing some quality
measures [78]. Slivers can also be removed by perturbing single vertices
incident to slivers [69, 196]. The last approach in this list is to remove slivers
by refining the mesh [130, 131]. The drawback hereby is that new points are
added and insertions near mesh interfaces have to be treated separately.
In our method, we refrain from employing sliver-removal techniques on the
mesh level and handle sliver cells during the finite volume scheme — see
Section 7.2.4.
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𝑣𝑗

𝑣𝑖

̃𝑣𝑗

̃𝑣𝑖

𝑣𝑗

𝑣𝑖

̃𝑣𝑗

̃𝑣𝑖

𝑡
𝑡𝑘 𝑡𝑘+1 𝑡𝑘+2

Algorithm 6.12

𝜏𝑘

Algorithm 6.12

𝜏𝑘+1

Algorithm 6.12

𝜏𝑘+2𝜏𝑘(𝑡) 𝜏𝑘+1(𝑡)

Figure 6.4: Illustration of a moving mesh in time.

The algorithms in this section enable us to handle a moving mesh T

algorithmically, given vertex motions 𝑚𝑣 which respect the constraint (6.6).
In Figure 6.4 we illustrate the relevant steps. During each time interval 𝑡 ∈
[𝑡𝑘, 𝑡𝑘+1) we define the time-depending moving mesh 𝜏𝑘(𝑡) according to the
vertex motions𝑚𝑣(𝑡) and Definition 6.6, retaining the topology of the mesh.
This yield the mesh 𝜏𝑘(𝑡), for 𝑡 ∈ [𝑡𝑘, 𝑡𝑘+1), which may not be Delaunay
anymore, or even close to degenerating. This makes remeshing a necessity.
The transition from 𝜏𝑘 to 𝜏𝑘+1 — including the data — is performed by
applying Algorithm 6.12 for every vertex in 𝜏𝑘 corresponding to their
motion 𝑚𝑣 = 𝑚𝑣(𝑡𝑘+1). Algorithmically this allows for topology changes
and restores the Delaunay property of the resulting mesh 𝜏𝑘+1.

6.3 Interface-Preserving Algorithms

The moving mesh methods (Algorithms 6.10, 6.11, 6.12) are the prerequisite
for our next main goal: the construction of a moving mesh that preserves
interfaces within the mesh. The interface may have different meanings
in practical applications, for example the dynamic position of a phase
transition in a liquid, a growing crack in a medium, or other material
discontinuities. In this work, the algorithm will be used for the simulation
of the sharp-interface models of Part I.
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Γ(𝑡𝑛)

Γ(𝑡𝑛+1)
Ω−(𝑡)

Ω+(𝑡)

Figure 6.5: Sketch of a moving interface Γ(𝑡) that divides two time-
dependent subdomains Ω+(𝑡) and Ω−(𝑡).

First, we define an interface within a mesh.

Definition 6.14 (Mesh-Interface): An interface Γ𝜏 in a mesh 𝜏 is a (𝑑 − 1)-
dimensional manifold/surface that consists out of (𝑑 − 1)-dimensional facets
of the simplices in 𝜏. It is denoted by Γ𝜏.

The interface may be either a closed or open manifold. Note that the upper
definition excludes the case of an interface with junction points. Again, in
principle, the algorithmmay be extended to such cases, but requires special
treatment of junctions. However, we refrain from doing so, as the focus of
this work is on closed interfaces for the description of phase transitions.

Whereas Definition 6.14 addresses the static case, now we define a moving
interface.

Definition 6.15 (Moving Mesh-Interface): Let a moving mesh

T = (𝜏𝑘, {𝑚𝑣}𝑣∈V𝑘)𝑘∈N0

and an (initial) interface Γ𝜏𝑡0 be given. Then the moving interface ΓT(𝑡) is
the initial interface Γ𝜏 where its vertices move in time according to the moving
mesh 𝜏𝑘(𝑡) — see Definition 6.6 — and the interface Γ𝜏 as a polygonal shape is
retained during each transition from 𝜏𝑘(𝑡𝑘+1) to 𝜏𝑘+1(𝑡𝑘+1), for each 𝑘 ∈ N0.
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A direct consequence of Definition 6.15 in conjunction with Definition 6.6,
is that the interface retains its topology globally in time. Another conse-
quence of this is that if the interface is closed and encapsulates a domain
Ω−(𝑡) (cf. Figure 6.5), the domain Ω−(𝑡) stays connected for all time. As a
consequence (spatial) topology changes are not supported.4

Again, as in the moving mesh, the moving interface is defined without
changes in the topology. As stated in Section 6.2 we require changes in the
topology to restore the Delaunay property. Therefore we need to ensure
that the interface is preserved in the moving mesh algorithm. In other
words, the topology changes that are necessary to restore the Delaunay
property must not affect the interface. We do this by guaranteeing the
Gabriel property [80] for interface facets.

Definition 6.16 (Gabriel): Let a (𝑑 − 1)-dimensional facet 𝑆 in a mesh be
given. We call a sphere witness sphere of 𝑆 if it contains all vertices of 𝑆 on
its boundary and does not contain any vertex of the mesh in its interior. We
call a sphere Gabriel sphere of 𝑆 if it is a witness sphere with midpoint in
the barycenter of 𝑆. A facet has the Gabriel property (or is called a Gabriel
facet) if it has a (empty) Gabriel sphere.

Any Gabriel facet thus has a witness circle and is therefore part of the
Delaunay triangulation. Insofar, the Gabriel property is stronger than the
Delaunay property.

6.3.1 Interface Motion

We propose an algorithm, where only interface vertices (vertices that are
part of the interface) are moved, which is based on Algorithm 6.12. As for
the vertex motion, the algorithmic treatment of the interface motion is
understood in the context of the remeshing from the base mesh 𝜏𝑘 to 𝜏𝑘+1
(cf. Definition 6.6).

4Topology changes in a spatial sense can be supported, if we have a model that describes
what happens if interface facets collide. This however depends strongly on the application,
i.e. material faults / cracks that run into each other behave differently frommerging droplet
surfaces. As such this is out of the scope of this work. We refer to the discussion after
Algorithm 6.17.
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Figure 6.6: Algorithm 6.17: (a) initial state, (b) detecting non-interface
vertices in conflict with Gabriel spheres, (c) state after removing, (d)
state after moving the interface vertex.

The main idea of the interface motion algorithm is as follows. Before
moving interface vertices, we detect all non-interface vertices in the Gabriel
spheres of all interface facets at their new positions. We delete all of these
non-interface vertices, such that the interface facets are Gabriel after the
interface motion. This trivially implies that the interface facets are also
part of the Delaunay triangulation after the vertex motion. Therefore
the interface facets are not affected by any possible topology change
resulting from the interface motion. We refer to Figure 6.6 for a graphical
representation of this algorithm.

The Gabriel property alone, however, does not prevent the collision of
vertices. Consequently, we have to ensure that two vertices are always
at least Δ𝑥min > 0 apart from each other. To achieve this, we traverse all
interface vertices 𝑣 ∈ VΓ(𝑡), and compute the distances to each adjacent
vertex ̂𝑣 of 𝑣. If an adjacent vertex ̂𝑣 is closer than Δ𝑥min to 𝑣 and does not
belong to the interface, i.e. ̂𝑣 ∉ VΓ(𝑡), we remove it using Algorithm 6.10.
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For the coarsening of interface vertices we refer to Section 6.3.2.2.
So far, vertices are only moved or removed. As a consequence the mesh
only turns coarser in time. A simple solution of this drawback is to store
the removed non-interface vertices and insert them whenever they are not
inside a Gabriel circle of any interface facet and are at least Δ𝑥min apart
from any interface vertex.

Algorithm 6.17: Move Interface

Description: Move all interface vertices 𝑣 ∈ VΓ(𝑡) to their new
positions ̃𝑣 ∈ R𝑑, with ‖𝑣 − ̃𝑣 ‖2 < 𝜔(𝜏)/2 (as defined in (6.5)), in a
Delaunay mesh.
Parameters: Minimum interface distance Δ𝑥min > 0.

Algorithm

• Initialize an empty list 𝐿del.
• For all 𝑣 ∈ VΓ(𝑡), do

– Find all non-interface vertices that are inside the Gabriel
spheres of all interface facets that are incident to 𝑣 with new
interface vertex position ̃𝑣 ∈ R𝑑. Delete all detected non-inter-
face vertices by using Algorithm 6.10 in combination with the
data transfer (6.3), while appending the position of the vertices
to the list 𝐿del. If an interface vertex was detected, throw an
exception (interface conflict).

– If the new vertex ̃𝑣 ∈ R𝑑 is outside the domain Ω, throw an
exception (boundary conflict).

– Move the interface vertex 𝑣 to ̃𝑣 by using Algorithm 6.12.

• Coarsening: remove (Algorithm 6.10 in conjunction with (6.3))
all non-interface vertices ̂𝑣 ∈ V(𝑡) ⧵VΓ(𝑡) that are adjacent to an
interface vertex 𝑣 ∈ VΓ(𝑡) and fulfill dist( ̂𝑣 , 𝑣) < Δ𝑥min. Append
all removed vertices to the list 𝐿del.

• Refining: insert (Algorithm 6.11) all vertices from the list 𝐿del, that
are not inside a Gabriel sphere of any interface facet and are at
least Δ𝑥min apart from any interface node.
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Figure 6.7: Illustration of an interface-preserving moving mesh in time.

The restriction that the vertices are not moved further than 𝜔(𝜏)/2 is
necessary to ensure that no vertices overlap, or move out of their incident
cell polytope 𝐾 — see (6.4).

The exception (interface conflict) indicates that two interface facets are
getting too close. If they are just getting close without any collisions, one
can refine the mesh locally to retain an interface-preserving Delaunay
mesh. The other case is the collision of interface facets. In this case, the
exception may trigger a (sub-) model that describes what happens in this
case. For example, in case of a sharp-interface description of droplets, the
(sub-) model would have to describe droplet coalescence/splitting.
In the same way, the exception (boundary conflict) points to an interaction
of the domain boundary with the interface and has to be handled by a
separate (sub-) model.

Using Algorithm 6.17, we are now able to define an interface ΓT(𝑡) pre-
serving moving mesh T. The steps involved are illustrated in Figure 6.7.
Starting with a base-mesh 𝜏𝑘, we have a time-dependent sub-mesh 𝜏𝑘(𝑡)
with interface Γ𝜏𝑘(𝑡) on the time interval 𝑡 ∈ [𝑡𝑘, 𝑡𝑘+1). At the end of this
time interval, at 𝑡𝑘+1, we generate the new base-mesh 𝜏𝑘+1 from 𝜏𝑘 and
Γ𝜏𝑘(𝑡𝑘+1), by means of Algorithm 6.17 This ensures that the interface is
retained, i.e. Γ𝜏𝑘(𝑡𝑘+1) = Γ𝜏𝑘+1(𝑡𝑘+1), and the interface is still Gabriel in
𝜏𝑘+1.
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6.3.2 Interface Refinement and Coarsening

During the interface motion, very large or very small interface facets
can occur. This can have a negative impact on simulations with moving
interfaces. To retain a high-quality interface mesh, it is important to be able
to refine and coarsen the interface mesh.5 However, the implementation
of such method is not trivial, as the interface structure must be preserved,
e.g. a closed surface should not get holes during the mesh adaption.

We present two algorithms for interface mesh refinement and coarsening.
They should, however, be only understood as prototypes, as many edge-
cases are not considered and they do not guarantee to uphold a well-
defined quality measure — which would either way depend heavily on the
application.6 Additionally, the presented algorithms do not guarantee that
a vertex is added/removed; in case this would provoke for example flips of
interface facets, no vertex is added/removed. Nonetheless, empirical tests
show that these algorithms work in case of (sufficiently) smooth interfaces
and yield reasonable results.

We note that these algorithms should in principle be able to run in conjunc-
tion with an adaptive mesh refinement/coarsening in the bulk mesh.

6.3.2.1 Interface Refinement

The interface is refined by refining the edges on the interface Γ𝜏. To decide
which edges should be refined, we introduce the threshold Δ𝑥max > 0.
Any edge on the interface that is longer than Δ𝑥max is refined by adding
the midpoint of the edge into the mesh. However, as this might result in
conflicts with interface facets and therefore invalidate the interface, we
first have to test is the midpoint is in conflict with another non-incident
interface facet.

5Strictly speaking, coarsening/refining the interface is not covered by Definition 6.15, but a
generalization is possible, if one allows refinement/coarsening operations or introduces a
similarity measure for interfaces that allow remeshing operations. We refrain from doing
so as this would bloat the definition unnecessarily.

6Developing robust algorithms and a good quality measure are the subject of ongoing
research that is beyond the scope of this work.
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Algorithm 6.18: Refine Interface

Description: Refine all interface edges that are larger than the
threshold value Δ𝑥max > 0, while retaining the mesh interface.
Parameters: maximum edge length threshold Δ𝑥max > 0.

Algorithm

For all edges 𝑒𝑖𝑗 in Γ𝜏, with 𝑣𝑖, 𝑣𝑗 ∈ VΓ, do

• Compute the edge length |𝑒| = ‖𝑣𝑖 − 𝑣𝑗‖2.
• If |𝑒| > Δ𝑥max:

– Test if the midpoint 𝑣𝑖𝑗 ≔
1
2 (𝑣𝑖 + 𝑣𝑗) is in conflict with any

interface facet that is not incident to 𝑒𝑖𝑗.
– If there is no conflict: insert 𝑣𝑖𝑗 according to Algorithm 6.11 into

the mesh.

6.3.2.2 Interface Coarsening

To coarsen the interface, we remove single interface vertices from the
mesh. As for the interface refinement, we decide whether an interface
vertex should be removed, if an edge is smaller than Δ𝑥min > 0. In this
case we remove one of its vertices, as long as the resulting hole in the
mesh interface can be closed by interface facets.

Algorithm 6.19: Coarsen Interface

Description: Coarsen all interface edges that are smaller than the
threshold value Δ𝑥min > 0, while retaining the mesh interface.
Parameters: minimum edge length threshold Δ𝑥min > 0, far-point
distance 𝛾fp ≫ 1, maximum number of allowed conflict vertices
𝑁conflict ∈ N.

Algorithm

For all edges 𝑒𝑖𝑗 in Γ𝜏, with 𝑣𝑖, 𝑣𝑗 ∈ VΓ, do
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• Compute the edge length |𝑒| = ‖𝑣𝑖 − 𝑣𝑗‖2.
• If |𝑒| < Δ𝑥min:

– Let ̃𝑣 ∈ {𝑣𝑖, 𝑣𝑗} be the vertex with the smaller surface area of
incident interface facets.

– Compute a least-squares fit of a (𝑑 − 1)-dimensional plane
𝑃∶ {𝑥 ∈ R𝑑 ∶ 𝑥 ⋅𝒏𝑃+𝑥𝑃}, through all adjacent interface vertices
of ̃𝑣 (denoted by adjΓ𝜏( ̃𝑣 )). Here, 𝒏𝑃 ∈ R𝑑 is the unit-normal
of the plane (pointing in direction of the +), and 𝑥𝑃 ∈ R𝑑 the
projection of the midpoint of all 𝑣 ∈ adjΓ𝜏( ̃𝑣 ) onto 𝑃.

– Get far-points 𝑝± ≔ 𝑥𝑃 + 𝛾fp𝒏𝑃.
– Build a local Delaunay triangulation 𝜏loc ≔ 𝜏(adjΓ𝜏( ̃𝑣 ) ∪
{𝑝+, 𝑝−}). If this is not possible, continue traversing all edges.

– Mark all strictly interior facets in 𝜏loc whose neighboring cells
lie on different sides of the plane 𝑃 as interface facets.

– Mark all non-interface vertices of 𝜏 that are in conflict with
interface facets of 𝜏loc.

– If there are more than 𝑁conflict conflicting vertices, continue
traversing all edges.

– Delete ̃𝑣 and all marked conflicting vertices according to Algo-
rithm 6.10.

Remark 6.20: Both the refining and the coarsening algorithm use the edge
length as an indicator whether the interface should be refined or coarsened,
however, the algorithms are not restricted to this case and other indicators
such as the local curvature can be employed.

6.4 Implementation Details

The implementation of a moving mesh algorithm and the corresponding
interface-preserving algorithm in one space dimension — see Section 6.1
— is quite straightforward and has already been described in [38, 207].

For the implementation in two or three space dimensions most frameworks
can be applied that are capable of inserting and removing points from a
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Delaunay triangulation. We choose to implement the method by using the
CGAL-framework [166], that provides these standard operations. For the
technical details and the implementation within CGAL we refer to [9, 10,
27, 107, 164, 173, 206].

In two space dimensions the handling of an interface within a mesh can be
simplified by employing a constrained Delaunay triangulation [41, 161] as
described in [38]. Constrained Delaunay triangulations in three or higher
dimensions [183] are much more involved. With the algorithm described in
Section 6.3.1, however, an interface-preserving scheme can be formulated
and implemented without relying on them.
A readily accessible (basic) implementation of the moving mesh algorithm
can be found at [7].

6.5 Benchmarks

To test the algorithms, we consider several test cases in two and three space
dimensions. The one-dimensional moving mesh algorithm does not intro-
duce a significant computational overhead, compared to the computational
effort of a finite volume simulation.

For each test case, we start with a given interface Γ(0) and move its vertices
according to a prescribed vector field

𝑀∶ [𝑡0, 𝑡end] × R𝑑 → R𝑑 ∶ (𝑡, 𝒙) ↦ 𝑀(𝑡, 𝒙),

with the time interval from 𝑡0 = 0 to 𝑡end = 1. In each time step 𝑡𝑘+1 = 𝑡𝑘+Δ𝑡
with step size Δ𝑡 > 0, each interface vertex 𝑣 ∈ VΓ(𝑡𝑘) is then moving
conforming to

𝑣(𝑡𝑘+1) = 𝑣(𝑡𝑘) + Δ𝑡𝑀(𝑣(𝑡𝑘)).

In the following we present the test cases — the discussion of the results
is found in Section 6.5.3.
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6.5.1 Rotating Sphere Example

In this first test, we measure the performance of the interface moving
Algorithm 6.17 in two and three space dimensions. Note that in this test no
interface refining or coarsening is used, which means that Algorithm 6.18
and Algorithm 6.19 are not applied.

6.5.1.1 The Two-Dimensional Algorithm

For this test, we consider a moving interface Γ(𝑡) that starts as a sphere
with radius 0.5 and center (0, 0.75) — see Figure 6.8 (a) for the initial
configuration. The simulations run from 𝑡0 = 0 to 𝑡end = 1 with time steps
Δ𝑡 = 0.001. In each time step all interface points are moved according to
the vector field

𝑀∶ R2 → R2 ∶ (𝑥, 𝑦) ↦ (2𝜋𝑦, −2𝜋𝑥).

This results in one rotation of the sphere, as seen in Figure 6.8 (a)–(f) for
one simulation.
To test the algorithm, we generate meshes at several resolutions, param-
etrized by maximum edge lengths of Δ𝑥 > 0 during the generation. The
minimum interface distance is then set to Δ𝑥min = 2/3Δ𝑥.
The computational time needed for each time step is shown in Figure 6.9,
with more details in Figure 6.10. A tabular overview of the data for this
benchmark can be found in Table C.1.

6.5.1.2 The Three-Dimensional Algorithm

We consider almost the same setup as in the previous example. However,
this time the moving interface Γ(𝑡) starts as a sphere with radius 1.5 and
center (0, 2, 0) — see Figure 6.11 (a). We consider the time interval from
𝑡0 = 0 to 𝑡end = 1with time steps Δ𝑡 = 5.0 ⋅10−4. The vector field describing
the vertex motion is given by

𝑀∶ R3 → R3 ∶ (𝑥, 𝑦 , 𝑧) ↦ (2𝜋𝑦, −2𝜋𝑥, 0).
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(a) 𝑡 = 0 (b) 𝑡 = 0.2

(c) 𝑡 = 0.4 (d) 𝑡 = 0.6

(e) 𝑡 = 0.8 (f) 𝑡 = 1

Figure 6.8: The moving interface (blue edges) during the rotating sphere
example in two space dimensions for Δ𝑥 = 0.03.
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Figure 6.9: Computational time per time step for the rotating sphere
example in two space dimensions. The dots indicate the averaged
quantities over all time steps for each simulation. The bars indicate
the 90%-percentile of the data.

This results in one rotation of the sphere, as seen in Figure 6.11 (a)–(f).
We consider different mesh resolutions, where the initial mesh was gen-
erated with several maximum edge lengths of Δ𝑥 > 0. The minimum
interface distance is then set to Δ𝑥min = 2/3Δ𝑥.
The computational time needed for each time step is shown in Figure 6.12,
with more details in Figure 6.13. A tabular overview for this benchmark
can be found in Table C.2.

6.5.2 Oscillating Interface Example

In this example the interface refinement and coarsening Algorithms 6.18,
6.19 are tested. To this end, we observe a spherical, oscillating interface.
During the expansion of the sphere the edges between the interface vertices
grow until the threshold Δ𝑥max is reached. At this point the interface edges
are refined, resulting in a refined interface. During the contraction of the
sphere, the edges shrink, until the threshold Δ𝑥min is reached. This triggers
the interface coarsening Algorithm 6.19, resulting in less interface facets.
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Figure 6.10: Computational time per time step for the rotating sphere
example in two space dimensions. The bars indicating the computa-
tional time are split into the respective contributions from the vertex
moving algorithm, and the coarsening/refining near the interface.
The plotted quantities are the average over all time steps.

6.5.2.1 The Two-Dimensional Algorithm

For this test, we initialize the moving interface Γ(𝑡) by a sphere with radius
0.5 and center in the origin — see Figure 6.14 (a). The vector field describing
the interface is given by

𝑀∶ [𝑡0, 𝑡end] × R2 → R2 ∶ (𝑡, 𝒙) ↦ 2 cos(2𝜋𝑡) 𝒙
‖𝒙‖2

.

As before, we consider several maximum edge lengths Δ𝑥 > 0 for the
initial mesh. The minimal edge length is then set to Δ𝑥min = 2/3Δ𝑥, and the
maximum edge length to Δ𝑥max = 3/2Δ𝑥. The maximum number of allowed
conflicts in Algorithm 6.19 is 𝑁conflict = 8. The rest of the parameters is
similar to Section 6.5.1.1.
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(a) 𝑡 = 0 (b) 𝑡 = 0.2

(c) 𝑡 = 0.4 (d) 𝑡 = 0.6

(e) 𝑡 = 0.8 (f) 𝑡 = 1

Figure 6.11: The moving interface (blue edges) during the rotating sphere
example in three space dimensions for Δ𝑥 = 0.2. The plots show a
slice through the computational domain at 𝑧 = 0.
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Figure 6.12: Computational time per time step for the rotating sphere
example in three space dimensions. The dots indicate the averaged
quantities over all time steps for each simulation. The bars indicate
the 90%-percentile of the data.

104 105
0

5 ⋅ 10−2

0.1

0.15

number of cells

ti
m
e
pe
r
st
ep

[s
]

move refine coarse

Figure 6.13: Computational time per time step for the rotating sphere
example in three space dimensions. The bars indicating the computa-
tional time are split into the respective contributions from the vertex
moving algorithm, and the coarsening/refining near the interface.
The plotted quantities are the average over all time steps.
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(a) 𝑡 = 0 (b) 𝑡 = 0.25

(c) 𝑡 = 0.5 (d) 𝑡 = 0.75

(e) 𝑡 = 1

Figure 6.14: The moving interface (blue edges) during the oscillating
sphere example in two space dimensions for Δ𝑥 = 0.03.
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Figure 6.15: Computational time per time step for the oscillating sphere
example in two space dimensions. The dots indicate the averaged
quantities over all time steps for each simulation. The bars indicate
the 90%-percentile of the data.

6.5.2.2 The Three-Dimensional Algorithm

For this test, we initialize the moving interface Γ(𝑡) by a sphere with radius
3.0 and center in the origin — see Figure 6.17 (a). The vector field describing
the interface is given by

𝑀∶ [𝑡0, 𝑡end] × R3 → R3 ∶ (𝑡, 𝒙) ↦ 2 cos(2𝜋𝑡)𝒙.

The minimal edge length is set to Δ𝑥min = 2/3Δ𝑥, and the maximum edge
length to Δ𝑥max = 3/2Δ𝑥. The maximum number of allowed conflicts in
Algorithm 6.19 is 𝑁conflict = 8. The rest of the parameters is similar to
Section 6.5.1.2.

6.5.3 Benchmark Discussion

In the first case study in Section 6.5.1 we see that the moving interface
algorithm is able to resolve large interface motions. This is visualized in



82 6 Moving Mesh Algorithm

104 105

0

1

2

3

⋅10−2

number of cells

ti
m
e
pe
r
st
ep

[s
]

move refine coarse
refine interface coarse interface

Figure 6.16: Computational time per time step for the oscillating sphere
example in two space dimensions. The bars indicating the compu-
tational time are split into the respective contributions from the
vertex moving algorithm, the coarsening/refining near the interface,
and the interface coarsening/refining. The plotted quantities are the
average over all time steps.

seen in Figure 6.8 for the two-dimensional case and in Figure 6.11 for three
space dimensions.
As seen in Figure 6.9 and Figure 6.12 the moving interface algorithm
is computational efficient considering the absolute computational time7

needed for each step. However, the computational effort appears to scale
exponentially with respect to the grid cells. This may become a problem
for very high-resolution meshes. A way to circumvent this could be to
run the computations in parallel on a distributed mesh by exploiting the
local nature of the movement algorithm. Additionally, the algorithm can
be extended to adaptive grids, which can help to reduce the runtime even

7All computations in this section were performed sequentially on a desktop computer
equipped with an AMD Ryzen Threadripper 2950X 16-core processor and 128GB RAM.



6.5 Benchmarks 83

(a) 𝑡 = 0 (b) 𝑡 = 0.25

(c) 𝑡 = 0.5 (d) 𝑡 = 0.75

(e) 𝑡 = 1

Figure 6.17: The moving interface (blue edges) during the oscillating
sphere example in three space dimensions for Δ𝑥 = 0.2. The plots
show a slice through the computational domain at 𝑧 = 0.
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Figure 6.18: Computational time per time step for the oscillating sphere
example in three space dimensions. The dots indicate the averaged
quantities over all time steps for each simulation. The bars indicate
the 90%-percentile of the data.

further.

Comparing the runtimes for two and three dimensions, we see that the
three-dimensional algorithm is about one order of magnitude slower than
the two-dimensional version. Furthermore, Figure 6.10 shows that the bulk
vertex coarsening is the major bottleneck of the algorithm in two space
dimensions. In three space dimensions — see Figure 6.13 — the interface
motion constitutes the largest part of the runtime. These differences might
be ascribed to the different implementations in two and three space dimen-
sions, and to possible potential for optimizations in the implementation.

The second case study in Section 6.5.2 tests the interface remeshing algo-
rithms presented in Section 6.3.2.
In both Figure 6.14 and Figure 6.17 it can be seen that even for large defor-
mations the interface mesh resolutions remains at the same level.
In two space dimensions, the interface mesh adaptions are quite efficient
and contribute little to the overall computational effort as shown in Fig-
ure 6.16. Therefore the overall computational effort (visualized in Fig-
ure 6.15) behaves similarly to the first test problem.
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Figure 6.19: Computational time per time step for the oscillating sphere
example in three space dimensions. The bars indicating the com-
putational time are split into the respective contributions from the
vertex moving algorithm, the coarsening/refining near the interface,
and the interface coarsening/refining. The plotted quantities are the
average over all time steps.

For three space dimensions interface remeshing has a much larger impact.
The computational time shown in Figure 6.18 is one order of magnitude
larger than for the previous test case. The biggest contribution comes from
the interface coarsening algorithm — see Figure 6.19. Presumably, this is
due to the experimental nature of the algorithm and its implementation,
giving room for further optimizations.
A tabular overview of all results can be found in the appendix in Sec-
tion C.1.

6.6 Summary

As shown by the test cases in Section 6.5, the moving interface algorithm
is able to resolve strong interface deformations and large interface mo-
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tions, while retaining an explicit representation of the interface within
the mesh. Despite the moderate exponential scaling of the computational
time, is possible to achieve a high resolution of the interface at moderate
computational costs8.

There are still many improvements possible for the moving mesh algo-
rithms. By exploiting the local nature of the algorithms it should be possible
to run the algorithms in parallel on a distributed mesh. For simulations
the moving mesh algorithms can be combined with mesh adaptivity, to
reduce the computational complexity. Furthermore, the efficiency of the
three-dimensional interface refining/coarsening should be improved. Last
but not least, a robust, well-defined quality measure for the structure of
the grid has to be introduced to find an optimal set of parameters for the
moving mesh algorithms.

Despite possible improvements, the moving mesh and moving interface
algorithms enables us to simulate phase transition phenomena with sharp-
interface models by resolving the moving phase boundaries within the
mesh. The presented moving mesh algorithms can be beneficial for many
other applications as well. For example, one can consider wave reflections
at moving objects, fluid structure interaction (where the object/structure
is represented by a moving interface), or tracking the wetting boundary
in shallow-water simulations. Other possible applications could be found
in model adaptivity, where the model indicator boundary is moving. It is
even possible to model surface dynamics such as Marangoni advection by
solving the appropriate model on the interface mesh.

8Except for the three-dimensional interface refining/coarsening.
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The focus of this chapter lies on the numerical discretization of a two-
phase flow model with a sharp phase boundary in the sense of the generic
model presented in Chapter 2, i.e.

𝜕𝑡𝑼 + ∇ ⋅ 𝒇 (𝑼 ) = 𝑸, in Ω±(𝑡) × (0, 𝑡end),
𝑼 ( ⋅ , 0) = 𝑼0 in Ω(0).

(7.1)

In contrast to (2.1), we include the source term 𝑸 = 𝑸(𝒙, 𝑡, 𝑼 ) on the right-
hand side.

For the numerical discretization of the sharp phase boundary model (7.1),
we present an interface-preserving finite volume algorithm onmovingmeshes
(IPFV-algorithm) that builds upon the interface-preserving moving mesh
algorithm presented in Chapter 6. The main benefits of the IPFV-algorithm
are, that there is no interpolation across the interface, and that the interface
dynamics can be directly described by a separate model.
As a motivational example the algorithm is outlined for the one-dimen-
sional case in the first section of this chapter. Afterwards, we describe the
algorithm for arbitrary dimensions and discuss the peculiarities for this
case.

The research presented in this chapter is joint work with Maria Alkämper
(nèe Wiebe), where both authors have contributed equally. Partial results
of this research have been published in [37].
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7.1 One-dimensional IPFV-Algorithm

To begin with, we outline the interface-preserving finite volume algorithm
on moving meshes for a generic conservation law (2.1) in one spatial
dimension, i.e. 𝑑 = 1. The one-dimensional algorithm is also presented
in e.g. [35, 207]. The basic form of a finite volume method on a time-
dependent, one-dimensional mesh is

𝒖𝑛+1𝑖 =
Δ𝑥𝑛𝑖
Δ𝑥𝑛+1𝑖

(𝒖𝑛𝑖 −
Δ𝑡
Δ𝑥𝑛𝑖

(𝒈𝑛𝑖+1/2 − 𝒈𝑛𝑖−1/2) + Δ𝑡 𝑸𝑛
𝑖 ).

Here, 𝒖𝑛𝑖 denotes the 𝑖-th cell average of the unknown 𝒖(𝑥, 𝑡) at the time
𝑡𝑛 ≥ 0. The time step is given by Δ𝑡, the 𝑖-th cell width at time 𝑡𝑛 is denoted
by Δ𝑥𝑛𝑖 > 0. The terms 𝑔𝑛𝑖±1/2 denote the numerical fluxes. If, at the 𝑖-th cell,
the wave of interest lies on the right-hand side, i.e. 𝒖𝑛𝑖 ∈ 𝑃− and 𝒖𝑛𝑖+1 ∈ 𝑃+,
the right numerical flux is given by

𝒈𝑛𝑖+1/2 = 𝑔−(𝒖𝑛𝑖 , 𝒖
𝑛
𝑖+1) = 𝑓 (𝒖∗−) − 𝑠 ⋅ 𝒖∗−,

with R(𝒖𝑛𝑖 , 𝒖
𝑛
𝑖+1) = (𝒖∗−, 𝒖∗+, 𝑠),

(7.2)

where R is a generic interface solver — see Remark 2.6. Similarly, if the
wave of interest lies on the left-hand side, i.e. 𝒖𝑛𝑖−1 ∈ 𝑃− and 𝒖𝑛𝑖 ∈ 𝑃+, the
left numerical flux is

𝒈𝑛𝑖−1/2 = 𝑔+(𝒖𝑛𝑖−1, 𝒖
𝑛
𝑖 ) = 𝑓 (𝒖∗+) − 𝑠 ⋅ 𝒖∗+,

with R(𝒖𝑛𝑖−1, 𝒖
𝑛
𝑖 ) = (𝒖∗−, 𝒖∗+, 𝑠).

(7.3)

For all other cell boundaries we apply the Lax–Friedrichs numerical flux

𝒈𝑛𝑖+1/2 = 𝑔LF(𝒖𝑛𝑖 , 𝒖
𝑛
𝑖+1) ≔

1
2 (𝑓(𝒖

𝑛
𝑖 ) + 𝑓(𝒖𝑛𝑖+1)) −

𝛼LF
2

(𝒖𝑛𝑖+1 − 𝒖𝑛𝑖 ),

with the Lax–Friedrichs parameter 𝛼LF > 0.

We split the numerical flux at the interface in two parts, one (7.3) for the
𝑃−-domain and another one (7.2) for the 𝑃+-domain. Nevertheless, it holds
that 𝑔−(𝒖−, 𝒖+) = 𝑔+(𝒖−, 𝒖+) if the Rankine–Hugoniot condition (20.6) is
fulfilled.
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𝑡𝑛+1

𝑡𝑛 𝑥𝑖−1 𝑥𝑖 𝑥𝑛Γ 𝑥𝑖+1 𝑥𝑖+2

𝑥𝑛+1Γ

𝑠𝑃− 𝑃+

Figure 7.1: Sketch of the one-dimensional front capturing scheme fol-
lowing a discontinuous wave connecting the 𝑃−-domain and the
𝑃+-domain.

The wave speed 𝑠 describes the movement of the interface edge 𝑥Γ(𝑡) that
occurs after each time step. Therefore, the interface position 𝑥𝑛Γ at time 𝑡𝑛
is moved by 𝑚𝑥𝑛Γ = 𝑠Δ𝑡 to its new position 𝑥𝑛+1Γ = 𝑥𝑛Γ + 𝑚𝑥𝑛Γ at time 𝑡𝑛+1 —
see Figure 7.1 in which the interface motion is illustrated. The remeshing
of the moving mesh is then performed as described in Section 6.1.

7.2 IPFV-Algorithm

The general IPFV-algorithm is a combination of the moving interface
algorithms (Section 6.3) and the finite volume method. It is a modifica-
tion and generalization of the algorithm presented in [38] for two space
dimensions.

Assume we have a conforming, time-dependent, moving mesh T(𝑡), 𝑡 ≥ 0
of the two-phase domain Ω−(𝑡) ∪ Ω+(𝑡) ∪ Γ(𝑡) = Ω(𝑡) ∈ R𝑑, as in Chapter 6.
The interface that is captured by the moving mesh algorithm is the phase
boundary Γ(𝑡). To initialize the moving meshT(0), the initial fluid domain
Ω−(0) ∪ Ω+(0) ∪ Γ(0) = Ω(0) is discretized according to a mesh size param-
eter Δ𝑥 > 0. Note that the evolution of the interface — and consequently
the moving mesh T(𝑡) — is not known a priori, but is a result from the
interface dynamics during the simulation.

In the next section, we present the algorithm. Some involved tools, such
as the vertex motion computation and the degenerate cell treatment are
described subsequently in Section 7.2.3 and Section 7.2.4.
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7.2.1 Description of the Algorithm

A major feature of the IPFV-scheme is the possibility to treat the interface
separately, to include multiscale dynamics. This is done by describing the
interface dynamics by an interface solver. Therefore, letG∶ P− ×P+ ×
S𝑑−1 → P− × P+ × R ∶ (𝑼−, 𝑼+, 𝒏) ↦ (𝑼 ∗

−, 𝑼 ∗
+, 𝑠) be a generic interface

solver (Definition 2.5) that maps the Riemann initial states 𝑼−, 𝑼+ in normal
direction 𝒏 to their respective wave states 𝑼 ∗

−, 𝑼 ∗
+, and wave speed 𝑠 of the

wave of interest.

The IPFV-algorithm is based on a finite-volume scheme. As such a numeri-
cal flux function

𝐺∶ U ×U × S𝑑−1 → R𝑚

is needed. In this work we employ only the Lax–Friedrichs flux function
[121]

𝐺(𝑼𝑖, 𝑼𝑗, 𝒏𝑖𝑗) ≔
𝑭(𝑼𝑖; 𝒏𝑖𝑗) + 𝑭(𝑼𝑗; 𝒏𝑖𝑗)

2
− 𝛼LF(𝑼𝑖 − 𝑼𝑗),

with the parameter 𝛼LF > 0. The Lax–Friedrichs flux has the great advan-
tage that it is easily applicable to a wide range of problems. It introduces
however more numerical diffusion compared to other, more specialized,
numerical flux functions — see e.g. [118].
Despite the focus on this particular flux, it is possible to apply other numer-
ical flux functions. Note that the numerical flux should at least be Lipschitz
and fulfill the consistency property

𝐺(𝑼 , 𝑼 , 𝒏) = 𝑭(𝑼 ; 𝒏), for all 𝑼 ∈ U and 𝒏 ∈ S𝑑−1,

as well as the conservation property

𝐺(𝑼 , 𝑽 , 𝒏) = −𝐺(𝑽 , 𝑼 , −𝒏), for all 𝑼 , 𝑽 ∈ U and 𝒏 ∈ S𝑑−1.

A central ingredient of the IPFV-algorithm is the interface ΓT preserving
moving mesh T from Chapter 6. Note that the motion of the interface is
not fixed a priori, but driven by the interface solver during the numerical
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simulation.
First we have to introduce some notation. The set of vertices incident to the
interface ΓT(𝑡) is denoted byVΓ(𝑡), and the set of interface surfaces/facets
by SΓ(𝑡). The cell surfaces that lie inside the bulk phases are given by
S±(𝑡) = S(𝑡) ⧵SΓ(𝑡), where S(𝑡) denotes the set of all cell surfaces. The
index set for all vertices in V(𝑡) is denoted by IV(𝑡) ⊂ N, and the one for
all cells in the mesh 𝜏 (𝑡) by IC(𝑡) ⊂ N.

As a finite-volume algorithm, we have to study the cell-wise conservation.
For this purpose, we integrate (7.1) over a cell 𝐶(𝑡) with time dependent
vertices, and the time interval 𝑡 ∈ [𝑡𝑛, 𝑡𝑛+1). Assuming sufficient regularity,
this results after Gauss’s theorem in

∫
𝑡𝑛+1

𝑡𝑛
∫
𝐶(𝑡)

𝜕𝑡𝑼 d𝒙 d𝑡 + ∫
𝑡𝑛+1

𝑡𝑛
∫
𝜕𝐶(𝑡)

𝒇 (𝑼 ) ⋅ 𝒏 d𝑆 d𝑡

= ∫
𝑡𝑛+1

𝑡𝑛
∫
𝐶(𝑡)

𝑸 d𝒙 d𝑡 .

By applying a version of Reynold’s theorem [38], we arrive at the cell-wise
conservative form of (7.1), i.e.

∫
𝐶(𝑡𝑛+1)

𝑼 (𝒙, 𝑡𝑛+1) d𝒙 = ∫
𝐶(𝑡𝑛)

𝑼 (𝒙, 𝑡𝑛) d𝒙

− ∫
𝑡𝑛+1

𝑡𝑛
∫
𝜕𝐶(𝑡)

(𝒇 (𝑼 ) − 𝑼 𝒔⊤) ⋅ 𝒏 d𝑆 d𝑡

+ ∫
𝑡𝑛+1

𝑡𝑛
∫
𝐶(𝑡)

𝑸 d𝒙 d𝑡 .

(7.4)

Here 𝒔∶ 𝜕𝐶(𝑡) → R𝑑 denotes the speed of the surface at a point 𝝃 ∈ 𝜕𝐶(𝑡).
For a more thorough derivation we refer to [38].
The IPFV-algorithm is basically a discretization of the terms in (7.4), while
distinguishing between cell surfaces that form the interface ΓT(𝑡), and the
bulk phase surfaces.
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Algorithm 7.1: Interface-Preserving Finite Volume Algorithm
on Moving Meshes

Input: initial mesh T(0), cell-averaged initial data (𝑼 0
𝑖 )𝑖∈IC(0), in-

terface solverG∶ P− ×P+ × S𝑑−1 → P− ×P+ × R.
Parameters: time stepΔ𝑡𝑛 > 0, vertexmotion regularization param-
eter 𝜆motion ≥ 0, numerical flux function 𝐺∶ U ×U × S𝑑−1 → R𝑚.

Algorithm

For each time step 𝑡𝑛 → 𝑡𝑛+1, do

• Initialize Δ𝑼𝑖 = 0 for all 𝑖 ∈ IC(𝑡𝑛).
• For all interface surfaces 𝑆𝑛𝑖𝑗 ∈ SΓ(𝑡𝑛) — with their incident cells
being 𝐶𝑖, 𝐶𝑗 and assuming without loss of generality 𝑼 𝑛

𝑖 ≕ 𝑼− ∈
U−, 𝑼 𝑛

𝑗 ≕ 𝑼+ ∈ U+ — do

– Solve the interface Riemann problem

(𝑼 ∗
−, 𝑼 ∗

+, 𝑠) = G(𝑼−, 𝑼+, 𝒏𝑖𝑗). (7.5)

– Update the finite volume contributions

Δ𝑼𝑖 −=
Δ𝑡𝑛 |𝑆𝑛𝑖𝑗 |

|𝐶𝑛𝑖 |
(𝑓 (𝑼 ∗

−) − 𝑠𝑼 ∗
−),

Δ𝑼𝑗 +=
Δ𝑡𝑛 |𝑆𝑛𝑖𝑗 |

|𝐶𝑛𝑗 |
(𝑓 (𝑼 ∗

+) − 𝑠𝑼 ∗
+).

– Save (𝑠, 𝒏𝑖𝑗, |𝑆𝑖𝑗|) for every vertex 𝒑𝑘 incident to 𝑆𝑖𝑗.
• Update vertex motion 𝒎𝑘 for all 𝑘 ∈ IV(𝑡𝑛), c.f. Section 7.2.3.
• For every surface inside the bulk domain 𝑆𝑛𝑖𝑗 ∈ S±(𝑡𝑛)
– Compute the linear motion contribution

ℓ𝑖𝑗 ≔
|𝑆𝑛+1𝑖𝑗 | + |𝑆𝑛𝑖𝑗 |

2
⋅
𝑼 𝑛
𝑖 + 𝑼 𝑛

𝑗

2
⋅
𝒏𝑛+1𝑖𝑗 + 𝒏𝑛𝑖𝑗

2
⋅
∑𝒑𝑘∈V(𝑆𝑛𝑖𝑗)𝒎𝑘

|V(𝑆𝑛𝑖𝑗)|
, (7.6)

with V(𝑆𝑛𝑖𝑗) denoting the set of vertices 𝒑𝑘 ∈ V(𝑡𝑛) that form
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the cell surface 𝑆𝑛𝑖𝑗. Consequently, ℓ𝑖𝑗 = 0 if 𝑆𝑖𝑗 is not incident to
an interface vertex.

– Update the finite volume contributions

Δ𝑼𝑖 −=
Δ𝑡𝑛
|𝐶𝑛𝑖 |

(|𝑆𝑛𝑖𝑗 | 𝐺(𝑼
𝑛
𝑖 , 𝑼

𝑛
𝑗 , 𝒏

𝑛
𝑖𝑗) + ℓ𝑖𝑗) ,

Δ𝑼𝑗 +=
Δ𝑡𝑛
|𝐶𝑛𝑗 |

(|𝑆𝑛𝑖𝑗 | 𝐺(𝑼
𝑛
𝑖 , 𝑼

𝑛
𝑗 , 𝒏

𝑛
𝑖𝑗) + ℓ𝑖𝑗) .

• Add update and source terms to all cells:

𝑼 𝑛+1
𝑖 = 𝑼 𝑛

𝑖 + Δ𝑼𝑖 + Δ𝑡𝑛𝑸𝑛
𝑖 , for 𝑖 ∈ IC(𝑡𝑛),

with the cell averaged source term

𝑸𝑛
𝑖 ≔ 1

|𝐶𝑛𝑖 |
∫
𝐶𝑛
𝑖

𝑸(𝒙, 𝑡, 𝑼 𝑛
𝑖 ) d𝒙.

• Update vertex positions according to

𝒑𝑛+1
𝑘 = 𝒑𝑛

𝑘 + Δ𝑡𝑛𝒎𝑘, for 𝑘 ∈ IV(𝑡𝑛). (7.7)

Rescale the data of all neighboring cells according to the changing
volume, i.e.

�̃�𝑖 =
|𝐶𝑖(𝑡𝑛)|
|𝐶𝑖(𝑡𝑛+1)|

𝑼𝑖. (7.8)

• Perform remeshing as described in Chapter 6.
• If 𝑑 ≥ 3mark degenerate cells and compute averages as described
in Section 7.2.4.

Concerning the IPFV-algorithm, there are some remarks to be made.
The finite volume contributions Δ𝑼𝑖 are used as variables, with +=, −=
denoting assignment by addition or subtraction.
By scaling the data in (7.8) the interface motion remains mass-conservative
and does not mix phase states in our applications.
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The linear motion contribution (7.6) originates from discretizing the mo-
tion-dependent part of the flux term in (7.4)2. Specifically, a linear ap-
proximation of the motion, averaging of 𝑼, and the trapezoid rule are
employed.

7.2.2 Discussion of Time Step Restrictions

In order to have a stable finite volume scheme, the time step Δ𝑡𝑛 > 0 has
to fulfill the Courant–Friedrichs–Lewy (CFL) condition [49]

Δ𝑡𝑛 < 𝜍 min
𝑖∈IC(𝑡𝑛)

|𝐶𝑖(𝑡𝑛)|
∑

𝑆𝑖𝑗∈S(𝐶𝑖(𝑡𝑛))
|𝑆𝑖𝑗|𝜆max(D𝑭(𝑼𝑖(𝑡𝑛); 𝒏𝑖𝑗))

, (7.9)

whereS(𝐶𝑖(𝑡𝑛)) denotes the set of all facets that comprise the surface of the
cell 𝐶𝑖(𝑡𝑛), and 𝜆max(D𝑭(𝑼𝑖(𝑡𝑛); 𝒏𝑖𝑗)) denotes the largest absolute eigenvalue
of the Jacobian of 𝑭(𝑼𝑖(𝑡𝑛); 𝒏𝑖𝑗) — see (2.2) — in direction of the normal
vector 𝒏𝑖𝑗 ∈ S𝑑−1 on the facet 𝑆𝑖𝑗. For explicit schemes the CFL-parameter
𝜍 has to lie inside the interval (0, 1).

In addition to the CFL-condition (7.9) the vertex motion of the moving
mesh algorithms imposes a restriction on the time step. Assume, for a
given mesh 𝜏𝑛 at time 𝑡𝑛 ≥ 0, that the vertex motion is bounded, i.e.

max
𝑘∈IV(𝑡𝑛)

‖𝒎𝑘‖2 ≤ 𝜎𝒎, (7.10)

with 𝜎𝒎 ≥ 0. Then, according to (7.7), we obtain the following estimate

‖𝒑𝑛+1
𝑘 − 𝒑𝑛

𝑘 ‖2 ≤ Δ𝑡𝑛𝜎𝒎, for all 𝑘 ∈ IV(𝑡𝑛).

In order that Algorithm 6.17 is well-defined and no collisions occur in the
mesh topology before remeshing, the maximum vertex motion has to be
smaller than 1

2𝜔(𝜏𝑛), i.e.

‖𝒑𝑛+1
𝑘 − 𝒑𝑛

𝑘 ‖2 ≤
1
2𝜔(𝜏𝑛), for all 𝑘 ∈ IV(𝑡𝑛),
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with 𝜔(𝜏𝑛) defined as in (6.5). This restriction can be guaranteed by intro-
ducing the time step restriction

Δ𝑡𝑛 ≤
𝜔(𝜏𝑛)
2𝜎𝒎

. (7.11)

Combining the CFL-condition (7.9) and the vertex motion restriction (7.11),
the time step Δ𝑡𝑛 has to fulfill the condition

Δ𝑡𝑛 ≤ min ( min
𝑖∈IC(𝑡𝑛)

𝜍|𝐶𝑖(𝑡𝑛)|
∑𝑆𝑖𝑗∈S(𝐶𝑖(𝑡𝑛))|𝑆𝑖𝑗|𝜆max(D𝑭(𝑼𝑖(𝑡𝑛); 𝒏𝑖𝑗))

,
𝜔(𝜏𝑛)
2𝜎𝒎

) . (7.12)

For equations of state (EOS) for which the eigenvalues can be computed
analytically, the time step Δ𝑡𝑛 can be inferred from (7.12) and used for
adaptive time-stepping. However, for more complex EOS, the computation
of the eigenvalues in (7.9) may cost more computational time than what
can be saved by adaptive time-stepping. Therefore, we choose a fixed time
step Δ𝑡 > 0 in our simulations. The simulation results shown in Part V
indicate that the condition (7.12) holds, and we have not observed 𝐿∞
instabilities for Δ𝑡 small enough.

If we consider liquid–vapor flow scenarios, we expect that the CFL-con-
dition (7.9) is the restricting factor in (7.12), because the maximum phase
boundary speed 𝜎𝒎 in (7.11) is usually slower than the speed of sound,
which is often part of the eigenvalues, see e.g. (3.3).

7.2.3 Computing the Vertex Motion of the Mesh

In the IPFV-scheme (Algorithm 7.1) the interface speed 𝑠 is always com-
puted for each cell surface 𝑆 ∈ SΓ(𝑡) in direction of its normal vector 𝒏 —
however, for the moving mesh algorithm we require the motion at each
vertex. As such we have to compute the vertex motion 𝒎𝑘 = 𝒎𝑘(𝑡) ∈ R𝑑

for each interface vertex 𝒑𝑘 ∈ VΓ(𝑡). Let’s assume that for each interface
surface 𝑆𝑙 ∈ SΓ(𝑡) incident to 𝒑𝑘 we have already computed the interface
wave speed 𝑠𝑙 in normal direction 𝒏𝑙.
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A natural choice for the interface motion 𝒎𝑘 of 𝒑𝑘 would be one that
satisfies

𝒏𝑙 ⋅ 𝒎𝑘 = 𝑠𝑙 for all surfaces 𝑆𝑙 incident to 𝒑𝑘, (7.13)

which means that the projection of 𝒎𝑘 in each normal direction 𝒏𝑙 coin-
cides with the interface speed 𝑠𝑙.
In one space dimension this is trivially fulfilled by setting 𝒎𝑘 = 𝑠. In case
of two space dimension, one vertex has usually (in our setting) only two in-
terface edges, i.e. (7.13) boils down to a 2×2 system of linear equations, that
is solvable if the interface edges are not parallel. In three space dimensions
each interface vertex has in most cases more than three incident interface
surfaces, consequently, the linear system (7.13) is generally overdetermined.
To solve this problem linear least squares fitting using the normal equation
can be performed. For that, we define

𝗡 ≔ (
𝒏⊤1
⋮
𝒏⊤𝐾

) , 𝒔 ≔ (
𝑠1
⋮
𝑠𝐾
) ,

where 𝒏⊤𝑙 , 𝑠𝑙 correspond to the normal vectors and surface speeds for all
incident surfaces 𝑆𝑙 of 𝒑𝑘. Then the normal equation that yields the solution
of the least squares problem is given by

𝗡⊤𝗡𝒎𝑘 = 𝗡⊤𝒔.

To regularize this system, we apply the generalized Tikhonov–Phillips
regularization [163, 192], with the expected value 𝒎𝑘 being the averaged
motion

𝒎𝑘 ≔ ( 1
|SΓ(𝒑𝑘)|

∑
𝑆𝑙∈SΓ(𝒑𝑘)

𝑠𝑙)
𝒏𝑘
‖𝒏𝑘‖

,

with SΓ(𝒑𝑘) denoting the interface surfaces incident to the vertex 𝒑𝑘, and
the averaged normal vector given by
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𝒏𝑘 ≔
1

|SΓ(𝒑𝑘)|
∑

𝑆𝑙∈SΓ(𝒑𝑘)
𝒏𝑙.

Then, the motion𝒎𝑘 of the vertex 𝒑𝑘 is the solution of the linear system

(𝗡⊤𝗡 + 𝜆motion𝗜)𝒎𝑘 = 𝗡⊤𝒔 + 𝜆motion𝒎𝑘,

where 𝜆motion > 0 is the regularization parameter, and 𝗜 the 𝑑 × 𝑑-identity
matrix.

Another possibility to compute the interface motion 𝒎𝑘 of 𝒑𝑘 is described
in [38]. There, the interface motion is computed by weighted averaging,
i.e.

𝒎𝑘 =
1

∑𝑆𝑙∈SΓ(𝒑𝑘)|𝑆𝑙|
∑

𝑆𝑙∈SΓ(𝒑𝑘)
𝑠𝑙𝒏𝑙|𝑆𝑙|.

This is computationally muchmore efficient, but we experienced numerical
artifacts in some rare cases.

7.2.4 Degenerate Cell Treatment

As mentioned in Remark 6.13, poorly shaped cells can occur if the mesh
is moving.1 We forego a more detailed classification and call all poorly
shaped simplices sliver cells/simplices. For a more in-depth discussion we
refer to [20].

Definition 7.2 (Sliver Cell): Let a threshold value 𝜗sliver > 0 be given. We
call a 𝑑-dimensional simplex 𝐶 a sliver simplex or sliver cell if the minimum
inner angle 𝜗min(𝐶) between all pairs of its facets, i.e. the minimum dihedral
angle, is smaller than 𝜗sliver.

As seen in Figure 7.2 sliver cells have a very small volume compared to the
rest of the cells in the mesh, and therefore much smaller time steps would
be required — see Section 7.2.2. Instead of removing them directly in the

1This mostly concerns the case 𝑑 ≥ 3 where degenerate simplices can appear in Delaunay
meshes.
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(a) regular tetrahedron (b) sliver tetrahedron (c) cap tetrahedron

(d) needle tetrahedron (e) wedge tetrahedron (f) spindle tetrahedron

Figure 7.2: Collection of (a) well-shaped and (b)–(f) degenerate tetrahe-
drons, according to [20].

mesh, we (virtually) merge them with one of their neighbors by averaging
the associated data at the end of each time step.

Consequently, we compute the minimum dihedral angle 𝜗min(𝐶) of each
tetrahedron 𝐶 ∈ T(𝑡) that was modified during the last time step, and if
the angle 𝜗min(𝐶) is smaller than a threshold angle 𝜗sliver > 0, the cell 𝐶 is
marked as a sliver cell. If the angle 𝜗min(𝐶) is bigger than the threshold, it
is marked as a regular (non-sliver) cell.

At the end of each time step 𝑡𝑛−1 → 𝑡𝑛, the data 𝑼 𝑛
𝑖 in each sliver cell 𝐶𝑖 is

averaged with the neighboring cell 𝐶𝑗 that has the smallest volume of all
neighbors of 𝐶𝑖, i.e. we set

𝑼𝑛𝑖 = 𝑼𝑛𝑗 ≔
|𝐶𝑖|𝑼 𝑛

𝑖 + |𝐶𝑗|𝑼 𝑛
𝑗

|𝐶𝑖| + |𝐶𝑗|
.

This is numerically equivalent to considering the polyhedron 𝐶𝑖∪𝐶𝑗 instead
of the separate cells in a finite volume scheme, as the flux from 𝐶𝑖 to 𝐶𝑗
cancels out.
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7.3 Summary

Naturally, the IPFV-algorithm is closely related to the interface-preserving
moving mesh (IPMM). It is however noteworthy that it can stand by itself
and is not limited to the application in the multiscale model presented
in this work. There are many possibilities to use different models in the
bulk domains or the interface, and the method is not restricted to phase
boundary scenarios. A readily accessible (basic) implementation of the
IPFV-algorithm can be found at [7]. Notwithstanding, we want to include
multiscale dynamics at the phase boundary by employing microscale
interface solvers in place of the generic interface solver G in (7.5). The
complete multiscale model and the interplay of all components is the topic
in the following Chapter 11.
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Particle Chain Model 8
One-dimensional particle chain (PC) models are one way to model the
phase change dynamics while retaining a relatively simple structure. As
such, they have been investigated in literature (e.g. in [62, 98]) with the
focus on upscaling to continuum models and solving Riemann problems.
We will consider PCs as an “entry-level” model for the phase boundary
dynamics on a particle level. Their inherently fixed structure makes PCs
empirically more suited for modeling solid structures. However, by using
appropriate inter-particle interaction potentials, it is possible to apply PCs
for modeling phase change in a van der Waals-fluid.
First, we will introduce the general description of PCs (Section 8.1), their
discretization (Section 8.1.1), and post-processing (Section 8.1.2 and Sec-
tion 8.2.1). Afterwards, a PC-based interface dynamics solver is presented
in algorithmic form (Section 8.2.2).

8.1 Elements of Particle Chain Simulations

PCs are a one-dimensional system of 𝑁 ∈ N particles with position
𝑥𝑖 = 𝑥𝑖(𝑡) ∈ R, velocity 𝑣𝑖 = 𝑣𝑖(𝑡) ∈ R and mass 𝑚𝑖 ∈ R, for 𝑖 = 1, … , 𝑁. The
distance between the 𝑖-th and (𝑖+1)-th particle is given by 𝑟𝑖,𝑖+1 = |𝑥𝑖+1−𝑥𝑖|,
see Figure 8.1. The particles are assumed to interact only with their direct
neighbors via a pair-potential 𝜙∶ R+ → R ∶ 𝑟 ↦ 𝜙(𝑟), where 𝑟 denotes
the distance between the particles. The potential 𝜙 defines the material
that is modeled. As such, the choice of 𝜙 crucially determines the dynamics
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𝑖 − 1 𝑖 𝑖 + 1 𝑖 + 2

𝑓𝑖,𝑖+1

𝑟𝑖,𝑖+1

Figure 8.1: Sketch of the PC model.

of the PC. At a later point in the chapter, we will give possible choices for
𝜙 that are consistent with macroscopic material properties.
The 𝑖-th particle is subject to the forces 𝑓𝑖−1,𝑖, 𝑓𝑖,𝑖+1 originating from the in-
teractions with its neighboring particles. The resulting force 𝑓𝑖 is therefore
given by

𝑓𝑖 = 𝑓𝑖−1,𝑖 + 𝑓𝑖,𝑖+1 = 𝜙′(|𝑥𝑖−1 − 𝑥𝑖|) − 𝜙′(|𝑥𝑖+1 − 𝑥𝑖|). (8.1)

Consequently, the acceleration 𝑎𝑖 = 𝑎𝑖(𝑡) of the 𝑖-th particle is given by
𝑎𝑖 = 𝑓𝑖/𝑚𝑖. For the boundary conditions we assume that 𝑓1 and 𝑓𝑁 are zero.
This gives us the following ordinary initial value problem for the particle
motion, according to the equation of motion

d
d𝑡𝑥𝑖(𝑡) = 𝑣𝑖(𝑡),
d
d𝑡𝑣𝑖(𝑡) =

1
𝑚𝑖
𝑓𝑖(𝑡),

𝑥𝑖(0) = 𝑥0𝑖 ,
𝑣𝑖(0) = 𝑣0𝑖 ,

(8.2)

with initial positions 𝑥0𝑖 and velocities 𝑣0𝑖 for 𝑖 = 1, … , 𝑁.

8.1.1 Discretization of the Particle System

For the time-discretization of the particle system (8.2) we apply the velocity
Verlet algorithm [201]. It is an explicit scheme for a time step from 𝑡𝑛 = 𝑛Δ𝑡
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to 𝑡𝑛+1, with Δ𝑡 > 0 and 𝑛 ∈ N, which has the following form

𝑥𝑛+1𝑖 = 𝑥𝑛𝑖 + Δ𝑡 𝑣𝑛𝑖 +
1
2Δ𝑡

2 𝑎𝑛𝑖 ,

𝑣𝑛+1𝑖 = 𝑣𝑛𝑖 +
1
2Δ𝑡 (𝑎

𝑛
𝑖 + 𝑎𝑛+1𝑖 ),

(8.3)

where 𝑥𝑛𝑖 is the 𝑖-th particle position at time 𝑡𝑛, 𝑣𝑛𝑖 the particle velocity, and

𝑎𝑛𝑖 =
𝑓 𝑛𝑖
𝑚𝑖

the particle acceleration. The forces 𝑓 𝑛𝑖 are computed according to
(8.1) at each time 𝑡𝑛. For more details on the time-discretization, we refer to
Section 9.1.1 where the velocity Verlet algorithm is applied in the context
of molecular dynamics (MD) simulations.

Remark 8.1: The computation of the forces 𝑓 𝑛𝑖 (8.1), as well as the update of
positions 𝑥𝑛𝑖 and velocities 𝑣𝑛𝑖 are independent for each particle. Consequently,
the computation can be easily implemented to run in parallel. To increase the
performance of the algorithm even further, we implemented the PC simulation
to run on GPUs using the CUDA framework [155].

8.1.2 Averaged Quantities

To set up and evaluate a PC simulation, we have to transfer continuum
scale properties, such as local density or velocity, to the particle scale
and vice versa. This can be done by employing statistical mechanics, and
more specifically, the Irving–Kirkwood formulas [106]. The (microscopic)
instantaneous density ̂𝜌(𝑥, 𝑡) and momentum (𝜌𝑣)(𝑥, 𝑡) distributions are
realized by

̂𝜌(𝑥, 𝑡) =
𝑁
∑
𝑖=1

𝑚𝑖 𝛿𝑥𝑖(𝑡)(𝑥),

(𝜌𝑣)(𝑥, 𝑡) =
𝑁
∑
𝑖=1

𝑚𝑖 𝑣𝑖(𝑡) 𝛿𝑥𝑖(𝑡)(𝑥),

where 𝑚𝑖, 𝑥𝑖 = 𝑥𝑖(𝑡), 𝑣𝑖 = 𝑣𝑖(𝑡) are the mass, position and velocity of the
𝑖-th particle and 𝛿𝑥𝑖(𝑡)( ⋅ ) denotes the Dirac delta distribution centered at
𝑥𝑖(𝑡) [60, 177]. Instantaneous means in this context that the distribution
describes one specific point 𝑡 in time.
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The instantaneous pressure distribution ̂𝑝(𝑥, 𝑡) is defined (see [47, 66, 106,
140]) by

̂𝑝(𝑥, 𝑡) = 1
𝑑
(

𝑁
∑
𝑖=1

(𝑚𝑖(𝑣𝑖 − 𝑣) ⋅ (𝑣𝑖 − 𝑣)) 𝛿𝑥𝑖(𝑡)(𝑥)

+ ∑
𝑖=1,…,𝑁
𝑗<𝑖

(𝑓𝑖𝑗 ⋅ 𝑟𝑖𝑗) 𝜆𝑖𝑗(𝑥, 𝑡)),
(8.4)

with the particle distances 𝑟𝑖𝑗 = 𝑟𝑖𝑗(𝑡) ≔ (𝑥𝑖(𝑡)−𝑥𝑗(𝑡)). The local (barycentric)
average velocity is denoted by 𝑣 = 𝑣(𝑥, 𝑡), which can, among other choices,
be realized by

𝑣(𝑥, 𝑡) = (
𝑁
∑
𝑖=1

𝐾 𝜀(|𝑥 − 𝑥𝑖(𝑡)|))
−1
(

𝑁
∑
𝑖=1

𝑣𝑖(𝑡)𝐾 𝜀(|𝑥 − 𝑥𝑖(𝑡)|)),

where 𝐾 𝜀∶ R → R is a smooth kernel with length scale parameter 𝜀 > 0.
The term 𝜆𝑖𝑗(𝑥, 𝑡) in (8.4) represents a Dirac-like delta distribution with
support on the segment that connects 𝑥𝑗(𝑡) with 𝑥𝑖(𝑡). The distribution
𝜆𝑖𝑗(𝑥, 𝑡) is defined by

(𝜆𝑖𝑗(𝑥, 𝑡), 𝜓 ) = ∫
1

0
𝜓(𝑥 − (𝑥𝑗(𝑡) + 𝜒 (𝑥𝑖(𝑡) − 𝑥𝑗(𝑡)))) d𝜒, for 𝜓 ∈ 𝐶∞0 (R),

and will be written as

𝜆𝑖𝑗(𝑥, 𝑡) ≔ ∫
1

0
𝛿𝑥𝑗(𝑡)+𝜒 (𝑥𝑖(𝑡)−𝑥𝑗(𝑡))(𝑥) d𝜒. (8.5)

For our applications, we are not interested in the whole distribution, as
it includes the full microscopic information. Instead we focus on locally
averaged quantities that can be obtained by averaging ̂𝜌(𝑥, 𝑡), (𝜌𝑣)(𝑥, 𝑡),
and ̂𝑝(𝑥, 𝑡). For a given control volume Ω ⊂ R, the spatially averaged
density 𝜌(𝑡) and momentum (𝜌𝑣)(𝑡) are given by
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𝜌(𝑡) = 1
|Ω|

∑
𝑥𝑖(𝑡)∈Ω

𝑚𝑖,

(𝜌𝑣)(𝑡) = 1
|Ω|

∑
𝑥𝑖(𝑡)∈Ω

𝑚𝑖𝑣𝑖.
(8.6)

The averaged microscopic pressure is given by

𝑃(𝑡) = 1
|Ω| ∫Ω

̂𝑝(𝑥, 𝑡) d𝑥. (8.7)

The terms in (8.6) and (8.7) depend on the chosen control volume Ω, how-
ever to simplify the notation, we will not mark this in the notation.
If the particle system has reached an equilibrium, one considers time-
averaged quantities 𝜌, 𝑣, and 𝑃.

In the following, we show that the averaging the microscopic pressure
distribution (8.4), as in (8.7), for homogeneous PC yields a microscale
pressure function that depends only on the specific volume (or density)
of the PC. Furthermore, we establish a direct connection between the
pressure of a homogeneous PC and its inter-particle potential.

Proposition 8.2 (Homogeneous Pressure): Let a homogeneous PC be given,
which means, all particle distances are equal, i.e. 𝑟𝑖,𝑖+1 = 𝜏 > 0, for all
𝑖 = 1, … , 𝑁 − 1, and the particle masses are constant, i.e. 𝑚𝑖 = 𝑚, for all
𝑖 = 1, … , 𝑁. Furthermore, we assume that the local microscopic temperature is
zero, which means that the particle velocities are constant, i.e. 𝑣 ≡ 𝑣 and 𝑣𝑖 = 𝑣,
for all 𝑖 = 1, … , 𝑁 and 𝑣 ∈ R constant. In this case, the averaged microscopic
pressure 𝑃 (8.7) does not depend on time and can in fact be written as a
function of 𝜏, which is given by

𝑝(𝜏) = −𝜙′(𝜏 ). (8.8)

Proof. Due to the assumption that the PC is homogeneous, it suffices to
consider a single arbitrary particle 𝑥𝑖 in (8.4). As all particles are equidistant
and have the same velocity, the particle distance 𝜏 does not change over
time. We average the instantaneous pressure (8.4) by integration over the



108 8 Particle Chain Model

control volume Ω = [𝑥𝑖 −
𝜏
2 , 𝑥𝑖 +

𝜏
2 ], which yields the averaged microscopic

pressure

𝑃 = 1
𝜏
((𝑚𝑖(𝑣𝑖 − 𝑣) ⋅ (𝑣𝑖 − 𝑣)) + 1

2 (𝑓𝑖,𝑖−1 ⋅ 𝑟𝑖,𝑖−1) −
1
2 (𝑓𝑖+1,𝑖 ⋅ 𝑟𝑖+1,𝑖)) .

As we assume that there are no velocity fluctuations, we have (𝑣𝑖 − 𝑣) = 0,
and inserting the definition of the inter-particle forces (8.1) gives

𝑃 = 1
𝜏
(−1

2𝜙
′(𝜏 )𝜏 − 1

2𝜙
′(𝜏 )𝜏) = −𝜙′(𝜏 ).

The statement of the proposition follows by setting 𝑃 = 𝑝(𝜏).

Note that we initialize the particles without random velocity fluctuations,
i.e. 𝑣𝑖 = 𝑣. Thus, Proposition 8.2 is applicable and the microscopic pressure
function can be determined from the inter-particle potential. Moreover,
the particle distance 𝜏 for a homogeneous particle chain is equal to the
averaged specific volume 𝜏 = 𝑚/𝜌, as such we will use the same symbol
for both quantities.

Later in this work, we couple microscale and continuum-scale data. Conse-
quently, the continuum-scale fluid properties should fit to their microscale
counterpart. Therefore, we say that a continuum-scale pressure function
is consistent with the microscale pressure function, if they are equal. For
PCs the macroscopic pressure function can be determined via (8.8) directly
from the microscale model. This means that for the consistency of both the
continuum and the microscopic model, we have to set 𝜙(𝜏) = 𝜓(𝜏), where
𝜓 denotes the specific Helmholtz free energy of the macroscopic system,
satisfying 𝑝(𝜏) = −𝜓 ′(𝜏 ). In the following, we consider the potential

𝜙(𝑟) = −𝑎
𝑟
− 𝑅𝜃 ln(𝑏 − 𝑟), 𝜙′(𝑟) = 𝑎

𝑟2
+ 𝑅𝜃
𝑏 − 𝑟

, (8.9)

which is consistent with the van der Waals pressure (3.4) for 𝜃 = 𝑇ref.
However, we stress that the choice of the potential is arbitrary and implies
the macroscopic pressure, not the other way round.
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The potential 𝜙 (and respectively the pressure) defines the fluid properties
and therefore the phase states. We can transfer the considerations from the
continuum scale1 and define subdomainsA′

+,A′
− ⊂ R that define different

phase states for the particles in terms of the particle distances 𝑟𝑖,𝑖+1. To
be more specific, if 𝑟𝑖,𝑖+1 ∈ A′

±, we say that the 𝑖-th particle belongs to
the ±-phase. The choice of A′

± depends solely on the potential and its
properties. By setting 𝜌 = 1

𝜏 =
1

𝑟𝑖,𝑖+1
, the continuum-scale phase domains

A± — identified in e.g. Section 3.1 — can be transferred to the particle scale
(or vice-versa).

8.2 The Microscopic Riemann Problem

Our main goal is to describe phase boundary dynamics by employing
microscale particle simulations. Therefore we interpret the phase boundary
as a Riemann problem that is solved by a particle simulation.
As a first step, we have to set up the Riemann problem on the particle
scale in terms of the continuum-scale Riemann data 𝑢− = (𝜌−, 𝜌−𝑣−) and
𝑢+ = (𝜌+, 𝜌+𝑣+), where the subscripts + and − denote the two phases. We
initialize the particles according to

𝑥0𝑖 − 𝑥0𝑖−1 =
𝑚𝑖
𝜌±

, 𝑣0𝑖 = 𝑣±, for all 𝑖 ∈ 𝐼±, (8.10)

where 𝐼− = {𝑖 ∶ 𝑖 = 1, … , 𝑁 with 𝑥𝑖 ≤ 0}, 𝐼+ = {𝑖 ∶ 𝑖 = 1, … , 𝑁 with 𝑥𝑖 > 0}
are the index sets for the left/right particles. A schematic depiction of such
a configuration is shown in Figure 8.2.
This gives us the microscopic Riemann problem for

(𝜌, 𝑣)(𝑥, 𝑡 = 0) = {
(𝜌−, 𝑣−) ∶ 𝑥 < 0,
(𝜌+, 𝑣+) ∶ 𝑥 > 0,

(8.11)

with left state (𝜌−, 𝑣−) and right state (𝜌+, 𝑣+), defined by local averages
of (8.6), with the jump at 𝑥 = 0.

1See Example 3.1 for a discussion of the phase states for the van der Waals fluid on the
continuum-scale, and Section 2.2 for a generic description of the phase states.
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0

(𝜌−, 𝑣−) (𝜌+, 𝑣+)

Figure 8.2: Schematic representation of Riemann data at the microscopic
scale.

8.2.1 Wave Pattern Extraction

In Figure 8.3 an example of a solution for a microscale Riemann prob-
lem (8.11) is depicted. It can be seen that, similar to wave patterns in the
continuum case, a three wave pattern evolves – see Figure 3.2. Later, in
Chapter 11, we apply this analogy to construct a numerical flux for the
interface dynamics. For this purpose, we need to extract the states adja-
cent to the phase boundary from the wave pattern, and also the interface
propagation speed.
To obtain these values, first of all, the interface position Γ(𝑡) must be de-
termined throughout the PC simulation. This can be done by finding the
particle with index iΓ(𝑡) = 𝑖 such that 𝑟𝑖−1,𝑖 ∈ A′

− and 𝑟𝑖,𝑖+1 ∈ A′
+. The in-

terface position is then defined as Γ(𝑡) = 𝑥𝑖(𝑡). From the trajectory of Γ(𝑡),
we can compute the interface speed 𝑠 = d

d𝑡Γ(𝑡) by e.g. linear regression
(Section A.4).
To sample the wave states (𝜌∗±, (𝑣)∗±) near the interface, we define the
sampling domains

Σ−(𝑡) ≔ [𝑥iΓ(𝑡)−𝑛offset−𝑛sampling
, 𝑥iΓ(𝑡)−𝑛offset],

Σ+(𝑡) ≔ [𝑥iΓ(𝑡)+𝑛offset , 𝑥iΓ(𝑡)+𝑛offset+𝑛sampling
],

which are the regions around the interface Γ(𝑡), with an offset of 𝑛offset ∈ N
particles, that include 𝑛sampling ∈ N particles each. Then, the wave states
can be sampled according to
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Figure 8.3: Example of a solution of the microscopic particle model
with van der Waals potential (8.9) for the initial values (𝜌, 𝑣)− =
(1.9, 0) and (𝜌, 𝑣)+ = (0.3, 0) for 16 384 particles at 𝑡 = 1000. The
phase boundary is located at the density jump near the origin. For
illustration, the solid line indicates locally averaged values via kernel
smoothing.

𝜌∗±(𝑡) = |Σ±|−1 ∑
𝑥𝑖∈Σ±

𝑚𝑖,

(𝜌𝑣)∗±(𝑡) = |Σ±|−1 ∑
𝑥𝑖∈Σ±

𝑚𝑖𝑣𝑖,

𝑣∗±(𝑡) = ( ∑
𝑥𝑖∈Σ±

𝑚𝑖)
−1

∑
𝑥𝑖∈Σ±

𝑚𝑖𝑣𝑖.

(8.12)

The offset 𝑛offset is needed to avoid rapid changes near the interface, but it
seems that a small number of particles suffices. The number of sampling
particles 𝑛sampling is also empirically chosen. A higher number of 𝑛sampling
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increases the statistical accuracy, however, obtaining a sufficiently large
plateau for the corresponding wave state might take much more time steps.
In the end, a compromise between computational runtime and statistical
accuracy has to be made.

8.2.2 Particle Chain Riemann Solver: Algorithm

By combining the methods presented in the previous section, we are now
able to initialize a microscale Riemann problem, simulate the particle
dynamics, and extract the phase boundary wave states and speed. The
whole procedure describes a function

Rchain(𝜌−, 𝑣−, 𝜌+, 𝑣+) = (𝜌∗−, 𝑣∗−, 𝜌∗+, 𝑣∗+, 𝑠), (8.13)

that maps the initial states to the interface wave states and the interface
wave speed 𝑠. The algorithmic description of (8.13) is given in the following
algorithm.

Algorithm 8.3: Particle Chain Riemann Solver

Input: continuum fluid states (𝜌−, 𝑣−), (𝜌+, 𝑣+).
Parameters: total number of particles 𝑁particles, processing fre-
quency 𝜏pr ∈ N, number of time steps 𝑁end, time step Δ𝑡 > 0, time
sampling ratio 𝛼𝑡−smpl ∈ [0, 1], number of offset particles 𝑛offset,
number of sampling particles 𝑛sampling.

Algorithm

• Set up initial particle configuration according to (8.10).
• For 𝑛 = 1, … , 𝑁end:

– Compute 𝜏pr new time steps 𝑡𝑛−1 → 𝑡𝑛 = 𝑛Δ𝑡 using the velocity
Verlet algorithm (8.3).

– Compute new interface position Γ(𝑡𝑛), interface speed 𝑠(𝑡𝑛),
and interface states (𝜌∗±, 𝑣∗±)(𝑡𝑛) as described in Section 8.2.1.

• Compute the time averaged values (𝜌∗±, 𝑣∗±, 𝑠) from (𝜌∗±, 𝑣∗±)(𝑡𝑛)
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according to (8.12) and 𝑠(𝑡𝑛) for all 𝑛 = �̃�𝑡−smpl𝑁end, … , 𝑁end.

Result: interface states (𝜌∗−, 𝑣∗−), (𝜌∗+, 𝑣∗+), and interface speed 𝑠.

With this, we are now able to solve microscale Riemann problems on a
particle scale. For the PC simulations, we use the parameters presented in
Table B.1, if not otherwise mentioned.

8.3 Summary

PC models are cut out for simulating solid structures, due to the fixed
order of particles. Therefore, PC models are mostly used for elasticity
problems. Here, we have transferred PCs to describe liquid–vapor flow by
employing an inter-particle potential that is consistent with a (continuum-
scale) van der Waals fluid. Note that the PC by itself should be considered
as initially completely cold, as no oscillations are present in the initial
particle configuration. The underlying temperature of the fluid is included
in the inter-particle potential.
Due to their relatively simple structure, PCs are fast to compute, while
retaining a wide range of dynamics that can be studied. Furthermore, as
they tend to oscillatory behavior, statistical averaging is needed to yield
continuum-scale. In contrast to more complicated particle models, it is
even possible to perform the transition from the atomistic to the contin-
uum scale analytically, as shown in [63].
In summary, PCs are prime test candidates for describing microscale dy-
namics in our multiscale model. Nevertheless, many physical effects are
neglected by reducing the fluid to a single space dimension with fixed par-
ticle positions. This leads us to full, three-dimensional molecular dynamics
simulations presented in the next chapters.





Molecular
Dynamics for the

Lennard–Jones Fluid 9
One of the most detailed ways to describe fluid flow on a microscopic
scale is to perform molecular dynamics (MD) simulations, where each
molecule is resolved as single (or even multiple) particles. This has already
been successfully applied to investigate liquid–vapor flow [101, 146], albeit,
mainly focused on equilibrium computations. In this chapter, we first
summarize the well-established basics for MD simulations (see e.g. [8]).
Then, we apply MD simulations to construct a novel microscale Riemann
solver that describes the non-equilibrium dynamics of the liquid–vapor
interface.

9.1 Elements of Molecular Dynamics Simulations

For a MD particle system we consider 𝑁 ∈ N particles with masses 𝑚𝑖 > 0,
positions 𝒙𝑖 = (𝑥𝑖, 𝑦𝑖, 𝑧𝑖) ∈ R3, velocities 𝒗𝑖 ∈ R3, and accelerations 𝒂𝑖 ∈ R3

inside a domainΩMD ⊂ R3. The particles interact via an inter-particle, two-
body potential 𝜙∶ R → R. More specifically, we consider the Lennard–

𝑟 = ‖𝒙𝑖 − 𝒙𝑗‖

𝜙(𝑟)

Figure 9.1: Particles interacting via a two-body potential.
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Figure 9.2: Lennard–Jones potential.

Jones potential

𝜙(𝑟) = 4𝜀 ((𝜎
𝑟
)
12

− (𝜎
𝑟
)
6
) ,

where 𝑟 > 0 denotes the distance between two particles. The parameters
𝜎, 𝜀 > 0 specify the type of particle — and therefore the fluid — that is
modeled. Figure 9.2 shows a plot of the Lennard–Jones potential. The
resulting force between two arbitrary particles 𝑖 ≠ 𝑗 computes as

𝒇𝑖𝑗 = −∇𝒙𝑖𝜙(‖𝒙𝑖 − 𝒙𝑗‖).

With this, we can formulate the equations of motion for each particle
𝑖 = 1, … , 𝑁:

d
d 𝑡𝒙𝑖 = 𝒗𝑖,

d
d 𝑡𝒗𝑖 = 𝒂𝑖, 𝒂𝑖 = ∑

𝑗≠𝑖
𝒇𝑖𝑗/𝑚𝑖, (9.1)

with the initial conditions

𝒙𝑖(0) = 𝒙0𝑖 , 𝒗𝑖(0) = 𝒗0𝑖 ,

which will be discussed later in Section 9.3. This means one has to solve
a large system of ordinary differential equations in order to perform MD
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simulations.

The system (9.1) is a Hamiltonian system. If we gather all particle positions
𝒙𝑖, and momentum vectors 𝑚𝑖𝒗𝑖 in vectors, i.e.

𝒒 = (𝒙1, … , 𝒙𝑁), 𝒑 = (𝑚1𝒗1, … , 𝑚𝑁𝒗𝑁),

the Hamiltonian of (9.1) can be written as

𝐻(𝒒, 𝒑) = (1
2

𝑁
∑
𝑖=1

𝑚𝑖‖𝒗𝑖‖2) + (
𝑁
∑
𝑖=1

𝑁
∑
𝑗>𝑖

𝜙(‖𝑥𝑖 − 𝑥𝑗‖)).

The first term is the kinetic energy and the second term the potential energy
of the particle system. As such, the Hamiltonian 𝐻(𝒒, 𝒑) corresponds to
the energy of the particle system and if there is no external energy input
or output, it holds d

d𝑡𝐻(𝒒(𝑡), 𝒑(𝑡)) = 0.

9.1.1 Discretization of the Molecular Dynamics System

We use the Velocity Verlet algorithm [201] to solve (9.1) for a time step
from 𝑡𝑛 = 𝑛Δ𝑡 to 𝑡𝑛+1, with Δ𝑡 > 0 and 𝑛 ∈ N, which is given by

𝒙𝑛+1𝑖 = 𝒙𝑛𝑖 + Δ𝑡 𝒗𝑛𝑖 +
1
2Δ𝑡

2 𝒂𝑛𝑖 ,

𝒗𝑛+1𝑖 = 𝒗𝑛𝑖 +
1
2Δ𝑡 (𝒂

𝑛
𝑖 + 𝒂𝑛+1𝑖 ),

(9.2)

for each 𝑖 = 1, … , 𝑁. Here, 𝒙𝑛𝑖 denotes the 𝑖-th particle position at time 𝑡𝑛,
𝒗𝑛𝑖 the particle velocity, and 𝒂𝑛𝑖 the particle acceleration.
The Velocity Verlet algorithm is a time-explicit, second order scheme that
is easy to implement and time-reversible. Moreover, (9.2) is an example
for a symplectic integrator, see e.g. [90].
In [89, Theorem 5.1] it is shown that for a trajectory (𝒒𝑛, 𝒑𝑛)𝑛∈N computed
by (9.2) the following estimate holds for 𝐶, 𝐶𝑀 > 0 and 0 ≤ 𝑡𝑛 ≤ Δ𝑡−𝑀:

|𝐻 (𝒒0, 𝒑0) − 𝐻(𝒒𝑛, 𝒑𝑛)| ≤ 𝐶Δ𝑡2 + 𝐶𝑀 Δ𝑡𝑀𝑡𝑛,
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for 𝑀 ∈ N>0 arbitrary. The constant 𝐶𝑀 depends on derivatives of 𝐻 up to
order 𝑀 + 1, but not on Δ𝑡.
This result shows that the velocity Verlet algorithm closely approximates
the underlying Hamiltonian structure of (9.1). Therefore, it offers a better
long-time stability, as compared to e.g. a basic explicit Euler scheme. Fur-
thermore, the velocity Verlet algorithm is not memory-demanding if it is
evaluated in the following form:

1. 𝒙𝑛+1𝑖 = 𝒙𝑛𝑖 + Δ𝑡 𝒗𝑛𝑖 +
1
2Δ𝑡

2 𝒂𝑛𝑖 for all 𝑖 = 1, … , 𝑁.

2. 𝒗𝑛+
1/2

𝑖 = 𝒗𝑛𝑖 +
1
2Δ𝑡 𝒂

𝑛
𝑖 for all 𝑖 = 1, … , 𝑁.

3. Compute accelerations 𝒂𝑛+1𝑖 using the positions 𝒙𝑛+1𝑗 , 𝑖, 𝑗 =
1, … , 𝑁.

4. 𝒗𝑛+1𝑖 = 𝒗𝑛+
1/2

𝑖 + 1
2Δ𝑡 𝒂

𝑛+1
𝑖 for all 𝑖 = 1, … , 𝑁.

In that way only one array is needed for each the positions, velocities,
and accelerations. Consequently, no intermediate values have to be stored
in the memory for the actual implementation, and the already allocated
arrays can be reused. Note that this assumes that the acceleration depends
only on the position of the particle and not on the velocity.

9.1.2 Cutoff-Potential

Solving the equation of motion (9.1) directly requires the computation of
(𝑁 − 1)2 pair-interactions. For a high number of particles this is usually
unfeasible. To respond to this problem, it is common to apply a localized
potential by introducing a cutoff length 𝑟cutoff > 0, above which the poten-
tial is set to zero. More specifically, the cutoff-potential for a potential 𝜙
has the form

𝜙(𝑟 ; 𝑟cutoff) ≔ {
𝜙(𝑟), 𝑟 < 𝑟cutoff,
0, 𝑟 ≥ 𝑟cutoff.

(9.3)

This makes it possible to apply more efficient, local computations, which is
discussed in Section 9.1.4. Naturally, using a cutoff-potential comes at a cost:
long-range forces are not considered anymore. They have to be re-included
via long-range corrections or long-range forces — see Section 9.1.5.
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Figure 9.3: Lennard–Jones potential with cutoff radius 𝑟cutoff = 2.

9.1.3 Computational Domain

In the following, we are interested in simulating the fluid dynamics in
normal direction of the phase boundary. Therefore, it is beneficial to
consider an adapted computational domain, that is large in 𝑥-direction
and small in 𝑦 and 𝑧-direction, see Figure 9.4 (b). In 𝑦 and 𝑧-direction we
consider periodic boundary conditions, whereas in 𝑥-direction reflecting
boundary conditions are chosen — see Section 9.1.6. We fix the height ℎdom
in 𝑦 and 𝑧-direction to a multiple of the cutoff-radius 𝑟cutoff and set the
length 𝑙dom in 𝑥-direction according to the desired fluid density.
The big advantage of this choice is, that, in conjunction with the cutoff-
potential, we are now able to consider one-dimensional grid cells for a
more efficient and faster computation of the interaction forces.

9.1.4 Linked-Cell Algorithm

The cutoff-potential makes it possible to compute the pair-interactions in
a more efficient manner. For this purpose, we choose a fixed cell size Δ𝑐 =
2𝜎𝑟cutoff and divide the domain into cells 𝐶𝑘, 𝑘 = 1, … , ⌊𝑙dom/Δ𝑐⌋ ≕ 𝑁cells
— see Figure 9.4 (b). All particles are sorted and distributed in each cell
according to their 𝑥-position. This is done via an array of size 𝑁cells, that



120 9 Molecular Dynamics

ℎdom
ℎ d

om

ℎ do
m

(a) Standard, cubic com-
putational domain

𝑙dom

ℎ d
om

ℎ do
m

Δ𝑐 ≈ 𝑟cutoff

(b) Elongated cuboid domain with linked-
cell approach

Figure 9.4: Two different settings for the computational domain.

stores at position 𝑘 the index of the first particle belonging to the cell 𝐶𝑘.
Now assume a particle 𝑖 is in the cell 𝐶𝑘. Then, for computing the pair-in-
teractions, only the particles in the neighboring cells have to be considered,
i.e.

𝒇𝑖 = ∑
𝑗∶ 𝒙𝑗∈𝐶𝑘−1∪𝐶𝑘∪𝐶𝑘+1

𝒇𝑖𝑗, for 𝒙𝑖 ∈ 𝐶𝑘. (9.4)

The drawback of this method is that the particles have to be sorted regularly
during the simulation.

9.1.5 Long-Range Forces

By using a cutoff-potential (9.3) long-range interactions in the particle
system are discarded. This becomes especially a problem for inhomoge-
neous particle systems, which is the case for liquid–vapor flow. To correct
this problem long-range forces have to be re-included, while retaining
computational efficiency. Following the approach described in [108], we
compute the forces depending on the local density average. Therefore, the
cell-averaged densities 𝜌𝐶𝑘 are computed at each point in time. Then, a
particle 𝑖 in cell 𝐶𝑘 is subject to the long-range force

𝒇𝐶𝑘,LR = ∑
𝑙≠𝑘−1,𝑘,𝑘+1

2𝜋(𝑐𝑘 − 𝑐𝑙)𝜙(|𝑐𝑘 − 𝑐𝑙|)𝜌𝐶𝑘Δ𝑐 for 𝒙𝑖 ∈ 𝐶𝑘, (9.5)
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where 𝑐𝑙 denotes the center point of cell 𝐶𝑙. Note that the long-range forces
do not depend on the particle position and can therefore be precomputed
for each cell.

9.1.6 Boundary Conditions

In most applications for MD simulations it is sufficient to consider a simple
cubic box with periodic boundary conditions as the computational do-
main, see for example Figure 9.4 (a). In the context of particle simulations
periodic boundary conditions imply, that for each particle, its periodic
images have to be considered in the simulation, see Figure 9.5. For the
implementation of the boundary conditions assume the computational
domain is given by [0, 𝑙dom] × [0, ℎdom]2, with 𝑙dom, ℎdom > 0.
Periodic boundary conditions can be implemented by restricting the par-
ticle positions 𝒙 = (𝑥, 𝑦 , 𝑧) to the computational domain, i.e. assuming
the domain is periodic in 𝑧-direction, the position of the particle can be
restricted by

𝑧 −= ⌊ 𝑧
ℎdom

⌋ ℎdom.

The computation of the distances and vectors between the particles should
obey the minimum image convention [148]. Let 𝒓𝑖𝑗 = 𝒙𝑖 − 𝒙𝑗 be the distance
vector between two particles 𝒙𝑖 = (𝑥𝑖, 𝑦𝑖, 𝑧𝑖), 𝒙𝑗 = (𝑥𝑗, 𝑦𝑗, 𝑧𝑗). Again assuming
a 𝑧-periodic domain, we can account for the periodic images of the particles
by correcting 𝒓𝑖𝑗 by

𝒓𝑖𝑗,𝑧 −= ℎdom ⌊
𝒓𝑖𝑗,𝑧
ℎdom

⌉,

where ⌊ ⋅ ⌉ rounds to the nearest integer. Periodic boundary conditions in
𝑥- and 𝑦-direction can be implemented analogously.

For our applications, i.e. computing microscale Riemann solutions, we
want to avoid periodic boundary conditions in 𝑥-direction, because they
would introduce a second interface. This could lead to more, possibly
superimposing waves, making the analysis of the microscale Riemann



122 9 Molecular Dynamics

ΩMD

𝑧

𝑦

Figure 9.5: Periodic boundary conditions and minimum image conven-
tion for particle systems.

solution more demanding. Consequently, we close the boundary in 𝑥-
direction via reflecting boundary conditions.
Reflecting boundary conditions model a solid wall, where particles are
reflected after an elastic collision. Let 𝒙𝑖 = (𝑥𝑖, 𝑦𝑖, 𝑧𝑖) an arbitrary particle
with velocity 𝒗𝑖 = (𝑢𝑖, 𝑣𝑖, 𝑤𝑖), then reflecting boundary conditions in 𝑥-
direction can be applied in the following way:

• If 𝑥𝑖 < 0: The new position and velocity are set to

𝑥𝑖 ≔ |𝑥𝑖| − 𝑙dom⌊|𝑥𝑖|/𝑙dom⌋,
𝑢𝑖 ≔ −𝑢𝑖.

• If 𝑥𝑖 > 𝑙dom: The new position and velocity are set to

𝑥𝑖 ≔ 𝑙dom − |𝑥𝑖 − 𝑙dom| + 𝑙dom⌊|𝑥𝑖 − 𝑙dom|/𝑙dom⌋,
𝑢𝑖 ≔ −𝑢𝑖.
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9.1.7 Averaged Quantities / Statistical Mechanics

By solving the MD system (9.1), microscale information about the fluid sys-
tem is generated. In most situations, the trajectory of every single particle
is not of interest. Instead the focus lies on the continuum-scale behavior
of the fluid. To convert the microscale dynamics to continuum-scale quan-
tities, we apply methods from the domain of statistical mechanics. The
complete description of this field is out of the scope of this work, we refer
to [8]. Despite that, some terminology is described in the following.

Assume we have a microscopic, instantaneous quantity Λinst = Λinst(𝑡)
which can be computed from the particle states for each point in time
𝑡 ≥ 0. Some examples for such a quantity might be the microscale den-
sity, chemical potential, or pressure. Subsequently, it is assumed that the
corresponding macroscopic/observed quantity is the time-average of the
microscopic/instantaneous quantity

Λobs = ⟨Λinst(𝑡)⟩time = lim
𝑡→∞

1
𝑡 ∫

𝑡

0
Λinst(𝑡) d𝑡 .

In practice, the average is taken over a finite time interval, and it is assumed
that the observed quantity is close to an equilibrium state. Moreover, the
instantaneous quantities themselves are only a spatial average over some
part of the domain.

By employing the Irving–Kirkwood formulas [106] it is possible to for-
mulate microscopic distributions of some key quantities. Thus, the micro-
scopic instantaneous density ̂𝜌(𝑥, 𝑡) and momentum �̂�(𝑥, 𝑡) distributions
are given by

̂𝜌(𝑥, 𝑡) =
𝑁
∑
𝑖=1

𝑚𝑖 𝛿𝑥𝑖(𝑡)(𝑥),

�̂�(𝑥, 𝑡) =
𝑁
∑
𝑖=1

𝑚𝑖 𝒗𝑖(𝑡) 𝛿𝑥𝑖(𝑡)(𝑥),

where 𝑚𝑖 > 0, 𝑥𝑖 ∈ R, 𝒗𝑖 ∈ R3 are the mass, position in 𝑥-direction and ve-
locity of the 𝑖-th particle. Here, 𝛿𝑥𝑖(𝑡)( ⋅ ) denotes the Dirac delta distribution
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centered at 𝑥𝑖 [60, 177]. Likewise, the instantaneous pressure distribution
̂𝑝(𝑥, 𝑡) (see [47, 66, 106, 140]) is defined by

̂𝑝(𝑥, 𝑡) = 1
𝑑
(

𝑁
∑
𝑖=1

(𝑚𝑖(𝒗𝑖 − 𝒗) ⋅ (𝒗𝑖 − 𝒗) 𝛿𝑥𝑖(𝑡)(𝑥)

+ ∑
𝑖=1,…,𝑁
𝑗<𝑖

(𝒇𝑖𝑗 ⋅ 𝒓𝑖𝑗) 𝜆𝑖𝑗(𝑥, 𝑡)),
(9.6)

where, 𝜆𝑖𝑗(𝑥, 𝑡) is defined as in (8.5), and 𝒓𝑖𝑗(𝑡) ≔ (𝒙𝑖(𝑡) − 𝒙𝑗(𝑡)). The local
(barycentric) average velocity is denoted by 𝒗 = 𝒗(𝑥, 𝑡), which can be
computed, among other choices, via

𝒗(𝑥, 𝑡) = (
𝑁
∑
𝑖=1

𝐾 𝜀(|𝑥 − 𝑥𝑖(𝑡)|))
−1
(

𝑁
∑
𝑖=1

𝒗𝑖(𝑡)𝐾 𝜀(|𝑥 − 𝑥𝑖(𝑡)|)),

where 𝐾 𝜀∶ R → R is a smooth kernel with length scale parameter 𝜀 > 0.
The first term in (9.6) is the local kinetic contribution to the pressure. The
second term originates from the pair-interactions between the particles.
The local temperature distribution can be formally understood as

̂𝑇 (𝑥, 𝑡) ≔ 1
𝑑
(

𝑁
∑
𝑖=1

𝛿𝑥𝑖(𝑡)(𝑥))
−1 𝑁

∑
𝑖=1

(𝑚𝑖(𝒗𝑖 − 𝒗) ⋅ (𝒗𝑖 − 𝒗)) 𝛿𝑥𝑖(𝑡)(𝑥). (9.7)

However, the temperature is only defined as an averaged quantity and is
undefined in the absence of particles.

9.1.8 Thermostat

The temperature of a MD system is a statistically derived quantity. How-
ever, to provide meaningful MD simulations, it is important to control
the temperature somehow. Typically, this is done by applying a so-called
thermostat during the simulations. Many different thermostats have been
proposed, for example the Andersen thermostat [11], the Bussi–Donadio–
Parrinello thermostat [33], or the Nosé–Hoover thermostat [102]. Nonethe-
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less, we will apply one of the most basic thermostats in our setting: the
velocity rescaling thermostat (also described in [33]).

In the isothermal, homogeneous case the (relative) velocity of every particle
is rescaled by

𝜆 = √𝑇ref/𝑇inst,

where 𝑇ref ≥ 0 is the prescribed target temperature and 𝑇inst is the mea-
sured, instantaneous temperature, averaged over the whole system using
(9.7).

For nonhomogeneous applications with varying density or temperature
it is beneficial to consider a local thermostat, which measures the tem-
perature locally and rescales the relative particle velocities for each lo-
cal measurement. For this purpose, the computational domain is divided
into several cells, and the instantaneous temperature 𝑇inst,𝑖 is computed
in each cell 𝑖. Then, the velocity of all particles in cell 𝑖 are rescaled by
𝜆𝑖 = √𝑇ref/𝑇inst,𝑖. If the reference temperature 𝑇ref varies across the domain,
we can consider it at each cell 𝑖 and insert the local reference temperature
𝑇ref,𝑖 into the formula for 𝜆𝑖. Finally, if a particle 𝑗 is in cell 𝑖, its velocity 𝒗𝑗
is rescaled according to

𝒗𝑗 ≔ 𝜆𝑖(𝒗𝑗 − 𝒗𝑖) + 𝒗𝑖,

where 𝒗𝑖 is the barycentric mean velocity in the 𝑖-th cell.

The cells boundaries are generated dynamically on each side of the inter-
face Γ(𝑡) such that each cell on the left/right side contains approximately
𝑛therm,L, 𝑛therm,R ∈ N particles.

Remark 9.1 (Isothermal Simulation): For isothermal flow the local thermo-
stat is active for all cells throughout the simulation. In contrast to that, for
temperature-dependent flow, the thermostat is deactivated after the initial
thermalization phase (see Section 9.3), i.e. after establishing the desired initial
temperature of the particle system. In that way, no artificial temperature-
control takes place.
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9.1.9 Reduced Units

MD simulations are usually carried out in reduced dimensions — cf. Ta-
ble 9.1. In that way, we can set the Lennard–Jones parameters and the
particle mass to one, i.e. 𝑚𝑖 = 1, for all 𝑖 = 1, … , 𝑁particles, as well as 𝜀 = 1,
and 𝜎 = 1. This has the benefit that floating-point over-/under-flows
during the simulation can be largely avoided.

reduced units SI units

mass 1 u 1.6605·10−27 kg
length 1 𝜎 = 1Å 10−10 m
energy 1 𝜀 1.380·10−23 J

velocity 1 𝜀0.5 u−0.5 91.1622m s−1

time 1 𝜎 u0.5 𝜀−0.5 1.0969·10−12 s
force 1 𝜀 𝜎−1 1.380·10−13 N
pressure 1 𝜀 𝜎−3 1.380·107 Pa
temperature 1 𝜀 𝑘B−1 1 K
density 1 u 𝜎−3 1.6605·103 kgm−3

momentum density 1 𝜀0.5 u0.5 𝜎−3 1.5138·105 kgm−2 s−1

Table 9.1: Unit conversion table.

9.2 Molecular Simulation Algorithm

The following algorithm describes the computation of a single time step
of the MD simulation, combining the methods described in the previous
sections.

Algorithm 9.2: Molecular Simulation Time-step with Linked
Cells

Input: particle states 𝒙[𝑖] = 𝒙𝑖(𝑡𝑛), 𝒗[𝑖] = 𝒗𝑖(𝑡𝑛), and 𝒂[𝑖] = 𝒂𝑖(𝑡𝑛) for
𝑖 = 1, … , 𝑁 at 𝑡𝑛 ≥ 0.
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Parameters: time step Δ𝑡 > 0, sorting frequency 𝜏sort ∈ N, linked-
cell size Δ𝑐 > 0.

Algorithm

• If 𝑛 mod 𝜏sort = 0: sort particles w.r.t. 𝑥-coordinates and store
particles indices for each cell 𝐶𝑘 — see Section 9.1.4.

• Compute cell-averaged densities 𝜌𝐶𝑘 and the long-range forces
𝒇𝐶𝑘,LR for each cell 𝐶𝑘 — see Section 9.1.5.

• Update positions, for all 𝑖 = 1, … , 𝑁,

𝒙[𝑖] += Δ𝑡 𝒗[𝑖] + 1
2Δ𝑡

2 𝒂[𝑖].

• Apply boundary conditions — see Section 9.1.6.
• Compute intermediate velocities, for all 𝑖 = 1, … , 𝑁

𝒗[𝑖] += 1
2Δ𝑡 𝒂[𝑖].

• Update accelerations, for all 𝑖 = 1, … , 𝑁,

𝒂[𝑖] = 1
𝑚𝑖
(𝒇𝑖 + 𝒇𝐶𝑘,LR),

using the pair-interaction potential Φ, the (updated) positions
𝒙[⋅], and equations (9.3), (9.4), (9.5).

• Update velocities, for all 𝑖 = 1, … , 𝑁,

𝒗[𝑖] += 1
2Δ𝑡 𝒂[𝑖].

Result: 𝒙𝑖(𝑡𝑛+1) = 𝒙[𝑖], 𝒗𝑖(𝑡𝑛+1) = 𝒗[𝑖], and 𝒂𝑖(𝑡𝑛+1) = 𝒂[𝑖].

One of the major computational bottlenecks of the whole algorithm is the
computation of the forces acting on each particle. The force computation
is however largely independent for each particle, which gives us the possi-
bility to compute the forces in parallel. Additionally, computing the forces
is relative simple in structure. These points make MD simulations an ideal
candidate for the implementation on GPUs, resulting in a much higher
computational performance. To understand the computational gains of
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running the simulation on a GPU, we have to understand that a generic
GPU usually consists of a much higher number of, albeit less capable,
processing units than a normal CPU. Therefore, we are able to compute a
large number of particle forces in parallel. The explicit implementation of
Algorithm 9.2 uses the CUDA framework [155].

9.3 Molecular-Scale Riemann Problem

Our main interest lies in computing Riemann solutions on the molecular
scale for the continuum-scale initial conditions 𝒖− = (𝜌−, 𝑣−, 𝑇−) in the
liquid phase and 𝒖+ = (𝜌+, 𝑣+, 𝑇+) in the vapor phase.
To set up such a microscale Riemann problem, we choose a fixed number of
particles𝑁𝑝 ∈ N and distribute them into two subdomains with fixed width
in 𝑦- and 𝑧-direction, such that the desired density is achieved and the
ratio of the subdomain lengths in 𝑥-direction is fixed — see Algorithm 9.3
for details.
In the next step, both particle systems have to undergo a thermalization
phase, to attain an appropriate thermodynamic state. In this phase we con-
sider each subsystem separately with periodic boundary conditions. Then,
we run the MD simulation for a fixed number of time steps, while applying
a thermostat in the whole subdomain, to attain the desired temperature.
Afterwards, the average velocities 𝑣± are added to all particles in each
respective subdomain. This realizes the continuum-scale fluid velocities
on the particle scale.
Finally, both domains are combined by putting them next to another, while
retaining a small gap in between, in order to avoid overlapping particles.
With this we have set up the initial particle system. The whole initialization
procedure is graphically illustrated in Figure 9.6.

Algorithm 9.3: Molecular-Scale Riemann Problem Initializa-
tion

Input: continuum fluid states (𝜌−, 𝑣−, 𝑇−), (𝜌+, 𝑣+, 𝑇+).



9.3 Molecular-Scale Riemann Problem 129

Parameters: total number of particles𝑁particles, number of thermal-
ization steps 𝑁therm.steps, thermostat frequency 𝜏th, domain width
factor 𝑤, maximum particle ratio 𝛼max, domain length ratio 𝛼dom.

Algorithm

• Particle ratio: 𝛼 = (1 + 𝛼dom𝜌+/𝜌−)−1, clamped at 1 − 𝛼max and
𝛼max.

• Number of particles in ±-phase: 𝑁± = 𝛼𝑁particles.
• Domain size in 𝑦- and 𝑧-direction: 𝑙𝑦𝑧 = 𝑤𝜎𝑟cutoff.
• Volume of each phase-subdomain 𝐷±: vol± = 𝑚0𝑁±

𝜌±
.

• Domain width for each phase subdomain 𝐷± in 𝑥-direction: 𝑙± =
vol±
𝑙𝑦𝑧

.

• Interface gap to avoid overlapping particles: 𝑙gap = 2
1
6 𝜎.

• Define the domains

𝐷− ≔ [0, 𝑙−] × [0, 𝑙𝑦𝑧]2,

𝐷+ ≔ [𝑙−, 𝑙+ + 𝑙−] × [0, 𝑙𝑦𝑧]2,

𝐷−,gap ≔ [0, 𝑙− − 1
2 𝑙gap] × [0, 𝑙𝑦𝑧]

2,

𝐷+,gap ≔ [𝑙− + 1
2 𝑙gap, 𝑙+ + 𝑙−] × [0, 𝑙𝑦𝑧]2.

• Distribute 𝑁± particles on a uniform lattice in 𝐷±,gap. If particles
remain, distribute them randomly, while avoiding overlaps (cf.
Algorithm A.2).

• Thermalization phase: run 𝑁therm.steps of a MD simulation in each
subdomain 𝐷±, and each 𝜏th-th step apply a thermostat with
target temperature 𝑇±.

• Remove average velocities and add continuum fluid velocities 𝑣±
to all particles in 𝐷±.

• Combine domains 𝐷 ≔ 𝐷− ∪ 𝐷+.

Result: 𝑁particles particles in a microscale Riemann problem con-
figuration with corresponding continuum fluid states (𝜌−, 𝑣−, 𝑇−)
and (𝜌+, 𝑣+, 𝑇+).
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9.3.1 Interface Tracking

Reliable tracking of the position and speed of the phase boundary is es-
sential for the whole multiscale model. To get the position of the liquid–
vapor boundary, we exploit the fact that there is a large density jump
from the liquid to the vapor phase. The first step is to transfer the particle
distribution (𝒙𝑖(𝑡))𝑖=1,…,𝑁particles

to a continuous density distribution ̂𝜌(𝑥, 𝑡)
along the 𝑥-axis by employing radial basis functions (RBFs)

̂𝜌(𝑥, 𝑡) ≔
√
𝛾RBF
𝜋

𝑁particles

∑
𝑖=0

𝑚𝑖 exp(−𝛾RBF(𝑥 − 𝑥𝑖(𝑡))2),

where 𝛾RBF > 0 is the RBF-parameter. The derivative with respect to 𝑥
computes as

𝜕𝑥 ̂𝜌(𝑥, 𝑡) = −2
√

𝛾 3RBF
𝜋

𝑁particles

∑
𝑖=0

𝑚𝑖(𝑥 − 𝑥𝑖(𝑡)) exp(−𝛾RBF(𝑥 − 𝑥𝑖(𝑡))2).

By finding the maximum of |𝜕𝑥 ̂𝜌(𝑥, 𝑡)|, locally around the old interface
position Γ(𝑡𝑛−1), it is possible to obtain the new interface position Γ(𝑡𝑛).
For the local optimization we use basic optimization routines implemented
in e.g. [112].

After obtaining the interface position Γ(𝑡𝑖) for 𝑖 = 1, … , 𝑛, we can infer
the interface speed by performing a simple linear regression over the last
𝑛buffer time steps (𝑡𝑖, Γ(𝑡𝑖)), 𝑖 = 𝑛 − 𝑛buffer, … , 𝑛. The slope of the fitted line
is the measured interface speed 𝑠 = 𝑠(𝑡𝑛).

Algorithm 9.4: Molecular-Scale Interface Tracking

Input: particle distribution 𝒙𝑖(𝑡𝑛), 𝑖 = 1, … , 𝑁particles, at time
𝑡𝑛 > 0, 𝑛 ∈ N; former interface positions Γ(𝑡𝑖) for 𝑖 = max(𝑛 −
𝑛buffer, 0), … ,max(𝑛 − 1, 0).
Parameters: RBF kernel parameter 𝛾RBF, interface tracking width
ratio 𝛼track, buffer size 𝑛buffer.
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𝑙−
𝑙 𝑦𝑧

𝑙 𝑦𝑧
𝑙+

𝑙 𝑦𝑧

𝑙 𝑦𝑧

Determine domain sizes, add 𝑁± particles 𝜌+𝜌−

Thermalization phase 𝑇+𝑇−

Add average velocities 𝒗± 𝑣+𝑣−

𝑙offset

Combine domains

Figure 9.6: Sketch of the initialization of a molecular-scale Riemann
problem.
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Algorithm

• Get the new interface position Γ(𝑡𝑛) by solving the optimization
problem in 𝐵𝑤track

(Γ(𝑡𝑛−1)) ≔ (Γ(𝑡𝑛−1) − 𝑤track, Γ(𝑡𝑛−1) + 𝑤track) ⊂
R, with 𝑤track ≔ 𝛼track𝑙dom,

Γ(𝑡𝑛) = argmax
𝑥∈𝐵𝑙offset(Γ(𝑡𝑛−1))

|𝜕𝑥 ̂𝜌(𝑥, 𝑡)|.

• If 𝑛 ≥ 2, perform linear regression over the data (𝑡𝑖, Γ(𝑡𝑖)),
𝑖 = max(𝑛 − 𝑛buffer, 0), … , 𝑛. The slope 𝑠 of the fitted line is the
averaged interface speed 𝑠(𝑡𝑛) = 𝑠.

Result: interface position Γ(𝑡𝑛) and interface speed 𝑠(𝑡𝑛).

9.3.2 Interface State Sampling

For the multiscale model, it is necessary to compute the fluid states 𝒖∗± =
(𝜌∗±, 𝒎∗

±, 𝑇 ∗±) adjacent to the phase boundary — see e.g. Figure 4.2. To
compute these states during the MD simulation, we define a sampling
region Σ±(𝑡) near the interface for each phase:

Σ−(𝑡) ≔ [Γ(𝑡) − 𝑤sr − 𝑜sr, Γ(𝑡) − 𝑜sr],
Σ+(𝑡) ≔ [Γ(𝑡) + 𝑤sr + 𝑜sr, Γ(𝑡) + 𝑜sr],

where 𝑤sr > 0 denotes the width of the sampling region, and 𝑜sr ≥ 0 the
interface offset. The width of the sampling region is determined heuris-
tically, but it has a large impact on the simulation results. Making it too
small results in higher statistical errors as the number of particles in the
sampling domain decreases. In contrast, making it too large may give
incorrect wave states if other wave states are included. This means the
sampling region should not be larger than the wave state plateaus.
The interface offset accounts for the small transition region near the inter-
face, which should be avoided in the averaging procedure.
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Figure 9.7: Sampling of the interface wave states during aMD simulation.
Exemplary the density profile is shown. The shaded regions mark
the sampling domains.

Having defined the sampling regions, we can compute the interface wave
states by employing the Irving–Kirkwood formulas [66, 106] (Section 9.1.7)

𝜌∗±(𝑡) = vol(Σ±)−1 ∑
𝑥𝑖∈Σ±

𝑚𝑖,

𝒎∗
±(𝑡) = vol(Σ±)−1 ∑

𝑥𝑖∈Σ±
𝑚𝑖𝒗𝑖,

𝒗∗±(𝑡) = ( ∑
𝑥𝑖∈Σ±

𝑚𝑖)
−1

∑
𝑥𝑖∈Σ±

𝑚𝑖𝒗𝑖,

𝑇 ∗±(𝑡) = |𝑥𝑖 ∈ Σ±|−1
1
𝑑

∑
𝑥𝑖∈Σ±

𝑚𝑖(𝒗𝑖 − 𝒗∗±) ⋅ (𝒗𝑖 − 𝒗∗±),

(9.8)
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where vol(Σ±) = 𝑤srℎ2dom denotes the volume of the sampling region, and
|𝑥𝑖 ∈ Σ±| the number of particles inside it. In that way, we can obtain the
local interface states at every point in time during a MD simulation. To
get even more reliable results, we perform time averaging over a fraction
𝛼𝑡−smpl ∈ [0, 1] of the total simulation time 𝑡end > 0.
A graphical illustration of the interface state sampling and the interface
tracking procedure is shown in Figure 9.7.

9.3.3 Molecular-Scale Riemann Solver: Algorithm

By applying the methods described in the previous sections, we are able
to initialize a molecular-scale Riemann problem, run MD simulations, and
compute the interface dynamics. Combining the whole procedure results
in a function

RMD(𝜌−, 𝑣−, 𝑇−, 𝜌+, 𝑣+, 𝑇+) = (𝜌∗−, 𝑣∗−, 𝑇 ∗−, 𝜌∗+, 𝑣∗+, 𝑇 ∗+, 𝑠), (9.9)

that maps the Riemann initial data to the interface wave states and the
interface speed. The algorithmic description of (9.9) follows.

Algorithm 9.5: Molecular-Scale Riemann Solver

Input: continuum fluid states (𝜌−, 𝑣−, 𝑇−), (𝜌+, 𝑣+, 𝑇+).
Parameters: total number of particles 𝑁particles, processing fre-
quency 𝜏pr ∈ N, number of time steps 𝑁end, time step Δ𝑡 > 0, time
sampling ratio 𝛼𝑡−smpl ∈ [0, 1], sampling region width 𝑤sr > 0, sam-
pling region interface offset 𝑜sr ≥ 0, thermostat region offset ratio
𝛼therm ∈ [0, 1].

Algorithm

• Set up initial particle configuration according to Algorithm 9.3.
• For 𝑛 = 1, … , 𝑁end:

– Compute 𝜏pr new time steps according to Algorithm 9.2.
– Compute new interface position Γ(𝑡𝑛) and interface speed 𝑠(𝑡𝑛)

according to Algorithm 9.4.
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– Compute interface states (𝜌∗±, 𝒗∗±, 𝑇 ∗±)(𝑡𝑛) like in (9.8).
– Apply thermostat with target temperatures 𝑇−, 𝑇+ — see Sec-

tion 9.1.8.

• Compute the time averaged values (𝜌∗±, 𝒗∗±, 𝑇 ∗±, 𝑠) from
(𝜌∗±, 𝒗∗±, 𝑇 ∗±)(𝑡𝑛), 𝑠(𝑡𝑛) for all 𝑛 = �̃�𝑡−smpl𝑁end, … , 𝑁end.

Result: interface states (𝜌∗−, 𝒗∗−, 𝑇 ∗−), (𝜌∗+, 𝒗∗+, 𝑇 ∗+), and interface
speed 𝑠.

Remark 9.6 (Isothermal MD Riemann Solver): To perform an isothermal
MD simulation at a reference temperature 𝑇ref, we run Algorithm 9.5 for
the continuum fluid states (𝜌−, 𝑣−, 𝑇ref), (𝜌+, 𝑣+, 𝑇ref) while applying the
thermostat as described in Remark 9.1. The corresponding mapping of this
version of Algorithm 9.5 is denoted by

RMD,iso(𝜌−, 𝑣−, 𝜌+, 𝑣+) = (𝜌∗−, 𝑣∗−, 𝜌∗+, 𝑣∗+, 𝑠).

9.4 Molecular Dynamics Validation:
Homogeneous Case

In this section, we consider basic MD simulations of a homogeneous fluid,
instead of a microscale Riemann problem. In that way, we can validate our
implementation on basis of reference data from the literature.
For this test, basic Lennard–Jones particles with 𝜀 = 1, 𝜎 = 1 and cutoff-
radius 𝑟cutoff = 2.5 are considered. We test our implementation in two
configurations.
First, basic MD simulations in a cubic domain (see Figure 9.4 (a)) are
considered. Therefore, we simulate 4096 particles over 105 time steps with
time step Δ𝑡 = 10−3.
Secondly, we run simulations with the linked-cell scheme on an elongated
cuboid domain (see Figure 9.4 (b)) with 32 768 particles, time stepΔ𝑡 = 10−3,
and 105 time steps.
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In Figure 9.8 the potential energy and the pressure obtained by our simu-
lations are compared with reference values from [138] and the equation of
state (EOS) for the Lennard–Jones fluid from [191]. For the potential energy,
we see that our implementation is consistent with the reference data. In
case of the pressure, the homogeneous simulation is very close to the
reference data. The linked-cell scheme, however, shows some deviations in
the liquid regime. We found that the results can be improved by using more
particles and a larger domain diameter ℎdom. However, this has a negative
impact on the computational efficiency of the scheme. Considering this
trade-off, the results are acceptable from our point of view.

Remark 9.7: Note that these simulation results do not only validate our
implementation. They also show that the pressure inferred from the MD
simulations is consistent with the macroscopic pressure from the EOS, in the
sense that the distance between the values appears to be small enough. A
direct relation between the microscopic potential and the microscopic pressure
as for particle chains (PCs) (see Proposition 8.2) cannot be obtained.

9.5 Summary

In this chapter we have introduced MD simulations as a tool to simulate
microscale Riemann problems for the description of phase boundary dy-
namics. The whole procedure has been condensed into the molecular-scale
Riemann solver Algorithm 9.5, which can be used as a black-box interface
solver in our multiscale model.

Nonetheless, there are many details that should be pointed out. First of all,
the number of particles 𝑁particles has a large impact on the runtime of the
simulation, as larger number of particles require more force computations1.
However, the more particles are available, the larger the computational
domain can be chosen.
For the domain size, we have to balance the length 𝑙dom and the width ℎdom
of the domain. The length 𝑙dom should be large enough that no reflecting

1Even using the linked-cell algorithm, the computational time scales somewhere between
𝑂(𝑁particles log(𝑁particles)) and 𝑂(𝑁 2

particles).
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waves — or other boundary effects — influence the interface dynamics. In
contrast, the width ℎdom should be chosen as large as possible. In that way,
more particles can be inside the sampling domains Σ±(𝑡), which in turn
improves the statistical accuracy of the sampled quantities. Also note, that
a small profile ℎdom of the domain may lead to wall/boundary effects that
can influence the particle dynamics.
The size of the sampling domain is another crucial factor. Making it too
small yields statistically unreliable results. If it is too large, the sampling
region might be larger than the wave state plateaus, which can degrade
the output of the algorithm.
Finally choosing the simulation time 𝑇end = 𝑁end Δ𝑡 can have a large
impact on the output of the simulation, as there is no guarantee that the
wave patterns on the molecular scale are self-similar.

Despite these challenges, we will see later in Part V that the MD-based
Riemann solver is a powerful tool for the description of the interface
dynamics in the context of our multiscale model.
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Figure 9.8: Comparison of the MD simulation results with the EOS for
the Lennard–Jones fluid and reference values from MD simulations
[138]. For the MD simulation results, the average over 5 simulation
is shown, the error bars indicate the data range.



Molecular Dynamics
for Multicomponent

Fluids 10
One great advantage of molecular dynamics (MD) simulations are their
versatility to simulate fluid mixtures consisting of more than one fluid
component. Fluid components in this context denote different molecules
that make up the composition of a fluid. For example, our air is primarily
composed of nitrogen and oxygen.
In this chapter, we consider the extension of one-component MD simu-
lation from Chapter 9 to the case of binary mixtures, i.e. fluid mixtures
consisting of two components. Generically we indicate the two compo-
nents by the subscripts 0 and 1.

10.1 Molecular Dynamics for Binary Mixtures

We focus on fluid components that can be modeled by spherical, rotational
invariant Lennard–Jones particles, such as noble gases or relatively simple
molecules like methane. MD simulations for two or more components are
based on the same fundamentals as single-component simulations, that are
described in Chapter 9. However, some concepts have to be generalized to
multiple components. In the two-component setting, each particle belongs
to either component 0, or to component 1. We denote the particle type for
the 𝑖-th particle by 𝑐𝑖. Accordingly, the mass of each particle is 𝑚0 [u], if
𝑐𝑖 = 0, or alternatively 𝑚1 [u], if 𝑐𝑖 = 1. More importantly, the Lennard–
Jones parameters differ depending on the type, i.e. the parameters are either
𝜀0 [K], 𝜎0 [Å], or 𝜀1 [K], 𝜎1 [Å]. Consequently, the two-pair, Lennard–Jones
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Figure 10.1: Two-component Lennard–Jones potential for the parameters
𝜀0 = 1.2, 𝜎0 = 1.2, and 𝜀1 = 1, 𝜎1 = 1. The solid lines show intra-
component interaction, and the dashed line the interaction potential
between the two components, using the combination rules (10.1).

potential depends on which kind of particle types 𝑎, 𝑏 ∈ {0, 1} interact,
i.e.

𝜙𝑎𝑏(𝑟) = 4𝜀𝑎𝑏 ((
𝜎𝑎𝑏
𝑟
)
12

− (
𝜎𝑎𝑏
𝑟
)
6
) .

If both interacting particles belong to component 0, the parameters are
given by 𝜀00 ≔ 𝜀0, 𝜎00 ≔ 𝜎0, analogously for component 1. If they belong
to different components, the Lorentz–Berthelot combination rules [21, 137]
are used

𝜎01 = 𝜂
𝜎0 + 𝜎1

2
, 𝜀01 = 𝜉√𝜀0𝜀1, (10.1)

where 𝜂 [–] and 𝜉 [–] denote calibration factors. In Figure 10.1 the Lennard–
Jones potential for different parameters are plotted. Additionally, the cutoff-
potential has to be adapted, for 𝑎, 𝑏 ∈ {0, 1},

𝜙𝑎𝑏(𝑟 ; 𝑟cutoff) ≔ {
𝜙𝑎𝑏(𝑟), 𝑟 < 𝜎𝑎𝑏𝑟cutoff,
0, 𝑟 ≥ 𝜎𝑎𝑏𝑟cutoff.

(10.2)
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Many of the concepts introduced in Chapter 9 remain the same, or require
very little adaption to the multi-component setting. For example, we still
consider computational domains as Section 9.1.3, with the boundary condi-
tions described in Section 9.1.6. Furthermore, the Velocity Verlet algorithm
— Section 9.1.1 — is employed, with the sole difference that the interaction
potential (10.2), and the component-dependent particles masses are used.
Also, we can still make use of the linked-cell algorithm Section 9.1.4. Fur-
thermore, after having defined a mixture temperature (later in (10.3)), we
can employ the thermostat described in Section 9.1.8.
However, there are some noteworthy differences. First of all, the MD sim-
ulations are carried out in the units [K] for energy, [Å] for distances, and
[u] for mass. To compute the local fluid state distribution we have to
account for the different components. Assuming we consider a system
of 𝑁 particles, the instantaneous, component-wise mass concentrations
̂𝜌0(𝑥, 𝑡), ̂𝜌1(𝑥, 𝑡) [uÅ−3], and momentum concentrations �̂�0(𝑥, 𝑡), �̂�1(𝑥, 𝑡)

[K0.5 u0.5 Å−3] can be computed in the following way, for 𝑎 ∈ {0, 1},

̂𝜌𝑎(𝑥, 𝑡) =
𝑁
∑
𝑖=1
𝑐𝑖=𝑎

𝑚𝑖 𝛿𝑥𝑖(𝑡)(𝑥),

�̂�𝑎(𝑥, 𝑡) =
𝑁
∑
𝑖=1
𝑐𝑖=𝑎

𝑚𝑖 𝒗𝑖(𝑡) 𝛿𝑥𝑖(𝑡)(𝑥),

where 𝑚𝑖, 𝑥𝑖, 𝒗𝑖 are the mass, position in 𝑥-direction and velocity of the 𝑖-th
particle. The Dirac delta distribution centered at 𝑥𝑖 [60, 177] is denoted by
𝛿𝑥𝑖(𝑡)( ⋅ ). The local temperature distribution of the mixture can be formally
understood as

̂𝑇 (𝑥, 𝑡) = 1
𝑑
(

𝑁
∑
𝑖=1

𝛿𝑥𝑖(𝑡)(𝑥))
−1 𝑁

∑
𝑖=1

(𝑚𝑖(𝒗𝑖 − 𝒗) ⋅ (𝒗𝑖 − 𝒗)) 𝛿𝑥𝑖(𝑡)(𝑥), (10.3)

where 𝒗 = 𝒗(𝑥, 𝑡) [K0.5 u−0.5] denotes the local barycentric average velocity
of the mixture. The local average velocity can be realized by e.g.
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𝒗(𝑥, 𝑡) = (
𝑁
∑
𝑖=1

𝐾 𝜀(|𝑥 − 𝑥𝑖(𝑡)|))
−1
(

𝑁
∑
𝑖=1

𝒗𝑖(𝑡)𝐾 𝜀(|𝑥 − 𝑥𝑖(𝑡)|)),

where 𝐾 𝜀∶ R → R is a smooth kernel with length scale parameter 𝜀 > 0.

We assume that only one phase transition occurs, which can be identified
by a large density jump. Thus, the interface tracking Algorithm 9.4 can be
applied. Subsequently, the interface wave states can be computed in the
following way, for 𝑎 ∈ {0, 1},

𝜌∗𝑎,±(𝑡) = vol(Σ±)−1 ∑
𝑥𝑖∈Σ±
𝑐𝑖=𝑎

𝑚𝑖,

𝒎∗
𝑎,±(𝑡) = vol(Σ±)−1 ∑

𝑥𝑖∈Σ±
𝑐𝑖=𝑎

𝑚𝑖𝒗𝑖,

𝒗∗𝑎,±(𝑡) = |𝑥𝑖 ∈ Σ±, 𝑐𝑖 = 𝑎|−1 ∑
𝑥𝑖∈Σ±
𝑐𝑖=𝑎

𝒗𝑖,

(10.4)

where vol(Σ±) = 𝑤srℎ2dom denotes the volume of the sampling region Σ±,
and |𝑥𝑖 ∈ Σ±, 𝑐𝑖 = 𝑎| the number of component-𝑎 particles inside it. Like that
we can obtain the local interface states for every time step during a MD
simulation. As before, we perform time-averaging of these instantaneous
states over a fraction 𝛼𝑡−smpl of the total simulation time 𝑡end.
Another aspect that has to be adapted are the long-range forces. Here, we
have to regard all possible types of interactions. A particle of component
0 is affected by the long-range force of its own component as well as of
the forces coming from the other component 1, i.e.

𝒇 0𝐶𝑘,LR = ∑
𝑙≠𝑘−1,𝑘,𝑘+1

2𝜋(𝑐𝑘 − 𝑐𝑙)𝜙00(|𝑐𝑘 − 𝑐𝑙|)𝜌0,𝐶𝑘Δ𝑐 (10.5)

+ ∑
𝑙≠𝑘−1,𝑘,𝑘+1

2𝜋(𝑐𝑘 − 𝑐𝑙)𝜙01(|𝑐𝑘 − 𝑐𝑙|)𝜌1,𝐶𝑘Δ𝑐 for 𝒙𝑖 ∈ 𝐶𝑘,

where 𝜌0,𝐶𝑘 , 𝜌1,𝐶𝑘 denote the local mass concentrations of component 0,
or 1 in cell 𝐶𝑘. For a particle of component 1 the long-range force can be
computed analogously.



10.1 Molecular Dynamics for Binary Mixtures 143

The initialization of the microscale Riemann problem for binary mixtures
is realized by the following algorithm.

Algorithm 10.1: Molecular-Scale Riemann Problem Initializa-
tion for Binary Mixtures

Input: continuum fluid states (𝜌0,−, 𝜌1,−, 𝑣0,−, 𝑣1,−), (𝜌0,+, 𝜌1,+, 𝑣0,+,
𝑣1,+).
Parameters: total number of particles𝑁particles, number of thermal-
ization steps 𝑁therm.steps, thermostat frequency 𝜏th, domain width
factor 𝑤, maximum particle ratio 𝛼max.

Algorithm

• Compute the number densities 𝑛± ≔ 𝜌0,±/𝑚0 + 𝜌1,±/𝑚1.
• Compute the particle ratio 𝛼 = 1

1+ 𝑛+
𝑛−

, and clamp it at 1 − 𝛼max

and 𝛼max.
• Number of particles in ±-phase: 𝑁± = 𝛼𝑁particles.
• Get mole fractions 𝑥0,± = 𝜌0,±

𝑚0𝑛±
, 𝑥1,± = 1 − 𝑥0,±.

• Number of component-0 particles in phase ±: 𝑁0,± = 𝑥0𝑁±.
• Number of component-1 particles in phase ±: 𝑁1,± = 𝑁± − 𝑁0,±.
• Domain size in 𝑦- and 𝑧-direction: 𝑙𝑦𝑧 = 𝑤𝜎𝑟cutoff.
• Volume of each phase-subdomain 𝐷±: vol± = 𝑚0𝑁0,±+𝑚1𝑁1,±

𝜌0,±+𝜌1,±
.

• Domain width for each phase subdomain 𝐷± in 𝑥-direction: 𝑙± =
vol±
𝑙𝑦𝑧

.

• Interface gap to avoid overlapping particles: 𝑙gap =

2
1
6 max(𝜎0, 𝜎1).

• Define the domains

𝐷− ≔ [0, 𝑙−] × [0, 𝑙𝑦𝑧]2,

𝐷+ ≔ [𝑙−, 𝑙+ + 𝑙−] × [0, 𝑙𝑦𝑧]2,

𝐷−,gap ≔ [0, 𝑙− − 1
2 𝑙gap] × [0, 𝑙𝑦𝑧]

2,

𝐷+,gap ≔ [𝑙− + 1
2 𝑙gap, 𝑙+ + 𝑙−] × [0, 𝑙𝑦𝑧]2.
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• Distribute 𝑁± particles on a uniform lattice in 𝐷±,gap. If particles
remain, distribute them randomly, while avoiding overlaps (cf.
Algorithm A.2).

• Randomly assign 𝑁0,± particles in each subdomain 𝐷± to compo-
nent 0. All other particles belong to component 1.

• Thermalization phase: run 𝑁therm.steps of a MD simulation in each
subdomain 𝐷±, and apply each 𝜏th-th step a thermostat with
target temperature 𝑇±.

• Remove average velocities and add the component-wise, contin-
uum fluid velocities 𝑣0/1,± to all respective particles in 𝐷±.

• Combine domains 𝐷 ≔ 𝐷− ∪ 𝐷+.

Result: 𝑁particles particles in a microscale Riemann problem config-
uration with continuum fluid states (𝜌0,−, 𝜌1,−, 𝑣0,−, 𝑣1,−), and (𝜌0,+,
𝜌1,+, 𝑣0,+, 𝑣1,+).

Including themodificationsmentioned before, the algorithm for the compu-
tation of the microscale Riemann problem is very similar to Algorithm 9.5.
The corresponding mapping

RMD,mix(𝜌0,−, 𝜌1,−, 𝑣0,−, 𝑣1,−, 𝜌0,+, 𝜌1,+, 𝑣0,+, 𝑣1,+)
= (𝜌∗0,−, 𝜌∗1,−, 𝑣∗0,−, 𝑣∗1,−, 𝜌∗0,+, 𝜌∗1,+, 𝑣∗0,+, 𝑣∗1,+, 𝑠),

(10.6)

is realized by the following algorithm.

Algorithm 10.2: Molecular-Scale Riemann Solver for Binary
Mixtures

Input: continuum fluid states (𝜌0,−, 𝜌1,−, 𝑣0,−, 𝑣1,−), (𝜌0,+, 𝜌1,+, 𝑣0,+,
𝑣1,+), reference temperature 𝑇ref.
Parameters: total number of particles 𝑁particles, processing fre-
quency 𝜏pr ∈ N, number of time steps 𝑁end, time step Δ𝑡 > 0, time
sampling ratio 𝛼𝑡−smpl ∈ [0, 1], sampling region width 𝑤sr > 0,
sampling region interface offset 𝑜sr ≥ 0.
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Algorithm

• Set up initial particle configuration according to Algorithm 10.1.
• For 𝑛 = 1, … , 𝑁end:

– Compute 𝜏pr new time steps as in to Algorithm 9.2, using the
interaction potential (10.2), as well as the long-range forces
(10.5).

– Compute the new interface position Γ(𝑡𝑛) and interface speed
𝑠(𝑡𝑛) according to Algorithm 9.4.

– Compute interface states (𝜌∗±, 𝒗∗±, 𝑇 ∗±)(𝑡𝑛) like in (10.4).
– Apply thermostat with target temperature 𝑇ref, and 𝛼therm = 0

— see Section 9.1.8.

• Compute the time averaged values (𝜌∗0,±, 𝜌∗1,±, 𝑣∗0,±, 𝑣∗1,±), 𝑠 from
(𝜌∗0,±, 𝜌∗1,±, 𝑣∗0,±, 𝑣∗1,±)(𝑡𝑛), 𝑠(𝑡𝑛) for all 𝑛 = �̃�𝑡−smpl𝑁end, … , 𝑁end.

Result: interface states (𝜌∗0,−, 𝜌∗1,−, 𝑣∗0,−, 𝑣∗1,−), (𝜌∗0,+, 𝜌∗1,+, 𝑣∗0,+, 𝑣∗1,+),
and interface speed 𝑠.

10.2 Argon–Methane Mixture

Up to now, we considered a generic binary mixture. In the following, we
focus on two-component mixtures consisting of argon and methane. We
choose to consider this mixture, because both molecules can be modeled
by spherical Lennard–Jones particles, without dipole moment — see Fig-
ure 10.2 for a sketch of the molecules. Another reason is, that parameters
for the Lennard–Jones potential can be found in the literature for this spe-
cific mixture [202], and finally, experimental data are available [165]. Albeit,
the later are performed solely for the homogeneous case, i.e. without phase
boundary dynamics.

The parameters for the Lennard–Jones potential can be found in Table 10.1.
The corresponding combination parameters in (10.1) are 𝜂 = 1.001 41 and
𝜉 = 0.964 00, as proposed in [202].
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Argon

Ar

Methane

Figure 10.2: Spherical representation of an argon (Ar) and a methane
(CH4) molecule.

Component 𝜎[Å] 𝜀/𝑘B[K] 𝑚[u]

Argon Ar 3.397 117.05 39.948
Methane CH4 3.728 148.99 16.043

Table 10.1: Parameters used in multicomponent molecular simulations,
cf. [202].

10.2.1 Molecular Dynamics Validation

To test the implementation we perform homogeneous MD simulations
and compare the results with the equations of state (EOS) PC-SAFT1 [88]
and CoolProp [18], as well as experimental data [165] for the pressure.

For the computation of the chemical potential in the MD simulations, we
split the chemical potential 𝜇𝑖 [J], 𝑖 = 0, 1, into its ideal part 𝜇id𝑖 and its
excess part 𝜇ex𝑖 , i.e.

𝜇𝑖 = 𝜇id𝑖 + 𝜇ex𝑖 .

The ideal part of the chemical potential can be computed by (see [8])

𝜇id𝑖 = 𝑘B𝑇 log(𝜌𝑛,𝑖Λ3),

where 𝜌𝑛,𝑖 [m−3] is the number density of the 𝑖-th component, and Λ [m]

1The parameters for PC-SAFT are given in Section 15.1.
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the thermal de Broglie wavelength, given by

Λ = ℎ

√(2𝜋𝑚𝑖𝑘B𝑇 )
.

Here, ℎ ≈ 6.63·10−34 J s denotes the Planck constant, 𝑘B ≈ 1.38·10−23 J K−1

the Boltzmann constant, and 𝑚𝑖 [kg] the particle mass of component 𝑖. The
excess part of the chemical potential can be computed byWidom’s method
[203, 204], which means

𝜇ex = −𝑘B𝑇 log⟨exp(−Vtest/𝑘B𝑇 )⟩.

Here, Vtest [J] denotes the potential change of a virtual test particle that is
inserted randomly into the simulation domain. The operator ⟨ ⋅ ⟩ denotes
the average over all test particles.

For the homogeneous MD simulations, we consider a cubic domain with
periodic boundary conditions. The number of particles is 4096, the time
step 5·10−4, and number of time steps 5·104. To compute the chemical po-
tential we insert 217 test particles.
The chemical potential is only determined up to a constant. In order to
make the results comparable, we shift the chemical potential of the Cool-
Prop EOS by −7508 J kg−1 for argon, and by −744 521 J kg−1 for methane.
The results for different fluid states are presented in Figures 10.3–10.5.

We see in Figure 10.3 that the pressure coincides for all compared methods.
As seen in Figure 10.4 and Figure 10.5, the chemical potential is very simi-
lar for lower densities, however, the chemical potential computed by the
MD simulations deviates by a large margin at higher densities. This can
be due to the fact that the MD model uses slightly different parameters
than the PC-SAFT EOS. Another explanation may be that the random
particle insertion of Widom’s method has a systematic problem: at high
densities it is very difficult to find non-overlapping particle positions [8].2

We note, however, that the values for the chemical potential from the MD
simulations are not directly used in our multiscale model, therefore more

2In our studies, we see that the deviation gradually decreases for a higher number of test
particles.
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elaborate methods to compute the chemical potential are discarded.
Consequently, we consider the validation of the (homogeneous) two-com-
ponent MD simulations successful. Moreover, we show that the EOS are
consistent with the molecular-scale fluid properties. In this context, consis-
tency means that the values obtained by the EOS and the MD simulations
appear close enough (especially for the pressure) — see also Remark 9.7.

10.3 Summary

Due to the fact that — despite the addition of multiple components — we
essentially consider a MD simulation, most of the remarks in Section 9.5
hold true. Nonetheless, there are some additional points to be made.
First of all, we note that theMDmodel is still quite basic, even if we consider
multiple components. The force fields we consider are only applicable for
molecules that are mostly spherical and do not have strong electrostatic or
dipole effects. Also, the internal structures of the molecules are ignored.
Nevertheless, we have to stress that the concept of the microscale Riemann
solver (Algorithm 10.2) is directly applicable to more complex scenarios,
up to fully atomistic MD simulations where every single atom is resolved.
The main obstacle is the increasing computational cost of the microscale
simulations.3 Our setting appears to be a reasonable compromise between
computational costs and capturing the relevant dynamics of the fluid.
More complex scenarios, like rotational molecule models for e.g. water,
are subject of future research.

3As a rule of thumb, if the rotation of molecules is included the time step Δ𝑡 has to
be reduced by one order of magnitude compared to the basic spherical case. If inter-
atomic bonds are considered the time step Δ𝑡 should be decreased by yet another order of
magnitude, as the oscillations along the bonds have to be resolved.
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Figure 10.3: Pressure of an argon–methane mixture computed by MD
simulation and compared with experimental data from [165], as
well as the EOS PC-SAFT [88] and CoolProp [18]. The error bars
indicate the measured range over 3 MD simulations.
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computed by MD simulation compared with the EOS PC-SAFT [88]
and CoolProp [18] (shifted by −7508 J kg−1). The error bars indicate
the measured range over 3 MD simulations.
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Multiscale Model 11
In this chapter we present the multiscale model and the interplay of each
of its components, which have been introduced in the previous chapters.
Due to the fact that the model is applicable to many different scenarios,
we describe it first on an abstract level. In the following chapters, we will
go into details and explain the specific implementation for several model
instances. For example, we will consider the case where the microscale
Riemann solver is formed by molecular dynamics (MD) simulations and
the continuum-scale model is composed by the Euler equations.

A summary of the multiscale model is presented in [144], where it is put
into the context of different model approaches for two-phase flow.

11.1 Preliminaries

The multiscale model is comprised of concepts that have been introduced
in the previous parts of this work.
On the continuum scale, two-phase fluid flow can be modeled by conser-
vation laws with sharp phase boundaries, see Section 2.2. Models of this
type can be discretized by the interface-preserving finite volume algorithm
on moving meshes that is introduced in Chapter 6 and Chapter 7. A major
benefit of this approach is, that it permits us to model the fluid dynamics
directly at the moving interface, for example, by prescribing an interface
solverG (see Definition 2.5). Following this idea, we model the interface
dynamics with a multiscale model that is based on microscale simulations
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of the phase boundary, forming the interface solver. Such a microscale
interface solver has the form

R∶ 𝑃− × 𝑃+ → 𝑃− × 𝑃+ × R ∶ (𝒖−, 𝒖+) ↦ (𝒖∗−, 𝒖∗+, 𝑠). (11.1)

For given initial states 𝒖− ∈ 𝑃−, 𝒖+ ∈ 𝑃+ it solves the microscale Riemann
problem (in normal direction) and extracts the wave speed 𝑠 ∈ R of the
interface as well as the adjacent wave states 𝒖∗− ∈ 𝑃−, 𝒖∗+ ∈ 𝑃+ at the
interface — see Figure 2.2 for an exemplary sketch of corresponding wave
pattern. The microscale Riemann solver R can be used to formulate an
interface solverG that is used in the IPFV-algorithm.

Remark 11.1: The multiscale model is not restricted to employ particle-based
microscale solvers for the interface solver G. There aremany other possibilities
that can be used. For example one could employ exact Riemann solvers [39,
181, 207], or (computationally cheaper) relaxation solvers [70]. The interface
solver may also be based on other microscale models like diffuse-interface
approximations [22] or completely different modeling approaches.

In most cases, microscale simulations or the computation of the inter-
face dynamics in general are computationally expensive. To address this
problem, we employ surrogate solvers that rely on machine learning algo-
rithms. The focus in this work lies on the usage of constraint-aware neural
networks, as discussed in Chapter 20. The surrogate solver is denoted by

𝖥𝜽∶ 𝑃− × 𝑃+ → 𝑃− × 𝑃+ × R ∶ (𝒖−, 𝒖+) ↦ (𝒖∗−, 𝒖∗+, 𝑠),

where 𝜽 constitutes the parameters of the surrogate model, which are
determined by the training/optimization procedure. For neural networks
these parameters represent the weights and biases of the network.
By using such a surrogate solver we can reduce the computational time
from a couple of minutes for a full microscale simulation to a fraction of a
millisecond. This comes at the costs of generating a data set and training the
surrogate solver. Nonetheless, applying surrogate solvers usually pays off
after several evaluations, compared to more expensive microscale interface
solvers R. For a more detailed discussion of the computational gains in
each model instance, we refer to the subsequent chapters (more precisely
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Figure 11.1: Sketch of the multiscale model, its main components, and
their interactions.

the discussions in Sections 12.2, 13.3, 14.3, and 15.3), as well as Part V.

A graphical representation of the interplay between the different compo-
nents of the multiscale model is shown in Figure 11.1.

As the first step of employing the multiscale model, we have to build the
surrogate solver. To this end, we have to generate a suitable training data
set from the original interface solver R. After that, the neural network
forming the surrogate solver has to be trained, i.e. we have to determine
appropriate parameters 𝜽. Once these preparatory steps have taken place,
the multiscale model can be applied in fluid simulations.

11.2 Initialization of the Multiscale Model

In this section, the generation of the surrogate solver is outlined. For an
in-depth description of the employed machine learning algorithm we refer



158 11 Multiscale Model

to Part VI.

To generate a surrogate solver, we need a data set 𝐷 ≔ {(𝘅𝑖, 𝘆𝑖) ∶ 𝑖 = 1, … ,
𝑁data} describing the input–response-relation of the microscale Riemann
solver we intend to substitute. Here, the input 𝘅𝑖 ≔ (𝒖−, 𝒖+)𝑖 is a pair of
Riemann initial data, and 𝘆𝑖 ≔ (𝒖∗−, 𝒖∗+, 𝑠)𝑖 constitutes the corresponding
output of the microscale Riemann solver R, i.e. 𝘆𝑖 = R(𝘅𝑖). Therefore,
the first step is to generate an input data set 𝐷in = {(𝒖−, 𝒖+)𝑖 ∶ 𝑖 = 1, … ,
𝑁data}. Without active/online sampling methods (see Remark 11.4), this
step involves choosing a sampling domain 𝐵in ≔ 𝐵− × 𝐵+ ⊂ 𝑃− × 𝑃+ that
serves as our bounding domain for our input data, which means that all
input points 𝘅𝑖 will lie in 𝐵in. This is a crucial step, as the choice dictates for
what kind of flow regimes the surrogate solver is valid. After determining
such a sampling domain, input points for the microscale simulations are
sampled in 𝐵in using the sampling algorithm presented in Section A.1. This
results in the input data set 𝐷in.
Afterwards, each input point 𝘅𝑖 = (𝒖−, 𝒖+)𝑖 ∈ 𝐷in is evaluated by the
microscale Riemann solver, i.e.

R(𝘅𝑖) = 𝘆𝑖 = (𝒖∗−, 𝒖∗+, 𝑠)𝑖,

resulting in the output states 𝒖∗−, 𝒖∗+, and the interface velocity 𝑠 ∈ R.
This yields the corresponding output data set 𝐷out = {(𝒖∗−, 𝒖∗+, 𝑠)𝑖 ∶ 𝑖 =
1, … , 𝑁data}. Combining both data sets yields the complete data set 𝐷 ≔
{(𝘅𝑖, 𝘆𝑖) ∶ 𝑖 = 1, … , 𝑁data} that describes the input–response-relation of the
microscale Riemann solver.

A large enough number of samples 𝑁data for the data set 𝐷 is crucial in
order to apply the surrogate solver successfully. Note, that in this work
we choose the data set size 𝑁data purely from an empirical standpoint;
error bounds in case of neural network surrogate solvers are discussed
in Remark 20.2.1 Of course, the size is not the only quality measure of a
data set, the distribution of the input variables 𝘅𝑖 and inherent noise of the

1A more systematic way would be to train the surrogate solver for different data set
sizes and compute the achieved accuracy for each data set size. This makes it possible
to measure the accuracy gain with respect to the expenses of obtaining new data, and
therefore giving a measure of when to stop acquiring new data.
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output variables 𝘆𝑖 plays a role just as important. In order to achieve a well-
spaced input distribution, we apply the sampling algorithms presented
in Section A.2.2 The output noise can be reduced by performing several
experiments for each input sample point 𝘅𝑖 and averaging the outputs,
resulting in an output label 𝘆𝑖.

Once a suitable data set 𝐷 is obtained, it is possible to generate a surrogate
solver 𝖥𝜽 by employing a classical, supervised machine learning algorithm.
This includes basic algorithms like nearest-neighbor regression, but also
more advanced ones like support vector regression and neural networks.
In general, any one of these algorithms may be used, however, we will
focus on a variant of neural networks.
Most supervised machine learning algorithms involve solving an optimiza-
tion problem on the data set 𝐷, yielding the surrogate solver parameters
𝜽. Thus, the parameters 𝜽 depend (implicitly) on the data set 𝐷. Note that
this optimization has to be done only once for a data set; the resulting
surrogate solver can be saved for future applications. The generation of
the surrogate solver is outlined in the following algorithm.

Algorithm 11.2: Multiscale Model — Initialization

Parameters: data bounding domains 𝐵− ⊂ 𝑃−, 𝐵+ ⊂ 𝑃+, number
of data samples 𝑁data ∈ N, microscale Riemann solver R, machine
learning method for generating the surrogate solver 𝖥𝜽.

Algorithm

• Generate a data set 𝐷in = {𝘅𝑖 ∶ 𝑖 = 1, … , 𝑁data} in the given data
bounding domain 𝐵in ≔ 𝐵− × 𝐵+.

• Evaluate the microscale interface solver

R∶ 𝑃− × 𝑃+ → 𝑃− × 𝑃+ × R ∶ (𝒖−, 𝒖+) ↦ (𝒖∗−, 𝒖∗+, 𝑠)

for each 𝘅𝑖 = (𝒖−, 𝒖+)𝑖 ∈ 𝐷in. This yields 𝘆𝑖 = (𝒖∗−, 𝒖∗+, 𝑠)𝑖, which

2More elaborate sampling methods might be considered as well. For example, one might
include the variance of the output data, or the uncertainty of the surrogate solver, to
determine where more data points are needed.
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forms the output data set 𝐷out = {𝘆𝑖 ∶ 𝑖 = 1, … , 𝑁data}.
• Train a surrogate solver 𝖥𝜽 on the data set 𝐷 = {(𝘅𝑖, 𝘆𝑖) ∶ 𝑖 = 1,
… , 𝑁data}.

Result: surrogate solver 𝖥𝜽∶ (𝒖−, 𝒖+) ↦ (𝒖∗−, 𝒖∗+, 𝑠), substituting
R.

Note that most traditional methods for generating a surrogate solver 𝖥𝜽
do not incorporate physical constraints, such as the Rankine–Hugoniot
conditions (2.11) at the interface. This is primarily due to the fact that most
methods merely focus on fitting the data, without trying to incorporate
underlying physical constraints. Additionally, the microscale solver itself
might not fulfill such constraints. This may be due to dissipative effects
that appear on the microscale (but not in the continuum-scale model). Fur-
thermore, statistical noise on the output values can invalidate constraints,
which is the case for e.g. MD simulations.
We try to mitigate this problem by employing constraint-aware neural net-
works, see Chapter 20 (also published in [142]). More specifically, we apply
CRes-networks (Section 20.4.1) as our surrogate solver. They are able to
resolve physical constraints exactly by adding a constraint-resolving layer.
This layer implements a constraint-resolving function Ψ(𝒛) = 𝘆, which
uses an intermediate output 𝒛 from the previous part of neural network and
maps it onto output values 𝘆 fulfilling the physical constraints. The explicit
form of the constraint-resolving function Ψ depends on the specific model
that is considered. Particular choices for Ψ are discussed in the following
chapters, where we outline specific multiscale model instances.

11.3 Application of the Multiscale Model

In this section, the application of the multiscale model is explained. It em-
ploys a previously prepared surrogate interface solver (or another suitable
solver) in the IPFV-discretization (Chapter 7) of a continuum-scale two-
phase model.
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We start with initial data on the continuum scale, which means, we pre-
scribe the initial bulk phase domains Ω±(0), the initial interface position
Γ(0), and the corresponding initial conditions 𝑼±,0(𝒙). Both domainsΩ±(0)
and the interface Γ(0) are approximated using a Delaunay mesh 𝜏 with
interface Γ𝜏. The mesh 𝜏 and the mesh interface Γ𝜏 are the initial configu-
ration for a moving mesh T(𝑡), which is used in the simulation. For the
actual simulation, we employ the IPFV-algorithm on the moving mesh
T(𝑡) — see Algorithm 7.1. The sole difference of the multiscale model
discretization, compared to Algorithm 7.1, is that the generic interface
Riemann solver G in (7.5) is replaced by the surrogate solver 𝖥𝜽. In the
following, the multiscale model is given in its algorithmic form.

Algorithm 11.3: Multiscale Algorithm

Input: initial conditions 𝑼±,0, initial bulk domainsΩ±(0), and initial
interface position Γ(0).
Parameters: continuum model, microscale model and microscale
Riemann solver R, surrogate model generator, mesh size parame-
ters.
Prerequisite: a surrogate solver 𝖥𝜽, that is based on the microscale
Riemann solver R. In order to generate the surrogate solver 𝖥𝜽,
apply Algorithm 11.2 for the microscale Riemann solver R.

Algorithm

• ApproximateΩ±(0) and interface Γ(0) by a Delaunay mesh 𝜏with
interface Γ𝜏, comprising the initial moving mesh T(0).

• Compute cell-averaged data (𝑼 0
𝑖 )𝑖∈IC(0) onT(0), using the initial

conditions 𝑼±,0(𝒙).
• Set up the interface solver

G∶ P− ×P+ × S𝑑−1 → P− ×P+ × R
∶ (𝑼−, 𝑼+, 𝒏) ↦ (𝑼 ∗

−, 𝑼 ∗
+, 𝑠),

where the mapping (𝑼−, 𝑼+, 𝒏) ↦ (𝑼 ∗
−, 𝑼 ∗

+, 𝑠) is defined by the
following steps:
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1. Map the states 𝑼± in direction of 𝒏, according to Definition 2.4,
resulting in 𝒖± = 𝑼∥𝒏,± and 𝑼⟂𝒏,±.

2. Evaluate the surrogate solver

(𝒖∗∥𝒏,−, 𝒖
∗
∥𝒏,+, 𝑠) = 𝖥𝜽(𝒖−, 𝒖+).

3. Project the directional states:

𝑼 ∗
± = 𝑃𝒏(𝒖∗±) + 𝑼⟂𝒏,±,

with 𝑃𝒏 defined as in Definition 2.4.

• Run Algorithm 7.1 with the initial mesh T(0), the initial data
(𝑼 0

𝑖 )𝑖∈IC(0), and using the interface solverG defined in the previ-
ous step.

Result: approximate solution 𝑼±,T(𝒙, 𝑡) on the moving meshT(𝑡).

11.4 Summary

With Algorithm 11.2 and Algorithm 11.3 we provide a generic multiscale
model that is applicable to a wide range of continuum-scale two-phase
models based on balance laws, where the dynamics of an interface are
described by a microscale modeling approach. The developed procedure is
not limited to particle models, as considered in this work, but permits any
type of interface solver, see Remark 11.1. If an interface solver is sufficiently
fast, the initialization step of the multiscale model can be skipped, and the
interface solver can be directly applied within Algorithm 11.3.

Themultiscale model is deeply intertwined with the IPFV-algorithm (Chap-
ter 7). A natural question is: how does the microscale interface solver
influence the time step restriction of the IPFV-algorithm? To address this
question, we recall the discussion in Section 7.2.2. Note that the inter-
face solver returns the fluid states which are used in the continuum flux.
Consequently, the eigenvalues of the flux Jacobian retain their role in the
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time step restriction (7.12), and only the interface speed 𝑠 coming from
the interface solver affects the time step (via (7.10)). Assuming that the
interface moves with subsonic speeds, this should be in most cases less
restrictive than the CFL-condition (7.9).

Remark 11.4 (Active Sampling Strategies): One major drawback of a fixed
surrogate solver is, that it is restricted to a predetermined flow regime, which
is due to the static bounding region 𝐵in. To mitigate this problem, it is possible
to employ active sampling strategies, which in this context is presented in our
work [143]. Themain idea is to introduce a score value for an arbitrary input 𝘅,
that measures the uncertainty of the surrogate solver on this specific input
point. If the uncertainty becomes too large, the original solver is evaluated,
and the resulting sample 𝘆 = R(𝘅) is added to the training data set and the
surrogate solver gets retrained. See Figure 11.2 for a schematic representation
of this procedure.
For the choice of the score function, there are a multitude of possibilities: In
[143], we have chosen the distance from existing data points as a measure of
the uncertainty. More sophisticated methods include the usage of ensembles
of neural networks [119, 208] or the application of Bayesian methods like
Bayesian neural networks [110].

Data set (𝘅𝑖, 𝘆𝑖),
𝑖 = 1, … , 𝑁

Train surro-
gate solver 𝖥𝜽(𝘅)

Input 𝘅

Response 𝘆New sample (𝘅𝑖, 𝘆𝑖)

include in data set

Score of 𝘅

score > tolmodel

Figure 11.2: Graphical representation of the active sampling, multiscale
model.

The following chapters in this part are dedicated to several multiscale
model instances and focus on model-specific properties.
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In this chapter, we present the specific implementation of a multiscale
model (Chapter 11) for isothermal two-phase flow that is based on a particle
chain (PC) microscale model (Chapter 8).

On the continuum scale we consider the isothermal Euler equations (3.1)
for a van der Waals-fluid, which means we employ the pressure relation

𝑝(𝜌) ≔
𝑅𝑇ref𝜌
1 − 𝑏𝜌

− 𝑎𝜌2,

with parameters 𝑅, 𝑎, 𝑏 > 0 and reference temperature 𝑇ref > 0 — see also
Example 3.1. A compatible inter-particle potential for the PC model is

𝜙(𝑟) = −𝑎
𝑟
− 𝑅𝑇ref ln(𝑏 − 𝑟). (12.1)

For more details on the compatibility of the continuum pressure and the
inter-particle potential we refer to Proposition 8.2 and the subsequent
discussion.

The simulation results for this multiscale model instance are presented
later in Chapter 16.
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12.1 Microscale Interface Solver

In order to implement the multiscale model for PCs, we have to define an
interface solver of the form

𝓡∶ P− ×P+ × S𝑑−1 → P− ×P+ × R
∶ (𝜌−, 𝒎−, 𝜌+, 𝒎+, 𝒏) ↦ (𝜌∗−, 𝒎∗

−, 𝜌∗+, 𝒎∗
+, 𝑠).

(12.2)

This interface solver is used in place of the interface solver (11.1) in the
multiscale algorithm (Chapter 11).
To incorporate the microscale dynamics from the PC, we use the PC
interface solver (8.13)

Rchain(𝜌−, 𝑣−, 𝜌+, 𝑣+) = (𝜌∗−, 𝑣∗−, 𝜌∗+, 𝑣∗+, 𝑠), (12.3)

which is defined by Algorithm 8.3.

The definition of the PC interface solver (12.2) is given by the following
algorithm. In it, we make use of the fact that the particle model is invariant
to a moving reference frame. This enables us to reduce the dimension of
the input space for the interface solver (12.3), which is beneficial for the
generation of the surrogate solver.

Algorithm 12.1: Microscale Solver: Particle Chain

Input: initial states (𝜌+, 𝒎+) ∈ P+, (𝜌−, 𝒎−) ∈ P−, normal direc-
tion 𝒏 ∈ S𝑑−1.
Parameters: reference temperature 𝑇ref > 0.

Algorithm

1. Map initial states (𝜌±, 𝒎±) in direction of 𝒏 according to Defini-
tion 2.4, which results in

𝒖± = (𝜌±, 𝑚±) ≔ 𝑼∥𝒏,± = (𝜌±, 𝒎± ⋅ 𝒏),
𝑼⟂𝒏,± ≔ (0,𝒎± − (𝒎± ⋅ 𝒏)𝒏).
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2. The −-phase velocity is used as the reference velocity 𝑣 ≔ 𝑣− =
𝑚−
𝜌−

. Map the momentum to the moving reference frame:

𝑚± ↤ 𝑚± − 𝜌±𝑣.

3. Solve the Riemann problem (2.8) in normal direction 𝒏 with
Riemann data (𝜌±, 𝑚±) using the microscale Riemann solver
Rchain. This means we run Algorithm 8.3, yielding the wave
states (𝜌∗−, 𝑚∗

−), (𝜌∗+, 𝑚∗
+) and the wave speed 𝑠 in normal direc-

tion 𝒏.
4. Remap the reference velocity 𝑣 back to the wave states:

𝑚∗
± ↤ 𝑚∗

± + 𝜌∗±𝑣,
𝑠 ↤ 𝑠 + 𝑣.

5. Project the directional states back to the full state:

(𝜌∗±, 𝒎∗
±) = (𝜌∗±, 𝑚∗

±𝒏) + 𝑼⟂𝒏,± = 𝑃𝒏((𝜌∗±, 𝑚∗
±)) + 𝑼⟂𝒏,±,

with 𝑃𝒏 defined in Definition 2.4.

Result: wave states (𝜌∗+, 𝒎∗
+), (𝜌∗−, 𝒎∗

−), and interface speed 𝑠 in
direction of 𝒏.

12.2 Surrogate Solver Generation

To improve the computational complexity of the multiscale algorithm, we
employ a surrogate solver 𝖥𝜽 that approximates Rchain, i.e.

𝖥𝜽(𝘅) = 𝖥𝜽(𝜌−, 𝜌+, 𝑣+) ≈ Rchain(𝜌−, 0, 𝜌+, 𝑣+) = (𝜌∗−, 𝑚∗
−, 𝜌∗+, 𝑚∗

+).

We choose to use a CRes-network, as described in Section 20.4.1, as our
surrogate solver 𝖥𝜽. The constraint layer for this multiscale model is the
same as in Section 13.3.2.
The surrogate solver takes 0.1ms for a single evaluation. In contrast, a
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PC simulation (Algorithm 12.1) needs roughly 20 s. Thus, using a surro-
gate solver promises a large acceleration of the superordinate multiscale
simulations.

12.2.1 Data Set Generation

Before being able to train the surrogate solver, we have to build an appro-
priate data set, following the generic procedure of Section 11.2. Focusing on
the current model instance, we have to define the range of the input data set
𝐷in, and therefore the range of the input data states (𝜌−, 𝑣−, 𝜌+, 𝑣+) ∈ 𝐷in.
Note that we assume 𝑣− ≡ 0 after transforming the reference frame (see
Algorithm 12.1). The range of the densities is set to 𝜌+ ∈ (𝜌min, 𝜌+,max)
and 𝜌− ∈ (𝜌−,min, 𝜌max), where we have chosen 𝜌min = 0.02, 𝜌max = 2.4,
𝜌+,max = 0.6, and 𝜌−,min = 1.4. The velocity range for the +-phase is set
to 𝑣+ ∈ (𝑣min, 𝑣max), with 𝑣min = −1.2, and 𝑣max = 1.2. These ranges define
the input bounding domain

𝐵in ≔ {(𝜌−, 𝑣−, 𝜌+, 𝑣+) ∈ R4 ∶𝜌− ∈ [𝜌−,min, 𝜌max], 𝑣− = 0,
𝜌+ ∈ [𝜌min, 𝜌+,max], 𝑣+ ∈ [𝑣min, 𝑣max]}.

Inside the bounding domain 𝐵in we generate 𝑁in = 7200 samples using
Algorithm A.2 (while exploiting the reduced dimensionality). These sam-
ples comprise initial data set 𝐷in = {(𝜌−, 𝑣−, 𝜌+, 𝑣+)𝑖 ∶ 𝑖 = 1, … , 𝑁in}. For
each (𝜌−, 𝜌+, 𝑣−, 𝑣+) ∈ 𝐷in we run the PC solver Rchain (Algorithm 8.3),
and obtain

(𝜌∗−, 𝑚∗
−, 𝜌∗+, 𝑚∗

+, 𝑠) = Rchain(𝜌−, 𝑣−, 𝜌+, 𝑣+).

All valid1 output is gathered in the output data set 𝐷out = {(𝜌∗−, 𝑚∗
−, 𝜌∗+,

𝑚∗
+, 𝑠)𝑖 ∶ 𝑖 = 1, … , 𝑁data}. The corresponding input data (𝜌−, 𝑣−, 𝜌+, 𝑣+) is

identified with the output, resulting in the complete data set

𝐷 = {((𝜌−, 𝑣−, 𝜌+, 𝑣+), (𝜌∗−, 𝑚∗
−, 𝜌∗+, 𝑚∗

+, 𝑠))𝑖 ∶ 𝑖 = 1, … , 𝑁data}.

1In some rare cases the PC algorithm might result in invalid, not-a-number values.
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See Figure 12.1 and Figure 12.2 for a graphical representation of the data
set 𝐷. A digital version of the data set can be found at [141].

A single particle simulation— and therefore one evaluation ofRchain (Algo-
rithm 8.3) — takes around 20 s. Consequently, the generation of the whole
data set takes around 40 h. This, however, ignores the embarrassingly
parallel nature of sampling the data points. In practice, the computational
time can be drastically reduced by computing the samples in parallel, and
the computational time scales perfectly with the amount of machines
available.

12.2.2 Neural Network Training

The general outline of the training procedure for 𝖥𝜽 is described in Sec-
tion 20.5.2. Here, we will only present those aspects that differ from the
general description.
For the current model, we employ a CRes-network with 5 hidden layers
made up of 50 nodes each. To train the network, we use the learning rate
0.001, and the weight decay parameter of 𝛼wd = 10−6. The training data set
𝐷train consists of 5997 samples randomly drawn from 𝐷, the 1200 remain-
ing samples form the validation data set 𝐷val. The training and validation
loss during training is presented in Figure 12.3.
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Figure 12.1: The data set for the PC multiscale model for a van der
Waals fluid. The data set consists of 7197 data points. On the upper
right half a scatter matrix of the data points is shown, on the lower
left half, a kernel density approximation of the point distribution,
and on the diagonal the histogram of each variable. Note that the
variable 𝑣− is not shown as it equals zero throughout the data set.
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Figure 12.2: The data set for the PC multiscale model for a van der Waals
fluid. The data set consists of 7197 data points. The scatter plots
show the relation of the input states 𝜌−, 𝜌+, 𝑣+ to the wave states
𝜌∗−, 𝑣∗−, 𝜌∗+, 𝑣∗+, and wave speed 𝑠. Note that the input variable 𝑣− is
not shown as it equals zero throughout the data set.
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Figure 12.3: Evolution of the loss on the training and the validation data
set during the training of the neural network surrogate solver for
the PC multiscale model with van der Waals potential (12.1).
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In this chapter, we establish a multiscale model for compressible, isother-
mal liquid–vapor flow, which is an instance of the multiscale model intro-
duced in Chapter 11. On the continuum scale the multiscale model is based
on the isothermal Euler equations (3.1) at a given reference temperature
𝑇ref > 0. As discussed in Section 3.2, classical methods may be insufficient
for describing the interface dynamics in this case. Therefore, we describe
the microscale dynamics at the interface by isothermal molecular dynamics
(MD) simulations — see Chapter 9.

In the following sections, we describe the specifics of the multiscale model.
First, we to choose an equation of state (EOS) (Section 13.1) that is consistent
with the microscale model solver (Section 13.2). Secondly, the surrogate
solver (Section 13.3) has to be specified, including the data set generation,
the constraint layer definition, and the training of the neural network.
Later in Chapter 17, we present the simulation results for this multiscale
model instance.

To distinguish the phases we apply the established notation, which means
in this case that the subscript + stands for the vapor phase, and the sub-
script − for the liquid phase.
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Figure 13.1: The EOS for the Lennard–Jones fluid [191] at 𝑇ref = 1.0.

13.1 Equations of State

For the multiscale model proposed in this work, it is important to use EOS
on the continuum level (i.e. a pressure relation 𝑝 = 𝑝(𝜌) in (3.1)), that are
consistent with the microscale model, in the sense that the continuum
model describes the same physical fluid as the microscale model. The mi-
croscale description of the liquid–vapor flow is based on MD simulations
with generic Lennard–Jones particles. Consequently, the continuum-scale
fluid should be a Lennard–Jones fluid, which means a fluid that is com-
prised of spherical particles interacting with the Lennard–Jones potential.1

This type of fluid can be modeled by the EOS proposed in [191]. The con-
sistency of this EOS with the MD simulations is discussed in Remark 9.7. A
plot of the pressure–density relation at constant temperature is shown in
Figure 13.1. The spinodal region (𝜌max

+ , 𝜌min
− ) at 𝑇ref = 1.0 is approximately

given by 𝜌max
+ ≈ 0.10, 𝜌min

− ≈ 0.58.

1Lennard–Jones particles can be used to approximate simple, spherical molecules, such as
noble gases. As such, pure argon is an example for a Lennard–Jones fluid.
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13.2 Microscale Interface Solver

To define the multiscale model for the isothermal two-phase flow, we have
to specify the microscale interface solver

𝓡∶ P− ×P+ × S𝑑−1 → P− ×P+ × R
∶ (𝜌−, 𝒎−, 𝜌+, 𝒎+, 𝒏) ↦ (𝜌∗−, 𝒎∗

−, 𝜌∗+, 𝒎∗
+, 𝑠).

(13.1)

The main idea is to describe the interface dynamics, using the (isothermal)
MD Riemann solver

RMD,iso(𝜌−, 𝑣−, 𝜌+, 𝑣+) = (𝜌∗−, 𝑣∗−, 𝜌∗+, 𝑣∗+, 𝑠),

see Remark 9.6. To reduce the dimension of the input space ofRMD,iso, we
exploit the fact that MD as a particle system are invariant with respect to
a moving reference frame. Therefore, we transform the input states such
that on the molecular scale the ensemble velocity on the liquid side 𝑣− is
zero. This is especially useful for the generation of the surrogate solver, as
the input state space is reduced by one dimension compared to the direct
approach. The mapping (13.1) is realized by the following algorithm.

Algorithm 13.1: Microscale Solver: Isothermal Liquid–Vapor
Flow

Input: initial states (𝜌+, 𝒎+) ∈ P+, (𝜌−, 𝒎−) ∈ P−, normal direc-
tion 𝒏 ∈ S𝑑−1.
Parameters: reference temperature 𝑇ref > 0.

Algorithm

1. Map initial states (𝜌±, 𝒎±) in direction of 𝒏 according to Defini-
tion 2.4, i.e.

𝒖± = (𝜌±, 𝑚±) ≔ 𝑼∥𝒏,± = (𝜌±, 𝒎± ⋅ 𝒏), (13.2)

𝑼⟂𝒏,± ≔ (0,𝒎± − (𝒎± ⋅ 𝒏)𝒏).

2. Consider the−-phase velocity as the reference velocity 𝑣 ≔ 𝑣− =
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𝑚−
𝜌−

and subtract it:

𝑚± ↤ 𝑚± − 𝜌±𝑣.

3. Solve the Riemann problem (2.8) in normal direction 𝒏 with
Riemann data (𝜌±, 𝑚±) using the microscale Riemann solver
RMD,iso. Consequently, we run an isothermal MD simulation
for the initial continuum states (𝜌−, 𝑚−, 𝑇ref) and (𝜌+, 𝑚+, 𝑇ref)—
see Algorithm 9.5. This yields the wave states (𝜌∗−, 𝑚∗

−), (𝜌∗+, 𝑚∗
+)

and the wave speed 𝑠 in normal direction 𝒏.
4. Add the reference velocity 𝑣 to the output:

𝑚∗
± ↤ 𝑚∗

± + 𝜌∗±𝑣,
𝑠 ↤ 𝑠 + 𝑣.

5. Project the directional states back to the full state:

(𝜌∗±, 𝒎∗
±) = (𝜌∗±, 𝑚∗

±𝒏) + 𝑼⟂𝒏,± = 𝑃𝒏((𝜌∗±, 𝑚∗
±)) + 𝑼⟂𝒏,±,

with 𝑃𝒏 defined as in Definition 2.4.

Result: wave states (𝜌∗+, 𝒎∗
+), (𝜌∗−, 𝒎∗

−), and interface speed 𝑠 in
direction of 𝒏.

The interface solver defined by this algorithm can be used instead ofG in
Algorithm 11.3, as the projection in normal direction is already included.
To improve the computational complexity, the final multiscale algorithm
uses a surrogate solver in place of the MD simulation in step 3.

13.3 Surrogate Solver Generation

Instead of running the whole MD simulation as described in Algorithm 13.1,
we seek to employ a surrogate solver
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𝖥𝜽(𝘅) = 𝖥𝜽(𝜌−, 𝜌+, 𝑣+) ≈ RMD,iso(𝜌−, 0, 𝜌+, 𝑣+) = (𝜌∗−, 𝑚∗
−, 𝜌∗+, 𝑚∗

+)

in step 3 of Algorithm 13.1, approximating the isothermal MD Riemann
solver RMD,iso.2 To train such a surrogate solver, a data set has to be
generated, which is explained in Section 13.3.1. Furthermore, we aim to
include physical constraints (e.g. mass conservation) in the surrogate solver
— the details are explained in Section 13.3.2.
The finished surrogate solver takes 0.1ms for a single evaluation, which
is a huge gain compared with the 9 to 11min for a single MD simulation
(Algorithm 13.1).

13.3.1 Data Set Generation

To be able to train a surrogate solver, we have to generate an appropriate
data set. The generic outline of the procedure is described in Section 11.2.
Focusing on the model-specific setting, we have to define the range of the
input data set 𝐷in. Note that each input data point in 𝐷in represents a tuple
(𝜌−, 𝑣−, 𝜌+, 𝑣+), with 𝑣− ≡ 0 after transforming the reference frame. We
restrict the densities to 𝜌+ ∈ (𝜌min, 𝜌+,max), 𝜌− ∈ (𝜌−,min, 𝜌max), and the
+-phase velocity to 𝑣+ ∈ (𝑣min, 𝑣max). Here, we have chosen 𝜌min = 10−2,
𝜌max = 1.1, 𝜌+,max = 0.2, 𝜌−,min = 0.4, 𝑣min = −2.5, and 𝑣max = 1.5. With
this we have defined the input bounding domain

𝐵in ≔ {(𝜌−, 𝑣−, 𝜌+, 𝑣+) ∈ R4 ∶𝜌− ∈ [𝜌−,min, 𝜌max], 𝑣− = 0,
𝜌+ ∈ [𝜌min, 𝜌+,max], 𝑣+ ∈ [𝑣min, 𝑣max]}.

In the bounding domain 𝐵in we generate 𝑁in = 3600 data points using
Algorithm A.2,3 resulting in the initial data set 𝐷in = {(𝜌−, 𝑣−, 𝜌+, 𝑣+)𝑖 ∶
𝑖 = 1, … , 𝑁in}.

2Here we consider the output of the surrogate solver in terms of the momentum and not
the velocity as in Algorithm 9.5. In the following we assume the conversion takes place
implicitly without further notice.

3Note that we can exploit the fact that 𝑣− ≡ 0 and perform the sampling in three dimensions,
which means we sample points of the shape (𝜌−, 𝜌+, 𝑣+).
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Figure 13.2: The data set for the isothermal two-phase flow multiscale
model. The data set consists of 10 787 data points (with 3600 unique
initial states). On the upper right half a scatter matrix of the data
points is shown, on the lower left half, a kernel density approximation
of the point distribution, and on the diagonal the histogram of each
variable. Note that the variable 𝑣− is not shown as it equals zero
throughout the data set.
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Figure 13.3: The data set for the isothermal two-phase flow multiscale
model. The data set consists of 10 787 data points (with 3600 unique
initial states). The scatter plots show the relation of the input states
𝜌−, 𝜌+, 𝑣+ to the wave states 𝜌∗−, 𝑣∗−, 𝜌∗+, 𝑣∗+, and wave speed 𝑠. The
error-bars show the data range of each separate MD simulation. Note
that the input variable 𝑣− is not shown as it equals zero throughout
the data set.
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For each (𝜌−, 𝑣−, 𝜌+, 𝑣+) ∈ 𝐷in we evaluate the isothermal MD Riemann
solver RMD,iso (Remark 9.6), and obtain

(𝜌∗−, 𝑚∗
−, 𝜌∗+, 𝑚∗

+, 𝑠) = RMD,iso(𝜌−, 𝑣−, 𝜌+, 𝑣+). (13.3)

The valid4 output is gathered in the output data set 𝐷out = {(𝜌∗−, 𝑚∗
−, 𝜌∗+,

𝑚∗
+, 𝑠)𝑖 ∶ 𝑖 = 1, … , 𝑁data} and identified with the corresponding input (𝜌−,

𝑣−, 𝜌+, 𝑣+), resulting in the complete data set

𝐷 = {((𝜌−, 𝑣−, 𝜌+, 𝑣+), (𝜌∗−, 𝑚∗
−, 𝜌∗+, 𝑚∗

+, 𝑠))𝑖 ∶ 𝑖 = 1, … , 𝑁data}.

Remark 13.2 (Repeating Molecular Dynamics Simulations): As the MD
simulations are non-deterministic and subject to noise, we repeat the MD
simulation, i.e. the evaluation of (13.3), for each data point 3 times. This
results in a larger data set and gives us a rough indicator of the accuracy of
the MD simulations. Which — implicitly — can help us to avoid overfitting
during the neural network training.

The data set is available at [141]. To get an overview of the data set, the
resulting data set is illustrated in Figures 13.2 and 13.3. In Figure 13.2 a full
scatter-matrix of the data set is shown, whereas in Figure 13.3, we plot
the output values over the input values, including the range of the output
values, indicated by error bars.
We can infer that the initial density 𝜌− plays the most important role
regarding the dynamics of the solution. Furthermore, we see that for low
densities 𝜌− ≲ 0.55, the MD simulation results have a higher variance.

Running a single MD simulation of a microscale Riemann problem takes
between 9 and 11min. As a result, generating the whole data set takes
roughly 1800 computing hours. However, due to the parallel nature of the
data sampling, the workload can be distributed among several machines.

4In some rare cases the MD simulation might produce invalid, not-a-number values, for
example when two particles with high velocities overlap completely and the inter-particle
force becomes infinite.
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Figure 13.4: Graphical representation of the CRes-network for the isother-
mal two-phase flow model.

13.3.2 Constraint Layer

As discussed in Section 11.2, generic surrogate solvers 𝖥𝜽 are not tailored
to uphold the Rankine–Hugoniot condition (3.5), which include e.g. mass
balance across the phase boundary. We aim to include mass conservation
and positivity of the density in the surrogate solver 𝖥𝜽. For this purpose,
we employ CRes-networks (Section 20.4.1) as our surrogate solver. To
build the necessary constraint-resolving layer, consider at first the mass
conservation across the interface (3.5)1

𝑚∗
+ = 𝑚∗

− − 𝑠(𝜌∗− − 𝜌∗+). (13.4)

The input 𝘇 — which is the output of the intermediate network 𝖦𝜽 — of
the constraint-resolving function Ψ is set to be

𝘇 ≔ ( ̃𝜌−, 𝑣∗−, ̃𝜌+, 𝑠).

Here, ̃𝜌−, ̃𝜌+ are intermediate densities, 𝑣∗− is the fluid velocity of the
−-phase, and 𝑠 is the wave speed. We define the constraint-resolving
function Ψ in the following way:
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Ψ(𝘇) = Ψ( ̃𝜌−, 𝑣∗−, ̃𝜌+, 𝑠)
≔ (| ̃𝜌−|, | ̃𝜌−|𝑣∗−, | ̃𝜌+|, | ̃𝜌−|𝑣∗− − 𝑠(| ̃𝜌−| − | ̃𝜌+|), 𝑠)
= (𝜌∗−, 𝑚∗

−, 𝜌∗+, 𝑚∗
+, 𝑠).

This ensures that the output densities 𝜌∗± are positive, and in accordance
with (13.4) the mass across the interface is conserved. The general shape
of the CRes-network is depicted in Figure 13.4.

13.3.3 Neural Network Training

The training of the neural network 𝖥𝜽(𝘅) follows the description given in
Section 20.5.2, except for the following details. To train the network, we
employ the data set 𝐷, which is described in Section 13.3.1. The data set
𝐷 is split into a training data set 𝐷train consisting of 9708 samples and a
validation data set 𝐷val with 1079 samples. Note that all repetitions of the
MD simulations — see Remark 13.2 — belong to either the training or the
validation data set. We consider a neural network with 5 hidden layers
made up of 50 nodes each. The learning rate is set to 5·10−4, the weight
decay parameter 𝛼wd to 10−3, and the gradient norm clipping parameter
to 103. The evolution of the training and validation error is depicted in
Figure 13.5.
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Figure 13.5: Evolution of the loss on the training and the validation data
set during the training of the neural network surrogate solver for
the isothermal two-phase flow multiscale model.
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In this section, we present the multiscale model for compressible tem-
perature-dependent two-phase flow. It is a direct extension of the multi-
scale model presented in Chapter 13, introducing temperature dependence.
On the continuum scale, the two-phase flow is described by the Euler
equations, as in Chapter 4. The interface dynamics on the microscale are
modeled by molecular dynamics (MD) simulations, see Chapter 9.
In the following we present the specifics of the multiscale model (Chap-
ter 11) for the temperature-dependent model instance in detail. That means,
we introduce the equations of state (EOS) for the continuum model in
Section 14.1, present the microscale Riemann solver in Section 14.2, and
finally the surrogate solver in Section 14.3.
The simulation results for this multiscale model instance are discussed
later in Chapter 18.

14.1 Equations of State

To close the system (4.1) on the continuum scale, we have to specify the
EOS for this system. Hereby it is very important to choose EOS that are
consistent with the microscale model. Those are comprised by MD sim-
ulations for a Lennard–Jones fluid (Chapter 9). As such, the EOS for a
Lennard–Jones fluid presented in [191] appears to be a good candidate.1

In Section 9.4 we have shown good accordance with the MD simulation

1Which is the same EOS used for the isothermal two-phase flow model in Section 13.1.
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Figure 14.1: Pressure of the Lennard–Jones EOS [191]. The dashed line
represents the isobar of the critical pressure 𝑝crit = 𝑝(𝜌crit, 𝑇crit).

results, which motivates the application of the EOS. A graphical represen-
tation of the pressure 𝑝 = 𝑝(𝜌, 𝑇 ) in terms of density 𝜌 and temperature 𝑇
is shown in Figure 14.1. It also indicates the liquid, the vapor, as well as
the spinodal region in the state space.

14.1.1 Temperature Evaluation

For many real-world EOS there is no closed form to compute the tem-
perature 𝑇 = 𝑇 ( ̃𝜌, ̃𝜀) for given density ̃𝜌 and specific internal energy ̃𝜀, in
contrast to e.g. the ideal gas equations. In this case the nonlinear problem

̃𝜀 − 𝜀( ̃𝜌, 𝑇 ) = 0 (14.1)

has to be solved with respect to 𝑇. Solving problem (14.1) analytically or
numerically can be difficult. There might be no unique solution, evaluating
𝜀(⋅, ⋅) can be computationally expensive, or the problem might be badly
conditioned.
To achieve a higher computational efficiency, it is possible to tabulate the
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EOS — see for example [65, 100]. In case of our application, we build a
table for 𝑇 = 𝑇 ( ̃𝜌, ̃𝜀), which is used to obtain initial guesses for solving
(14.1) numerically. This approach combines the efficiency and speed of a
tabulated EOS with the accuracy of an analytical one.
For this purpose, we set up a uniform mesh grid of density–energy pairs
(𝜌𝑖, 𝜀𝑗). The mesh is comprised of 𝑛𝜌 = 50 points for the density, uniformly
distributed between 𝜌eosmin = 10−9 and 𝜌eosmax = 1.4, as well as 𝑛𝜀 = 239
points for the internal energy, uniformly placed between 𝜀eosmin = −0.2
and 𝜀eosmax = −7.
For every pair ( ̃𝜌, ̃𝜀) = (𝜌𝑖, 𝜀𝑖) in the mesh, we solve (14.1) numerically, while
selecting the smallest positive solution. This can be done by performing a
successive bracket search for a sign change, starting at 𝑇 = 0. If opposite
signs have been detected a numerical root finding algorithm such as [5]
is employed. If the root search was unsuccessful, the data point is set to
not-a-number. In Figure 14.2 the temperature surface 𝑇 = 𝑇 (𝜌, 𝜀) is plotted.
In a uniform mesh, the cell in which a given point (𝜌, 𝜀) lies can be rapidly
located. Performing bilinear interpolation inside the located cell gives us an
approximate value ̃𝑇 for the temperature. In that way, fast approximations
of solutions for (14.1) are obtained.
To get an even more stable and accurate algorithm, the interpolated value
̃𝑇 (𝜌, 𝜀) is used as an initial guess for solving (14.1) numerically, and only

few iterations are needed to compute an even more accurate solution of
(14.1).

14.2 Microscale Riemann Solver

To define the temperature-dependent two-phase flow multiscale model,
we have to specify a microscale Riemann solver

𝓡∶ (𝜌−, 𝒎−, 𝐸−, 𝜌+, 𝒎+, 𝐸+, 𝒏) ↦ (𝜌∗−, 𝒎∗
−, 𝐸∗−, 𝜌∗+, 𝒎∗

+, 𝐸∗+, 𝑠). (14.2)

As before, the subscript + marks the vapor phase quantities, and the sub-
script − the liquid phase quantities.
Just as in the previous Chapter 13, the solver (14.2) is based on MD simula-
tions (Chapter 9), albeit without controlling the temperature during the
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Figure 14.2: Temperature of a Lennard–Jones fluid with respect to the
internal specific energy 𝜀 and density 𝜌. The white region marks the
spinodal region.

simulation. Consequently, the local temperature is variable, which has an
impact on the fluid dynamics during MD simulations.
The mapping (14.2) is realized by the following algorithm. Again, we ex-
ploit the fact that MD as a particle system are invariant with respect
to a moving reference frame, and choose the −-phase velocity 𝑣− as the
reference velocity to reduce the dimensionality of the input space.

Algorithm 14.1: Microscale Solver: Temperature-dependent
Two-Phase Flow

Input: initial states (𝜌+, 𝒎+, 𝐸+) ∈ P+, (𝜌−, 𝒎−, 𝐸−) ∈ P−, normal
direction 𝒏 ∈ S𝑑−1.

Algorithm

1. Compute specific inner energies 𝜀± = 𝐸±
𝜌±

− ‖𝒎‖2

2𝜌2±
, and tempera-

tures 𝑇± = 𝑇(𝜌±, 𝜀±), using the EOS.
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2. Map (𝜌±, 𝒎±, 𝑇±) in direction of 𝒏 according to Definition 2.4,
i.e.

𝒖± = (𝜌±, 𝑚±, 𝑇±) ≔ 𝑼∥𝒏,± = (𝜌±, 𝒎± ⋅ 𝒏, 𝑇±), (14.3)

𝑼⟂𝒏,± ≔ (0,𝒎± − (𝒎± ⋅ 𝒏)𝒏, 0).

3. Consider the−-phase velocity as the reference velocity 𝑣 ≔ 𝑣− =
𝑚−
𝜌−

and subtract it:

𝑚± ↤ 𝑚± − 𝜌±𝑣.

4. Solve the Riemann problem (2.8) in normal direction 𝒏 with
Riemann data (𝜌±, 𝑚±, 𝑇±) using the microscale model. This
means, we run a temperature-dependent MD simulation for the
initial continuum states (𝜌−, 𝑚−, 𝑇−) and (𝜌+, 𝑚+, 𝑇+) — see Al-
gorithm 9.5. This yields the wave states (𝜌∗−, 𝑚∗

−, 𝑇 ∗−), (𝜌∗+, 𝑚∗
+, 𝑇 ∗+)

and the wave speed 𝑠 in normal direction 𝒏.
5. Add the reference velocity 𝑣 to the output:

𝑚∗
± ↤ 𝑚∗

± + 𝜌∗±𝑣,
𝑠 ↤ 𝑠 + 𝑣.

6. Project the directional states back to the full state:

(𝜌∗±, 𝒎∗
±, 𝑇 ∗±) = (𝜌∗±, 𝑚∗

±𝒏, 𝑇 ∗±) + 𝑼⟂𝒏,± = 𝑃𝒏((𝜌∗±, 𝑚∗
±, 𝑇 ∗±)) + 𝑼⟂𝒏,±,

with 𝑃𝒏 defined as in Definition 2.4.
7. Compute specific inner energies 𝜀∗± = 𝜀(𝜌∗±, 𝑇 ∗±), and energy

densities 𝐸∗± = 𝜌∗±𝜀∗± + ‖𝒎∗
±‖2

2𝜌∗±
.

Result: wave states (𝜌∗+, 𝒎∗
+, 𝐸∗+), (𝜌∗−, 𝒎∗

−, 𝐸∗−), and interface speed
𝑠 in direction of 𝒏.
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14.3 Surrogate Solver Generation

Instead of running the whole MD simulation as described in step 4 of
Algorithm 14.1 we seek to employ a surrogate solver

𝖥𝜽(𝘅) = 𝖥𝜽(𝜌−, 𝑇−, 𝜌+, 𝑣+, 𝑇+)
≈ RMD(𝜌−, 0, 𝑇−, 𝜌+, 𝑣+, 𝑇+)
= (𝜌∗−, 𝑚∗

−, 𝑇 ∗−, 𝜌∗+, 𝑚∗
+, 𝑇 ∗+),

that approximates the MD microscale Riemann solver RMD. To build the
surrogate solver, a data set has to be generated, which is explained in
Section 14.3.1. To improve the surrogate solver, we incorporate physical
constraints (e.g. mass conservation) in the surrogate solver, which is elab-
orated in Section 14.3.2.
In the end, a single evaluation of the complete surrogate solver takes only
0.16ms, whereas a single MD simulation (Algorithm 14.1) takes between 9
and 11min.

14.3.1 Data Set Generation

In the same vein as in Section 13.3.1 and Section 11.2, a data set 𝐷 has to
be generated to be able to train the surrogate solver. First, we have to
define the model-specific data range for the input data set 𝐷in. Each input
data point is given by a tuple (𝜌−, 𝑣−, 𝑇−, 𝜌+, 𝑣+, 𝑇+), with 𝑣− ≡ 0 after
transforming the reference frame. The range of the +-phase densities 𝜌+
and temperatures 𝑇+ is defined by the convex set formed by the following
points

(𝜌min,+, 𝑇min), (𝜌min,+, 𝑇max), (𝜌max,+, 𝑇min), (𝜌c, 𝑇c), (𝜌c, 𝑇max),

with 𝜌min,+ = 10−4, 𝜌max,+ = 0.02, 𝜌c = 0.31, 𝑇min = 0.4, 𝑇c = 1.32,
and 𝑇max = 2.5. Analogously, the −-phase range for the densities 𝜌− and
temperatures 𝑇− is given by the convex set formed by the points

(𝜌min,−, 𝑇min), (𝜌c, 𝑇c), (𝜌max,−, 𝑇min), (𝜌max,−, 𝑇c), (𝜌c, 𝑇max),
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with 𝜌min,− = 0.7, and 𝜌max,− = 1.0. Finally, the +-velocity lies in the
interval 𝑣+ ∈ (𝑣min, 𝑣max), with 𝑣min = −2.5, and 𝑣max = 1.5. Altogether,
this gives the definition of the input bounding domain 𝐵in.
Inside the input bounding domain, 𝑁in = 6000 data points are sampled,
using Algorithm A.2, while exploiting that 𝑣− ≡ 0, i.e. the sampling domain
is five-dimensional. This results in the initial data set 𝐷in = {(𝜌−, 𝑣−, 𝑇−,
𝜌+, 𝑣+, 𝑇+)𝑖 ∶ 𝑖 = 1, … , 𝑁in}.
For each (𝜌−, 𝑣−, 𝑇−, 𝜌+, 𝑣+, 𝑇+) ∈ 𝐷in we evaluate the MD Riemann solver
(Algorithm 9.5), i.e.

RMD(𝜌−, 𝑣−, 𝑇−, 𝜌+, 𝑣+, 𝑇+) = (𝜌∗−, 𝑚∗
−, 𝑇 ∗−, 𝜌∗+, 𝑚∗

+, 𝑇 ∗+, 𝑠).

We gather the valid output in the output data set 𝐷out = {(𝜌∗−, 𝑚∗
−, 𝑇 ∗−,

𝜌∗+, 𝑚∗
+, 𝑇 ∗+, 𝑠)𝑖 ∶ 𝑖 = 1, … , 𝑁data} and identify each output sample with its

corresponding input (𝜌−, 𝑣−, 𝑇−, 𝜌+, 𝑣+, 𝑇+), resulting in the complete data
set

𝐷 = {((𝜌−, 𝑣−, 𝑇−, 𝜌+, 𝑣+, 𝑇+), (𝜌∗−, 𝑚∗
−, 𝑇 ∗−, 𝜌∗+, 𝑚∗

+, 𝑇 ∗+, 𝑠))𝑖 ∶ 𝑖 = 1, … , 𝑁data}.

As described in Remark 13.2, we run three MD simulations for each input
data point. The resulting data set is illustrated in Figures 14.3 and 14.4, and
digitally available at [141].

A single run of a single MD simulation (i.e. running Algorithm 14.1 once)
takes between 9 and 11min. For the whole data set this amounts to roughly
3000 h of computing time. The sampling of the data points is however
fully parallelizable, and therefore, the workload can be easily split among
a large number of machines.

14.3.2 Constraint Layer

For the surrogate interface Riemann solver we employ the a CRes-neural
network (see Section 20.4.1), which enables us to include the mass con-
servation in the surrogate solver. From the Rankine–Hugoniot condition
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Figure 14.3: The data set for the temperature-dependent two-phase flow
multiscale model. The data set consists of 17 865 data points (with
5955 unique initial states). On the upper right half a scatter matrix
of the data points is shown, on the lower left half, a kernel density
approximation of the point distribution, and on the diagonal the
histogram of each variable. Note that the variable 𝑣− is not shown
as it equals zero throughout the data set.
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Figure 14.4: The data set for the temperature-dependent two-phase flow
multiscale model. The data set consists of 17 865 data points (with
5955 unique initial states). The scatter plots show the relation of
the input states 𝜌−, 𝑇−, 𝜌+, 𝑣+, 𝑇+ to the wave states 𝜌∗−, 𝑣∗−, 𝑇 ∗−, 𝜌∗+,
𝑣∗+, 𝑇 ∗+, and wave speed 𝑠. The error-bars show the data range of
each separate MD simulation. Note that the input variable 𝑣− is not
shown as it equals zero throughout the data set.
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(4.5)1 we can infer that

𝑚+ = 𝑚− − 𝑠(𝜌− − 𝜌+). (14.4)

This identity is used in the constraint-resolving function Ψ to account for
the mass conservation across the interface. Furthermore, we ensure that
the returned densities remain positive.
The CRes-network consists for one part of an intermediate network𝖦𝜽(𝘅) =
𝘇 with the output

𝘇 ≔ ( ̃𝜌−, 𝑣∗−, ̃𝑇 ∗− ̃𝜌+, ̃𝑇 ∗+, 𝑠),

where ̃𝜌± are the intermediate densities, ̃𝑇 ∗± the intermediate phase tem-
peratures, 𝑣∗− the fluid velocity of the −-phase, and 𝑠 the interface speed.
The other part of the CRes-network is the constraint-resolving function Ψ,
which in this specific case is defined as

Ψ( ̃𝜌−, 𝑣∗−, ̃𝜌+, ̃𝑇 ∗−, ̃𝑇 ∗+, 𝑠)

≔ (| ̃𝜌−|, | ̃𝜌−|𝑣∗−, | ̃𝑇 ∗−|, | ̃𝜌+|, | ̃𝜌−|𝑣∗− − 𝑠(| ̃𝜌−| − | ̃𝜌+|), | ̃𝑇 ∗+|, 𝑠)
= (𝜌∗−, 𝑚∗

−, 𝑇 ∗−, 𝜌∗+, 𝑚∗
+, 𝑇 ∗+, 𝑠).

This choice ensures that the output densities 𝜌∗± and temperatures ̃𝑇 ∗±
are positive, and by means of (14.4) the mass across the interface is con-
served. The general shape of the corresponding CRes-network is shown
in Figure 14.5.

14.3.3 Neural Network Training

The general outline of the training of the neural network 𝖥𝜽(𝘅) is described
in Section 20.5.2. The particular parameters for this model are outlined
in the following. We use the data set 𝐷 of Section 14.3.1 and split it into a
training data set 𝐷train with 14 889 samples and a validation data set 𝐷val
with 2976 samples. We ensure that all repetitions of the MD simulations
— see Remark 13.2 — belong to either the training or the validation data
set. The neural network is comprised of 5 hidden layers with 50 nodes
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Figure 14.5: Graphical representation of the CRes-network for the tem-
perature-dependent two-phase flow model.

each. The learning rate is set to 10−3, the weight decay parameter 𝛼wd to
10−3, and the gradient norm clipping parameter to 103. The training and
validation errors during the training procedure are shown in Figure 14.6.



196 14 Multiscale Model for Temperature-Dependent Two-Phase Flow

0 1 2 3 4 5 6 7

⋅104

10−1

100

epoch

train loss
validation loss

Figure 14.6: Evolution of the loss on the training and the validation data
set during the training of the neural network surrogate solver for
the temperature-dependent two-phase flow multiscale model.
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for Isothermal

Two-Component
Two-Phase Flow 15

Modeling two-phase flow of two components poses many challenges (cf.
Section 5.2). In this scenario, the multiscale model offers a promising
modeling approach. The corresponding multiscale model combines the
isothermal two-component flow model on the continuum scale (Chapter 5)
and multicomponent molecular dynamics (MD) simulations (Chapter 10)
for the microscale description of the phase boundary.
In this work, we focus on a fluid mixture consisting of argon and methane,
see Section 10.2 for the reasoning behind this choice. The component-
specific quantities are marked by the indices 0 for argon, and 1 for methane.
The two fluid phases are again denoted by the subscripts − and + for the
liquid and vapor phase.
To set up the multiscale model, we first have to prescribe the equation of
state (EOS) (Section 15.1). Regarding this, close attention has to be paid
that the fluid properties on the continuum scale are consistent with the
multicomponent MD simulations. Thereafter, we formulate the MD-based
microscale Riemann solver (Section 15.2) which is applied in the multiscale
algorithm. Finally, the generation of the surrogate solver is described in
Section 15.3.
Later in Chapter 19, this multiscale model instance’s simulation results are
presented.
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Component 𝑚 [–] 𝜎 [Å] 𝜀/𝑘B [K] 𝑀 [gmol−1]

Argon 1.0 3.365800 118.3400 39.94800
Methane 1.0 3.703888 150.0340 16.04300

Table 15.1: Parameters used in the PC-SAFT EOS.

15.1 Equations of State

To close the system (5.1) EOS have to be defined. That means we need the
functional dependencies for the chemical potentials 𝜇𝑖 ≔ 𝜇𝑖(𝜌0, 𝜌1, 𝑇 ). For
two-component flow we choose the PC-SAFT EOS [88]. We have shown
in Section 10.2.1 that the PC-SAFT EOS yields consistent results with the
MD simulations. Furthermore, by implementing the EOS directly within
our C+++-code, we achieve a high computational efficiency.
The component-specific parameters of the EOS are given in Table 15.1.
For an argon–methane mixture the combination parameter is chosen as
𝑘01 = 0.01 [–]. We set the reference temperature to 𝑇ref = 110K. The
corresponding pressure diagram of the mixture is shown in Figure 15.1.

15.2 Microscale Riemann Solver

In order to define the multiscale model for two-component, two-phase
flow, we have to specify the microscale Riemann solver / interface solver

𝓡∶ (𝜌0,−, 𝜌1,−, 𝒎0,−, 𝒎1,−, 𝜌0,+, 𝜌1,+, 𝒎0,+, 𝒎1,+, 𝒏)
↦ (𝜌∗0,−, 𝜌∗1,−, 𝒎∗

0,−, 𝒎∗
1,−, 𝜌∗0,+, 𝜌∗1,+, 𝒎∗

0,+, 𝒎∗
1,+, 𝑠).

(15.1)

As in the previous chapters, the microscale solver is based on MD simula-
tions, albeit in this case for multiple components — see Chapter 10.
We seek to reduce the input space of the Riemann solver by exploiting
that the MD system is invariant with respect to a moving reference frame.
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Figure 15.1: Pressure of the PC-SAFT EOS [88] for an argon–methane
mixture at 𝑇 = 110K.

For this purpose, we choose the barycentric −-phase velocity

𝒗− ≔
𝒎0,− + 𝒎1,−

𝜌0,− + 𝜌1,−
(15.2)

as the reference velocity. The velocity 𝒗+ is defined analogously to (15.2).
To be able to fully utilize the dimensionality reduction, we introduce the
relative velocity for each phase

𝒗rel,± ≔ 𝒗0,± − 𝒗1,±. (15.3)

Assuming we know the densities 𝜌0,±, 𝜌1,±, we can compute (𝒗0,±, 𝒗1,±)
from (𝒗±, 𝒗rel,±) and vice versa. In the following this conversion is done
implicitly to simplify the notation.
The following algorithm implements themicroscale Riemann solver (15.1).
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Algorithm 15.1: Microscale Solver: Two-Component, Two-
Phase Flow

Input: initial states (𝜌0,−, 𝜌1,−, 𝒎0,−, 𝒎1,−) ∈ P+, (𝜌0,+, 𝜌1,+, 𝒎0,+,
𝒎1,+) ∈ P−, normal direction 𝒏 ∈ S𝑑−1.

Algorithm

1. Compute the barycentric and relative phase velocities 𝒗±, 𝒗rel,±
according to (15.2), (15.3).

2. Map (𝜌0,±, 𝜌1,±, 𝒗±, 𝒗rel,±) in direction of 𝒏 according to Defini-
tion 2.4, i.e.

𝒖± = (𝜌0,±, 𝜌1,±, 𝑣±, 𝑣rel,±) ≔ 𝑼∥𝒏,± = (𝜌±, 𝒗± ⋅ 𝒏, 𝒗rel,± ⋅ 𝒏),
𝑼⟂𝒏,± ≔ (0, 0, 𝒗± − (𝒗± ⋅ 𝒏)𝒏, 𝒗rel,± − (𝒗rel,± ⋅ 𝒏)𝒏).

3. Consider the barycentric −-phase velocity as the reference ve-
locity 𝑣 ≔ 𝑣− and map it:

𝑣± ↤ 𝑣± − 𝑣.

4. Solve the Riemann problem (2.8) in normal direction 𝒏
with Riemann data (𝜌0,±, 𝜌1,±, 𝒗±, 𝒗rel,±) using the microscale
model. This means, we run a two-component MD simula-
tion for the initial continuum states (𝜌0,−, 𝜌1,−, 0, 𝒗rel,−) and
(𝜌0,+, 𝜌1,+, 𝒗+, 𝒗rel,+) — see Algorithm 10.2. This yields the
wave states (𝜌∗0,−, 𝜌∗1,−, 𝑚∗

0,−, 𝑚∗
1,−), (𝜌∗0,+, 𝜌∗1,+, 𝑚∗

0,+, 𝑚∗
1,+) and the

wave speed 𝑠 in normal direction 𝒏.
5. Return the reference velocity 𝑣 to the output:

𝑚∗
0,± ↤ 𝑚∗

0,± + 𝜌∗0,±𝑣,
𝑚∗
1,± ↤ 𝑚∗

1,± + 𝜌∗1,±𝑣,
𝑠 ↤ 𝑠 + 𝑣.

6. Project the directional states back to the full state:
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(𝜌∗0,±, 𝜌∗1,±, 𝒎∗
0,±, 𝒎∗

1,±) = (𝜌∗0,±, 𝜌∗1,±, 𝑚∗
0,±𝒏, 𝑚∗

1,±𝒏) + 𝑼⟂𝒏,±
= 𝑃𝒏((𝜌∗0,±, 𝜌∗1,±, 𝑚∗

0,±, 𝑚∗
1,±)) + 𝑼⟂𝒏,±,

with 𝑃𝒏 defined as in Definition 2.4.

Result: wave states (𝜌∗0,+, 𝜌∗1,+, 𝒎∗
0,+, 𝒎∗

1,+), (𝜌∗0,−, 𝜌∗1,−, 𝒎∗
0,−, 𝒎∗

1,−),
and interface speed 𝑠 in direction of 𝒏.

15.3 Surrogate Solver Generation

We seek to employ a surrogate solver 𝖥𝜽 that approximates RMD,mix from
(10.6), i.e.

𝖥𝜽(𝘅) = 𝖥𝜽(𝜌0,−, 𝜌1,−, 𝑣rel,−, 𝜌0,+, 𝜌1,+, 𝑣+, 𝑣rel,+)
≈ RMD,mix(𝜌0,−, 𝜌1,−, 𝑣0,−, 𝑣1,−, 𝜌0,+, 𝜌1,+, 𝑣0,+, 𝑣1,+)
= (𝜌∗0,−, 𝜌∗1,−, 𝑚∗

0,−, 𝑚∗
1,−, 𝜌∗0,+, 𝜌∗1,+, 𝑚∗

0,+, 𝑚∗
1,+, 𝑠).

For the full multiscale model, the surrogate model 𝖥𝜽 replaces themolecular
scale Riemann solver RMD,mix in step 4 of Algorithm 15.1.
The finished surrogate solver offers large computational gains. It takes
only 0.10ms for a single evaluation. The MD simulations (Algorithm 15.1)
on the other hand needs 14min to 17min.

15.3.1 Data Set Generation

To prepare the surrogate solver as in Section 11.2, we have to generate
a data set 𝐷 for the input–output relation of the microscale Riemann
solver RMD,mix. The range of the ±-phase densities 𝜌0,±, 𝜌1,± for each
component is defined by the convex set, that is formed by the points given
in Table 15.2. The barycentric velocity 𝑣+ ranges from 𝑣min = −750ms−1

to 𝑣max = 750ms−1. The relative velocities 𝑣rel,± are bounded by 𝑣rel,min =
−500ms−1 and 𝑣rel,max = 500ms−1. Taken all together, the resulting
convex set forms the input bounding domain 𝐵in.
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𝜌0,+ [kgm−3] 𝜌1,+ [kgm−3] 𝜌0,− [kgm−3] 𝜌1,− [kgm−3]

1.0 0.0 1024.2 0.0
1.0 0.0 0.0 343.4
1.0 0.0 1616.3 0.0
1.0 0.0 0.0 509.4
0.0 1.0 1024.2 0.0
0.0 1.0 0.0 343.4
0.0 1.0 1616.3 0.0
0.0 1.0 0.0 509.4

163.0 0.0 1024.2 0.0
163.0 0.0 0.0 343.4
163.0 0.0 1616.3 0.0
163.0 0.0 0.0 509.4
0.0 31.0 1024.2 0.0
0.0 31.0 0.0 343.4
0.0 31.0 1616.3 0.0
0.0 31.0 0.0 509.4

Table 15.2: Density corner points for the two-component (argon–
methane) model input data set.

We generate 𝑁in = 12 000 samples in 𝐵in using Algorithm A.2, while
exploiting the reduced dimensionality, due to 𝑣− ≡ 0. Consequently, we
generate the input data set

𝐷in = {(𝜌0,−, 𝜌1,−, 𝑣rel,−, 𝜌0,+, 𝜌1,+, 𝑣+, 𝑣rel,+)𝑖 ∶ 𝑖 = 1, … , 𝑁in}.

For each (𝜌0,−, 𝜌1,−, 𝑣rel,−, 𝜌0,+, 𝜌1,+, 𝑣+, 𝑣rel,+) ∈ 𝐷in a two-component MD
simulation (Algorithm 10.2) is performed with the corresponding input
variables, i.e.

RMD,mix(𝜌0,−, 𝜌1,−, 𝑣0,−, 𝑣1,−, 𝜌0,+, 𝜌1,+, 𝑣0,+, 𝑣1,+)
= (𝜌∗0,−, 𝜌∗1,−, 𝑚∗

0,−, 𝑚∗
1,−, 𝜌∗0,+, 𝜌∗1,+, 𝑚∗

0,+, 𝑚∗
1,+, 𝑠).

The valid output is gathered into the output data set
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𝐷out = {(𝜌∗0,−, 𝜌∗1,−, 𝑚∗
0,−, 𝑚∗

1,−, 𝜌∗0,+, 𝜌∗1,+, 𝑚∗
0,+, 𝑚∗

1,+, 𝑠)𝑖 ∶ 𝑖 = 1, … , 𝑁data}.

By associating each output data point with its input, we obtain the complete
data set

𝐷 = {((𝜌0,−, 𝜌1,−, 𝑣rel,−, 𝜌0,+, 𝜌1,+, 𝑣+, 𝑣rel,+),

(𝜌∗0,−, 𝜌∗1,−, 𝑚∗
0,−, 𝑚∗

1,−, 𝜌∗0,+, 𝜌∗1,+, 𝑚∗
0,+, 𝑚∗

1,+, 𝑠))𝑖 ∶ 𝑖 = 1, … , 𝑁data}.

The data set 𝐷 is shown in Figures 15.2 and 15.3. It is digitally archived at
[141].

A single, two-component MD simulation, as in Algorithm 15.1 takes be-
tween 14 to 17min. Consequently, the generation of the whole data set
takes approximately 3200 h of computing time, which can be easily split
among a large number of machines to decrease the real time until all data
points are sampled.

15.3.2 Constraint Layer

To incorporate mass conservation into the surrogate interface Riemann
solver, we use a CRes-neural network, which is described thoroughly in
Section 20.4.1.
From the Rankine–Hugoniot condition (5.2)1 we can infer that

𝑚0,+ = 𝑚0,− − 𝑠(𝜌0,− − 𝜌0,+),
𝑚1,+ = 𝑚1,− − 𝑠(𝜌1,− − 𝜌1,+)

must hold, such that mass is conserved across the interface. These identi-
ties are use in the constraint-resolving function Ψ. As the input of Ψ we
consider

𝘇 ≔ ( ̃𝜌0,−, ̃𝜌1,−, 𝑣∗0,−, 𝑣∗1,−, ̃𝜌0,+, ̃𝜌1,+, 𝑠),
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Figure 15.2: The data set for the isothermal, two-component, two-phase
flow multiscale model. The data set consists of 12 000 data points.
On the upper right half a scatter matrix of the data points is shown,
on the lower left half, a kernel density approximation of the point
distribution, and on the diagonal the histogram of each variable.
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Figure 15.3: The data set for the isothermal, two-component, two-phase
flow multiscale model. The data set consists of 12 000 data points.
The scatter plots show the relation of the input states 𝜌0,−, 𝜌1,−, 𝑣0,−,
𝑣1,−, 𝜌0,+, 𝜌1,+, 𝑣0,+, 𝑣1,+ to their respective wave states 𝜌∗0,−, 𝜌∗1,−,
𝑣∗0,−, 𝑣∗1,−, 𝜌∗0,+, 𝜌∗1,+, 𝑣∗0,+, 𝑣∗1,+, and wave speed 𝑠. The error-bars show
the data range of each separate molecular dynamics simulation.
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Figure 15.4: Graphical representation of the CRes-network for the isother-
mal, two-component, two-phase flow model.

which is the output of the intermediate network 𝖦𝜽(𝘅) = 𝘇. Then, we
define Ψ in the following manner:

Ψ( ̃𝜌0,−, ̃𝜌1,−, 𝑣∗0,−, 𝑣∗1,−, ̃𝜌0,+, ̃𝜌1,+, 𝑠)
≔(| ̃𝜌0,−|, | ̃𝜌1,−|, | ̃𝜌0,−|𝑣∗0,−, | ̃𝜌1,−|𝑣∗1,−, | ̃𝜌0,+|, | ̃𝜌1,+|,

| ̃𝜌0,−|𝑣∗0,− − 𝑠(| ̃𝜌0,−| − | ̃𝜌0,+|), | ̃𝜌1,−|𝑣∗1,− − 𝑠(| ̃𝜌1,−| − | ̃𝜌1,+|), 𝑠)
=(𝜌∗0,−, 𝜌∗1,−, 𝑚∗

0,−, 𝑚∗
1,−, 𝜌∗0,+, 𝜌∗1,+, 𝑚∗

0,+, 𝑚∗
1,+, 𝑠).

In that way, not only the mass across the phase boundary is conserved,
but also the returned densities ̃𝜌0/1,± remain positive.
A sketch of the complete CRes-network in this case can be found in Fig-
ure 15.4.

15.3.3 Neural Network Training

To train the surrogate solver neural network 𝖥𝜽(𝘅), we use the general
training procedure described in Section 20.5.2, albeit with some model-
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Figure 15.5: Evolution of the loss on the training and the validation data
set during the training of the neural network surrogate solver for
the isothermal, tow-component, two-phase flow multiscale model.

specific parameters as described in the following. The network is comprised
of 5 hidden layers with 60 nodes each. The data set 𝐷 of Section 15.3.1 is
split into a training data set𝐷train with 10 800 samples and a validation data
set 𝐷val with 1200 samples. We use the weight decay parameter 𝛼wd = 0.02
and the learning rate 2·10−3. For this network we have omitted gradient
norm clipping. The evolution of the training and validation loss during
the training procedure can be found in Figure 15.5.





Simulation Results
Part V





Particle Chain
Two-Phase

Multiscale Model 16
In this chapter we present simulation results for the multiscale model for
particle chains (PCs) — see Chapter 12. More specifically, we solve the
isothermal, two-phase Euler equations (Chapter 3) in the continuum-scale
bulk phases, and the interface dynamics are described by a PC microscale
model (Chapter 8).
The parameters that are used to produce the results in this chapter are
presented in Section B.1

16.1 One-dimensional Simulations

In all the following examples, we consider a one-dimensional Riemann
problem with initial data

(𝜌0, 𝑣0)(𝑥) = {
(𝜌−, 𝑣−), for 𝑥 ≤ 0,
(𝜌+, 𝑣+), for 𝑥 > 0.

In the first example, we consider a pressure-driven wave. This means, the
initial data on the left-hand side (𝜌−, 𝑣−) = (1.9, 0) lead to a higher pressure
than on the right-hand side for the initial data (𝜌+, 𝑣+) = (0.3, 0), leading
to a wave that travels from left to right. The simulation result is shown in
Figure 16.1, overlaid over the corresponding microscale, PC solution. It can
be seen that both solutions are consistent with each other. One notable
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Figure 16.1: Multiscale simulation results for the two-phase flow model
(3.1) using the PC microscale solver, of which the corresponding
microscale solution is shown as well. The initial data is 𝜌− = 1.9,
𝜌+ = 0.3, and 𝑣± = 0. The resulting wave exhibits no mass flux
across the interface (up to approximation accuracy), i.e. 𝑗 ≈ 0.

feature is that the multiscale solution does not exhibit mass flow across
the interface, i.e. 𝑗 ≈ 0 with 𝑗 defined as in (3.6).

In the second example, the Riemann initial data is set to (𝜌−, 𝑣−) = (1.9, 0)
and (𝜌+, 𝑣+) = (0.3, −0.5). Compared to the first example, the +-phase
has a negative velocity, hitting the −-phase. Again, the multiscale simu-
lation results are shown in Figure 16.2, together with the corresponding
microscale PC solution. Compared to the first example, we observe a mass
transfer from the +-phase to the −-phase, i.e. 𝑗 ≈ −0.13. The PC solution
shows a highly oscillatory behavior near the interface. This can be inter-
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Figure 16.2: Multiscale simulation results for the two-phase flow model
(3.1) using the PC microscale solver, of which the corresponding
microscale solution is shown as well. The initial data is 𝜌− = 1.9,
𝜌+ = 0.3, 𝑣− = 0, and 𝑣+ = −0.5. In the resulting wave pattern
mass is transferred across the interface, i.e. 𝑗 ≈ −0.13.

preted as a transfer from kinetic energy to thermal energy, or as entropy
dissipation.

In the third example, we consider the Riemann initial data 𝜌− ≈ 1.808,
𝜌+ ≈ 0.320, and 𝑣± = 0, which correspond to the Maxwell equilibrium
states for the van der Waals pressure (Example 3.1). The numerical mul-
tiscale solution, and the PC solution are shown in Figure 16.3. The PC
solution remains (up to some small oscillations) in equilibrium, whereas
the multiscale solution shows some (moderate) instationary behavior. This
is probably due to the fact that the surrogate solver is not able to reproduce
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Figure 16.3: Multiscale simulation results for the two-phase flow model
(3.1) using the PC microscale solver, of which the corresponding
microscale solution is shown as well. The initial data are the Maxwell
states 𝜌− ≈ 1.808, 𝜌+ ≈ 0.320, and 𝑣± = 0.

the equilibrium states perfectly.

16.2 Summary

In its entirety, the results prove that the multiscale algorithm is applicable
to a PC-based description of the interface dynamics, and is able to repro-
duce the dynamics seen on the particle scale.
The first two example show that the multiscale algorithm is able to capture
the interface dynamics consistently with the microscale simulations. It
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is even able to resolve the switch from situations without mass transfer
across the interface 𝑗 = 0 to ones with mass transfer 𝑗 ≠ 0.
The third experiment shows that the surrogate solver is not able to capture
small-scale effects near the equilibrium perfectly. However, the absolute
deviation is very small, indicating that a larger data set may help to reduce
this problem.





Isothermal
Two-Phase

Multiscale Model 17
This chapter focuses on the application of the multiscale model for isother-
mal two-phase flow on the continuum scale (Chapter 3) using isothermal
molecular dynamics (MD) simulations (Chapter 9) to describe the interface
dynamics. The corresponding multiscale model instance is described in
Chapter 13.
The reference temperature is set to 𝑇ref = 1. Furthermore, if not otherwise
mentioned, we use the parameters presented in Section B.2 throughout
this chapter.

17.1 One-dimensional Simulations

To test the isothermal two-phase multiscale model we consider Riemann
problems in one space dimension on the continuum scale of the form

(𝜌0, 𝑣0)(𝑥) = {
(𝜌−, 𝑣−), for 𝑥 ≤ 0,
(𝜌+, 𝑣+), for 𝑥 > 0,

and compare the multiscale simulation results with their MD counterparts.
The graphical illustration of the multiscale solution on the continuum scale
is straightforward, however, for visualizing the MD simulation results we
are in need of some post-processing steps.

Remark 17.1 (Plotting MD Riemann solutions): To plot MD Riemann so-
lutions — computed by e.g. Algorithm 9.5 — we divide the MD simulation
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domain into 𝑛bins ∈ N uniform bins/cells in 𝑥-direction and compute the
averaged quantities (e.g. the density 𝜌) in each of the bins similar to (9.8).
Consequently, we obtain a histogram showing the local distribution of e.g.
the density in 𝑥-direction.
To improve the statistical accuracy of the distribution, we run 𝑛iter ∈ N MD
simulations and compute the average over all binned averaged quantities. We
indicate the corresponding standard error of the mean by the shaded areas
around the histogram.

In the following we use the parameters 𝑛bins = 200 and 𝑛iter = 50 for
visualizing the MD Riemann solutions, if not otherwise mentioned.

For the first example, we consider a pressure-driven wave, by setting the
initial data to (𝜌−, 𝑣−) = (0.65, 0) and (𝜌+, 𝑣+) = (0.05, 0). The multiscale
solution is illustrated in Figure 17.1, together with the accompanying MD
Riemann solution. Qualitatively, both solutions exhibit roughly the same
behavior. The density decreases in the liquid phase, increases in the gas
phase near the phase boundary, and a small amount of the liquid evapo-
rates according to the mass flux 𝑗 ≈ 0.006. Nevertheless, some significant
differences can be observed. The plateau values of the velocity in the mul-
tiscale simulation are lower than in the MD simulation. Also, the wave
speeds in the bulk phases are lower for the continuum simulation.

In the second example, a vapor wave collides with the liquid fluid. The
initial data is given by 𝜌− = 0.58, 𝑣− = 0, 𝜌+ = 0.05, and 𝑣+ = −0.5.
The solution is shown in Figure 17.2. The vapor wave triggers a small
condensation-like mass transfer 𝑗 ≈ −0.02 from the vapor phase into the
liquid. However, the aforementioned differences between the multiscale
solution and the MD simulations remain.

In the last example, we are searching for an equilibrium solution. Due to
the nature of the problem, a Maxwell construction is not possible, as the
equation of state (EOS) returns nonphysical values in the spinodal region.
Instead, we search for an equilibrium that occurs in the MD simulations.
As this can become computationally very expensive, we are exploring
the surrogate solver solutions and search for initial data that minimize
the resulting velocities and interface speed. This leads to the initial data
(𝜌−, 𝑣−) = (0.587, 0) and (𝜌+, 𝑣+) = (0.084, 0). The multiscale solution is
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Figure 17.1: Multiscale simulation for the isothermal two-phase flow
model in one space dimension and the correspondingMD simulations.
The initial conditions 𝜌− = 0.65, 𝜌+ = 0.05, 𝑣± = 0 yield a pressure-
driven wave that expands from the liquid phase.

plotted in Figure 17.3, alongside the corresponding MD simulation. We can
observe that the solution is not fully in equilibrium, however, it is very
close to it.

17.2 Summary

The examples show that the multiscale algorithm for the current com-
bination of models — continuum-scale isothermal two-phase flow and
isothermal MD simulations — is roughly able to resolve the dynamics that
are seen on the MD scale. We suspect that the isothermal two-phase model
is insufficient to resolve the MD dynamics, and the there is a mismatch
in the underlying fluid regimes that are described. For example, the MD
simulations are not truly isothermal, as the temperature is only controlled
locally, as a statistical quantity, and therefore leaving some freedom for the
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Figure 17.2: Multiscale simulation for the isothermal two-phase flow
model in one space dimension and the correspondingMD simulations.
The initial conditions 𝜌− = 0.58, 𝑣− = 0, 𝜌+ = 0.05, 𝑣+ = −0.5 are
chosen in such a way that the vapor phase hits the liquid phase and
yields a (small) mass gain inside the liquid.

velocity distribution. Also, the thermostat has an effect on the MD dynam-
ics, and might, in principle, influence the speed of the waves in the MD
simulation. Another aspect could be that the MD simulation incorporate
viscous effects that are not present in the continuum scale model.
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Figure 17.3: Multiscale simulation for the isothermal two-phase flow
model in one space dimension and the correspondingMD simulations.
The initial conditions are 𝜌− = 0.587, 𝜌+ = 0.084, and 𝑣± = 0. The
solution is very close to an equilibrium.





Temperature-
Dependent
Two-Phase

Multiscale Model 18
The application of the multiscale model on temperature-dependent two-
phase flow is one of the milestones of this work. In this chapter, we present
the simulation results of the temperature-dependent multiscale model, as
presented in Chapter 14. More precisely, we consider the two-phase Euler
equations of Chapter 4 on the continuum scale, and molecular dynamics
(MD) simulations for the phase boundary dynamics, as described in Chap-
ter 9.
The parameters used for the simulations in this chapter can be found in
Section B.3.

18.1 One-dimensional Simulation Results

To start with, we consider the multiscale model in one space dimension
on the continuum scale. Our focus lies hereby on Riemann problems,
which can be compared with their corresponding MD simulation result.
In that way, we are able to check the consistency of the multiscale model
with respect to the microscale MD simulations. For the illustration of
the MD simulations, we refer to Remark 17.1. Exemplary for all kinds of
situations, we consider analogously to the isothermal model (Section 17.1)
three settings: a pressure-driven wave, a vapor wave colliding with liquid
fluid, and a close-to-equilibrium solution.

For the first example, we consider the Riemann initial data 𝜌− = 0.65,
𝑇− = 1.0, 𝜌+ = 0.05, 𝑇+ = 1.0, 𝑣± = 0. As seen in Figure 18.1, this results
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in a pressure-driven wave, expanding the liquid phase. Due to the expan-
sion and the decreasing density inside the liquid phase, the temperature
decreases as well. The vapor next to the interface is slightly compressed
and therefore has a slightly increased temperature next to the interface.
As a matter of fact, some mass is transferred from the vapor into the liquid
phase, according to the (averaged) relative mass flux 𝑗 ≈ −0.004.
Most importantly, it can be observed that the MD simulation results are
close to the multiscale solution. The wave plateau values for the density
coincide very well — however, for the velocity and the temperature, there
is some discrepancy. The speed of the observed waves appear to be very
close as well.

In the second example, we consider a vapor wave that hits the liquid
phase. This is implemented by the Riemann initial data 𝜌− = 0.58, 𝑣− = 0,
𝑇− = 1.0, 𝜌+ = 0.05, 𝑣+ = −0.5, 𝑇+ = 1.0. The simulation result is shown
in Figure 18.2. In the vapor phase we observe an increase in the density
and temperature. The averaged relative mass flux 𝑗 ≈ −0.006 indicates that
mass is transferred into the liquid phase. In the same way, the momentum
of the vapor wave is transferred into the liquid phase as seen in the velocity
plot.
Most noteworthy is the excellent correspondence between multiscale
solution and MD simulation — only the temperature distribution of the
MD simulation exhibits some diffusive effects.

In the last example we consider the initial data from Section 17.1 for the
close-to-equilibrium solution. This means we consider the initial data
𝜌− = 0.587, 𝑣− = 0, 𝑇− = 1, 𝜌+ = 0.084, 𝑣+ = 0, 𝑇+ = 1. As seen in
Figure 18.3, the MD simulations are close to an equilibrium. In contrast
to that, the multiscale solution is not able to reproduce the equilibrium.
However, it lies within the variance of the MD simulations, indicating
that a higher statistical accuracy of the MD simulations and the surrogate
solver might improve the result.
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Figure 18.1: Multiscale simulation for the temperature-dependent two-
phase flow model in one space dimension, overlaid over the corre-
sponding MD simulations (averaged over 50 simulations and 200
bins for local averaging). The initial conditions 𝜌− = 0.65, 𝑇− = 1.0,
𝜌+ = 0.05, 𝑇+ = 1.0, 𝑣± = 0 yield a pressure-driven wave that
expands from the liquid phase.



226 18 Temperature-Dependent Two-Phase Multiscale Model

0.1

1

de
ns
it
y

−0.6

−0.4

−0.2

0

ve
lo
ci
ty

−5 −4 −3 −2 −1 0 1 2 3 4

1

1.1

1.2

1.3

𝑥/𝑡

te
m
pe
ra
tu
re

molecular dynamics simulation multiscale simulation

Figure 18.2: Multiscale simulation for the temperature-dependent two-
phase flow model in one space dimension and the corresponding
MD simulations. The initial conditions 𝜌− = 0.58, 𝑣− = 0, 𝑇− = 1.0,
𝜌+ = 0.05, 𝑣+ = −0.5, 𝑇+ = 1.0 are chosen in such a way that a
vapor phase wave hits the liquid phase.
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Figure 18.3: Multiscale simulation for the temperature-dependent two-
phase flow model in one space dimension, overlaid over the corre-
sponding MD simulations. The initial conditions are 𝜌− = 0.587,
𝜌+ = 0.084, 𝑇± = 1, and 𝑣± = 0.
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18.2 Two-dimensional Simulation Results

Next, we show the performance of the multiscale model in two space
dimensions on the continuum scale. For this scenario we consider the
domain Ω = [−1.5, 1.5]2, with the two initial phase domains Ω−(0) =
{𝒙 ∈ R2 ∶ ‖𝒙‖22 < 0.15} and Ω+(0) = Ω ⧵ Ω−(0). The initial data in each
subdomain is set to

(𝜌, 𝒗, 𝑇 )(𝒙, 𝑡) =
⎧

⎨
⎩

(0.62, (0.0, 0.0), 0.8), 𝒙 ∈ Ω−(0),
(0.06, (0.0, 0.0), 0.9), 𝒙 ∈ Ω+(0) and 𝑥 ≥ −0.5,
(0.06, (0.5, 0.0), 0.9), 𝒙 ∈ Ω+(0) and 𝑥 < −0.5.

This simulates a vapor wave that collides with a liquid droplet. At the left
boundary, at 𝑥 = −1.5, we apply inflow boundary conditions by setting the
ghost cell value to (0.06, (0.5, 0.0), 0.9). Everywhere else we use outflow
boundary conditions by copying the inner cell value to the ghost cells.

The density and velocity field of the simulation are shown in Figure 18.4
for several time steps; the corresponding temperature field is depicted in
Figure 18.5. As the initial data does not coincide with equilibrium states, the
liquid droplet starts to oscillate — clearly seen in Figure 18.6. Meanwhile,
the vapor wave increases the density and temperature inside the vapor
phase. Then, the vapor wave interacts with the droplet and deforms it
and transports it through the domain. We note that surface tension is not
included in the model, which might result in an exaggerated deformation
of the droplet.1

18.3 Three-dimensional Simulation Results

In this section we prove the capabilities of the multiscale model in three
space dimensions on the continuum scale. For this setting we consider the

1On the other hand, by neglecting the surface tension the (space-dependent) curvature
of the droplet does not play a role. This, and the self-similarity of the continuum-scale
model, makes it possible to rescale the simulation results to different units via appropriate
space–time scaling.
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(a) 𝑡 = 0 (b) 𝑡 = 0.2

(c) 𝑡 = 0.3 (d) 𝑡 = 0.5

(e) 𝑡 = 1.25 (f) 𝑡 = 5

density

Figure 18.4: Two-dimensional multiscale simulation of the temperature-
dependent two-phase flow model. The sub-figures depict the density
and velocity of the solution at various time steps. The corresponding
plots of the temperature can be found in Figure 18.5.
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(a) 𝑡 = 0 (b) 𝑡 = 0.2

(c) 𝑡 = 0.3 (d) 𝑡 = 0.5

(e) 𝑡 = 1.25 (f) 𝑡 = 5

temperature

Figure 18.5: Two-dimensional multiscale simulation of the temperature-
dependent two-phase flow model. The sub-figures depict the temper-
ature of the solution at various time steps. The corresponding plots
of the density can be found in Figure 18.5.
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temperature-dependent two-phase flow multiscale simulation in
two space dimensions.
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domain Ω = [−5, 5]3, with the two initial phase domains Ω−(0) = {𝒙 ∈ R3

∶ ‖𝒙‖2 < 2} and Ω+(0) = Ω ⧵ Ω−(0). For the initial data in each subdomain
we set

(𝜌, 𝒗, 𝑇 )(𝒙, 𝑡) =
⎧

⎨
⎩

(0.62, (0.0, 0.0), 0.8), 𝒙 ∈ Ω−(0),
(0.06, (0.0, 0.0), 0.9), 𝒙 ∈ Ω+(0) and 𝑥 ≥ −3,
(0.06, (0.25, 0.0), 0.912), 𝒙 ∈ Ω+(0) and 𝑥 < −3.

This corresponds to a liquid droplet that interacts with a vapor wave. For
the boundary conditions we apply inflow boundary conditions at 𝑥 = −5
with the ghost cell value (0.06, (0.25, 0.0), 0.912). Everywhere else outflow
boundary conditions are applied.

The simulation results are presented in Figure 18.7 for the density/velocity
and in Figure 18.8 for the temperature. Both figures show two-dimensional
slices through the three-dimensional domain at 𝑧 = 0.
Initially, the liquid droplet is not in equilibrium with the surrounding
vapor, resulting in a compression of the droplet. Then the vapor wave hits
the droplet and acts upon it, moving the droplet through the computa-
tional domain. During that phase the droplet grows in volume and density.
Compared to the two-dimensional simulation, the deformation is much
less pronounced. Presumably, the reason for this is that the fluid has more
freedom to move around the droplet, as opposed to the two-dimensional
setting.

Finally, let us regard the computational effort of the simulation. Averaged
over the 1.5·104 time steps the mesh consists of 2.2·106 cells with 8.5·103

interface facets. Each time step takes approximately 60 s, split into 25 s
for performing the moving mesh operations, and 35 s for computing the
finite volume fluxes and updates.2 In total, this amounts to a runtime of
about 251 h. We note however, that the implementation is mostly serial.
That is to say, the numerical fluxes in the bulk phases are computed in
parallel with a shared memory parallelization. We are confident that a
more efficient parallel and distributed implementation is able to reduce

2On a desktop computer equipped with an AMD Ryzen Threadripper 2950X 16-core
processor and 128GB RAM.
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(a) 𝑡 = 0 (b) 𝑡 = 0.4

(c) 𝑡 = 0.7 (d) 𝑡 = 1.0

(e) 𝑡 = 6.00 (f) 𝑡 = 30.0

density

Figure 18.7: Three-dimensional multiscale simulation of the temperature-
dependent two-phase flow model. The sub-figures depict the density
and velocity of the solution at various time steps. The corresponding
plots of the temperature can be found in Figure 18.8.
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(a) 𝑡 = 0 (b) 𝑡 = 0.4

(c) 𝑡 = 0.7 (d) 𝑡 = 1.0

(e) 𝑡 = 6.00 (f) 𝑡 = 30.0

temperature

Figure 18.8: Three-dimensional multiscale simulation of the tempera-
ture-dependent two-phase flow model. The sub-figures depict the
temperature of the solution at various time steps. The corresponding
plots of the density can be found in Figure 18.8.
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the computational time.
Despite that, employing the surrogate solver becomes crucial to run this
simulation. If we would not have used a surrogate solver, we would need
to perform a MD simulation at every interface facet. This would sum
up to 1.4·103 h of (parallelizable) computation time for every time step.
Compared to that, a single evaluation of the surrogate solver takes only
0.16ms. Even including the offline phase for generating the surrogate
solver (approximately 3000 h plus network training), the additional effort
is quickly redeemed after a few time steps.

18.4 Summary

As shown in this chapter, the multiscale model excels in case of the tem-
perature-dependent two-phase flow. For the one-dimensional Riemann
problems we observe that the multiscale solution renders the dynamics
consistently with respect to the MD simulations — up to small diffusive
effects that smear out the MD solutions. The two- and three-dimensional
examples show that the multiscale model is able to produce results in
highly dynamic situations, while appearing physically consistent. Now,
experimental validation is pending. Furthermore, the complexity of these
simulations proves the necessity of employing a surrogate solver.
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As presented in Chapter 15, the multiscale model can be extended to two-
component, two-phase flow (Chapter 5). In this chapter, we present the
simulation results for this instance of the multiscale model.

19.1 Preliminaries

The parameters used for the simulations in this chapter, if not otherwise
stated, are found in Section B.4.
We choose the Maxwell–Stefan diffusion coefficient to be Ð01 = 1.0, which
is mostly an ad-hoc choice. In practice, molecular dynamics (MD) simula-
tions1 show that Ð01 is around the order of magnitude of 10−9m2 s−1. This,
however, makes the system (5.1) very stiff and it cannot be resolved by
an explicit numerical scheme with reasonable time steps. Numerical tests
have shown that the simulation results do not change by a large amount
if Ð01 becomes very small, which supports our ad-hoc choice.

Another important point is the discretization of the gradient ∇𝜇𝑖 in the
right-hand side term of the continuum-scale system (5.1).
In one space dimension we simply apply central finite-differences in the
bulk phases. At the cells adjacent to the interface we use simple left-/right-
sided finite differences, to avoid computing the gradient over the phase

1We refer to [109] for how to compute Maxwell–Stefan diffusion coefficients via MD
simulations.
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boundary.
In two and three space dimension we approximate the gradient ∇𝜇𝑖 in a
cell 𝐶𝑗 by linear reconstruction. The stencil for the reconstruction includes
those neighbors 𝐶𝑘 of 𝐶𝑗 that share a surface with 𝐶𝑗 and belong to the
same phase as 𝐶𝑗. In that way, we avoid mixing the phases during the
reconstruction. The reconstruction is performed by solving the linear least
squares system

𝗔⊤𝗔𝝁′𝑖 = 𝗔⊤𝒃𝑖 (19.1)

with

𝗔 = (𝒄𝑗 − 𝒄𝑘
⋮ ) ∈ R𝐾×𝑑, 𝒃𝑖 = (𝜇𝑖,𝑗 − 𝜇𝑖,𝑘

⋮ ) ∈ R𝐾, 𝐶𝑘 in Stencil of 𝐶𝑗,

where 𝒄𝑗 ∈ R𝑑 denotes the cell center of 𝐶𝑗, 𝜇𝑖,𝑗 ∈ R the cell value of the
chemical potential, and 𝐾 ∈ N the number of neighbor cells in the stencil.
The solution 𝝁′𝑖 of (19.1) is used as an approximation of the gradient ∇𝜇𝑖 in
cell 𝐶𝑗.

19.2 One-dimensional Simulation Results

To begin with, we consider one-dimensional Riemann problems and com-
pare the multiscale simulation results with their MD counterparts. For
the illustration of the latter we refer to Remark 17.1 — the extension to
multiple components is straightforward.

In the first example, we simulate a pressure-driven shock wave originat-
ing from an argon-rich liquid. This is set up by the initial data 𝜌0,− =
1200 kgm−3, 𝜌1,− = 100 kgm−3 on the liquid side, 𝜌0,+ = 10 kgm−3,
𝜌1,+ = 20 kgm−3 on the vapor side, and 𝒗0,± = 0ms−1, 𝒗1,± = 0ms−1. The
simulation results are plotted in Figure 19.1, including the corresponding
two-component MD simulation results.
In the multiscale solution it can be observed that the liquid phase expands
to the right side, while the total density inside the liquid phase decreases.
Near the interface, argon moves from the liquid into the vapor phase,
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whereas methane accumulates inside the liquid, and decreases in the vapor
phase.
By comparing the multiscale and the MD solution, we see that the inter-
face position is captured accurately. Furthermore, on the liquid side, the
MD simulation and the multiscale model behave qualitatively in the same
manner. On the vapor phase side, we see that the argon-component of the
multiscale simulation is close to the MD simulation. In contrast to that, a
large deviation in the methane-component can be observed. We assume
that these deviations might be attributed, in part, to the same problems
we have seen in case of the isothermal, single-component simulations in
Section 17.1. Specifically, the continuum model appears to be insufficient
to capture the whole range of physical dynamics of the MD simulation.
Furthermore, MD simulations are not perfectly isothermal, as they allow
small temperature variations. Also, the thermostat itself may influence
the dynamics of the MD simulations in a non-physical way. Finally, the
deviations in the vapor phase might be caused by poor sampling on the
MD scale, as few particles of each component are present near the interface.
This could lead to inaccurate statistical sampling of the wave states. This
problem can be solved by increasing the number of particles, as well as
the cross-section in 𝑦 and 𝑧-direction of the computational domain (see
Section 9.1.3) in the MD simulations. This allows for more particles of each
component to be present near the interface, which improves the sampling
quality.

In the second example, we simulate a vapor wave that collides with a
liquid argon–methane mixture. The corresponding Riemann initial data
are 𝜌0,− = 440 kgm−3, 𝜌1,− = 280 kgm−3, 𝒗0,− = 0ms−1, 𝒗1,− = 0ms−1 for
the liquid phase, and 𝜌0,+ = 20 kgm−3, 𝜌1,+ = 2 kgm−3, 𝒗0,+ = −50ms−1,
𝒗1,+ = −50ms−1 for the vapor phase. The multiscale simulation results
are plotted in Figure 19.2, alongside with their respective MD simulation.
It can be seen that the vapor wave transmits into the liquid phase, and
increases the liquid density slightly. Furthermore, the wave speeds, as well
as the interface speed, are captured very well by the multiscale model.
However, as before, we observe large deviations inside the vapor phase,
which are traced back to the same problems as in the previous example.
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Figure 19.1: Multiscale simulation for the isothermal, two-component,
two-phase flow model in one space dimension, overlaid over the
corresponding MD simulations. The initial conditions are 𝜌0,− =
1200 kgm−3, 𝜌1,− = 100 kgm−3, 𝜌0,+ = 10 kgm−3, 𝜌1,+ =
20 kgm−3, 𝒗0,± = 0ms−1, and 𝒗1,± = 0ms−1, which are lead-
ing to the formation of a pressure-driven wave.
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Figure 19.2: Multiscale simulation for the isothermal, two-component,
two-phase flow model in one space dimension, overlaid over the
corresponding MD simulations. The initial conditions are given by
the Riemann initial data 𝜌0,− = 440 kgm−3, 𝜌1,− = 280 kgm−3,
𝒗0,− = 0ms−1, 𝒗1,− = 0ms−1, 𝜌0,+ = 20 kgm−3, 𝜌1,+ = 2 kgm−3,
𝒗0,+ = −50ms−1, 𝒗1,+ = −50ms−1. This corresponds to a vapor
wave colliding with a liquid argon–methane mixture.
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19.3 Two-dimensional Simulation Results

In this section, we present a two-dimensional, two-component multiscale
simulation, where a methane droplet in an argon vapor atmosphere is hit
by a shock wave. To this end, we consider the domain Ω = [−1.5, 1.5]2,
which is split into a liquid droplet Ω−(0) = {𝒙 ∈ R2 ∶ ‖𝒙‖22 < 0.15} and the
surrounding vapor domain Ω+(0) = Ω ⧵ Ω−(0). The initial conditions are
given by

(𝜌0, 𝒗0, 𝜌1, 𝒗1)(𝒙, 𝑡) =
⎧

⎨
⎩

(180, (0, 0), 400, (0, 0)), 𝒙 ∈ Ω−(0),
(20, (0, 0), 4, (0, 0)), 𝒙 ∈ Ω+(0) and 𝑥 ≥ −0.5,
(20, (150, 0), 4, (150, 0)), 𝒙 ∈ Ω+(0) and 𝑥 < −0.5.

On the left side, at 𝑥 = −1.5 we apply inflow boundary conditions by
setting the ghost cell value to (𝜌0, 𝒗0, 𝜌1, 𝒗1) = (20, (150, 0), 4, (150, 0)). On
the opposing side, at 𝑥 = 1.5, we use outflow boundary conditions. At the
top and bottom, i.e. at 𝑦 = ±1.5, reflecting boundary conditions simulate
closed walls.

The simulation results are depicted in Figure 19.3 and Figure 19.4. In the
first figure, the component-wise densities and velocities are shown, and in
the second figure the argon-mole fraction is plotted.
In the beginning, the liquid and vapor phase are not in equilibrium, re-
sulting in small oscillations of the droplet. The oscillations can be clearly
observed in the time evolution of the −-averaged quantities, as illustrated
in Figure 19.5. Then the vapor wave hits the droplet, causing a ripple
moving through its surface and finally pushing it through the vapor atmo-
sphere. Throughout the simulation, argon accumulates inside the liquid
phase, leading to a growth of the droplet — see Figure 19.5.

19.4 Three-dimensional Simulation Results

The last example in this chapter is a three-dimensional simulation of a
liquid droplet, that consists mostly of methane, inside an argon–methane
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(a) 𝑡 = 0 (b) 𝑡 = 0.005

(c) 𝑡 = 0.01 (d) 𝑡 = 0.02

(e) 𝑡 = 0.03 (f) 𝑡 = 0.04

mass density Ar, 𝜌0 [kgm−3] mass density Me, 𝜌1 [kgm−3]

Figure 19.3: Two-dimensional multiscale simulation of the two-compo-
nent two-phase flow model. Each sub-figure depicts the densities
𝜌0, 𝜌1 and velocities 𝒗0, 𝒗1 of each component at various time steps.
The upper part of each sub-figure shows 𝜌1, 𝒗1 for methane, and the
lower part 𝜌0, 𝒗0 for argon.
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(a) 𝑡 = 0 (b) 𝑡 = 0.005

(c) 𝑡 = 0.01 (d) 𝑡 = 0.02

(e) 𝑡 = 0.03 (f) 𝑡 = 0.04

mole fraction Ar, 𝑥0 [-]

Figure 19.4: Two-dimensional multiscale simulation of the two-com-
ponent two-phase flow model. Each sub-figure depicts the mole
fraction 𝑥0 of argon at various time steps.
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Figure 19.5: Time evolution of −-phase-averaged quantities for the
two-component two-phase flow multiscale simulation in two space
dimensions.
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vapor atmosphere. The domain Ω = [−5, 5]3 is split into a liquid droplet
Ω−(0) = {𝒙 ∈ R3 ∶ ‖𝒙‖2 < 2} and the surrounding vapor domain Ω+(0) =
Ω ⧵ Ω−(0). For the initial data, we set

(𝜌0, 𝒗0, 𝜌1, 𝒗1)(𝒙, 𝑡)

=
⎧

⎨
⎩

(180, (0, 0, 0), 400, (0, 0, 0)), 𝒙 ∈ Ω−(0),
(20, (0, 0, 0), 4, (0, 0, 0)), 𝒙 ∈ Ω+(0) and 𝑥 ≥ −3,
(20, (200, 0, 0), 4, (200, 0, 0)), 𝒙 ∈ Ω+(0) and 𝑥 < −3.

Inflow boundary conditions are applied at 𝑥 = −5, by setting the ghost
cell values to (𝜌0, 𝒗0, 𝜌1, 𝒗1) = (20, (200, 0, 0), 4, (200, 0, 0)) Opposed to that
side, at 𝑥 = 5, outflow boundary conditions are applied. On every other
side of the domain we implement reflecting boundary conditions.

For the multiscale simulation results we refer to Figure 19.6 and Figure 19.7.
Both Figures show the three-dimensional solution visualized on the plane
through 𝑧 = 0. In Figure 19.6 the component-wise densities and velocities
are depicted. In Figure 19.7 the phase boundary is shown alongside the
barycentric velocity magnitude.
We observe that the droplet is hit by a shock wave, which results in a
ripple that runs over the liquid surface. Additionally, the momentum from
the vapor causes the droplet to move to the right side. Considering the
two fluid components, we see that the methane concentration inside the
liquid droplet decreases slowly, whereas the amount of liquid argon slowly
increases.

Regarding the runtime of the simulation: a single time step of the simu-
lation takes on average 2.7 s. This splits approximately into 1.0 s for the
moving mesh operations (see Chapter 6), and 1.7 s for the finite volume part
of the simulation. The mesh consists of 2.7·105 cells, with 2.0·103 interface
facets averaged over all 100 000 time steps. In total the whole simulation
takes 75 h on a single desktop computer.
This simulation demonstrates the need for a surrogate solver. If we would
not employ a surrogate, we would need to perform a MD simulation (tak-
ing 14min to 17min) for every interface facet at every single time step.
For a single time step, that would accumulate to approximately 500 h of
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computational time (albeit parallelizable). Compared to that, the surrogate
solver needs 0.102ms for a single evaluation. The offline phase of the sur-
rogate solver takes approximately 3200 h plus training. The majority of
this workload (i.e. generating the training data set) is however embarrass-
ingly parallel. Consequently, even if we include the offline phase, using a
surrogate solver pays off after a few time steps.

19.5 Summary

The results in this chapter show that the multiscale model is able to resolve
compressible, isothermal, two-component, two-phase flow of fluids that
are comprised of simple molecules, such as argon and methane. The one-
dimensional simulations show good agreement of the continuum-scale
results in the liquid phase with respect to the MD simulation results. In
the vapor phase, however, the continuum model appears to be unable to
fully reproduce the microscale dynamics. Despite that, the behavior on
the continuum scale seems reasonable within the scope of the continuum
model. It is noteworthy that we do not consider a generic fluid mixture,
but use a real equation of state (EOS). Another significant outcome is
that the multiscale model is able to simulate two- and three-dimensional
droplets in case of complex interactions. At the same time, both small and
large-scale deformations of the (sharp) phase boundary can be rendered
by the IPFV-algorithm during the numerical simulations.
Above all, up to our knowledge, this is the first time that compressible
mixtures of real fluids with resolved sharp interfaces are simulated. This
becomes possible via our MD-based multiscale model. In particular, we
are able to simulate phase transitions of fluid mixtures — without the need
to prescribe some (ad-hoc) closure relations at the interface.
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(a) 𝑡 = 0 (b) 𝑡 = 0.025

(c) 𝑡 = 0.05 (d) 𝑡 = 0.1

(e) 𝑡 = 0.15 (f) 𝑡 = 0.2

mass density Ar, 𝜌0 [kgm−3] mass density Me, 𝜌1 [kgm−3]

Figure 19.6: Three-dimensional multiscale simulation of the two-com-
ponent two-phase flow model. The upper part of each sub-figure
shows 𝜌1, 𝒗1 for methane, and the lower part 𝜌0, 𝒗0 for argon, at
various time steps
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(a) 𝑡 = 0 (b) 𝑡 = 0.025

(c) 𝑡 = 0.05 (d) 𝑡 = 0.1

(e) 𝑡 = 0.15 (f) 𝑡 = 0.2

velocity magnitude, ‖𝒗‖ [m s−1]

Figure 19.7: Three-dimensional multiscale simulation of the two-compo-
nent two-phase flow model. Each sub-figure depicts the barycentric
velocity magnitude ‖𝒗‖2 and the phase boundary at various time
steps.
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As mentioned in Chapter 11, employing a surrogate solver plays an integral
role in the multiscale model to make it computationally feasible. The
surrogate solver can be based on any regression-based machine learning
algorithm, such as nearest-neighbor-based regression (as implemented in
[143]), or support vector regression (see for example [96, 187]). In this work
however, we focus on artificial neural networks, as they have shown their
versatility, and we are able to improve them in such a way that they fulfill
some physical constraints, leading to so-called constraint-aware neural
networks.
We note, that despite their integral role in the multiscale model, this
part about constraint-aware neural networks can be understood and used
independently of the multiscale model. As such, this part plays a somewhat
separate role in the current work.

The major part of the research presented in this chapter has been published
in [142], where I was the main contributing author.

20.1 Introduction

Machine-learned (surrogate) models have gained great popularity in var-
ious fields of research and application, particularly in the context of dy-
namical systems [29, 30, 150] and partial differential equations [86, 136, 157,
171, 175, 193]. Most physical systems are subject to secondary or inferred
constraints, such as conservation of mass and energy for inviscid flows,
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satisfaction of maximum principles or the Rankine–Hugoniot conditions
in the context of hyperbolic partial differential equations. Thus, it becomes
crucial that the surrogate models satisfy such constraints to faithfully
represent the physical behavior of the underlying system.

Some advances have been made to develop constraint-aware methods
using traditional machine learning algorithms, such as positivity preserva-
tion of output variables [55], or generating divergence-free vector fields
[153]. With the growing capabilities of deep learning [122] it is highly
interesting to develop methods that are applicable for neural networks.
Some constraints, like bounded output variables are trivially accomplished
by choosing an appropriate activation function in the output layer (refer
to Section 20.3). On the other hand, more complex constraints are still an
open challenge. In recent years there have been some efforts to resolve this
problem. In [123] unconstrained neural networks are combined with an op-
timization algorithm during test time to resolve constraints in the context
of parsing problems. A probabilistic approach to affine-linear constraints
was proposed in [160]. In [145] the performance of neural networks that
resolve constraints exactly was compared to networks that satisfy them
only approximately.

We are convinced that the design of constraint-aware machine learning
tools depends crucially on the underlying mathematical model and the
chosen discretization method. In this contribution we focus on the seminal
wave-tracking problem in compressible fluid flow governed by hyperbolic
conservation laws. More specifically, we focus on learning Riemann solvers
for hydrodynamical interfaces, while taking into account the conservation
of mass and momentum. Computing Riemann solutions is the key opera-
tion that has to be performed many times in front-capturing schemes.
Up to our knowledge nothing has been done on constraint-aware learn-
ing methods in the field of conservation laws and their discretization
techniques.

The rest of the chapter is structured as follows: In Section 20.2, we present
the problem description and a general system of conservation laws which
will be our primary model problem. A brief summary of neural networks
is given in Section 20.3, with a specific focus on multilayer perceptrons. In
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Section 20.4 two constraint-aware learning methods are presented. The
first method (CRes) is an analytic approach based on the form of the con-
straint and the underlying equations. The second method (CAL) is more
general, as the constraint is added as a penalty term during the training
process. Three case study model problems are described in Section 20.6,
forming the foundation of the numerical performance tests which are car-
ried out. The technical details of the algorithms involved in the tests, such
as the front-capturing finite volume scheme, are given in the preceding
Section 20.5. In Section 20.7, we discuss the computational efficiency of
using neural networks as surrogate solvers. We demonstrate the advantage
of the proposed strategy over expensive Riemann solvers by considering a
multiscale particle simulation test case. Finally, Section 20.8 is dedicated
to the concluding discussion.

20.2 Problem Description

To motivate our intention to resolve physical constraints in neural net-
works we consider generic hyperbolic conservation laws in one space
dimension, which is a specialization of the generic multidimensional set-
ting of Chapter 2.

We consider the Cauchy problem for a generic hyperbolic system of con-
servation laws in one space dimension

𝜕𝑡𝒖 + 𝜕𝑥𝑓 (𝒖) = 𝟎 in R × (0, 𝑡end),
𝒖( ⋅ , 0) = 𝒖0 in R,

(20.1)

where 𝒖∶ R × [0, 𝑡end) → U is unknown, with the open set U ⊂ R𝑚

denoting the state space of the system. By 𝑓 ∈ 𝐶1(U,R𝑚) we denote the
given flux function. It is well known that for nonlinear flux functions 𝑓
classical solutions may break down after a finite time, even for smooth
initial datum 𝒖0∶ R → U. Therefore the principle of weak solvability is
applied to allow for discontinuous solutions.
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A function 𝒖 ∈ 𝐿∞(R × [0, 𝑡end),U) is called a weak solution of the Cauchy
problem (20.1) with initial data 𝒖0 ∈ 𝐿∞(R,U) if

∫
𝑡end

0
∫
R
(𝒖𝜕𝑡𝜓 + 𝑓 (𝒖)𝜕𝑥𝜓) d𝑥 d𝑡 = −∫

R
𝜓(𝑥, 0)𝒖0(𝑥) d𝑥 (20.2)

holds for all compactly supported test functions 𝜓 ∈ 𝐶∞0 (R × [0, 𝑡end)).

However, weak solutions (20.2) are not unique, and require the prescription
of additional criteria to single out a physically relevant solution. Alterna-
tively, a unique weak solution can be selected as the limit of solutions of
versions of (20.2) that account for microscopic effects. Classical examples
include dissipative (viscous, diffuse–dispersive, relaxation) approxima-
tions, kinetic approaches via Boltzmann hierarchies or approximation by
averaged trajectories of molecular dynamics (MD) simulations.

In the following, we assume that for 𝒖− ∈ 𝑃− and 𝒖+ ∈ 𝑃+ chosen from
some suitable subsets 𝑃−, 𝑃+ ⊂ U, the uniqueweak solution to the Riemann
initial data

𝒖0(𝑥) = {
𝒖− for 𝑥 < 0,
𝒖+ for 𝑥 > 0,

(20.3)

exists. The solution of (20.3) typically consists of a composition of ele-
mentary waves, such as shocks, contacts and rarefactions. Out of them,
we are interested in the dynamics of one specific, discontinuous wave of
interest, which may represent a phase boundary, a fluid interface, etc. We
refer to Figure 20.1 for an illustration of a typical wave pattern including a
wave of interest. The wave of interest is represented by its two adjacent
states 𝒖∗− ∈ 𝑃−, 𝒖∗+ ∈ 𝑃+ and the wave speed 𝑠 ∈ R. The tuple (𝒖∗−, 𝒖∗+, 𝑠)
corresponds to a traveling wave

𝒖∗(𝑥, 𝑡) = {
𝒖∗− for 𝑥 < 𝑠𝑡,
𝒖∗+ for 𝑥 > 𝑠𝑡,

(20.4)

which is itself a weak solution of (20.1) with Riemann datum consisting of
the two adjacent states.
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The wave of interest plays a significant role in the dynamics of (20.1). Con-
sequently, it is important to resolve it accurately in numerical simulations.
This can be achieved by using front-tracking algorithms such as the ghost-
fluid method [72, 73], or front-capturing algorithms such as moving mesh
methods [38]. For each of these numerical algorithms it is essential to
describe the dynamics of the wave of interest precisely. In this work we
will focus on a moving mesh algorithm, although the same set of issues is
relevant to alternative methods.

𝑠

𝑥

𝑡

𝒖− 𝒖+

𝒖∗− 𝒖∗+

Figure 20.1: Example of a Riemann solution consisting of (from left to
right) a rarefaction wave, a contact discontinuity and a shock wave.
The wave of interest may be in this case the contact discontinuity.

The moving-mesh algorithm approximates the location of the wave of
interest as an interface between two (moving) cells. This approximation
requires the wave speed 𝑠 and the trace states 𝒖∗−, 𝒖∗+ at the wave front,
which are usually obtained via a Riemann solver for (20.1) with the Rie-
mann initial data (20.3) (see Figure 20.1). Such Riemann solvers can be
seen as mappings of the type

R∶ 𝑃− × 𝑃+ → R𝑚 × R𝑚 × R ∶ (𝒖−, 𝒖+) ↦ (𝒖∗−, 𝒖∗+, 𝑠). (20.5)

The tuples (𝒖∗−, 𝒖∗+, 𝑠) returned by (20.5) define a traveling wave (20.4)
which fulfills the Rankine–Hugoniot condition

𝑠 (𝒖∗− − 𝒖∗+) = 𝑓 (𝒖∗−) − 𝑓 (𝒖∗+). (20.6)

However, (20.6) might not hold if the solution of the Riemann problem
(20.3) is computed from dissipative approximations, such as the Navier–
Stokes equations or particle simulations [143]. Especially in the former
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case, the solution might be corrupted by noise, due to fluctuations in the
particle distribution, and therefore (20.6) might not hold true. Furthermore,
the computational cost associated with using accurate Riemann solvers can
be quite high, particularly when applied in a multidimensional numerical
tracking scheme, where R needs to be evaluated across several mesh
interfaces describing the wave of interest, and at each time step.

To address the high computational costs, it is attractive to build reduced
surrogate models of the Riemann solver (20.5) by employing machine
learning algorithms such as support vector machines [114] or artificial
neural networks.

However, such surrogate models are generally not constructed with the
intention to satisfy crucial physical constraints like (20.6) even if the orig-
inal solver satisfies them. In the present work, we investigate methods
for building surrogate models that incorporate knowledge about physical
constraints of the underlying system, such as mass or momentum conser-
vation. To be more specific, we develop methods for building a reliable
surrogate Riemann solver, based on neural networks, that incorporates
conservation properties such as (20.6) and demonstrate their use in actual
numerical simulations. Refer to Figure 11.1 to get a graphical overview of
the interaction between the different algorithmic components.

20.3 Neural Networks

In our applications, we are mostly interested in regression-based problems,
i.e. we want to approximate functions of the form

𝐹∶ R𝑑in → R𝑑out , (20.7)

using artificial neural networks. More specifically, we are considering
neural network architectures based on the multilayer perceptron, which
is a feedforward network where the computational units (neurons) are
stacked in layers. The first layer is the input layer, and its only purpose is
to send the input signal 𝘅 = (𝑥1, … , 𝑥𝑑in) to the next layer. The last layer is
called the output layer, as it provides the output signal 𝘆 = (𝑦1, … , 𝑦𝑑out).
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All intermediate layers are called hidden layers.
In the machine learning terminology a neural network of depth 𝐾 is a
network, consisting of an input layer, 𝐾 − 1 hidden layers and an output
layer. We set𝑁𝑙, 𝑙 = 0, … , 𝐾 as the number of neurons in the 𝑙-th layer. Then,
each layer (except for the input layer) receives the signals 𝘇𝑙−1 ∈ R𝑁𝑙−1 from
the previous layer and performs an affine-linear transformation according
to the propagation function

L𝑙(𝘇𝑙−1) ≔ 𝒘 𝑙𝘇𝑙−1 + 𝒃𝑙,

where 𝒘 𝑙 and 𝒃𝑙 are the weights and biases associated to the layer 𝑙. The
resulting vector is then (component-wise) transformed by a non-linear
activation function 𝜙act∶ R → R. This activation function introduces
nonlinearities into the neural network and makes it truly non-linear. The
choice of activation function 𝜙act depends heavily on the type of application
and many different activation functions have been proposed [84, 87, 169]
each with its own advantages and disadvantages — see Figure 20.2 for a
selection of different activation functions. In this work, if not otherwise
stated, the exponential linear unit (ELU) activation function [46]

𝜙eluact (𝑧) = {
exp(𝑧) − 1 for 𝑧 < 0,
𝑧 for 𝑧 ≥ 0,

is used, because it avoids the vanishing gradient problem and yields smooth
output, which is appropriate to the regression-type setting considered in
this work.

After the output layer, the activation function is chosen to be the identity
function 𝜙idact(𝑧) ≔ 𝑧. For consistency with the input- and output values,
we set 𝑁0 = 𝑑in, 𝑁𝐾 = 𝑑out, and 𝘇0 = 𝘅.

In summary, we have the neural network representation

𝖥𝜽(𝘅) = (Λ𝐾 ∘ 𝜙act ∘ Λ𝐾−1 ∘ … ∘ 𝜙act ∘ Λ1)(𝘅), (20.8)

with 𝜽 = {𝒘 𝑙, 𝒃𝑙}𝐾𝑙=1 being the set of trainable parameters of the network.
A schematic representation of a multilayer perceptron (MLP) is shown in



260 20 Constraint-Aware Neural Networks

−3 −2 −1 0 1 2

−1

0

1

2

𝑧

𝜙 a
ct
(𝑧
)

ReLu
ELU

Sigmoid
Gaussian

Figure 20.2: Some examples of activation functions: the rectified linear
unit (ReLu), ELU, the Sigmoid, and the Gaussian activation function.

Figure 20.3.

The parameters 𝜽 are determined during the so-called training of a neural
network. The goal is to find parameters 𝜽 such that 𝖥𝜽 approximates (20.7).
In the context of supervised learning, that means, we need labeled data

𝐷 = {(𝘅𝑖, 𝘆𝑖) ∶ 𝘆𝑖 = 𝐹(𝘅𝑖) + 𝜺𝑖},

with 𝜺𝑖 being random noise. Furthermore, we have to quantify the dis-
crepancy of the approximation, for that we have to choose a suitable loss
function For regression problems popular choices are the mean-squared
error (MSE) loss function

Lmse(𝖥𝜽, 𝐷) =
1
|𝐷|

∑
(𝘅,𝘆)∈𝐷

‖𝘆 − 𝖥𝜽(𝘅)‖
2, (20.9)

and the mean-absolute error (MAE) loss function

Lmae(𝖥𝜽, 𝐷) =
1
|𝐷|

∑
(𝘅,𝘆)∈𝐷

‖𝘆 − 𝖥𝜽(𝘅)‖
1. (20.10)
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Figure 20.3: Sketch of a neural network with two hidden layers.

Consequently, to determine suitable parameters 𝜽, we have to minimize
(20.9) or (20.10). This optimization procedure is called training of a neural
network.

However, the optimization problem

L(𝖥𝜽, 𝐷) → min, with respect to 𝜽, (20.11)

is very complex, due to the nonlinear, non-convex nature of the target
function, and the very high dimension of 𝜽. However, iterative schemes
such as stochastic gradient descent are very successful at solving (20.11)
approximately. Usually at each step of the optimization scheme several
data points — called batch — are used in combination to approximate the
gradients. The gradients are obtained by employing so-called backpropa-
gation, which is essentially exploiting the chain rule for each layer of 𝖥𝜽.
In this context, one iteration over the whole training data set 𝐷 is called
an epoch. We refer to [87, 176] for a detailed discussion about common
optimizers used in practice.

One of the biggest problems encountered during training a neural network
is overfitting. It describes the phenomenon that the neural network fits the
training data 𝐷 very well, but does not generalize to unknown data, i.e.
data not used for training the network.
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A strategy to avoid this problem is to terminate the iterative optimization
based on cross-validation. More precisely, the data set 𝐷 is split into a
training data set𝐷train and a validation data set𝐷val. Then the optimization
scheme is only minimizing the training loss L(𝖥𝜽, 𝐷train), i.e. only on the
training data set, while at the end of each epoch, the loss is evaluated
on 𝐷val to get the validation loss a measure for the generalization error.
The training is stopped if the validation loss is not improving for a fixed
number of epoch — called patience — or the maximum number of epochs
has been reached.

Another strategy to avoid overfitting is weight decay. High values of the
weights are penalized by adding a penalty term

𝑃wd(𝜽) ≔ 𝛼wd
𝐾
∑
𝑙=1

|𝒘 𝑙|𝑝, (20.12)

to the loss function. Here 𝛼wd ≥ 0 is a tunable hyperparameter that controls
the amount of weight decay. Most commonly one chooses 𝑝 = 1 or 𝑝 =
2 as the exponent in (20.12) — the strategy is then referred to as ℓ1-/
ℓ2-regularization. Other methods to avoid over-fitting are described in
[87].

Remark 20.1 (Loss scaling): In many machine learning applications it is ben-
eficial to normalize the output labels, as well as the input features. However, as
we are interested in fulfilling constraints, label scaling would introduce other
technical inconveniences. We therefore employ an adapted mean squared
loss function for the training of the neural networks. Thus, we first compute
the vector of reciprocal empirical standard deviations 𝝈−1

𝐷 = (1/𝜎1,𝐷, … ,
1/𝜎𝑑out,𝐷) of the labels (𝘆𝑖)𝑖=1,…,𝑁 in the data set 𝐷. For example, the scaled
mean-squared error (SMSE) takes the form

Lsmse(𝖥𝜽, 𝐷) =
1
|𝐷|

∑
(𝘅,𝘆)∈𝐷

‖𝝈−1
𝐷 ⋅ (𝘆 − 𝖥𝜽(𝘅))‖

2.

This ensures that an equal importance is given to the error corresponding
to each component of the output vector. In the following, we perform input
feature normalization and loss scaling without explicitly referring to it.
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Remark 20.2 (Approximation and Estimation Errors): In this remark, we
give an outline on results concerning error bounds for neural network, without
specifying all technical details, nor covering the whole range of the (wide and
very active) scientific field.
The overarching goal in neural network regression is minimizing the expected
𝐿2-risk

𝑅(𝖥) ≔ E(|𝖸 − 𝖥(𝖷)|2), (20.13)

where 𝖥∶ R𝑑in → R is a measurable function, E denotes the expected value
operator, and 𝖷, 𝖸 denote random variables associated with the input and
output of the target function (20.7). For simplicity, we consider simple scalar
output, i.e. 𝑑out = 1. The two main contributions to the expected risk (20.13)
are the approximation error and the estimation error. The approximation
error arises from the difference between a minimizer 𝖥∗ of (20.13) and the
closest neural network approximation 𝖥𝜽. Neural networks are proven to
be universal approximators [50] (or for more common activation functions
[129]), which means, sufficiently large networks can approximate continuous
functions with compact support up to arbitrary accuracy. The estimation
error accounts for the fact that we cannot compute the expected risk directly,
but only the empirical risk 𝑅(𝖥, 𝐷) ≔ Lmse(𝖥, 𝐷) on a finite data set 𝐷.
A classical result for scalar least-squares regression with single-hidden-layer
networks with sigmoidal activation functions is provided in [16]. It establishes
the error bounds for the expected risk (20.13) to be

O(𝐶𝐹(
𝑑in log|𝐷|

|𝐷|
)

1
2
), (20.14)

for an optimized number of hidden nodes. Here, 𝐶𝐹 is a constant representing
the regularity of the underlying target function (20.7). Determining more
accurate error estimates, also for deeper networks, is the subject of ongoing
research; we refer to e.g. [115, 182] for further reading.
We note, however, that most bounds are of little practical relevance, as the
regularity of the underlying target function is commonly not known a-priory.
Moreover, (20.14) assumes that an optimum of the empirical risk 𝑅(𝖥𝜽, 𝐷)
can be found. However, this depends on the training/optimization routine



264 20 Constraint-Aware Neural Networks

that is used, which may not, or only very slowly, converge.
From (20.14)we can infer that data sets usually have to be quite large to reduce
the error substantially. Due to the curse of dimensions, this is especially the
case for high dimensions. In practice, the size of a data set is usually only
bound by the computational, temporal, or monetary costs that are needed to
generate it.

20.4 Constraint-Aware Learning

To construct a machine-learned surrogate Riemann solver, as described
in Section 20.2, we seek to train a neural network that approximates the
function R in (20.5) with input values

𝘅 ≔ (𝒖−, 𝒖+) ∈ 𝑃− × 𝑃+ ≕ X

and output values

𝘆 ≔ (𝒖∗−, 𝒖∗+, 𝑠) ∈ R𝑚 × R𝑚 × R ≕Y.

Our goal is to build a surrogate model 𝖥𝜽 for R that is constraint-aware,
i.e. during the construction of 𝖥𝜽 (physical) constraints are taken into
account.

In this work we restrict ourselves to algebraic constraints described by the
function Φ∶ X ×Y → R+. An input–output tuple (𝘅, 𝘆) ∈ X ×Y is said
to fulfill the constraint Φ if we have

Φ(𝘅, 𝘆) = 0. (20.15)

Constraints of this form can describe the underlying physical constraints
of the model, such as mass conservation. More specifically, the Rankine–
Hugoniot condition (20.6) can be written in the form (20.15) using the
constraint function

ΦRH(𝘅, 𝘆) = ΦRH((𝒖−, 𝒖+), (𝒖∗−, 𝒖∗+, 𝑠)) (20.16)

≔ ‖𝑠 (𝒖∗− − 𝒖∗+) − (𝑓 (𝒖∗−) − 𝑓 (𝒖∗+))‖1.
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A surrogate model 𝖥𝜽, as in (20.8), fulfills a constraint exactly if

Φ(𝘅, 𝖥𝜽(𝘅)) = 0 for all 𝘅 ∈ X.

Then, an ideal surrogate model 𝖥𝜽 would be a solution of the optimization
problem

minimize Lmse(𝖥𝜽, 𝐷) for all 𝐷 ⊂ X ×Y (20.17)

subject to Φ(𝘅, 𝖥𝜽(𝘅)) = 0 for all 𝘅 ∈ X.

This is however often a strong condition on 𝖥𝜽, due to the complexity of
the constraint function Φ. In practice it might suffice to keep the constraint
deviation small, i.e. by considering a relaxed version of the optimization
problem (20.17) for a tolerance 𝜀 > 0, i.e.

minimize Lmse(𝖥𝜽, 𝐷) for all 𝐷 ⊂ X ×Y
subject to |Φ(𝘅, 𝖥𝜽(𝘅))| ≤ 𝜀 for all 𝘅 ∈ X.

In the next two subsections we present two approaches to build constraint-
aware surrogate models.

20.4.1 Constraint-Resolving Layer Method (CRes)

The first method is based on the assumption that it is possible to resolve the
constraint equation (20.15) analytically and use this additional knowledge
about the underlying system directly inside the neural network.

Let us assume that there is a vector 𝘇 ∈ Z of physical quantities such that
there exists a function Ψ∶ X ×Z →Y fulfilling

Φ(𝘅, Ψ(𝘅, 𝘇)) = 0 for all 𝘅 ∈ X, 𝘇 ∈ Z. (20.18)

Using the function Ψ, we can add a new layer to the network that performs
the mapping defined by Ψ — see Figure 20.4. More formally, the neural
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network mapping 𝖥𝜽, as in (20.8), is composed of a sub-network𝖦𝜽∶ X →
Z and Ψ, i.e.

𝖥𝜽(𝘅) ≔ Ψ(𝘅, 𝖦𝜽(𝘅)). (20.19)

Hence, Φ(𝘅, 𝖥𝜽(𝘅)) = 0 for all 𝘅 ∈ X, and 𝖥𝜽 resolves the constraint
exactly. Accordingly, we call this construction the constraint-resolving
layer method (CRes), if 𝖥𝜽 is of the form (20.19). We note that with the
output layer depending on the input 𝘅, we have a slightly modified version
of MLPs compared to Section 20.3. A basic example can be found at the
end of this section. For more advanced examples in the framework of
hyperbolic conservation laws and Rankine–Hugoniot conditions we refer
to Section 20.6.

The advantage of the constraint-resolving layer method, compared to sim-
ply computing 𝒚 = Ψ(𝘅, 𝘇) as a post-processing step, is that we can use
all information from the data set during the training process, while incor-
porating further knowledge about the system. The drawback, however,
is that the constraint (20.15) has to be handled analytically and must be
uniquely solvable. Therefore a deeper understanding of the model and
constraint is needed.

Example 20.3: Assume we want to build a CRes-network to approximate
a function 𝐹∶ R𝑑in → R2, while upholding the constraint Φ(𝘅, (𝑦1, 𝑦2)) ≔
𝑦1 + 𝑦2 − 1 = 0. The constraint can be rewritten as 𝑦2 = 1 − 𝑦1, which can
be used to resolve the constraint by defining Ψ(𝘅, 𝑦1) ≔ (𝑦1, 1 − 𝑦1). In this
case, to build a CRes-network, we define a neural network 𝖦𝜽∶ R𝑑in → R1

with one output neuron approximating 𝑦1. The CRes-network is then given
by

𝖥𝜽(𝘅) ≔ Ψ(𝘅, 𝖦𝜽(𝘅)) = (𝑦1, 1 − 𝑦1) ≕ (𝑦1, 𝑦2),

which fulfills the constraint Φ(𝘅, (𝑦1, 𝑦2)) ≔ 𝑦1 + 𝑦2 − 1.

If the constraint can not be directly expressed, condition (20.18) on Ψ can
be loosened, by demanding that Ψ solves (20.18) only approximately — see
Section 20.6.2 for an example where Ψ is expressing the constraint (20.15)
approximately.
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Figure 20.4: A sketch of the structure of a neural network that resolves
the constraint analytically.

20.4.2 Constraint-Adapted Loss Method (CAL)

The second, more general method to build constraint-aware neural net-
works is based on the idea of penalizing deviations from the constraint
(20.15) during the training procedure (as mentioned in [123, 145]). To this
end, we introduce the constraint loss function

LΦ(𝖥𝜽, 𝐷) =
1
|𝐷|

∑
(𝘅, ⋅ )∈𝐷

|Φ(𝘅, 𝖥𝜽(𝘅))|. (20.20)

Obviously, LΦ(𝖥𝜽, 𝐷) = 0 holds if 𝖥𝜽 fulfills the constraint Φ(𝘅, 𝖥𝜽(𝘅)) = 0
on the data set 𝐷. Combined with the MSE loss we obtain the constraint-
adapted loss function

Lmse,Φ(𝖥𝜽, 𝐷) =
1
|𝐷|

∑
(𝘅,𝘆)∈𝐷

(‖𝘆 − 𝖥𝜽(𝘅)‖
2 + 𝜆|Φ(𝘅, 𝖥𝜽(𝘅))|), (20.21)

where 𝜆 > 0 is an adjustable constraint penalty parameter.

Neural networks that are trainedwith the loss function (20.21) are said to be
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generated with the constraint-adapted loss method (CAL). The advantage of
building surrogate models with this method is that it is straightforward to
apply and independent of the underlying model, i.e. no deeper knowledge
about the constraint is needed (as opposed to the CRes-method). The
disadvantage, however, is that it only considers the constraint in a relaxed
manner, i.e. the deviation from the constraint is reduced, but the constraint
is not guaranteed to be satisfied exactly.

20.5 Technical Framework for Constraint-Aware
Learning Methods

In this section we provide details on how the constraint-aware learning
methods are applied to the case study model problems of the following
Section 20.6 and the numerical simulations. First we describe the data set
generation, then the network training, and finally the numerical discretiza-
tion scheme.

20.5.1 Data Generation

To generate training data sets 𝐷train = {(𝘅𝑖, 𝘆𝑖) ∶ 𝑖 = 1, … , 𝑁train} with
𝑁train samples, we evaluate the Riemann solver (20.5) on input values
𝑋train = {𝘅𝑖 ∶ 𝑖 = 1, … , 𝑁train} with 𝘅𝑖 = (𝒖−,𝑖, 𝒖+,𝑖) ∈ X. The set 𝑋train is
generated randomly for a given bounded domain 𝐵 ⊂ X using a variation
of Mitchell’s algorithm1 [151] to generate evenly and randomly distributed
points in R𝑑in . Evaluation of the input points 𝘅𝑖 ∈ 𝑋train by the Riemann
solver (20.5) yields the output value set 𝑌train = {𝘆𝑖 ∶ 𝑖 = 1, … , 𝑁train} with
𝘆𝑖 = (𝒖∗−,𝑖, 𝒖∗+,𝑖, 𝑠𝑖) = R(𝒖−,𝑖, 𝒖+,𝑖), for 𝑖 = 1, … , 𝑁train.

Furthermore, we seek to generate noisy data sets, to simulate Riemann so-
lutions from approximate models, such as particle simulations. To generate
noisy data, we start with computing the empirical standard deviation 𝝈𝑗
over 𝑌train for each component 𝑗 = 1, … , 𝑑out of the output values 𝘆 ∈ 𝑌train.

1See Algorithm A.2, albeit using the standard euclidean metric.
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Then we introduce a noise level parameter 𝑙noise ≥ 0 and transform the
output values 𝘆𝑖 ∈ 𝑌train as

𝘆𝑖,𝑗 ↦ 𝘆𝑖,𝑗 + 𝑙noise 𝝈𝑗 𝑅,

where 𝑅 is a uniformly distributed random variable on [−1, 1]. In this way
we can generate training data sets 𝐷train with an arbitrary noise level 𝑙noise.
For the test data sets 𝐷test, the input data set 𝑋test consists of a uniform
grid over the bounded domain 𝐵 ⊂ X on which the Riemann solver is
evaluated.

20.5.2 The Network Training

In this section we describe the technical details of the neural network train-
ing. All training was performed withing the neural network framework
PyTorch [159].

Before training each network, we standardize the input samples of each
data set by subtracting the mean and dividing by the standard deviation.
Then, we randomly split 20% from the initial training data set to form
a validation data set 𝐷val. During the training process, we evaluate the
loss on the validation data set and we will save the network with the
best validation loss (over all epochs) to avoid overfitting. As mentioned in
Section 20.3, we apply ℓ2-weight decay.

For the optimization procedure we use the Adam optimizer [113] with a
prescribed learning rate and shuffle the whole training data set randomly
at the beginning of each epoch. The batch size is chosen for each data set
as the largest power of 2 such that we have at least 5 batches. The weights
of the networks are initialized by applying the Glorot normal initializer
[83], the bias parameters are initially set to zero.

During the training procedure not-a-number values might be encountered,
as for example due to the arbitrariness of the network output values a
division by values close to zero might occur inside the constraint target
function of (20.21). In case any not-a-number values are encountered
during training, we stop the current epoch, decrease the learning rate and
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resume training from the last valid snapshot, with the lowest validation
loss that was encountered up to this point. To further stabilize the scheme,
we apply gradient norm clipping [158] with a clip value of 1.

20.5.3 Numerical Discretization of the Conservation Law Models

The numerical discretization of the conservation laws in this part uses the
interface-preserving finite volume algorithm on moving meshes in one
spatial dimension as described in Section 7.1. Instead of using a generic
Riemann solver G in the numerical flux (7.2), (7.3) at the interface, we
evaluate the respective mapping R from (20.24), (20.32), or (20.39). This
means, we solve the Riemann problem for the initial data (𝒖−, 𝒖+) and ob-
tain (𝒖∗−, 𝒖∗+, 𝑠). This can be expensive for more complex models, and forms
our actual motivation to learn a model that approximates the mapping
R.

20.5.4 Performance Evaluation Procedure

To test the performance of the constraint-aware learning methods, we
split the evaluation procedure in two parts. First, we train the networks
and test them on an unknown data set. This includes testing the methods
for differently-sized data sets and regarding the influence of noisy data
on the resulting networks. Secondly, we use the resulting networks for
simulations using the front capturing scheme from Section 20.5.3 and
compare the results with analytic Riemann solutions.

To train the networks, we generate the training data sets 𝐷train ⊂ X ×Y
with different number of samples 𝑁train = |𝐷| ∈ N and noise levels 𝑙noise ≥
0. For each data set we train three types of networks

• standard MLP ignoring constraint-preserving mechanisms,
• MLP with a constraint-resolving layer (CRes, see Section 20.4.1),
• MLP trained with a constraint-adapted loss for different values for the
constraint penalty parameter 𝜆 (CAL, see Section 20.4.2).
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As the training process is not deterministic, we train several instances for
every type of network and test all of them. After training, we evaluate the
MSE and constraint deviation on a separate test data set𝐷test ⊂ X×Y. This
will be the final benchmark for the networks, as the test data is unknown
and was never seen during the training process.

In the second part of the evaluation, the neural networks are used in fluid
dynamic simulations using the front capturing scheme from Section 20.5.3.
More specifically, the neural networks are used to evaluate the numerical
fluxes (7.2), (7.3) at the wave front. To test the different methods in this
setting, we run simulations for Riemann initial conditions and compute
the error with respect to the analytic Riemann solution. To avoid any
intrinsic bias towards a particular choice of initial data, we perturb the
initial Riemann data and compute the mean error over several simulation
runs.

20.6 Case Study Model Problems

In this section we introduce three different models to which we apply the
constraint-aware learning methods (CRes) and (CAL) from Section 20.4.

The first model problem is a scalar conservation law with a cubic flux,
which will serve as a toy problem to test the proposed constraint-aware
methods. The next two models are more realistic test cases and comprise
the isothermal Euler equations for two-phase flow and the Euler equations
for an ideal gas.

Although the constraint-aware learning methods can be applied for con-
straints depending on both the input and output variables 𝘅 and 𝘆, the
model constraints considered below are of the form Φ = Φ(𝘆).
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20.6.1 Cubic Flux Model: Undercompressive Wave

In this section we consider the cubic flux model

𝜕𝑡𝑢 + 𝜕𝑥(𝑢3) = 0 ⇔ 𝜕𝑡𝑢 + 𝜕𝑥𝑓 (𝑢) = 0, (20.22)

for 𝑢∶ R×[0, 𝑡end) → UwithU = R. This model can be seen as a simplified
prototype model for phase transition dynamics [36]. As the flux is non-
convex and has an inflection point at 𝑢 = 0 (undercompressive) shock
waves may occur [125], and can be interpreted as phase boundaries. These
waves can only occur at jumps between the two phases 𝑃− ≔ {𝑢 > 0} and
𝑃+ ≔ {𝑢 < 0}. The solution to the Riemann problem (20.3) for (20.22), with
𝑢± ∈ 𝑃± may consist of two elementary waves. One of these waves is an
undercompressive wave jumping from 𝑢∗− ∈ 𝑃− to 𝑢∗+ ∈ 𝑃+, which is the
wave of interest for this particular model problem — see Figure 20.5 for a
depiction of an exemplary wave pattern. The uniqueness of the Riemann
solution is ensured by requiring that the solution obeys an additional
algebraic relation, the so-called kinetic relation [97]. A particularly simple
choice for a kinetic relation is 𝜑(𝑢) = 0 with

𝜑∶ 𝑃− ∪ {0} → 𝑃+ ∪ {0} ∶ 𝑢 ↦ −𝜅𝑢, (20.23)

with 𝜅 ∈ [0.5, 1]. To solve the Riemann problem (20.3) with 𝑢± ∈ 𝑃± and
to obtain the corresponding states (𝑢∗−, 𝑢∗+, 𝑠) for the wave of interest, we
employ the exact Riemann solver described in [35] — see Section A.3.
As in (20.5), the Riemann solver defines a function Rcubic∶ 𝑃− × 𝑃+ →
𝑃− × 𝑃+ × R:

Rcubic(𝑢−, 𝑢+)
= (𝑢∗−, 𝑢∗+, 𝑠)

= {
(𝑢−, 𝑢+, 𝑠(𝑢−, 𝑢+)) for 𝑢+ ∈ [(𝜅 − 1)𝑢−, 0),
(𝑢−, 𝜑(𝑢−), 𝑠(𝑢−, 𝜑(𝑢−))) for 𝑢+ < (𝜅 − 1)𝑢−,

(20.24)

where 𝑠 is the wave speed and 𝑢∗−, 𝑢∗+ the adjacent states of the under-
compressive wave when 𝑢− ∈ 𝑃− and 𝑢+ ∈ 𝑃+. Furthermore, 𝑠(𝑢−, 𝑢+) is
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defined as

𝑠(𝑢+, 𝑢−) ≔ {
𝑓 (𝑢+) − 𝑓 (𝑢−)

𝑢+ − 𝑢−
for 𝑢+ ≠ 𝑢−,

𝑓 ′(𝑢+) if 𝑢+ = 𝑢−.

The wave defined by (𝑢∗−, 𝑢∗+, 𝑠) fulfills the Rankine–Hugoniot condition

𝑠 (𝑢∗− − 𝑢∗+) = 𝑓 (𝑢∗−) − 𝑓 (𝑢∗+), (20.25)

which will be the constraint that a surrogate model for (20.24) should
satisfy. As in (20.16) the constraint target function Φcubic∶ R × R × R,
corresponding to (20.25), is given by

Φcubic(𝑢∗−, 𝑢∗+, 𝑠) ≔ |𝑠 ⋅ (𝑢∗− − 𝑢∗+) − (𝑓 (𝑢∗−) − 𝑓 (𝑢∗+))| = 0. (20.26)

Our goal is to learn a model to approximate the Riemann solver Rcubic
while trying to uphold the constraint Φcubic(𝑢∗−, 𝑢∗+, 𝑠) = 0. We are in a
situation where the mapping Rcubic respects the constraint (20.26) and
therefore we have to ensure that the constraint surrogate model satisfies
it as well.

As (20.22) is a scalar law, we can resolve the constraint (20.26) by comput-
ing the correct wave speed 𝑠 for a jump from 𝑢∗− to 𝑢∗+ from (20.6). The
resolving function Ψ (see Section 20.4.1) is therefore given by

Ψcubic(𝑢∗+, 𝑢∗−) ≔ (𝑢∗+, 𝑢∗−, 𝑠(𝑢∗−, 𝑢∗+)),

𝑠(𝑢∗−, 𝑢∗+) ≔ {
𝑓 (𝑢∗−) − 𝑓 (𝑢∗+)

𝑢∗− − 𝑢∗+
for 𝑢∗+ ≠ 𝑢∗−,

𝑓 ′(𝑢∗+) if 𝑢∗+ = 𝑢∗−.

(20.27)

20.6.1.1 Results for the Cubic Flux Model

In this section we test the constraint-aware methods described in Sec-
tion 20.4 for the cubic flux model, i.e. we seek to learn the Riemann solver
(20.24), with 𝜅 = 0.75 in the kinetic relation (20.23). The resulting networks
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Figure 20.5: Example of a Riemann solution consisting of a rarefaction
wave followed by an undercompressive shock wave. The wave of
interest is the undercompressive wave.

are compared with their standard/constraint-unaware counterparts. To
this end, we consider data sets comprising 𝑁train ∈ {100, 200, 500} samples,
with noise levels 𝑙noise ∈ {0, 0.05, 0.1}. These nine data sets are sampled as
described in Section 20.5.1 on the bounded domain 𝐵 = [0, 5] × [−2.5, 0].
The test data set 𝐷test consists of 10 000 samples in 𝐵. On each data set we
train a standard neural network, one with a constraint-resolving layer and
a network with the constraint-adapted loss for each constraint penalty
parameter value 𝜆 ∈ {10−1, 10−2, 10−3}. As the training procedure is non-
deterministic we train 10 separate instances for every type of network.

Each network consists of 5 hidden layers, each consisting of 20 nodes.
The learning rate is set to 5·10−4, the maximum number of epochs is 5·104,
while using a patience of 5·103 epochs. The weight decay parameter 𝛼wd
is set to 10−7. With these parameters, the computational training time for
one network ranges from 2min up to 20min, with an average of 6min
over all data sets and methods.2

The MSEs and mean constraint errors (MCEs) (in the ℓ1-metric) on the test
data set are displayed in Figure 20.6. Concerning the constraint error, we
can clearly see that the CRes-method outperforms the standard networks
and the CAL-method. In case of noisy data sets, the CAL-method seems
to be able to produce better results in terms of MSEs and constraint errors
when compared to the standard approach, if the constraint penalty param-

2All computations were performed on a desktop PC equipped with an AMD Ryzen Thread-
ripper 2950X 16-core CPU and a Nvidia GeForce GTX 1070 GPU.
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eter 𝜆 is chosen properly. The marginal improvement in the constraint
error with the CAL-method in the absence of noise, comes at the cost of a
higher MSE than the standard approach.

If we look at the MSE, we see a difference between noisy and noise-free
data sets as well. If there is no noise, the standard networks and the CAL-
method behaves relatively similar. Only the CRes-method has a higher
MSE. On the other hand, if there is noise (especially for the high noise
level 0.1) the constraint-aware methods yield a better MSE and constraint
errors.

Remark 20.4: Intuitively one might expect that the unconstrained standard
networks tend to fit the training data more aggressively and therefore may
yield a much worse MSE on the test data set. However, we observe in Fig-
ure 20.6 that the MSE for the standard networks is relatively similar to the
MSE of the constraint-aware methods. A possible explanation might be that
in CRes, the network essentially predicts the left and right intermediate Rie-
mann states 𝒖∗− and 𝒖∗+, and evaluates the wave speed 𝑠 by strongly imposing
the Rankine–Hugoniot condition. If 𝒖∗− and 𝒖∗+ are incorrectly predicted,
the network cannot improve the prediction of 𝑠. Although the constraint
error is close to machine precision, the MSE might be large. With CAL, all
three quantities (𝒖∗−, 𝒖∗+, 𝑠) are being directly predicted by the network while
weakly satisfying the constraint via the Lagrange multiplier.

To test the neural networks in numerical simulations, we consider the
Riemann problem (20.3) with 𝑢− = −1, 𝑢+ = 1. The exact solution can be
computed via the Riemann solver (20.24) and is displayed in Figure 20.7.
To avoid biased results due to the specific choice of 𝑢− and 𝑢+, we perturb
the initial data with perturbations sampled uniformly from (−0.1, 0.1) and
compute the mean of the 𝐿1-errors over 25 runs. The simulations are
performed on a grid over the interval (−2, 2) with 2000 cells. The time
step is Δ𝑡 = 2 ⋅ 10−4 and we run the simulation up to 𝑡end = 0.5. For the
numerical flux away from the interface we choose the Lax–Friedrichs flux
with 𝛼LF = 2. For these parameters, if we apply the exact Riemann solver
for the computation of the interface fluxes (7.2) and (7.3), the absolute 𝐿1-
error amounts to approximately 4.8·10−3, which is the baseline error of the
discretization. We repeat the simulation for each network instance we have
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Figure 20.6: MSEs and MCEs on the test data set for the cubic flux model
problem. Each sub-figure corresponds to one data set. Horizontally
the MSE on the test data set is plotted, vertically the MCE, as defined
in (20.20). Therefore, points that are located to the left and near
bottom are considered better.
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trained in the first part of the test and compute the 𝐿1-error with respect
to the exact Riemann solution. The resulting 𝐿1-errors are displayed in
Figure 20.10. Simulation results are shown in Figure 20.7 for standard
neural networks, in Figure 20.8 for CAL-networks, and in Figure 20.9 for
CRes-networks.

For all data sets, the CRes-method yields a lower mean error than the
standard networks. The standard networks work quite well on the noise-
free data sets, therefore the gain by applying the CAL-method is less
prominent. In case of noisy data sets the CAL-method is also able to
produce much better results than the standard networks, if the constraint
penalty parameter 𝜆 is chosen properly. That means, 𝜆 should not be too
small, as in this case the constraint-penalty would be neglected. On the
other hand, making 𝜆 very large seems to decrease the performance of
the CAL-networks as well. We suspect that either the optimizer is not
able to consolidate both optimization goals (constraint and regression/
approximation) if the focus on the constraint becomes too large, or the
optimization problem itself becomes badly conditioned.
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Figure 20.7: The Riemann solution for the cubic flux model problem in
comparison with the numerical simulation results for the standard
neural networks trained on the data set consisting of 500 samples
without noise. Each line represents the numerical solution for one
instance of the trained networks.
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Figure 20.8: The Riemann solution for the cubic flux model problem
in comparison with the numerical simulation results for the CAL-
neural networks trained (with 𝜆 = 0.1) on the data set consisting
of 500 samples without noise. Each line represents the numerical
solution for one instance of the trained networks.
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Figure 20.9: The Riemann solution for the cubic flux model problem
in comparison with the numerical simulation results for the CRes-
neural networks trained on the data set consisting of 500 samples
without noise. Each line represents the numerical solution for one
instance of the trained networks.
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Figure 20.10: Mean 𝐿1-errors for the cubic flux model problem. The
mean 𝐿1-errors of the finite volume simulation are computed over
25 perturbed Riemann problems for each trained network. The gray
dots represent the error for each network instance.
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20.6.2 Isothermal Two-Phase Flow: Phase Boundary

We consider the dynamics of a compressible, inviscid, homogeneous fluid
that occurs in liquid or vapor phase. At constant temperature and in one
spatial dimension, the fluid flow can be described by the isothermal Euler
equations

𝜕𝑡 (
𝜌
𝑚) + 𝜕𝑥 (

𝑚
1
𝜌𝑚

2 + 𝑝(𝜌)) = 𝟎 ⇔ 𝜕𝑡𝒖 + 𝜕𝑥𝑓 (𝒖) = 𝟎, (20.28)

where the unknowns 𝜌 and 𝑚 denote the fluid density and the fluid mo-
mentum. In the context of this model we will write 𝒖 = (𝜌, 𝑚) for the
conservative variables. To close (20.28) we consider the van der Waals
equation of state (EOS)

𝑝(𝜌) =
𝜌𝑅𝑇ref
1 − 𝑏𝜌

− 𝑎𝜌2, (20.29)

with the specific gas constant 𝑅 = 8/3, the reference temperature 𝑇ref =
0.85 and parameters 𝑎 = 3 and 𝑏 = 1/3. For this choice the critical temper-
ature is computed as 𝑇crit = 1. For any reference temperature below the
critical temperature the van der Waals pressure becomes non-monotone,
see Figure 20.11. We denote the interval where the pressure decreases, i.e.
𝑝′(𝜌) < 0 for all 𝜌 ∈ Aspin, by Aspin ≔ (𝜌max

+ , 𝜌min
− ). In this so-called spin-

odal region Aspin the system changes its character and becomes elliptic
instead of hyperbolic. Thus, we want to avoid values in the spinodal region
and define the admissible set of densities by A2p ≔ (0, 𝑏) ⧵ (𝜌max

+ , 𝜌min
− ).

The admissible setA2p, where the system is hyperbolic, can be split into the
liquid phase A− ≔ (𝜌min

− , 𝑏) and the vapor phase A+ ≔ (0, 𝜌max
+ ). Thus,

the corresponding domains in the state space are defined by 𝑃− ≔ A− ×R
and 𝑃+ ≔ A+ × R.

We consider the Riemann problem (20.3) with 𝒖− ∈ 𝑃− and 𝒖+ ∈ 𝑃+. In this
context the wave of interest is the (discontinuous) elementary wave that
jumps from a state 𝒖∗− ∈ 𝑃−, to 𝒖∗+ ∈ 𝑃+, i.e. the boundary between the two
phases. A typical Riemann solution of (20.3) is sketched in Figure 20.12.
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Figure 20.11: Graph of the van der Waals pressure.

The Rankine–Hugoniot conditions (20.6) for the system (20.28) are of the
form

J𝑚 − 𝑠𝜌K = 0,

J 1𝜌𝑚 ⋅ 𝑚 + 𝑝 − 𝑠𝑚K = 0,
(20.30)

with J⋅K ≔ [⋅]− − [⋅]+ denoting the jump operator. To obtain unique weak
solution we have to impose an additional entropy criterion.

The entropy inequality for (20.28) reads in distributional form

𝜕𝑡𝐸(𝜌, 𝑚) + 𝜕𝑥((𝐸(𝜌, 𝑚) + 𝑝(𝜌))𝑣) ≤ 0, (20.31)

with the mathematical entropy function 𝐸(𝜌, 𝑚) ≔ 𝜌 𝜇(𝜌) + 𝑚2

2𝜌 . Here,

𝜇(𝜌) ≔ −𝑅𝑇ref ln(𝜌−1−𝑏)−𝑎𝜌 denotes the corresponding specificHelmholtz
free energy for the van der Waals pressure (20.29). However, due to the
(global) non-convexity of the pressure function (20.29), the entropy in-
equality (20.31) is insufficient for selecting unique entropy solutions —
see [2, 125, 197]. Nevertheless, the well-posedness of the problem can be
restored by employing another entropy criterion, such as Liu’s entropy cri-
terion [134]. Then, the Riemann problem (20.3) with 𝒖− ∈ 𝑃− and 𝒖+ ∈ 𝑃+
has a unique solution [85], which is consistent with the entropy inequality
(20.31) — see [51].
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To solve the Riemann problem (20.3) for (20.28) with 𝒖− ∈ 𝑃− and 𝒖+ ∈ 𝑃+,
we apply the Riemann solver described in [174] (using kinetic relation 𝐾7
in [174] corresponding to Liu’s entropy criterion and neglecting surface
tension effects). The Riemann solver yields the mapping

R2p∶ 𝑃− × 𝑃+ → R2 × R2 × R
∶ ((𝜌−, 𝑚−), (𝜌+, 𝑚+)) ↦ ((𝜌∗−, 𝑚∗

−), (𝜌∗+, 𝑚∗
+), 𝑠),

(20.32)

by means of extracting the phase boundary wave states 𝒖∗− ≔ (𝜌∗−, 𝑚∗
−),

𝒖∗+ ≔ (𝜌∗+, 𝑚∗
+) and speed 𝑠 from the Riemann solution for the Riemann

initial condition (20.3) with 𝒖− ≔ (𝜌−, 𝑚−) and 𝒖+ ≔ (𝜌+, 𝑚+).

In this setting we seek to build a learned model that approximates R2p
while trying to fulfill the Rankine–Hugoniot conditions (20.30). Thus, the
constraint target function takes the form

Φ2p(𝜌∗−, 𝑚∗
−, 𝜌∗+, 𝑚∗

+, 𝑠) (20.33)

≔ |𝑚∗
− − 𝑚∗

+ − 𝑠(𝜌∗− − 𝜌∗+)|

+ | 1𝜌∗−
𝑚∗
− ⋅ 𝑚∗

− + 𝑝∗− − 1
𝜌∗+
𝑚∗
+ ⋅ 𝑚∗

+ − 𝑝∗+ − 𝑠(𝑚∗
− − 𝑚∗

+)|.

Due to the highly nonlinear nature of the constraint (20.33), we refrain
from the analytic resolution of the constraint as described in Section 20.4.1.
Instead, we construct an approximation of the function Ψ. By multiplying
the general Rankine–Hugoniot condition (20.6) with 𝒖∗− − 𝒖∗+ we arrive at
the least squares approximation for 𝑠 given 𝑓 (𝒖∗−) − 𝑓 (𝒖∗+) and 𝒖∗− − 𝒖∗+:

̃𝑠 = ̃𝑠(𝒖∗−, 𝒖∗+) ≔
(𝑓 (𝒖∗−) − 𝑓 (𝒖∗+)) ⋅ (𝒖∗− − 𝒖∗+)

‖𝒖∗− − 𝒖∗+‖22
, (20.34)

for 𝒖∗− ≠ 𝒖∗+. We use formula (20.34) to define the approximate resolving
function

Ψ2p(𝒖∗−, 𝒖∗+) ≔ (𝒖∗−, 𝒖∗+, ̃𝑠(𝒖∗−, 𝒖∗+)), (20.35)

which will be used in the resolving layer method — see Section 20.4.1.
Clearly, (20.34) is only a necessary condition for the constraint target
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Figure 20.12: Example of a Riemann solution consisting of three shock
waves. The wave of interest is the nonclassical shock wave represent-
ing the phase boundary.

function Φ2p to fulfill Φ2p(𝜌∗−, 𝑚∗
−, 𝜌∗+, 𝑚∗

+, 𝑠) = 0.

20.6.2.1 Results for the Isothermal Two-Phase Flow Model

In this section we re-run the computational tests for the isothermal two-
phase flow model. The data sets have 𝑁train ∈ {1000, 2000, 5000} samples,
each with noise levels 𝑙noise = {0, 0.05, 0.1}. The samples are generated
for 𝜌− ∈ (1.7, 2.6), 𝑣− ∈ (−1, 1), 𝜌+ ∈ (0.01, 0.33), 𝑣+ ∈ (−1, 1) and then
transformed to the fluid momentum 𝑚± = 𝜌±𝑣±.

Each network is comprised of 5 hidden layers, each consisting of 30 nodes.
We set the learning rate to 2·10−4, the maximum number of epochs to 5·104,
while using a patience of 5·103 epochs. The weight decay parameter 𝛼wd
is set to 10−7. For the CAL-method, we consider the constraint penalty
parameter values 𝜆 ∈ {10−1, 10−2, 10−3}. With this choice of parameters
the computational training time for one network lies between 6min and
50min. On average, over all data sets and methods, a single network takes
17min to train.

Again, we test standard networks and networks built with the CAL- and the
CRes-method on a test data set. The results are presented in Figure 20.13.
Concerning the MSE on the test data set, the standard networks, the
CAL- and the CRes-method perform similarly. However, in terms of the
constraint error on the test data set, we observe that the CRes-method
performs the best, despite using an approximate resolving function (20.35).
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The CAL-method works second best; for 𝜆 = 10−1 it approaches the
performance of the CRes-method, and for 𝜆 = 10−3 it behaves almost like
standard networks.

As the second test, we apply the networks in simulations. We consider
the Riemann problem with 𝜌− = 1.9, 𝜌+ = 0.2, and 𝑚± = 0. The corre-
sponding Riemann solution is depicted in Figure 20.14. The simulations are
performed on a grid with 2000 uniform cells on the domain [−1, 1]. The
time step is Δ𝑡 = 10−4, the final time is 𝑡end = 0.25 and the Lax–Friedrichs
parameter is 𝛼LF = 2. The numerical error of the discretization, i.e. if
the exact solver is used in (7.2) and (7.3), is approximately 5.2·10−3. Again,
we average the error over 25 simulations. For that we perturb the initial
densities 𝜌± randomly by 2% of their value, i.e. we set 𝜌± ⋅ (1 + 0.02 ⋅ 𝑅) as
the initial values, where 𝑅 is a uniformly distributed random variable on
[−1, 1].

Simulation results for one data set are shown in Figure 20.14 for standard
neural networks, in Figure 20.15 for CAL-networks, and in Figure 20.16 for
CRes-networks. The 𝐿1-error of the simulation with respect to the analytic
solution is shown in Figure 20.17 for the different networks. We see that the
𝐿1-error in case of noise-free data is similar across all methods. However,
for higher noise levels, the results are more varied. For all, except one
data set, the CRes-method gives lower errors on average than the standard
networks. The performance of the CAL-method depends highly on the
choice of the constraint penalty parameter 𝜆; depending on this choice,
the CAL-method can perform better than the standard network on noisy
data sets. Between the CRes- and the CAL-method, the former gives more
reliable results, and it does not require selecting a parameter.

20.6.3 Euler Equations: Contact Discontinuity

Neglecting viscosity and heat conduction, a compressible fluid flow is
described in one spatial dimension by the Euler equations
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Figure 20.13: MSEs and MCEs on the test data set for the two-phase
flow model problem. Each sub-figure corresponds to one data set.
Horizontally the MSE on the test data set is plotted, vertically the
MCE, as defined in (20.20). Therefore, points that are located to the
left and near bottom are considered better.
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Figure 20.14: The Riemann solution for the isothermal two-phase flow
model problem in comparison with the numerical simulation results
for the standard neural networks trained on the data set consisting
of 50 000 samples without noise. Each line represents the numerical
solution for one instance of the trained networks.

𝜕𝑡 (
𝜌
𝑚
𝐸
) + 𝜕𝑥

⎛
⎜⎜
⎝

𝑚
1
𝜌𝑚

2 + 𝑝(𝜌, 𝜀)
(𝐸 + 𝑝(𝜌, 𝜀))𝑚𝜌

⎞
⎟⎟
⎠

= 𝟎 ⇔ 𝜕𝑡𝒖 + 𝜕𝑥𝑓 (𝒖) = 𝟎, (20.36)

with fluid density 𝜌, momentum 𝑚 = 𝜌𝑣 and total energy density 𝐸 as the
unknowns. We will write 𝒖 = (𝜌, 𝑚, 𝐸) for the vector of the conservative
variables. The total energy density can be written as 𝐸 = 𝜌𝜀 + 1

2𝜌 |𝑚|
2,

where 𝜀 is the specific internal energy of the fluid. We consider an ideal
gas, and the pressure function takes the form

𝑝(𝜌, 𝜀) ≔ (𝛾 − 1)𝜌𝜀, (20.37)
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Figure 20.15: The Riemann solution for the isothermal two-phase flow
model problem in comparison with the numerical simulation results
for the CAL-neural networks (with 𝜆 = 0.1) trained on the data set
consisting of 50 000 samples without noise. Each line represents the
numerical solution for one instance of the trained networks.

with heat capacity ratio 𝛾 = 1.4. In particular, by using (20.37) the system
is hyperbolic and therefore a model problem for (20.1).

We consider the Cauchy problem for (20.36) with Riemann initial data
(20.3) with states 𝒖± ∈ 𝑃± ⊂ R+ × R × R+ that do not produce vacuum, i.e.
those pairs that fulfill the pressure positivity condition

2
𝛾−1√

𝛾𝑝−
𝜌−

+ 2
𝛾−1√

𝛾𝑝+
𝜌+

> 𝑣+ − 𝑣−, (20.38)

see [195] for more details.

In this case, the Riemann solution always consists of three elementary
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Figure 20.16: The Riemann solution for the isothermal two-phase flow
model problem in comparison with the numerical simulation results
for the CRes-neural networks trained on the data set consisting of
50 000 samples without noise. Each line represents the numerical
solution for one instance of the trained networks.

waves one of which is always corresponding to a contact discontinuity
— see Figure 20.1. The contact discontinuity is a discontinuous wave be-
longing to the second characteristic field of the flux function for (20.36),
which is linearly-degenerate. As such, the entropy dissipation vanishes,
and the pressure and fluid velocity stay constant across the jump. In numer-
ical simulations, contact discontinuities are especially prone to numerical
diffusion and therefore difficult to resolve accurately. Consequently, we
focus on the contact discontinuity as the wave of interest for this model
problem.

To solve the Riemann problem for (20.36) we apply the Riemann solver
described in [195]. Similar to the two previous models, we obtain a map-
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Figure 20.17: Mean 𝐿1-errors for the two-phase flow model problem. The
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ping

REuler∶ 𝑃− × 𝑃+ → R3 × R3 × R (20.39)

∶((𝜌−, 𝑚−, 𝐸−), (𝜌+, 𝑚+, 𝐸+)) ↦ ((𝜌∗−, 𝑚∗
−, 𝐸∗−), (𝜌∗+, 𝑚∗

+, 𝐸∗+), 𝑠),

that provides the speed 𝑠 of and the states 𝒖∗− ≔ (𝜌∗−, 𝑚∗
−, 𝐸∗−), 𝒖∗+ ≔ (𝜌∗+,

𝑚∗
+, 𝐸∗+) on either side of the contact discontinuity which evolves from

Riemann initial data (𝒖−, 𝒖+) ≔ ((𝜌−, 𝑚−, 𝐸−), (𝜌+, 𝑚+, 𝐸+)).

The Rankine–Hugoniot jump conditions for (20.36) are

J𝑚 − 𝑠𝜌K = 0,

J 1𝜌𝑚 ⋅ 𝑚 + 𝑝(𝜌, 𝜀) − 𝑠𝑚K = 0,

J(𝐸 + 𝑝(𝜌, 𝜀))𝑚𝜌 − 𝑠𝐸K = 0.

(20.40)

Again, we want to find a constraint-aware approximate model for REuler.
In this case, the constraint target function is

ΦEuler(𝜌∗−, 𝑚∗
−, 𝐸∗−, 𝜌∗+, 𝑚∗

+, 𝐸∗+, 𝑠) (20.41)

= |𝑚∗
− − 𝑚∗

+ − 𝑠(𝜌∗− − 𝜌∗+)|

+ | 1𝜌∗−
𝑚∗
− ⋅ 𝑚∗

− + 𝑝∗− − 1
𝜌∗+
𝑚∗
+ ⋅ 𝑚∗

+ − 𝑝∗+ − 𝑠(𝑚∗
− − 𝑚∗

+)|

+ |(𝐸∗− + 𝑝∗−)
𝑚∗
−

𝜌∗−
− (𝐸∗+ + 𝑝∗+)

𝑚∗
+

𝜌∗+
− 𝑠(𝐸∗− − 𝐸∗+)|,

which corresponds to the mass, momentum and energy conservation of
(20.40).

To construct the resolving layer of the CRes-method, we exploit the fact
that the pressure 𝑝 and the velocity 𝑣 are constant across the contact
discontinuity. Then, it follows from the Rankine–Hugoniot conditions
(20.40) that 𝑠 = 𝑣− = 𝑣+ and 𝜌−𝜀− = 𝜌+𝜀+ holds. Consequently, we can
reconstruct the whole set of variables from the quantities 𝜌−, 𝜌+, (𝜌−𝜀−)
and 𝑠. Motivated by the properties of the wave of interest, we can define
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Figure 20.18: Sketch of the constraint-resolving layer for the Euler model.

the resolving function

ΨEuler(𝜌−, 𝜌−𝜀−, 𝜌+, 𝑠) (20.42)

≔ (𝜌−, 𝜌−𝑠, 𝜌−𝜀− + 1
2𝜌−𝑠

2, 𝜌+, 𝜌−𝑠, 𝜌−𝜀− + 1
2𝜌+𝑠

2, 𝑠)

= (𝜌−, 𝑚−, 𝐸−, 𝜌+, 𝑚+, 𝐸+, 𝑠).

Figure 20.18 contains a graphical representation of the resolving layer.

20.6.3.1 Results for the Euler Equations

Just as for the previous two case study problems, we investigate the con-
straint-aware training methods — this time for the Euler model. The data
set consists of random values 𝜌± ∈ [0.05, 1.3], 𝑚± ∈ [−1.95, 1.95], and
𝐸± ∈ [0.118 75, 7.9625], which have been sampled as described in Sec-
tion 20.5.1. All data points are discarded that do not fulfill the positivity
condition, i.e., Riemann data that produce a vacuum, see [195]. The re-
sulting data sets have 𝑁train ∈ {10 000, 20 000, 50 000} samples, with noise
levels 𝑙noise ∈ {0, 0.05}. The test data 𝐷test consists of 10 986 samples —
after discarding invalid samples according to (20.38) — on a uniform grid
over 𝐵.

For this model problem, we consider neural networks with 7 hidden layers
made up of 70 nodes each. The maximum number of epochs is set to 2·106,
the patience is 104 epochs, and the learning rate is set to 5·10−5. The weight
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decay parameter 𝛼wd is set to 10−9. Training a single network takes on
average 40min, within the range of 15min and 100min.

The results are depicted in Figure 20.19. Again, the CRes-method clearly
outperforms the standard networks and the CAL-method regarding the
constraint error. Concerning the standard networks and the CAL-method
no difference is discernible. This is due to the fact that a much smaller
constraint penalty parameter is used than for the previous two model
problems. Tests with higher values of 𝜆 did not show a significant decline
in the training error, from which we can concur that the optimization
problem is seemingly much harder compared to the other two model
problems.

For the continuum simulation tests, we consider the initial conditions
𝜌− = 1, 𝜌+ = 0.125, 𝑚± = 0, 𝐸− = 2.5, and 𝐸+ = 0.25, which correspond
to the Sod shock tube benchmark example [186]. The analytic solution
is shown in Figure 20.20 The mesh consists of 1000 cells on the domain
(−1, 1). The time step is Δ𝑡 = 5 ⋅ 10−5, the final time is 𝑡end = 0.25 and the
Lax–Friedrichs parameter is 𝛼LF = 6. If we apply the exact Riemann solver
for the numerical interface fluxes (7.2), (7.3), the 𝐿1-discretization error is
approximately 0.09. As before, we perturb the initial condition densities
by 1% and measure the 𝐿1-errors w.r.t. the corresponding exact Riemann
solutions and average the 𝐿1-error over 25 simulations for each method
and data set. Simulation results for one data set can be seen in Figure 20.20
for standard neural networks, in Figure 20.21 for CAL-networks, and in
Figure 20.22 for CRes-networks.

The averaged 𝐿1-errors are depicted in Figure 20.23. We can see that
the CRes-method continues to work best. The CAL-method on the other
hand is often even worse than the standard approach, despite choosing a
relatively small constraint penalty parameter 𝜆. This is due to the intrinsic
high dimensional input space of the constraint (20.41), which consequently
makes the training with the loss function (20.21) much harder.
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Figure 20.19: MSEs and MCEs on the test data set for the Euler model
problem. Each sub-figure corresponds to one data set. Horizontally
the MSE on the test data set is plotted, vertically the MCE, as defined
in (20.20). Therefore, points that are located to the left and near
bottom are considered better.
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Figure 20.20: The Riemann solution for the Euler model problem in
comparison with the numerical simulation results for the standard
neural networks trained on the data set consisting of 50 000 samples
without noise. Each line represents the numerical solution for one
instance of the trained networks.
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Figure 20.21: The Riemann solution for the Euler model problem in com-
parison with the numerical simulation results for the CAL-neural
networks (with 𝜆 = 10−6) trained on the data set consisting of 50 000
samples without noise. Each line represents the numerical solution
for one instance of the trained networks.
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Figure 20.22: The Riemann solution for the Euler model problem in
comparison with the numerical simulation results for the CRes-
neural networks trained on the data set consisting of 50 000 samples
without noise. Each line represents the numerical solution for one
instance of the trained networks.
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Figure 20.23: Mean 𝐿1-errors for the Euler model problem. The mean 𝐿1-
errors of the finite volume simulation are computed over 25 perturbed
Riemann problems for each trained network. The gray dots represent
the error for each network instance.
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20.7 Performance Considerations

Naturally, the case study problems considered in Section 20.6 do not show
a speedup of the computational time by exchanging the analytical Riemann
solver by a surrogate neural network.

For the cubic flux model problem, the Riemann solution is trivially com-
putable. It takes in average only 0.2 µs for one evaluation, whereas the
neural networks take around 100 µs for standard and CAL-networks, and
170 µs in case of CRes-networks.

The two-phase flow Riemann solver takes approximately 12 µs for a single
Riemann solution. The corresponding standard and CAL-networks take
around 110 µs for one evaluation. The CRes-networks take 240 µs.

The Riemann solver employed for the Euler model problem (described
in [195]) is very efficient and takes around 3 µs for one evaluation. The
evaluation of the neural networks takes around 170 µs in case of standard
and CAL-networks and on average 250 µs in case of CRes-networks.

Nevertheless, our main objective was not to decrease the computational
time for these model problems, but to investigate the behavior and perfor-
mance of constraint-aware networks in a well-known setting. The main
application of constraint-aware networks lies in the application of surro-
gate models for complex multiscale applications. Consider for example the
multiscale model in [143]. Here, the dynamics of the phase boundary on the
continuum scale is computed from microscale particle simulations. They
substitute a Riemann solver which is not available (and might even not ex-
ist in a classical way). However, each particle simulation takes around 20 s.
In this case, the benefit of employing a surrogate model / neural network
becomes clear. Let’s consider for example the simulation results shown
in Figure 20.24. Here we have performed a finite volume simulation with
the same parameters as in Section 20.6.2.1 — the only difference is that the
neural network was trained on a data set coming from (microscale) particle
simulations. Then the runtime for the whole finite volume simulation is
just 2 s as opposed to at least 13 hours if a particle simulation is performed
at each point in time at the interface. This benefit becomes even larger if
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Figure 20.24: A finite volume simulation (blue line) with a CRes-network
applied at the interface. The CRes-network was trained on a data
set coming from particle simulations as described in [143]. The
corresponding particle Riemann solution is represented by the red
dots.

two- or three-dimensional settings are considered and/or more complex
particle simulations are performed, such as full MD simulations. Further-
more, by employing constraint-aware neural networks we have gained
the structural advantage of fulfilling the Rankine–Hugoniot conditions, as
opposed to standard surrogate models.

20.8 Summary

In this work we investigated two different methods (CRes and CAL) to
build constraint-aware neural networks and their application to numerical
simulations. The performance of the methods was examined on the basis
of three different model problems: the scalar cubic flux model problem (Sec-
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tion 20.6.1), the isothermal two-phase flow model problem (Section 20.6.2)
and the Euler model problem (Section 20.6.3).

From the results in Section 20.6 we can draw several conclusions. First, we
note that Riemann solvers based on neural networks with a low constraint
error yield a high numerical accuracy in numerical simulations.

Secondly, the CRes-method is able to fulfill a constraint perfectly if an exact
resolving functionΨ, such as (20.27) or (20.42), is used— see Section 20.6.1.1
and Section 20.6.3.1. Nonetheless, even if Ψ is just an approximation, like
(20.35), the CRes-method outperforms the standard approach and the CAL-
method with respect to the constraint error, as shown in Section 20.6.2.1.
This however comes at the cost that the constraint has to be handled
analytically. We stress that the CRes-method is more than merely a post-
processing step, as the full information from the training set can be used
and the knowledge about the constraint is incorporated in the training of
the network.

On the other hand, the CAL-method is much more generic. It requires
only a constraint function (20.16) and includes the deviation from the
constraint as a penalty term in the training procedure. For the cubic flux
model problem and the isothermal two-phase flow model problem this
method works well, in particular for high noise levels. In case of the Euler
model problem with the constraint (20.41), the CAL-method seems to
reach it limits, due to the high dimensionality of the constraint. Standard
optimization algorithms such as stochastic gradient descent are apparently
not powerful enough to resolve a complex constraint such as (20.41) when
they are included in the loss function (20.21).

In conclusion, neural networks can improve the accuracy of simulations by
imposing (strongly or weakly) physical constraints arising from the under-
lying system. There is also a substantial gain in computational efficiency
when handling complex problems, such as those found in the fields of
multicomponent flow, disperse flows involving kinetic sub-models, or com-
bustion problems / chemical reactions. Furthermore, under the assumption
that the underlying Riemann solver yields noisy output that violates a
constraint, neural networks can assist in recovering the constraint.
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One might argue that the application of constraint-aware networks is
highly intrusive. However, the changes to implement both methods (CAL
and CRes) in existing neural network frameworks affect only the gen-
eration and training of constraint-aware networks. The deployment of
constraint-aware networks is basically the same as for standard neural
networks, and therefore it is easy to include them in existing applications
using neural networks.

There remain open questions and possible improvements for the proposed
methods. Concerning the CAL-method, one could apply dynamic schedul-
ing for the constraint penalty parameter 𝜆, e.g. starting with 𝜆 = 0 and
slowly increasing the parameter in each epoch. Another option would be
to train the network without considering any constraints, and then retrain
the model with a constraint-aware method. Furthermore, choosing the
square norm — or other types of nonlinear scaling — of the constraint in
(20.20) might result in a different performance of the resulting networks
and should be investigated.
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In this work, we developed a multiscale model for compressible two-phase
flow, that is based on the fundamental dynamics of fluid molecules. To this
end, we introduced several major building blocks, namely:

• an interface-preserving moving mesh (IPMM), upon which an interface-
preserving finite volume algorithm (IPFV-algorithm) is built in Part II,

• microscale interface Riemann solvers that are driven by fundamental,
microscale particle simulations in Part III,

• constraint-aware neural networks, that account for underlying physical
constraints in Part VI,

• the multiscale model by itself, that can be applied with a variety of
different continuum-scale and microscale models, in Part IV.

Almost all of these building blocks can be used independently of the multi-
scale model in a variety of other settings. For instance, the IPMM method
(Chapter 6) can be utilized together with other discretization methods than
the IPFV-algorithm, like discontinuous Galerkin schemes. The particle-
based interface solvers by themselves offer insight into microscale phase
boundary dynamics, and the molecular dynamics (MD) simulations are eas-
ily adapted to a wide range of fluids. The multiscale approach has proved
itself to be very versatile and it is not restricted to particle-based solvers.
Finally, constraint-aware neural networks (Part VI) offer the possibility
to learn mappings, that can be completely different from the investigated
conservation law-setting, while retaining underlying physical properties.
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In summary, by designing the multiscale model, we developed and im-
proved a wide range of methods and tools. But this is only one benefit of
our research.

Up to now, there were relatively few possibilities to solve compressible,
temperature-dependent liquid–vapor flow — the applied methods tend to
be either computationally expensive, or are unable to render some physical
effects accurately.
By combining the aforementioned building blocks into a novel multiscale
model, we are now able to simulate this kind of two-phase flow both ac-
curately and efficiently. We see that the multiscale simulation results for
compressible, temperature-dependent liquid–vapor flow show good agree-
ment with the corresponding MD simulations. The same even applies to
two-component, two-phase flow of real fluids. Note that in the process, we
do not prescribe any ad-hoc closure relations at the interface. Furthermore,
by employing (mass-conservative) constraint-aware neural networks, the
whole implementation becomes efficient enough to perform simulations
in two and three space dimensions.
Notwithstanding, there remain some open questions that are promising
for further research.

• An important addition to the continuum-scale models and discretization
is to include topological changes such as droplet merging or splitting.
For this purpose, sub-models have to be introduced that describe such
events.

• In the same way, nucleation and vanishing droplets should be supported.
• A rigorous theory is needed that determines the timescale of the MD
simulations and the size of the interface sampling region.

• Surface tension effects are an important factor in two-phase flow. How-
ever, they are not taken into account in this work. It is straightforward to
include them on the continuum scale because the curvature of the phase
boundary can be computed directly from the geometric information of
the sharp interface in the mesh. The local curvature can then be passed
to the microscale interface solver. We have already demonstrated this in
our work [37]. The problem arises in the MD simulations. Here, an effi-
cient method has to be found that includes the curvature effects on the
molecular scale. Two possibilities to achieve this are either using wedge-
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shaped domains, or density- and curvature-dependent long-range forces,
both of which appear to be computationally demanding.

• Active sampling strategies for the multiscale algorithm should be ex-
plored in more detail — see Remark 11.4.

• In the same vein, there are probably more efficient sampling strategies
for generating the training data set. For instance, the distribution of the
output data could be taken into account.

In addition to these challenges, there are some natural extensions to the
multiscale model that can be directly incorporated.

• More complex fluids can be directly included in the multiscale model by
augmenting the MD simulations such that the corresponding molecules
can be simulated. For example, dipole forces or atomic bonds can be
included in the MD simulations.

• For temperature-dependent models the heat flux and heat conduction
may be considered, both of which can be computed fromMD simulations.

• The multiscale model for two-component two-phase flow (Chapter 15)
can be extended to the temperature-dependent case. In this scenario,
there are no major changes needed with regard to the MD simulations.
Instead, the continuum-scale model becomes more complex — see [25].
In addition, the dimensionality of the surrogate solver increases even
further, and therefore much more data points are required.

• Increasing the number of components for the two-component model
(Chapter 15) is straightforward. However, this increases the dimension
of the data sets as well.

• An obvious extension to the multicomponent two-phase flow model is
the inclusion of chemical reactions. On the continuum scale, the model
presented in [25] is able to describe chemical reactions. Incorporating
chemical reactions in theMD simulation is howevermuchmore involved,
and adds more computational complexity. Especially, as the reaction
rates in the bulk phases should be determined from MD simulations as
well.

In summary, the multiscale model is able to accurately describe com-
pressible two-phase flow in complex situations. It combines the physical
accuracy of MD simulations with a numerical IPFV-algorithm that pre-
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serves the moving sharp interface, and achieves computational efficiency
using constraint-aware neural networks, which take physical constraints
into account. Moreover, the multiscale model is easily adaptable to various
sharp-interface, two-phase flow scenarios and can be extended to more
complex fluids as well.
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Appendix A
A.1 Uniform Sampling in a Convex Domain

We seek to draw random samples inside a convex domain Ω ⊂ R𝑑. Com-
monly, this is done via rejection sampling, but this can become very ex-
pensive in high-dimensional spaces. Alternatively, we perform uniform
sampling on a mesh of the convex domain. Here we exploit the fact that
the Dirichlet-distribution yields a uniform point distribution after projec-
tion on a simplex. An illustration of the resulting samples is shown in
Figure A.1, the algorithm is given in Algorithm A.1.

Algorithm A.1: Convex Set Sampling

Input: point cloud 𝑃 = {𝒑0, … , 𝒑𝑀} ⊂ R𝑑, number of new samples
𝑁.

Algorithm

• Construct convex hull of 𝑃.
• Construct 𝑑-dimensional Delaunay mesh of the points on the
convex hull.

• Calculate the volume of each simplex in the mesh.
• For 𝑖 = 1, … , 𝑁 do

· 𝑇𝑗 ← choose a random simplex from the Delaunay mesh with
probability proportional to the simplex volume.
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· 𝜶 ← Get a (𝑑 + 1)-dimensional vector drawn from a uniform
Dirichlet distribution.

· 𝒙𝑖 ← linear combination of the vertices of 𝑇𝑗 with the coeffi-
cients of 𝜶.

Result: {𝒙1, … , 𝒙𝑁}.

0 0.2 0.4 0.6 0.8 1
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0.4
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0.8

1

x

y

Figure A.1: 200 uniform samples inside a two-dimensional convex do-
main, with the underlying Delaunay mesh of Algorithm A.1.

A.2 Distance-Maximizing Sampling

Uniform random sampling might result in bad space-filling behavior, es-
pecially for sparse data in high-dimensional spaces. Low-discrepancy
sequences such as the Halton [91] or Sobol sequence [185] can exhibit
artifacts or low space filling performance in higher dimensions (𝑑 ≥ 8).
Furthermore, after the transformation onto e.g. simplices they can lose
their even distribution. Instead, we use distance-maximizing sampling
which is closely related to Poisson disk sampling [26]. To this end, we
employ a multidimensional variant of the best-candidate algorithm of [151].
However, by using the standard euclidean metric to measure the distance
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this can lead to a high concentration of samples near the domain boundary
[180], see Figure A.2. Instead, we employ the Minkowski distance

dist(𝒙, 𝒚) ≔ (
𝑑
∑
𝑖=1

|𝑥𝑖 − 𝑦𝑖|𝑝)

1
𝑝

with 𝑝 ∈ (0, 1). This choice appears to provide a much better performance
in high dimensional spaces [4] and avoids a high concentration of the
points near the domain boundary, see Figure A.3. As a rule of thumb, we set
𝑝 = 4−𝑑 (if not otherwise mentioned). This empirical choice for 𝑝 appears
to produce the desired results.

Algorithm A.2: Distance-Maximizing Sampling

Input: convex sampling domain Ω ⊂ R𝑑, number of new samples
𝑁 ∈ N, number of test samples 𝐾 ∈ N.

Algorithm

• Sample one uniform random point in Ω using Algorithm A.1 to
initialize 𝑋 = {𝒙1}.

• For 𝑖 = 2, … , 𝑁 do

· 𝑌 = {𝒚1, … , 𝒚𝐾} ← sample 𝐾 uniform random points in Ω
using Algorithm A.1.

· 𝑗 ← argmax𝑘=1,…,𝐾 dist(𝒚𝑘, 𝑋 ).
· 𝒙𝑖 ← 𝒚𝑗.
· 𝑋 ← 𝑋 ∪ {𝒙𝑖}.

Result: Samples 𝑋 = {𝒙1, … , 𝒙𝑁}.
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Figure A.2: Scatter matrix plot of 1000 samples computed with Algo-
rithm A.2 for 𝑝 = 2 in the domain [0, 1]5. On the upper right side
scatter plots between each component is shown, on the lower left side
the corresponding kernel density estimations, and on the diagonal
the histogram plot for each component.
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Figure A.3: Scatter matrix plot of 1000 samples computed with Algo-
rithm A.2 for 𝑝 = 4−5 in the domain [0, 1]5. On the upper right side
scatter plots between each component is shown, on the lower left side
the corresponding kernel density estimations, and on the diagonal
the histogram plot for each component.
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A.3 Riemann Solver for the Cubic Flux Model
with Kinetic Relation

For the cubic flux model (20.22) we want to solve the Riemann problem

𝑢(𝑥, 0) = {
𝑢− for 𝑥 < 0,
𝑢+ for 𝑥 > 0,

with 𝑢− > 0, while selecting solutions that satisfy the kinetic relation
(20.23). The kinetic relation comes with a corresponding, so-called com-
panion function (see [125]), which is defined in this instance by

𝜑♯(𝑢) = −(1 − 𝜅)𝑢.

For the scalar problem (20.22) it is possible to compute the wave speed

𝑠 = 𝑠 (𝑢+, 𝑢−) ≔ {
𝑓 (𝑢+) − 𝑓 (𝑢−)

𝑢+ − 𝑢−
for 𝑢+ ≠ 𝑢−,

𝑓 ′(𝑢+) if 𝑢+ = 𝑢−.

The Riemann solver for this problem was presented in [35] and distin-
guishes between five different cases:

1. For 𝑢+ ≥ 𝑢− the Riemann solution is a classical rarefaction wave

𝑢(𝑥, 𝑡) =
⎧⎪
⎨⎪
⎩

𝑢− for 𝑥
𝑡 ≤ 𝑓 ′(𝑢−),

(𝑓 ′|[𝑓 ′(𝑢−),𝑓 ′(𝑢+)])
−1
(𝑥𝑡 ) for 𝑓 ′(𝑢−) ≤

𝑥
𝑡 ≤ 𝑓 ′(𝑢+),

𝑢+ for 𝑥
𝑡 > 𝑓 ′(𝑢+).

2. For 𝑢+ ∈ [0, 𝑢−) the solution is a single Laxian shock wave

𝑢(𝑥, 𝑡) = {
𝑢− for 𝑥

𝑡 ≤ 𝑠(𝑢−, 𝑢+),
𝑢+ for 𝑥

𝑡 > 𝑠(𝑢−, 𝑢+).
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3. For 𝑢+ ∈ [𝜑♯(𝑢−), 0) the interface is also a single Laxian shock wave

𝑢(𝑥, 𝑡) = {
𝑢− for 𝑥

𝑡 ≤ 𝑠(𝑢−, 𝑢+),
𝑢+ for 𝑥

𝑡 > 𝑠(𝑢−, 𝑢+).

4. For 𝑢+ ∈ 𝜑(𝑢−, 𝜑♯(𝑢−): If 𝜑(𝑢−) ≠ 𝜑♯(𝑢−) ≠ 𝜑char(𝑢−) with 𝜑char(𝑢) ≔
−1
2𝑢, the solution consists of a Laxian shock wave followed by an

undercompressive interface:

𝑢(𝑥, 𝑡) =
⎧

⎨
⎩

𝑢− for 𝑥
𝑡 < 𝑠(𝑢−, 𝜑(𝑢−)),

𝜑(𝑢−) for 𝑠(𝑢−, 𝜑(𝑢−)) ≤
𝑥
𝑡 ≤ 𝑠(𝜑(𝑢−), 𝑢+),

𝑢+ for 𝑥
𝑡 > 𝑠(𝜑(𝑢−), 𝑢+).

If 𝜑(𝑢−) = 𝜑♯(𝑢−) = 𝜑char(𝑢−) the solution is a single characteristic
shock wave from 𝑢− to 𝑢+.

5. For 𝑢+ ∈ (−∞, 𝜑(𝑢−)): If 𝜑(𝑢−) ≠ 𝜑♯(𝑢−) ≠ 𝜑char(𝑢−), the undercom-
pressive interface follows a rarefaction wave, i.e. the solution is given
by

𝑢(𝑥, 𝑡) =

⎧
⎪

⎨
⎪
⎩

𝑢− for 𝑥
𝑡 < 𝑠(𝑢−, 𝜑(𝑢−)),

𝜑(𝑢−) for 𝑠(𝑢−, 𝜑(𝑢−)) ≤
𝑥
𝑡 ≤ 𝑓 ′(𝜑(𝑢−)),

(𝑓 ′|R−)
−1
(𝑥𝑡 ) for 𝑓 ′(𝜑(𝑢−)) ≤

𝑥
𝑡 ≤ 𝑓 ′(𝑢+),

𝑢+ for 𝑥
𝑡 > 𝑓 ′(𝑢+).

If 𝜑(𝑢−) = 𝜑♯(𝑢−) = 𝜑char(𝑢−) the solution consists of a characteristic
shock wave from 𝑢− to 𝜑char(𝑢−) attached to a rarefaction wave to 𝑢+.
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A.4 Linear Regression

Let (𝑥𝑖, 𝑦𝑖), 𝑖 = 1, … , 𝑛 be a set of distinct points in R2. The goal is to find a
line 𝑔(𝑥) = 𝑚𝑥 + 𝑐, that minimizes the ℓ2-error, i.e.

argmin
𝑚,𝑐∈R

𝑛
∑
𝑖=1

(𝑔(𝑥𝑖) − 𝑦𝑖)2.

The solution of this problem is given by

𝑚∗ =
∑𝑛

𝑖=1(𝑥𝑖 − 𝑥)(𝑦𝑖 − 𝑦)
∑𝑛

𝑖=1(𝑥𝑖 − 𝑥)2
,

𝑐∗ = 𝑦 − 𝑚∗,

where 𝑥 and 𝑦 denote the arithmetic average of 𝑥𝑖 and 𝑦𝑖, 𝑖 = 1, … , 𝑛.
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B.1 Particle Chain Multiscale Model: Parameter

Tables

Parameter Chain Simulation

particle mass 𝑚0 1
number of particles 𝑁particles 16 384
number of time steps 𝑁end 400
processing frequency 𝜏pr 5000
time step Δ𝑡 5·10−4

time sampling ratio 𝛼t−smpl 0.2
sampling particles 𝑛sampling 200
sampling offset 𝑛offset 20

Table B.1: Parameter table for the particle chain simulations.
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IPFV 1d

end time 𝑡end 0.1
time step Δ𝑡 10−6

domain Ω [−0.5, 0.5]
base cell width Δ𝑥 2.5·10−4

Δ𝑥min 1/2Δ𝑥
Δ𝑥max 3/2Δ𝑥
Lax–Friedrichs 𝛼LF 1.0

Table B.2: Parameter table for the one-dimensional IPFV algorithm in
case of the isothermal, two-phase, particle chain multiscale model.
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B.2 Isothermal Multiscale Model: Parameter
Tables

Molecular Dynamics

Lennard–Jones potential
𝜎 1
𝜀 1
cutoff-radius 𝑟cutoff 2.5
particle mass 𝑚0 1

Simulation
number of particles 𝑁particles 32 768
number of time steps 𝑁end 103

processing frequency 𝜏pr 100
time step Δ𝑡 10−3

domain width factor 𝑤 3.5
domain length ratio 𝛼dom 3.0
maximum particle ratio 𝛼max 0.99
linked-cell size Δ𝑐 1.2 𝜎𝑟cutoff
sorting frequency 𝜏sort 20
thermalization steps 𝑁therm.steps 5·102

thermalization frequency 𝜏th 100
particles per thermostat cell 𝑛therm,L 500
particles per thermostat cell 𝑛therm,R 50
time sampling ratio 𝛼t−smpl 0.2
sampling width 𝑤sr 50
sampling interface offset 𝑜sr 2.5
interface tracking buffer size 𝑛buffer 5
interface tracking width 𝛼track 0.1
RBF parameter 𝛾RBF 5·10−4

Table B.3: Parameter table for the molecular dynamics simulation in
case of the isothermal, two-phase flow multiscale model.
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IPFV 1d

end time 𝑡end 0.2
time step Δ𝑡 10−5

domain Ω [−0.5, 0.5]
base cell width Δ𝑥 5·10−4

Δ𝑥min 1/2Δ𝑥
Δ𝑥max 3/2Δ𝑥
Lax–Friedrichs 𝛼LF 1.0
temperature 𝑇ref 1

Table B.4: Parameter table for the one-dimensional IPFV algorithm in
case of the isothermal, two-phase flow multiscale model.
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B.3 Temperature-Dependent Multiscale Model:
Parameter Tables

Molecular Dynamics

Lennard–Jones potential
𝜎 1
𝜀 1
cutoff-radius 𝑟cutoff 2.5
particle mass 𝑚0 1

Simulation
number of particles 𝑁particles 32 768
number of time steps 𝑁end 103

processing frequency 𝜏pr 100
time step Δ𝑡 10−3

domain width factor 𝑤 3.5
domain length ratio 𝛼dom 3.0
maximum particle ratio 𝛼max 0.99
linked-cell size Δ𝑐 1.2 𝜎𝑟cutoff
sorting frequency 𝜏sort 20
thermalization steps 𝑁therm.steps 5·102

thermalization frequency 𝜏th 100
particles per thermostat cell 𝑛therm,L 500
particles per thermostat cell 𝑛therm,R 50
time sampling ratio 𝛼t−smpl 0.2
sampling width 𝑤sr 50
sampling interface offset 𝑜sr 2.5
interface tracking buffer size 𝑛buffer 5
interface tracking width 𝛼track 0.1
RBF parameter 𝛾RBF 5·10−4

Table B.5: Parameter table for the molecular dynamics simulation in case
of the temperature-dependent, two-phase flow multiscale model.
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IPFV 1d

end time 𝑡end 0.1
time step Δ𝑡 10−5

domain Ω [−1, 1]
base cell width Δ𝑥 10−3

Δ𝑥min 1/2Δ𝑥
Δ𝑥max 3/2Δ𝑥
Lax–Friedrichs 𝛼LF 1.0

Table B.6: Parameter table for the one-dimensional IPFV algorithm in
case of the temperature-dependent, two-phase flowmultiscale model.

IPFV 2d

time step Δ𝑡 2.5·10−4

domain Ω [−1.5, 1.5]2
base edge length Δ𝑥 1.5·10−2

Δ𝑥min 1/2Δ𝑥
Δ𝑥max 3/2Δ𝑥
𝑁conflict 8
motion regularization 𝜆motion 10−3

Lax–Friedrichs 𝛼LF 1.0

Table B.7: Parameter table for the two-dimensional IPFV algorithm in
case of the temperature-dependent, two-phase flowmultiscale model.
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IPFV 3d

time step Δ𝑡 2·10−3

domain Ω [−5, 5]3
base edge length Δ𝑥 0.125
Δ𝑥min 2/3Δ𝑥
Δ𝑥max 3/2Δ𝑥
𝑁conflict 8
motion regularization 𝜆motion 10−3

sliver threshold 𝜗sliver 12°
Lax–Friedrichs 𝛼LF 1.0

Table B.8: Parameter table for the three-dimensional IPFV algorithm
in case of the temperature-dependent, two-phase flow multiscale
model.



328 B Parameter Tables

B.4 Two-Component Multiscale Model: Parameter
Tables

Molecular Dynamics

cutoff-radius 𝑟cutoff 2.5
number of particles 𝑁particles 32 768
number of time steps 𝑁end 5·102

processing frequency 𝜏pr 200
time step Δ𝑡 5·10−4

domain width factor 𝑤 4
maximum particle ratio 𝛼max 0.999
linked-cell size Δ𝑐 1.2 max(𝜎0, 𝜎1)𝑟cutoff
sorting frequency 𝜏sort 20
thermalization steps 𝑁therm.steps 5·102

thermalization frequency 𝜏th 100
particles per thermostat cell 𝑛therm,L 500
particles per thermostat cell 𝑛therm,R 50
time sampling ratio 𝛼t−smpl 0.2
sampling width 𝑤sr 50
sampling interface offset 𝑜sr 7.5
interface tracking buffer size 𝑛buffer 10
interface tracking width 𝛼track 0.1
RBF parameter 𝛾RBF 5·10−4

Table B.9: Parameter table for the isothermal, two-component, two-phase
multiscale model.
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IPFV 1d

end time 𝑡end 0.003
time step Δ𝑡 10−7

domain Ω [−5, 5]
base cell width Δ𝑥 2·10−3

Δ𝑥min 1/2Δ𝑥
Δ𝑥max 3/2Δ𝑥
Lax–Friedrichs 𝛼LF 2000.0
Maxwell–Stefan diffusion
coefficient Ð01 1.0
temperature 𝑇ref 110 K

Table B.10: Parameter table for the one-dimensional IPFV algorithm in
case of the isothermal, two-component, two-phase multiscale model.

IPFV 2d

time step Δ𝑡 5·10−7

domain Ω [−1.5, 1.5]2
base edge length Δ𝑥 1.25·10−2

Δ𝑥min 1/2Δ𝑥
Δ𝑥max 3/2Δ𝑥
𝑁conflict 8
motion regularization 𝜆motion 10−3

Lax–Friedrichs 𝛼LF 500.0
Maxwell–Stefan diffusion
coefficient Ð01 1.0
temperature 𝑇ref 110 K

Table B.11: Parameter table for the two-dimensional IPFV algorithm in
case of the isothermal, two-component, two-phase multiscale model.
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IPFV 3d

time step Δ𝑡 2·10−6

domain Ω [−5, 5]3
base edge length Δ𝑥 0.25
Δ𝑥min 1/2Δ𝑥
Δ𝑥max 3/2Δ𝑥
𝑁conflict 8
motion regularization 𝜆motion 10−3

sliver threshold 𝜗sliver 12°
Lax–Friedrichs 𝛼LF 2500.0
Maxwell–Stefan diffusion
coefficient Ð01 1.0
temperature 𝑇ref 110 K

Table B.12: Parameter table for the three-dimensional IPFV algorithm in
case of the isothermal, two-component, two-phase multiscale model.



Data Tables C
C.1 Moving Mesh Algorithm: Benchmark Tables

In this section the tables from Section 6.5 are gathered. All computational
times in this section were measured on a desktop computer equipped with
an AMD Ryzen Threadripper 2950X 16-core CPU and 128GB RAM. Note
that the code was run sequentially on a single core.

Δ𝑥 cells

inter-
face
edges

time per
step [s] moving [s] refining [s] coarsening [s]

0.1 4471 254 3.6·10−4 1.6·10−4 6.2·10−5 5.7·10−5

0.09 5658 368 4.4·10−4 1.9·10−4 7.3·10−5 7.3·10−5

0.075 7929 380 5.7·10−4 2.4·10−4 9.3·10−5 1.0·10−4

0.06 12 491 422 8.6·10−4 3.4·10−4 1.3·10−4 1.8·10−4

0.05 17 934 501 1.2·10−3 4.5·10−4 1.7·10−4 3.0·10−4

0.04 28 017 727 1.8·10−3 6.3·10−4 2.4·10−4 5.0·10−4

0.03 50 283 831 3.8·10−3 1.2·10−3 4.0·10−4 1.2·10−3

0.025 72 045 960 6.3·10−3 1.9·10−3 5.3·10−4 2.1 ·10−3

0.02 112 281 1428 1.0·10−2 3.0·10−3 7.5·10−4 3.6·10−3

0.015 200 729 1598 2.8·10−2 5.4·10−3 1.5·10−3 1.6·10−2

0.0125 287 693 1859 8.3·10−2 8.1 ·10−3 2.2·10−3 6.6·10−2

Table C.1: Results from the rotating sphere example in two space dimen-
sions. The table shows the time averaged quantities.
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Δ𝑥 cells

inter-
face
facets

time per
step [s] moving [s] refining [s] coarsening [s]

0.75 12 488 98 8.0·10−3 4.7·10−3 2.7·10−4 6.7·10−4

0.5 39 363 226 2.0·10−2 1.1 ·10−2 5.3·10−4 1.5·10−3

0.4 74 425 371 4.2·10−2 2.0·10−2 9.2·10−4 3.6·10−3

0.3 171 946 662 1.0·10−1 3.9·10−2 1.5·10−3 6.6·10−3

0.25 295 086 902 2.0·10−1 6.2·10−2 2.3·10−3 9.7·10−3

0.2 571 798 1448 5.5·10−1 1.5·10−1 3.9·10−3 1.8·10−2

Table C.2: Results from the rotating sphere example in three space di-
mensions. The table shows the time averaged quantities.

Δ𝑥 cells

inter-
face
edges

time per
step [s] moving [s] refining [s] coarsening [s]

interface
refining [s]

interface
coarsening [s]

0.1 4361 191 3.5·10−4 9.8·10−5 4.8·10−5 2.4·10−5 5.1 ·10−5 4.9·10−5

0.09 5520 290 4.3·10−4 1.2·10−4 5.6·10−5 3.1 ·10−5 6.5·10−5 6.2·10−5

0.075 7786 299 5.9·10−4 1.6·10−4 7.2·10−5 4.4·10−5 9.1 ·10−5 8.7·10−5

0.06 12 319 323 8.7·10−4 2.4·10−4 9.8·10−5 7.0·10−5 1.4·10−4 1.3·10−4

0.05 17 725 381 1.2·10−3 3.2·10−4 1.3·10−4 1.1 ·10−4 2.0·10−4 1.9·10−4

0.04 27 777 591 1.9·10−3 4.8·10−4 1.9·10−4 1.8·10−4 3.1 ·10−4 3.1 ·10−4

0.03 49 971 654 3.9·10−3 9.3·10−4 3.9·10−4 4.2·10−4 6.3·10−4 5.9·10−4

0.025 71 681 751 6.3·10−3 1.5·10−3 5.8·10−4 7.2·10−4 9.9·10−4 9.4·10−4

0.02 111 851 1182 1.0·10−2 2.4·10−3 8.6·10−4 1.4·10−3 1.6·10−3 1.6·10−3

0.015 200 198 1295 2.3·10−2 4.8·10−3 1.5·10−3 5.2·10−3 3.2·10−3 3.2·10−3

0.0125 287 088 1505 4.1 ·10−2 7.2·10−3 1.9·10−3 1.6·10−2 4.6·10−3 4.5·10−3

Table C.3: Results from the oscillating sphere example in two space
dimensions. The table shows the time averaged quantities.



C.2 Constraint-Aware Learning: Case Study Tables 333

Δ𝑥 cells

inter-
face
facets

time per
step [s] moving [s] refining [s] coarsening [s]

interface
refining [s]

interface
coarsening [s]

0.75 13 817 568 1.0·10−1 3.1 ·10−2 1.2·10−3 8.4·10−3 2.4·10−3 5.0·10−2

0.5 40 025 1120 2.4·10−1 6.0·10−2 3.7·10−3 5.3·10−2 9.1 ·10−3 8.6·10−2

0.4 75 078 1829 9.9·10−1 1.1 ·10−1 5.2·10−3 1.0·10−1 3.7·10−2 6.7·10−1

0.3 173 546 3287 3.1 2.4·10−1 9.1 ·10−3 2.5·10−1 1.6·10−1 2.2
0.25 296 790 4777 6.8 4.3·10−1 1.4·10−2 5.4·10−1 4.0·10−1 4.9
0.2 573 753 7477 1.6·101 1.3 2.2·10−2 1.2 1.4 1.1 ·101

Table C.4: Results from the oscillating sphere example in three space
dimensions. The table shows the time averaged quantities.

C.2 Constraint-Aware Learning: Case Study Tables

In this section the case study results of Section 20.6 are presented in tabular
form.

Table C.5: Summary of the mean-squared error (MSE) and the mean
constraint error (MCE) on the training/test data sets for the cubic
flux model.

noise samples algorithm 𝜆 MSE (test) MSE (training) MCE (test) MCE (training)

0.00 100 CAL 10−3 5.57·10−2 3.77·10−2 6.06·10−1 6.58·10−1

0.00 100 CAL 10−2 7.73·10−2 6.63·10−2 6.30·10−1 6.52·10−1

0.00 100 CAL 10−1 1.50·10−1 1.50·10−1 3.00·10−1 3.02·10−1

0.00 100 CAL 1 1.73·10−1 1.68·10−1 1.48 1.52
0.00 100 CAL 101 3.47·10−1 3.64·10−1 2.31 2.42
0.00 100 CRes 0 7.36·10−2 5.99·10−2 2.12 ·10−15 2.39·10−15

0.00 100 standard 0 4.49·10−2 3.14·10−2 7.17 ·10−1 7.55·10−1

0.00 200 CAL 10−3 7.75·10−3 3.54·10−4 8.40·10−2 3.76·10−2

0.00 200 CAL 10−2 8.28·10−3 8.61 ·10−4 5.21 ·10−2 2.38·10−2

0.00 200 CAL 10−1 1.17 ·10−2 4.19 ·10−3 3.70·10−2 2.17 ·10−2

0.00 200 CAL 1 1.33·10−2 1.69·10−3 2.16 ·10−1 1.26·10−1

0.00 200 CAL 101 1.21 ·10−2 1.39·10−3 1.97·10−1 1.00·10−1

0.00 200 CRes 0 1.09·10−2 1.24·10−4 2.11 ·10−15 2.22·10−15

0.00 200 standard 0 7.30·10−3 1.74·10−4 9.78·10−2 4.33·10−2

0.00 500 CAL 10−3 7.20·10−3 3.75·10−4 7.75·10−2 3.83·10−2

0.00 500 CAL 10−2 7.83·10−3 1.03·10−3 4.50·10−2 2.05·10−2

0.00 500 CAL 10−1 9.65·10−3 2.76·10−3 2.59·10−2 1.63·10−2

0.00 500 CAL 1 9.04·10−3 1.14·10−3 1.71 ·10−1 1.13 ·10−1

0.00 500 CAL 101 1.02·10−2 1.72·10−3 1.96·10−1 1.32·10−1

Continued on next page
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Table C.5: Summary of the mean-squared error (MSE) and the mean
constraint error (MCE) on the training/test data sets for the cubic
flux model.

noise samples algorithm 𝜆 MSE (test) MSE (training) MCE (test) MCE (training)

0.00 500 CRes 0 1.33·10−2 5.27·10−4 2.11 ·10−15 2.07·10−15

0.00 500 standard 0 7.34·10−3 4.90·10−4 1.30·10−1 9.23·10−2

0.05 100 CAL 10−3 1.48·10−1 2.47·10−1 1.27 1.18
0.05 100 CAL 10−2 8.72·10−2 2.00·10−1 4.50·10−1 4.28·10−1

0.05 100 CAL 10−1 7.99·10−2 1.89·10−1 1.72·10−1 1.63·10−1

0.05 100 CAL 1 2.78·10−1 2.47·10−1 2.44 2.38
0.05 100 CAL 101 1.81 ·10−1 2.07·10−1 1.92 1.82
0.05 100 CRes 0 9.41·10−2 2.11 ·10−1 2.09·10−15 2.05·10−15

0.05 100 standard 0 1.31 ·10−1 2.21 ·10−1 1.43 1.36
0.05 200 CAL 10−3 5.16 ·10−2 1.19 ·10−1 6.30·10−1 5.93·10−1

0.05 200 CAL 10−2 3.51 ·10−2 1.04·10−1 1.93·10−1 1.60·10−1

0.05 200 CAL 10−1 3.60·10−2 1.09·10−1 6.53·10−2 4.95·10−2

0.05 200 CAL 1 9.74·10−2 1.77·10−1 1.26 1.30
0.05 200 CAL 101 7.24·10−2 1.20·10−1 1.09 1.04
0.05 200 CRes 0 4.49·10−2 1.22·10−1 2.09·10−15 2.04·10−15

0.05 200 standard 0 5.88·10−2 1.36·10−1 9.79·10−1 9.94·10−1

0.05 500 CAL 10−3 1.68·10−2 6.88·10−2 2.94·10−1 2.83·10−1

0.05 500 CAL 10−2 1.55·10−2 7.06·10−2 1.29·10−1 1.19 ·10−1

0.05 500 CAL 10−1 1.52·10−2 7.15 ·10−2 2.94·10−2 2.64·10−2

0.05 500 CAL 1 3.25·10−2 7.24·10−2 6.96·10−1 7.10·10−1

0.05 500 CAL 101 3.30·10−2 7.41·10−2 7.61 ·10−1 7.73·10−1

0.05 500 CRes 0 2.39·10−2 7.69·10−2 2.17 ·10−15 2.17 ·10−15

0.05 500 standard 0 2.36·10−2 7.33·10−2 6.05·10−1 6.05·10−1

0.10 100 CAL 10−3 3.00·10−1 4.53·10−1 2.41 2.42
0.10 100 CAL 10−2 2.30·10−1 5.00·10−1 5.36·10−1 4.67·10−1

0.10 100 CAL 10−1 2.12 ·10−1 5.17 ·10−1 1.42·10−1 1.02·10−1

0.10 100 CAL 1 4.12 ·10−1 5.26·10−1 3.45 3.54
0.10 100 CAL 101 3.59·10−1 4.41·10−1 3.16 3.39
0.10 100 CRes 0 3.08·10−1 5.69·10−1 2.19 ·10−15 2.23·10−15

0.10 100 standard 0 3.60·10−1 4.64·10−1 3.21 3.29
0.10 200 CAL 10−3 7.27·10−2 3.74·10−1 8.14·10−1 8.51 ·10−1

0.10 200 CAL 10−2 5.70·10−2 3.78·10−1 2.59·10−1 2.31 ·10−1

0.10 200 CAL 10−1 5.71 ·10−2 3.72·10−1 6.63·10−2 5.46·10−2

0.10 200 CAL 1 1.09·10−1 3.91 ·10−1 1.27 1.33
0.10 200 CAL 101 1.07·10−1 3.71 ·10−1 1.32 1.36
0.10 200 CRes 0 5.98·10−2 3.78·10−1 2.13 ·10−15 2.21 ·10−15

0.10 200 standard 0 7.43·10−2 3.60·10−1 1.13 1.18
0.10 500 CAL 10−3 3.69·10−2 2.99·10−1 5.70·10−1 5.67·10−1

0.10 500 CAL 10−2 2.70·10−2 3.07·10−1 1.24·10−1 1.09·10−1

0.10 500 CAL 10−1 2.36·10−2 3.10·10−1 3.40·10−2 2.91 ·10−2

0.10 500 CAL 1 6.20·10−2 3.07·10−1 1.19 1.22
0.10 500 CAL 101 5.74·10−2 2.98·10−1 1.10 1.12

Continued on next page
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Table C.5: Summary of the mean-squared error (MSE) and the mean
constraint error (MCE) on the training/test data sets for the cubic
flux model.

noise samples algorithm 𝜆 MSE (test) MSE (training) MCE (test) MCE (training)

0.10 500 CRes 0 2.73·10−2 3.12 ·10−1 2.13 ·10−15 2.12 ·10−15

0.10 500 standard 0 4.27·10−2 3.02·10−1 9.73·10−1 1.00

Table C.6: Summary of the MSE and the MCE on the training/test data
sets for the two-phase flow model.

noise samples algorithm 𝜆 MSE (test) MSE (training) MCE (test) MCE (training)

0.00 10 000 CAL 10−3 6.10·10−4 3.67·10−4 1.50·10−2 1.59·10−2

0.00 10 000 CAL 10−2 5.64·10−4 3.29·10−4 1.24·10−2 1.31 ·10−2

0.00 10 000 CAL 10−1 5.82·10−4 3.69·10−4 8.22·10−3 8.58·10−3

0.00 10 000 CRes 0 5.28·10−4 2.79·10−4 5.45·10−3 5.67·10−3

0.00 10 000 standard 0 6.11 ·10−4 3.89·10−4 1.57·10−2 1.69·10−2

0.00 20 000 CAL 10−3 5.72·10−4 5.11 ·10−4 1.82·10−2 1.97·10−2

0.00 20 000 CAL 10−2 5.77·10−4 5.51 ·10−4 1.52·10−2 1.61 ·10−2

0.00 20 000 CAL 10−1 5.46·10−4 4.90·10−4 9.88·10−3 1.04·10−2

0.00 20 000 CRes 0 5.50·10−4 5.05·10−4 6.94·10−3 7.33·10−3

0.00 20 000 standard 0 6.31 ·10−4 5.78·10−4 1.81 ·10−2 1.95·10−2

0.00 50 000 CAL 10−3 2.32·10−4 2.27·10−4 1.22·10−2 1.31 ·10−2

0.00 50 000 CAL 10−2 2.27·10−4 2.19 ·10−4 8.58·10−3 9.21 ·10−3

0.00 50 000 CAL 10−1 2.49·10−4 2.51 ·10−4 6.03·10−3 6.35·10−3

0.00 50 000 CRes 0 2.08·10−4 1.96·10−4 3.94·10−3 4.11 ·10−3

0.00 50 000 standard 0 2.48·10−4 2.46·10−4 1.35·10−2 1.43·10−2

0.05 10 000 CAL 10−3 9.61 ·10−4 8.11 ·10−3 2.50·10−2 2.70·10−2

0.05 10 000 CAL 10−2 9.48·10−4 8.10·10−3 2.10·10−2 2.26·10−2

0.05 10 000 CAL 10−1 9.12 ·10−4 8.07·10−3 1.33·10−2 1.40·10−2

0.05 10 000 CRes 0 8.66·10−4 7.99·10−3 1.01 ·10−2 1.05·10−2

0.05 10 000 standard 0 9.81 ·10−4 8.11 ·10−3 2.67·10−2 2.85·10−2

0.05 20 000 CAL 10−3 5.72·10−4 7.63·10−3 2.01 ·10−2 2.16 ·10−2

0.05 20 000 CAL 10−2 4.97·10−4 7.55·10−3 1.56·10−2 1.67·10−2

0.05 20 000 CAL 10−1 5.24·10−4 7.59·10−3 1.00·10−2 1.07·10−2

0.05 20 000 CRes 0 4.89·10−4 7.54·10−3 7.44·10−3 7.96·10−3

0.05 20 000 standard 0 5.25·10−4 7.58·10−3 1.94·10−2 2.09·10−2

0.05 50 000 CAL 10−3 4.29·10−4 7.26·10−3 1.59·10−2 1.69·10−2

0.05 50 000 CAL 10−2 4.47·10−4 7.28·10−3 1.38·10−2 1.48·10−2

0.05 50 000 CAL 10−1 4.17 ·10−4 7.26·10−3 8.40·10−3 8.95·10−3

0.05 50 000 CRes 0 4.43·10−4 7.27·10−3 6.64·10−3 7.00·10−3

0.05 50 000 standard 0 4.58·10−4 7.28·10−3 1.79·10−2 1.89·10−2

0.10 10 000 CAL 10−3 1.23·10−3 2.90·10−2 3.17 ·10−2 3.37·10−2

0.10 10 000 CAL 10−2 1.25·10−3 2.91 ·10−2 2.64·10−2 2.83·10−2

Continued on next page
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Table C.6: Summary of the MSE and the MCE on the training/test data
sets for the two-phase flow model.

noise samples algorithm 𝜆 MSE (test) MSE (training) MCE (test) MCE (training)

0.10 10 000 CAL 10−1 1.18 ·10−3 2.91 ·10−2 1.71 ·10−2 1.82·10−2

0.10 10 000 CRes 0 1.25·10−3 2.92·10−2 1.38·10−2 1.46·10−2

0.10 10 000 standard 0 1.45·10−3 2.92·10−2 3.65·10−2 3.85·10−2

0.10 20 000 CAL 10−3 9.91 ·10−4 2.86·10−2 2.80·10−2 3.00·10−2

0.10 20 000 CAL 10−2 9.79·10−4 2.86·10−2 2.31 ·10−2 2.44·10−2

0.10 20 000 CAL 10−1 9.58·10−4 2.85·10−2 1.43·10−2 1.52·10−2

0.10 20 000 CRes 0 8.67·10−4 2.85·10−2 1.12 ·10−2 1.19 ·10−2

0.10 20 000 standard 0 9.86·10−4 2.85·10−2 2.91 ·10−2 3.05·10−2

0.10 50 000 CAL 10−3 7.66·10−4 2.82·10−2 2.22·10−2 2.34·10−2

0.10 50 000 CAL 10−2 6.68·10−4 2.81 ·10−2 1.79·10−2 1.90·10−2

0.10 50 000 CAL 10−1 7.02·10−4 2.82·10−2 1.12 ·10−2 1.19 ·10−2

0.10 50 000 CRes 0 6.67·10−4 2.81 ·10−2 9.06·10−3 9.54·10−3

0.10 50 000 standard 0 6.96·10−4 2.81 ·10−2 2.32·10−2 2.46·10−2

Table C.7: Summary of the MSE and the MCE on the training/test data
sets for the Euler model.

noise samples algorithm 𝜆 MSE (test) MSE (training) MCE (test) MCE (training)

0.00 10 000 CAL 10−8 7.78·10−2 3.50·10−2 4.81 8.20·102

0.00 10 000 CAL 10−7 8.12 ·10−2 3.77·10−2 4.94·101 6.55
0.00 10 000 CAL 10−6 8.36·10−2 3.96·10−2 3.74 1.11 ·102

0.00 10 000 CRes 0 1.05·10−1 3.10·10−2 1.17 ·10−15 1.32·10−15

0.00 10 000 standard 0 8.13 ·10−2 3.41·10−2 1.75·101 5.64·101

0.00 20 000 CAL 10−8 3.06·10−2 1.69·10−2 3.41·101 7.09
0.00 20 000 CAL 10−7 3.24·10−2 1.80·10−2 7.52·101 1.56·103

0.00 20 000 CAL 10−6 3.81 ·10−2 2.12 ·10−2 2.67 8.05
0.00 20 000 CRes 0 4.36·10−2 1.58·10−2 1.17 ·10−15 1.26·10−15

0.00 20 000 standard 0 3.16 ·10−2 1.64·10−2 3.70·102 4.52
0.00 50 000 CAL 10−8 2.04·10−2 1.45·10−2 6.14 1.75·104

0.00 50 000 CAL 10−7 1.84·10−2 1.46·10−2 3.26·105 1.17 ·101

0.00 50 000 CAL 10−6 2.34·10−2 1.81 ·10−2 1.94 7.10·101

0.00 50 000 CRes 0 1.60·10−2 1.34·10−2 1.16 ·10−15 1.26·10−15

0.00 50 000 standard 0 1.79·10−2 1.08·10−2 2.09 4.66
0.05 10 000 CAL 10−8 1.15 ·10−1 2.22·10−1 1.75·102 1.99·102

0.05 10 000 CAL 10−7 1.08·10−1 2.21 ·10−1 1.20·103 8.94
0.05 10 000 CAL 10−6 1.07·10−1 2.22·10−1 5.06·101 4.93·102

0.05 10 000 CRes 0 1.37·10−1 2.18 ·10−1 1.17 ·10−15 1.28·10−15

0.05 10 000 standard 0 1.16 ·10−1 2.20·10−1 3.96·102 1.13 ·102

0.05 20 000 CAL 10−8 4.93·10−2 2.09·10−1 1.13 ·102 4.27·101

0.05 20 000 CAL 10−7 4.67·10−2 2.11 ·10−1 1.22·102 4.70·101

Continued on next page
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Table C.7: Summary of the MSE and the MCE on the training/test data
sets for the Euler model.

noise samples algorithm 𝜆 MSE (test) MSE (training) MCE (test) MCE (training)

0.05 20 000 CAL 10−6 4.52·10−2 2.13 ·10−1 1.22·101 6.91 ·101

0.05 20 000 CRes 0 8.71 ·10−2 2.12 ·10−1 1.18 ·10−15 1.28·10−15

0.05 20 000 standard 0 4.89·10−2 2.08·10−1 6.79·102 1.80·102

0.05 50 000 CAL 10−8 3.09·10−2 2.04·10−1 2.40 2.44·102

0.05 50 000 CAL 10−7 2.84·10−2 2.06·10−1 1.52·102 2.45·103

0.05 50 000 CAL 10−6 3.21 ·10−2 2.12 ·10−1 1.06·101 2.86·101

0.05 50 000 CRes 0 3.36·10−2 2.02·10−1 1.16 ·10−15 1.25·10−15

0.05 50 000 standard 0 2.86·10−2 2.01 ·10−1 3.55·102 1.66·101
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Abstract

In this dissertation we focus on compressible liquid–vapor flow
with sharply resolved phase boundaries. The flow dynamics are
determined by the microscale behavior at the phase boundary.
In order to describe liquid–vapor flow accurately on the con-
tinuum scale, without imposing ad-hoc closure relations, we
propose a (universal) multiscale model. It combines continuum-
scale flow models with molecular-scale particle simulations
that define the interface dynamics.
The complete multiscale model is comprised of several parts. In
addition to continuum-scale hyperbolic conservation law mod-
els, we review particle models such as molecular dynamics sim-
ulations. The particle simulations are used to build microscale
Riemann solvers and define the flow at the interface. The dis-
cretization of the continuum-scale sharp-interface flow is per-
formed by an interface-preserving moving mesh finite volume
scheme. In order to keep the multiscale model computationally
feasible, while conserving physical key quantities (e.g. mass),
surrogate solvers based on constraint-aware neural networks are
applied. Finally, combinations of micro- and macroscale models
with increasing complexity are explored and simulation results
are presented.
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