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“ Uncertainty is the only certainty there is,

and knowing how to live with insecurity is the only security. ”
— John Allen Paulos
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Abstract
Nearly all information is uncertainty-afflicted. Whether and how we present
this uncertainty can have a major impact on how our audience perceives
such information. Still, uncertainty is rarely visualized and communicated.
One difficulty is that we tend to interpret illustrations as truthful. For exam-
ple, it is difficult to understand that a drawn point’s presence, absence, and
location may not convey its full information. Similarly, it may be challenging
to classify a point within a probability distribution. One must learn how to
interpret uncertainty-afflicted information.

Accordingly, this thesis addresses three research questions: How can we
identify and reason about uncertainty? What are approaches to modeling
flow of uncertainty through the visualization pipeline? Which methods are
suitable for harnessing uncertainty?

The first chapter is concerned with sources of uncertainty. Then, ap-
proaches to model uncertainty using descriptive statistics and unsupervised
learning are discussed. Also, a model for validation and evaluation of visu-
alization methods is proposed.

Further, methods for visualizing uncertainty-afflicted networks, trees,
point data, sequences, and time series are presented. The focus lies on
modeling, propagation, and visualization of uncertainty. As encodings of
uncertainty, we propose wave-like splines and sampling-based transparency.
As an overarching approach to adapt existing visualization methods for
uncertain information, we identify the layout process (the placement of
objects). The main difficulty is that these objects are not simple points but
distribution functions or convex hulls. We also develop two stippling-based
methods for rendering that utilize the ability of the human visual system to
cope with uncertainty.

Finally, I provide insight into possible directions for future research.
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Zusammenfassung
Nahezu alle Informationen sind mit einer gewissen Unsicherheit behaftet.
Ob und wie wir diese Unsicherheit darstellen, kann einen großen Einfluss
darauf haben, wie unsere Zielgruppe diese wahrnimmt. Trotzdem wird
Unsicherheit nur selten visualisiert und kommuniziert. Eine Schwierigkeit
besteht darin, dass wir dazu neigen, Illustrationen als wahrheitsgetreu zu
interpretieren. Beispielsweise ist es nicht leicht zu erfassen, dass die An-
oder Abwesenheit eines eingezeichneten Punktes oder seine Position nicht
immer die volle Information enthält. Ebenso kann es schwierig sein, einen
Punkt innerhalb einer Wahrscheinlichkeitsverteilung einzuordnen. Man
muss die Interpretation unsicherheitsbehafteter Information erlernen.

Daher behandelt diese Arbeit drei Forschungsfragen: Wie können wir
Unsicherheit identifizieren und einordnen? Wie kann unsicherheitsbe-
haftete Information durch die Visualisierungspipeline propagiert werden?
Welche Methoden eignen sich für die Nutzbarmachung von Unsicherheit?

Das erste Kapitel diskutiert Ursprünge von Unsicherheit. Dann werden
Ansätze zur Modellierung von Unsicherheit mittels deskriptiver Statis-
tik und unüberwachtem Lernen erörtert. Außerdem wird ein Modell zur
Validierung und Evaluierung von Visualisierungsmethoden vorgeschlagen.

Im Weiteren werden verschiedene Methoden zur Kommunikation un-
sicherheitsbehafteter Netzwerke, Bäume, Punktdaten, Sequenzen und Zeit-
serien vorgestellt. Die Schwerpunkte liegen hierbei auf der Modellierung,
Fortpflanzung und Visualisierung von Unsicherheit. Als Kodierung von
Unsicherheit schlagen wir wellenartige Polynomzüge und abtastbasierte
Transparenz vor. Als übergreifenden Ansatz, um existierende Visualisie-
rungsmethoden für unsicherheitsbehaftete Information zu adaptieren, iden-
tifizieren wir den Layoutprozess (die Berechnung der Position von Objek-
ten). Die wesentliche Schwierigkeit besteht darin, dass diese Objekte keine
einfachen Punkte, sondern Verteilungsfunktionen bzw. konvexe Hüllen sind.
Außerdem entwickeln wir zwei punktierstichbasierte Methoden zur Bildsyn-
these, welche nicht an Unsicherheit gebunden sind, aber die Fähigkeit des
menschlichen Sehsystems ausnutzen mit Unsicherheit umzugehen.

Abschließend gebe ich einen Einblick in mögliche Richtungen für zukün-
ftige Forschung.
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Introduction

Uncertainty is deeply rooted in our world and it is rarely possible to
measure some quantities with arbitrary certainty. When making difficult
decisions based on vague notions of costs and risk estimates, we tend to
use heuristics that mimic understanding, often accompanied by discomfort
and a strong desire for simplicity and accuracy. The term itself has a
negative connotation in everyday life, and most definitions one can find in a
dictionary are ambiguous and unsuited for conveying scientific information.
There is an ongoing debate within the visualization community [Sac+16]
whether there is a better word. Other communities prefer risk, confidence,
or trust. Here, uncertainty refers to information from which disagreement
and credibility can be inferred.

Uncertainty visualization boils down to one question: What reveals
imperfect information and separates it from more trustworthy data? This
question is crucial for uncertainty-aware visualization systems and intro-
duces two kinds of challenges: Firstly, uncertainty is an additional and
inseparable aspect of information. For example, “90% chance for rain”
leaves room for both possibilities, rain or no rain. Omitting uncertainty,
“it will rain” leads to a simple prediction, accompanied by irritation in the
absence of rain (false certainty). Secondly, uncertainty involves some model
that must be understood and interpreted. For example, one could inter-
pret “it rains 90% on that day”, or “in 90% of similar days it has rained”.
Things are often more complicated than it seems—we must learn the cor-
rect interpretation of uncertainty-afflicted information. Hardly surprising,
the communication of uncertainty has been identified as one of the top
scientific visualization research problems by Johnson [JS03; Joh04].

In this vein, this thesis fills research gaps in various areas of visualiza-
tion and computer graphics, making uncertainty (more) usable for humans.
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1. Introduction

Figure 1.1: The visualization pipeline. Each step can introduce uncertainty.

1.1 Goals and Research Questions
This thesis is concerned with studying uncertainty throughout the com-
plete visualization pipeline (Fig. 1.1). Each processing step in the pipeline
can introduce additional uncertainty, often leading to contradictions that
have to be accounted for during subsequent processing. In this context, it
provides answers to the following research questions:
TQ1 How can we identify and reason about uncertainty?
TQ2 What are approaches to modeling flow of uncertainty through the

visualization pipeline?
TQ3 Which methods are suitable for harnessing uncertainty?

1.2 Outline and Research Contributions
This thesis employs a modular and paper-driven structure. The first chapter
introduces principles for dealing with uncertainty. Then, three chapters
present methods and applications for harnessing uncertainty: first, we
tackle networks and hierarchies, followed by points and sequences, before
turning to rendering and perception. The last chapter draws an overall
conclusion and discusses future directions.

I had the chance to conduct my research with many excellent and
kind collaborators. Therefore, I will use an editorial “we” throughout this
thesis, only resorting to “I” where appropriate. Contents from my previous
publications have been reused without explicit citation. The individual
publications and contributions are as follows:

1 < C. Schulz, M. Burch, F. Beck, and D. Weiskopf. “Visual data cleansing
of low-level eye-tracking data.” In: Eye Tracking and Visualization.
Ed. by M. Burch, L. Chuang, B. Fisher, A. Schmidt, and D. Weiskopf.
Springer, 2017, pp. 199–216

Started in 2015, this work served as the first example of an uncertainty-
afflicted visualization system. I adapted several visualization methods
for eye tracking, wrote the code, conducted the experiments, and
wrote the paper under the close supervision of Daniel Weiskopf. As
senior researchers, Michael Burch and Fabian Beck gave regular
feedback.

2



1.2. Outline and Research Contributions

2 < C. Schulz, M. Butt, D. A. Keim, T. Ertl, U. Brandes, D. Weiskopf, A.
Nocaj, M. El-Assady, S. Frey, M. Hlawatsch, M. Hund, G. Karch, R.
Netzel, and C. Schätzle. “Generative data models for validation and
evaluation of visualization techniques.” In: Proceedings of the Beyond
Time and Errors on Novel Evaluation Methods for Visualization (BE-
LIV). ACM, 2016, pp. 112–124

Encouraged by Ulrick Brandes and Daniel Weiskopf, this project re-
sulted in a broad collaboration within SFB-TRR 161. I spent time on
coordination due to the number of heterogeneous parties involved.
Each of the doctoral researchers and their supervisors contributed
one subsection to the survey. I came up with the tagging scheme for
generative data models and contributed to the introduction, overview,
and future directions. Ulrik Brandes and Arlind Nocaj were invaluable
in intermediate editing. Daniel Weiskopf and I did the final editing.

3 < C. Schulz, A. Nocaj, J. Görtler, O. Deussen, U. Brandes, and D. Weiskopf.
“Probabilistic graph layout for uncertain network visualization.” In:
IEEE Transactions on Visualization and Computer Graphics 23.1
(2017), pp. 531–540

This project was prompted by Daniel Weiskopf’s question, “what do
high-dimensional (Gaussian) relations look like in 2D?” I came up
with the graph model, layout idea, splatting approach, edge bundling,
node labeling (graph coloring), node clustering and wrote most of the
code. Arlind Nocaj helped me with MDS and wrote most of the Visone-
related code. Jochen Görtler improved the code for edge bundling and
node contours. The three of us contributed to the experiments. Daniel
Weiskopf, Ulrik Brandes, and Oliver Deussen supervised this project.

4 < J. Görtler, C. Schulz, D. Weiskopf, and O. Deussen. “Bubble treemaps
for uncertainty visualization.” In: IEEE Transactions on Visualization
and Computer Graphics 24.1 (2018), pp. 719–728

Oliver Deussen initiated and supervised this project together with
Daniel Weiskopf. Jochen Görtler came up with the bubble treemap
design, contour drawing, and non-geometric encodings of uncertainty.
I helped Jochen refine the uncertainty model, came up with the ge-
ometric encodings for uncertainty, helped with implementing code,
and writing text.

5 < C. Schulz, A. Zeyfang, M. van Garderen, H. Ben Lahmar, M. Herschel,
and D. Weiskopf. “Simultaneous visual analysis of multiple software
hierarchies.” In: IEEE Working Conference on Software Visualization
(VISSOFT). 2018, pp. 87–95

3



1. Introduction

To study structural uncertainty in trees, I have initiated and supervised
a bachelor thesis carried out by Adrian Zeyfang. To conduct the
experiments for the paper, I rewrote the tool developed by Adrian
Zeyfang. Mereke van Garderen was very helpful in designing and
checking my specialization of the stable marriage problem. Houssem
Ben Lahmar and Melanie Herschel contributed to the data integration
experiment. Daniel Weiskopf supervised this project.

6 < C. Schulz, K. Schatz, M. Krone, M. Braun, T. Ertl, and D. Weiskopf.
“Uncertainty visualization for secondary structures of proteins.” In:
IEEE Pacific Visualization Symposium (PacificVis). 2018, pp. 96–105

Together with Michael Krone and Karsten Schatz, I have initiated and
supervised a diploma thesis to study uncertainty in proteins carried
out by Matthias Braun. Matthias Braun and Karsten Schatz wrote
most of the code. I contributed the model for assessing weighted
differences in sequences and the designs for uncertainty visualization
(rippled splines, distribution-preserving screen-door transparency,
and collapsible sequences). Michael Krone and Karsten Schatz did the
interviews for the study. Michael Krone and I did the editing. Karsten
Schatz did most of the screenshots. Daniel Weiskopf and Thomas Ertl
supervised this project.

7 < J. Görtler, M. Spicker, C. Schulz, D. Weiskopf, and O. Deussen. “Stip-
pling of 2D scalar fields.” In: IEEE Transactions on Visualization and
Computer Graphics 25.6 (2019), pp. 2193–2204, 33 best paper

Continuing our work on geometry as a visual variable [Gör+18;
Sch+18a], we saw potential for stippling in visualization. I did initial
prototyping using Marc Spicker’s tool, came up with an approach
for re-sampling scatter plots, and conducted the user study to obtain
JNDs over the entire value range. Jochen Görtler adapted the stippling
formalism to continuous scalar fields. Together with Marc Spicker,
he came up with two methods for embedding contours into stippled
representations. Together, we iterated and polished the examples and
discussion to quality. Daniel Weiskopf and Oliver Deussen supervised
this project.

8 < V. Bruder, C. Schulz, R. Bauer, S. Frey, D. Weiskopf, and T. Ertl.
“Voronoi-based foveated volume rendering.” In: EuroVis - Short Pa-
pers. 2019, pp. 67–71, 33 best paper

Together with Valentin Bruder, I supervising a Bachelor thesis to inves-
tigate sampling strategies for foveated volume rendering. The thesis
was carried out by Ruben Bauer, with the results looking promis-
ing for regular and subdivided sampling patterns. We jointly devel-
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1.2. Outline and Research Contributions

oped a method based on the Linde-Buzo-Gray algorithm (sampling)
and natural neighbor interpolation (reconstruction) to push this fur-
ther. I contributed perception-related expertise and the LBG-baseline
code. Valentin Bruder provided the baseline volume renderer and
did the performance measurements. Together, we implemented the
natural neighbor interpolation. Steffen Frey, Daniel Weiskopf, and
Oliver Deussen supervised this project. Valentin and I contributed
equally to the paper.

9 < N. Rodrigues, C. Schulz, A. Lhuillier, and D. Weiskopf. “Cluster-flow
parallel coordinates: Tracing clusters across subspaces.” In: Proceed-
ings - Graphics Interface. 2020, pp. 382–392

Nils Rodrigues, Antoine Lhuillier, and I came up jointly with the de-
sign. I implemented FuzzyDBSCAN along with basic unit tests. Also, I
came up with the binning approach that allows for the co-existence
of (multivariate) alpha-blended lines. Nils Rodrigues came up with
the algorithm for splitting and arranging data dimensions in the PCP.
Moreover, he did the majority of the examples and computational ex-
periments. Antoine Lhuillier helped with various algorithmic aspects
and testing. Daniel Weiskopf supervised this project.

10 < M. Sondag, W. Meulemans, C. Schulz, K. Verbeek, D. Weiskopf, and
B. Speckmann. “Uncertainty treemaps.” In: IEEE Pacific Visualization
Symposium (PacificVis). 2020, pp. 111–120

I came up with the basic idea for this work and set up a cooperation
with the TU Eindhoven because of their excellent work on treemap
algorithms. Together, we iterated and improved the uncertainty en-
coding. Max Sondag did the implementation work and measurements
since he could reuse code from previous work. I contributed to non-
algorithm aspects of this work (data sets, images, text). Wouter Meule-
mans did coordination and supervision. Also, Kevin Verbeek, Bettina
Speckmann and Daniel Weiskopf supervised this project.

11 < N. Brich, C. Schulz, J. Peter, W. Klingert, M. Schenk, D. Weiskopf,
and M. Krone. “Visual analytics of multivariate intensive care time
series data.” Conditionally accepted. 2021, extension of [Bri+20],
33 honorable mention

This project originated from Michael Krone getting a call from the
University of Tübingen, allowing us to collaborate with experts from
experimental surgery in Tübingen. Together with Michael, I set up
and supervised a master thesis conducted by Nicolas Brich (later
continued as a doctoral student). Jörg Peter, Martin Schenk, and
Wilfried Klingert contributed the dataset and requirements for visual
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1. Introduction

analysis. I came up with the time curve boxplots and the overall
analysis approach for high-dimensional ensemble time series. Nicolas
Brich did the implementation work and measurements. Together, we
wrote the paper, with Michael having the lead. Michael Krone and
Daniel Weiskopf supervised this project.

12 < C. Schulz, K. C. Kwan, M. Becher, D. Baumgartner, G. Reina, O.
Deussen, and D. Weiskopf. “Multi-class inverted stippling.” In: ACM
Transactions on Graphics 40.6 (2021)

I initiated this project as a Bachelor thesis to speed up stippling and
add multi-class support. The bachelor thesis was conducted by Daniel
Baumgartner, who did an initial port to CUDA and an experiment to
compare jump flooding with the cone algorithm. As student assistant,
he implemented various signed distance functions and various ap-
proaches for coupling and color stippling. I rewrote the code, adding
stochastic coupling and improving overall performance and quality.
Michael Becher and Guido Reina joined the project to use stippling for
material blending (e.g., terrain rendering). Michael Becher became a
peer in pair programming. Oliver Deussen has regularly pushed our
quality standards using constructive criticism and inspiring reference
art. Kin Chung Kwan joined this project late as a postdoctoral re-
searcher, mainly helping with evaluation and writing. Daniel Weiskopf
and Oliver Deussen supervised this project.

Furthermore, I contributed to the the following publications during my
time as a doctoral student which were not used for this work:

(13) < K. Srulijes, C. Schulz, D. J. Mack, R. Jarosch, J. Klenk, L. Schwickert,
M. Schwenk, W. Maetzler, D. Weiskopf, and C. Becker. “Visualiza-
tion of eye-head coordination while walking in healthy subjects and
patients with neurodegenerative diseases.” In: International Society
of Posture & Gait Research. 2017

This poster resulted from a collaboration with the Robert Bosch
Hospital (RBK) initiated by Karin Srulijes. I contributed to the data-
preserving line rendering and supervised Rafael Jarosch, who de-
veloped the analysis tool during his bachelor thesis. The scientists
from RBK contributed the data and did the final poster using images
provided by VISUS.

(14) < P. Gralka, C. Schulz, G. Reina, D. Weiskopf, and T. Ertl. “Visual
exploration of memory traces and call stacks.” In: IEEE Working
Conference on Software Visualization (VISSOFT). 2017, pp. 54–63,
33 best paper
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1.2. Outline and Research Contributions

Guido Reina and I initiated this project because of memory bugs.
I wrote two debugger-based prototypes and evaluated two frame-
works for dynamic binary instrumentation. Patrick Gralka did the
final implementation using DynamoRIO and MegaMol. Moreover, he
came up with a fast approach for particle rendering and DBSCAN-
like empty-space skipping. Guido Reina and I developed an approach
for data-preserving kernel density estimation (by attenuating alpha).
I contributed to the experiments and presented our work at the
conference. Patrick and I contributed equally to the paper. Daniel
Weiskopf and Thomas Ertl supervised this project.

(15) < C. Schulz, N. Rodrigues, K. Damarla, A. Henicke, and D. Weiskopf.
“Visual exploration of mainframe workloads.” In: SIGGRAPH Asia
Symposium on Visualization. ACM, 2017, pp. 1–7

This paper resulted from Krishna Damarla’s master thesis. I super-
vised her, together with Andreas Henicke (IBM) and Daniel Weiskopf.
She did the implementation and collected feedback from users. I
improved her tool, mostly by refactoring and fixing bugs. Nils Ro-
drigues and I contributed equally to writing the paper.

(16) < C. Schulz, N. Rodrigues, M. Amann, D. Baumgartner, A. Mielke, C.
Baumann, M. Sedlmair, and D. Weiskopf. “A framework for pervasive
visual deficiency simulation.” In: IEEE Conference on Virtual Reality
and 3D User Interfaces (VR). 2019, pp. 1–6

I initiated this project for teaching (a study project with 12 students
over one year). I came up with requirements and did system testing
during the teaching phase. Other supervisors were Daniel Weiskopf,
Nils Rodrigues, and Rudolf Netzel (not an author). Marco Amann,
Daniel Baumgartner, Arman Mielke, and Christian Baumann were
students who contributed code. The other students were not inter-
ested in authorship. I have rewritten most of the simulator, reusing
code fragments from the students. Michael Sedlmair joined after
the study project was completed, helping in framing and writing the
paper.

(17) < P. Gralka, M. Becher, M. Braun, F. Frieß, C. Müller, T. Rau, K. Schatz,
C. Schulz, M. Krone, G. Reina, and T. Ertl. “MegaMol—A comprehen-
sive prototyping framework for visualizations.” In: The European
Physical Journal Special Topics 227.14 (2019), pp. 1817–1829

This paper summarized many achievements of the SFB 716. Patrick
Gralka had the lead. I contributed the text and images related to the
InfoVis plugin—I contributed a SPLOM renderer and improved the
PCP renderer as part of my work on uncertainty in rendering. Rafael
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Jarosch (student assistant) and I contributed the implementations of
PCA, MDS, t-SNE, and data depth to the InfoVis plugin. While our
implementation work enables uncertainty-aware time-continuous
SPLOMs and PCPs within MegaMol, uncertainty is not covered in
this publication.

(18) < K. Schatz, C. Müller, P. Gralka, M. Heinemann, A. Straub, C. Schulz,
M. Braun, T. Rau, M. Becher, S. Frey, G. Reina, M. Sedlmair, D.
Weiskopf, T. Ertl, P. Diehl, D. Marcello, J. Frank, and T. Müller. “Vi-
sual analysis of structure formation in cosmic evolution.” In: IEEE
Computer Graphics and Applications 41.6 (2021), pp. 101–110,
33 contest winner

We have put MegaMol to the test during this contest. Karsten Schatz
and Christoph Müller had the project lead. The other authors con-
tributed specialized visualization code, astronomy-related expertise,
and scientific supervision. I contributed to code related to tabular
data, input handling, GUI, and the InfoVis plugin. Also, I contributed
to writing and editing the paper.
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2

Principles of Uncertainty

All methods and applications presented in the following chapters build upon
principles for handling uncertainty. Generally, information tends to be more
uncertain with increasing complexity—mainly due to inherent and often
unavoidable uncertainty in methods. For example, projections from high-
dimensional to low-dimensional spaces inherently lose information, adding
uncertainty. Similarly, statistical analyses are often anything but intuitive,
adding to uncertainty as well. In all these cases, omitting uncertainty leads
to false confidence.

One difficulty is that we tend to interpret representations as true to
the data value. For example, it is difficult to grasp that a point could lie
where it has not been drawn. However, stating that a point lies somewhere
in a circle is fine. Now, let us consider several centers and radii of circles
separately. Mentally combining both is unnecessarily challenging. The
situation is similar for uncertainty visualization: Certain and uncertain
aspects of information should not be separated for various tasks related to
assessing credibility and disagreement. Uncertainty is not independent.

This chapter introduces common language, mathematical, and method-
ological aspects for tackling uncertainty from various angles.

Parts of this chapter have previously been published in:

C. Schulz, M. Burch, F. Beck, and D. Weiskopf. “Visual data cleansing of low-level eye-
tracking data.” In: Eye Tracking and Visualization. Ed. by M. Burch, L. Chuang, B. Fisher,
A. Schmidt, and D. Weiskopf. Springer, 2017, pp. 199–216;

C. Schulz, M. Butt, D. A. Keim, T. Ertl, U. Brandes, D. Weiskopf, A. Nocaj, M. El-Assady,
S. Frey, M. Hlawatsch, M. Hund, G. Karch, R. Netzel, and C. Schätzle. “Generative data
models for validation and evaluation of visualization techniques.” In: Proceedings of the
Beyond Time and Errors on Novel Evaluation Methods for Visualization (BELIV). ACM,
2016, pp. 112–124.
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2. Principles of Uncertainty

2.1 Classifying Uncertainty
To discuss different aspects of uncertainty, we adopt a classification by
Skeels et al. [Ske+08] to an eye-tracking system as an example.

Fig. 2.1(b) shows an uncertainty-aware projection from eye space to
the stimulus plane. Visualizing this uncertainty can help researchers find
disagreement in data and estimate the credibility of their recordings, e.g.,
to assess whether a participant has looked at something or a change in the
experimental setup may have affected the measurement.

The classification distinguishes between measurement, completeness,
inference, disagreement, and credibility (Fig. 2.1(a)). Measurement un-
certainty describes accuracy (i.e., measurement resolution) and precision
(i.e., measurement repeatability). Completeness uncertainty describes ag-
gregation, missing values, and sampling. Inference uncertainty describes
modeling, prediction, and retrodiction. The former three levels are stacked
because uncertainty propagates from bottom to top, whereas disagreement
and credibility on the left span all three levels as derived characteristics.

(a) Uncertainty classification.

Eyes

Projected Gazes

Stimulus Plane

(b) Projection of imprecision from eye
space to gaze space.

(c) Types of uncertainty in the eye-tracking pipeline.

Figure 2.1: (a) Classification of uncertainty and (b) eye-tracking pipeline,
introducing and propagating different kinds of uncertainty. Each eye is
recognized individually and then fused to a combined eye. Subsequently,
all data is synchronized and emitted as samples.

10



2.2. Representing Uncertainty

We can apply this classification to a simplified eye-tracking system
as shown in Fig. 2.1(c) to illustrate sources of uncertainty originating
from eye-tracking. The eye-tracking pipeline was condensed from related
work [AF13; SS12; Sen10; Tec10]: The process of optical eye-tracking starts
with light hitting a raster of sensor pixels, aggregated to a sequence of
images, forming a video. This process introduces measurement uncertainty
because of physical properties, e.g., of lenses, pixel density, and signals.
Also, it introduces completeness uncertainty because of missing eye move-
ments due to a low sampling rate, or the light conditions might be too
bad for the pixels to work properly. Subsequently, inference uncertainty is
introduced, as each eye is recognized independently, fused into a combined
eye, and synchronized with other data, e.g., keyboard and mouse events
composing a sample.

Many eye trackers address uncertainty algorithmically, e.g., internal
latencies are compenstated for and missing values are estimated using
a co-simulation of the participant’s eyes [TT11]. Most vendors provide
uncertainty-related information as a part of technical specifications and
recorded data, e.g., angular gaze accuracy, sampling resolution, and recog-
nition confidence. Hence, an eye-tracking device exhibits all three levels
of uncertainty, but many of its sub-systems have to be considered as black
boxes as details are company secrets.

2.2 Representing Uncertainty
In this section, we discuss non-data-specific approaches to uncertainty
visualization. Initially, uncertainty received more attention in scientific
visualization [PWL97; PRJ11; BAL12; Bon+14], even though in informa-
tion visualization and visual analytics, uncertainty is often present in the
data [CCM09]. We consider uncertainty visualization to be a process of
multiplexing certain and uncertain data in such a way that humans can
successfully demultiplex it [Che+14; Hol+19] and reason about it [Sac+16;
Gre+16]. Within this information-theoretical consideration, we can distin-
guish between encoder, channel, and decoder. This consideration is more
useful than a black-box-like approach since the evaluation of uncertainty
visualization systems is inherently difficult, i.e., different study designs
have a strong influence on the result [Hul16].

2.2.1 Channels
There is much research in the field of perception and awareness of uncer-
tainty. Bertin [Ber83] and MacEachren et al. [Mac+12] study various visual
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2. Principles of Uncertainty

(a) Blur (b) Box (c) Wave Frequency × Amplitude

Figure 2.2: Examples for encoding uncertainty geometrically. Note how
frequency influences amplitude.

variables for uncertainty regarding intuitiveness and performance in map
reading tasks. Elmqvist et al. [TT14] considered the use of color for uncer-
tainty. Techniques for hatching, sketchiness, as a specialized form of spatial
uncertainty, have gained a lot of attention [Bou+12; Lim+16]. Apart from
a few other notable exceptions [Khl+13; Con+11], most visual variables
cannot be used to encode uncertainty spatially. Specialized visual variables
for graph edges [GHL15] and temporal uncertainty [Gsc+16; Kay+16]
have received much attention. We contribute to this field by encoding
uncertainty spatially using geometry-based (Fig. 2.2(c)) and transparency-
based approaches (e.g., Fig. 3.22 on page 60 and Fig. 4.10 on page 111).
This approach is inspired by Grigoryan and Rheingans [GR04] that visu-
alize surface uncertainty by displacing surface points in normal direction
proportionally to the uncertainty.

2.2.2 Multiplexing
For univariate data, the work on summary plots [Pot+10] discusses various
boxplot-like designs for using the spatial a degree of freedom to encode
uncertainty. However, traditional visual variables are not suitable for mul-
tivariate visualization without loss of generality, i.e., two types of data in
one area. For this to work, we need an uncertainty-aware blending opera-
tor. To us, screen-door transparency seems particularly promising since it
avoids color blending issues without requiring additional space. Holliman et
al. [Hol+19] coined the term Visual Entropy. Here, the idea is to couple
high noise with an expected frequency to communicate uncertainty. Using
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2.3. Descriptive Statistics

white noise to depict uncertainty was evaluated and recommended in the
context of maps [Kin+14]. Khlebnikov et al. [Khl+13] deliberately introduce
noise into multivariate volumetric rendering to blend multiple variables.
Kale et al. [Kal+19] demonstrate that animation is also viable for framing
uncertainty as frequency. Bair et al. [BHW09] show that the amount of fully
overlapping terrain-like layers and choice of texture strongly influence the
separability of those layers. Our work adapts and enhances various types
of screen-door transparency for uncertainty visualization (see Sec. 4.3 and
Sec. 5.2).

2.3 Descriptive Statistics
Reasoning about uncertainty often implies making distributions manage-
able. For example, a plain list of a larger number of ensemble members
is more challenging to grasp than a description of the spread and rep-
resentative values. Therefore, measures for describing and summarizing
distributions form an important aspect of uncertainty visualization. Many
of these measures fall into one of the following categories of descriptive
statistics.

2.3.1 Moment Statistics
The nth moment of a real-valued function f centered around c⃗ is defined as:

M⃗n =

∫
R
(x⃗− c⃗)n f(x⃗) dx⃗ (2.1)

One can visualize this formula as a seesaw balancing act (similar to the
physical moment). Analogous to this metaphor, we distinguish between
the raw moment (⃗c = 0) and the central moment (⃗c ̸= 0). Abstractly, this
concept is used in statistics [Spa99]. To explain this better, let us formulate
the expected value µ (1st moment) and the variance σ2 (2nd moment):

µ⃗ =

∫
R
x⃗ f(x⃗) dx⃗, σ⃗2 =

∫
R

(
x⃗2f(x⃗) dx⃗

)
− µ⃗2 (2.2)

Since σ is centered around µ, it is natural to depict the standard deviation
(σ) spatially, e.g., using error bars (1D) or ellipsoids (2D). Note that show-
ing variance would be misleading: visual comparison is invalid since the
domains are incompatible (µ is not squared). There are also other moments.
Skewness (3rd moment) is a measure of asymmetry, i.e., a direction of skew.
Kurtosis (4th moment), sometimes referred to as “tailedness”, describes
the degree to which values reside in the tails of a distribution (not its peak,

13



2. Principles of Uncertainty

hence, “peakedness” would be misleading). Those (and higher) moments
are rarely used in practice, presumably because they are less robust: for
large n, the (. . .)n causes excessive consideration of deviation.

Although statistical moments are popular, one should consider them a
double-edged blade:
Pros Cons

Efficient computation The difference x⃗− c⃗ is prone to cancellation
(ambiguous for non-normal distributions)

Ease of interpretation Outliers can perturb results, in particular
for n > 2 (lack of robustness)

Assuming linear aggregation and independence of samples, the ex-
pected values µ1,...,n add up, while the standard deviations σ1,...,n accumulate
using the Euclidean norm:

µ1,...,n =
n∑
i

µi, σ1,...,n =

√√√√ n∑
i

σ2
i (2.3)

Note the geometrical interpretation (plain addition and length of a vector),
which is later used for propagation of uncertainty in layout algorithms.

2.3.2 Order Statistics
Order statistics can be seen as a super-set of rank statistics, where the k-th
order statistic is a sample X that takes the kth place of an order established
by some measure F , i.e.:

F [X1] ≤ . . . ≤ F [Xk] ≤ . . . ≤ F [Xn] (2.4)

In contrast to rank statistics, there is no “direct” relation between F and
X, i.e., the extreme values do not correspond (maxF [X1...n] ≇ maxX1...n

and minF [X1...n] ≇ minX1...n). The only requirement for F is that must be
“sorted from the inside to the outside”. In such a statistic, the median is the
most central and thus most representative element. Hence, the term data
depth [Mos13]. Accordingly, any percentile forms a convex hull around a
certain percentage of representative data. The big advantage over ranking
is that one can apply order statistics to high-dimensional data.

In comparison to moment-based statistics, this class of measures is
more robust and stays true to the data: numeric cancellation is avoided
(the order is usually established through counting) and the median is not as
“artificial” as the mean value. Moreover, order statistics are unambiguous
in high dimensional spaces: Splitting a sphere, e.g., using half planes,
preserves meaning with increasing dimensionality. In contrast, distances
hardly restrict degrees of freedom as shown in Fig. 2.3.
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d

d : R 7→ R+

d

d : R2 7→ R+

d

d : R3 7→ R+

Figure 2.3: Illustration of the curse of dimensionality. All directional de-
grees of freedom remain under the distance d, i.e., distance becomes less
meaningful to distinguish two points in higher-dimensional spaces.

Figure 2.4: Illustration of
half space depth (Eq. 2.5).
Rotate the half-plane ( )
until the number of points
on one side is minimal.

Nevertheless, order statistics have one big
disadvantage: they are usually expensive to
compute. For example, the half space depth for
a set of points in Rd is defined as:

HD(p) = min
a∈Rd\0

|{q ∈ P | ⟨a, q⟩ ≥ ⟨a, p⟩}| (2.5)

To compute this formula, one has to find a half
plane that minimizes the number of points on
one side (as illustrated in Fig. 2.4). This is in-
volves minimization and thus is more expensive
to compute than Eq. 2.2—efficient algorithms
run in O

(
nd−1 log(n)

)
[DM16].

Conceptually different and noteworthy is functional band depth [LR09],
which builds on functional bands. A functional band Bk consist of k ≥ 2

functions fir(t ∈ I) with restriction interval I:

Bk(

fi1...
fik

) = {(t, y) : t ∈ I, min
r∈{1...k}

fir(t) ≤ y ≤ max
r∈{1...k}

fir(t)} (2.6)

A function lies between other functional bands if it is enclosed by the
respective minimum and maximum values, as shown in Fig. 2.5. We can
count this condition using an indicator function χ, with true 7→ 1 and
false 7→ 0, to define band depth BDn,k.

BDn,k(fi) =
k∑

j=2

(
n

j

)−1 j∑
l=1

χ
(
{(t, fi(t)) | t ∈ I} ⊂ Bl(

fi1...
fil

)) (2.7)

This formula first counts how often a function fi is contained in bands
of length l. The number of actual inclusions is then put in relation to the
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2. Principles of Uncertainty

t

f(
t)

Figure 2.5: Illustration of functional bands. A band (gray) encases bounding
functions (black). The blue function is included, i.e., belonging to the band.
The red one is not included. Less inclusion in bands implies being less
representative for the ensemble of functions.

possible ones. This process is repeated from bands of length 2 to up to
bands of length k. A smaller k is more sensitive to variation, whereas a
larger k is the more resilient to small fluctuation. Note the conceptual
difference: we do not have to fit an object (i.e., half plane), but do inclusion
testing. Also note that Eq. 2.6 can be expressed as a convex combination
(not shown here), which emphasizes the enclosing nature of this metric,
i.e., it forms enclosing hulls.

2.4 Unsupervised Learning
Methods that belong to the umbrella of unsupervised learning are about
extracting patterns and building condensed representations. In particular,
methods that result in comprehensible representations form a suitable tool
to cope with complex and uncertainty-afflicted data. However, these meth-
ods introduce inference uncertainty to the visualization pipeline, which the
machine learning community usually refers to as loss. Here, we introduce
two categories of unsupervised learning methods that are relevant for this
work.

2.4.1 Dimensionality Reduction

Dimensionality reduction methods compute low-dimensional representa-
tions from high-dimensional data, which are often easier to visualize and
interpret than raw high-dimensional data. Most methods consider tabular
input data with n columns (dimensions) and i rows (samples). A reduction
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from x to x̂ with m dimensions can be written as:x11 . . . . . . . . . x1n
...

...
xi1 . . . . . . . . . xin


i×n

7→

x̂11 . . . x̂1m
...

...
x̂i1 . . . x̂im


i×m

, m < n

The reduction is realized using technique-specific assumptions about the
data.

Van der Maaten et al. [VPV09] did an extensive survey on the topic,
which should be expanded to include Uniform Manifold Approximation and
Projection (UMAP) [MHM18] and variational autoencoders (VAE) [Doe16]
nowadays. For example, principal component analysis (PCA) considers
the rows as points and minimizes the variance using linear regression.
Similarly, non-linear multi-dimensional scaling (MDS) considers the input
as a dissimilarity matrix and optimizes for global preservation of distances
(minimizing

∑
i<j wij(d̂ij − dij)

2, where wij is a weight, usually set to 1, dij

is the high-dimensional Euclidean distance, and d̂ij is the low-dimensional
Euclidean distance). Accordingly, these methods inherit the drawbacks of
distances and the first two moments.

To compensate for this problem, one can resort to neighbor-based tech-
niques at the cost of computational complexity (not quite as severe but
similar to order statistics above). Most of these techniques use a form of
entropy that can be related to cross entropy (H(p, q) = −

∑
x∈X p(x) log q(x),

where p and q are probability distributions with the same support X ). A
well-known representative is t-distributed stochastic neighbor embedding
(t-SNE), which optimizes for relative entropy (H(p, q)−H(p, p), also known
as the Kullback-Leibler divergence). The result of t-SNE can only be locally
interpreted since there is no meaningful notion of distance. UMAP also
belongs to this class of methods but assumes that the data is uniformly
distributed on a locally connected and constant Riemannian manifold while
optimizing for H(p, q). Hence, the area in which the interpretation of dis-
tances is valid is defined.

None of these methods take into account the inherent loss of informa-
tion that occurs with reduction—what if the data is noisy or the inherent
dimensionality of the problem is greater than the chosen target dimension-
ality? VAEs can encode losslessly and capture the inherent dimensionality
of data. Fig. 2.6 illustrates a corresponding architecture. A VAE reduces
(encodes) and expands (decodes) data by means of repeated convolution in
layers with a probabilistic latent space in between. Formally, let ⃗̂x be the
next layer, x⃗ be the current layer, w⃗ be some trained weights, b⃗ be some
training bias, and f be some non-linear function. Each component of the
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2. Principles of Uncertainty

Figure 2.6: Architecture of a variational autoencoder. The input data is first
encoded into a probabilistic latent space (aka. the bottleneck) and then
decoded again. Training is done by comparing the reconstruction against
ground truth.

next layer ⃗̂x is calculated using:

x̂ =
I∑

i=1

f(wixi + bi) (2.8)

A popular choice for f is max(0, x), also called rectified linear unit function
(ReLU). Training is done via backpropagation (e.g., stochastic gradient
descent using partial derivatives). Note that layer topology is an important
design decision (e.g., 2D convolution vs. densely connected). The Gaussian
latent space of VAEs allows for lossy compression and entails a notion of
significance (making it inherently uncertainty-aware): A latent space that
is too small only learns what is most important; one that is too large learns
no more than it has to (ideally, depends on the training method). However,
VAEs have disadvantages as well: convolution requires continuous dimen-
sions (e.g., adjacent image pixels), is not particularly easy to interpret, and
the training process is computationally demanding.

In general, all dimensionality reduction techniques can result in misin-
terpretation from false distances and false neighbors.

2.4.2 Clustering
Clustering methods group objects in such a way that objects of the same
cluster are more similar to each other than to those in other clusters.
Similar to dimensionality reduction, assignment to a cluster can be made
uncertainty-aware by modeling the degree of membership, also called fuzzy
clustering.

Fig. 2.7 shows two overlapping sets of Gaussians clustered by our imple-
mentation of FuzzyDBSCAN [IB16]. The algorithm is similar to the original
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Figure 2.7: Two indistinct overlapping Gaussians clustered using
FuzzyDBSCAN [IB16]. The degree of membership is encoded using trans-
parency. Core members are encircled using a thin black line.

DBSCAN, except that each point can belong to more than one group. The
assignment of a point is expressed as a category (core, border, noise) and a
soft label (between 0 and 1). Only border points can be assigned ambigu-
ously. While the recognition capabilities of these algorithms is relatively
specific, they also introduce inference uncertainty (here, expressed using
the density-based soft label). The point is: if uncertainty is unavoidable, it
should be propagated.

2.5 Generative Data Models
In contrast to manual data collection and production, generative data mod-
els leverage computers to generate data, distinguish instances among the
ones generated, based on common properties and thus define what is con-
sidered valid and representative data. These features render them ideal for
addressing difficult challenges when designing, testing, benchmarking, and
assessing (uncertainty) visualization techniques. To find answers and make
reliable statements, we need to conduct empirical experiments [SWN03].
This is where generative data models can improve research quality, e.g., by
eliminating confounding variables for testing a hypothesis and obtaining a
link between a data model’s parameter space (input) and the visualization
result (output) for statistical analysis.

Abstract and formal descriptions are compact, easy to transfer, and
thus leverage availability for experiments, while usually also being more
tangible than large data sets and thus beneficial for analysis. In this way,
one will be in a better position to prove the correctness and completeness
of a technique, i.e., without introducing statistical bias through samples
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2. Principles of Uncertainty

with questionable representativeness. Considering the difficulties with
evaluating uncertainty [Hul16], this property of generative data models
is particularly valuable. For reliable empirical research results, we need
to be able to conduct controlled experiments and isolate what we want to
measure. Moreover, ethical and legal issues are often connected to data
collection, in particular, privacy and property. For example, institutions or
companies are reluctant to publish medical, social, or personal data.

2.5.1 A High-Level Approach
A generative data model is a simplified and idealized understanding of an
observation, capable of generating data values. This definition is not to be
confused with generative models from machine learning, having a far more
narrow definition of what a model is. A related term is procedural con-
tent generation, known from computer graphics or games. The techniques
used are similar, but the goals are different: the computer-graphics term
emphasizes consumability, whereas the visualization community’s term em-
phasizes hypothesis testing. Fig. 2.8 shows our abstraction of the workflow
for experiments in visualization research that work with generative models.
A generative model is derived from a theoretical or real-world observation
to generate samples, as opposed to measured samples. The dashed line is
for hybrid generative models. The visualization system is put into the loop
for validation or evaluation purposes.

The visualization community aims for controlled experiments as an im-
portant element of empirical research. We restrict our discussion to the
following relevant requirements in terms of data: validity, representative-
ness, availability, and privacy.

Opportunistic data collections are inherently valid, given the collec-

Real World Sample
(x′1, . . . , x

′
n)

Generative Model
f : x→ x′

Visualization
System

Visualizations Evaluation Metric
or User Study

xi

xj

Connection between
Model and Measurement

Figure 2.8: Workflow for validation and evaluation of visualization tech-
niques using generative data models.
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tion method is legitimate, but representativeness might be questionable.
Collected samples may be very large and hence technically complicated
to store and transfer, hampering availability. Furthermore, it is much too
easy to apply bad anonymization, impinging on privacy issues with severe
personal and legal consequences in the real world.

In contrast, generative models are abstract descriptions and thus do not
contain any private information. Yet, they are easy to store and transport,
but their validity is always in question because models are a picture of
the world based on the author’s beliefs and values. We argue that validity
depends on the target experiment requirements. A good generative model
does not necessarily mimic real-world observations in their entirety but
just the aspects to be tested. Because a generative model is also a formal
description relating input parameters to output data, representativeness is
well defined, which allows us to connect model and measurement, enabling
exhaustive analysis techniques.

Although using generative models for visualization experiments sounds
easy, there are many technical obstacles to deal with in practice: First,
one has to synthesize data with certain desired properties that exhibit the
relevant characteristics of real data to guarantee external validity. Then,
one has to relate model parameters to visualization results. These are
difficult tasks from a scientific and engineering perspective.

Based on our findings of our survey, we have developed a tagging
scheme for generative data models (the survey and table can be found
in the paper [Sch+16]). In summary, the scheme is organized into three
categories: The first category concerns high-level parameter extraction.
Presumably all model parameters can be obtained using rewriting (e.g.,
L-systems), search (e.g., heuristics), or imitation (e.g., simulations), each
with different trade-offs. The second category is about how to think about
model parameters: whether a parameter establishes a global property (e.g.,
all) or a local property (e.g., there is) of a dataset, and where interaction
happens (e.g., forward or inverse problem). The third category is about
techniques used for generating data (e.g., random variables).

2.5.2 Usage Considerations
A highly interesting finding of our survey is that there is hardly any use of
generative data models, i.e., most evaluations are based on measured data
that “allows for a nice story”. In our survey [Sch+16], we have pointed
out the few directions where there are generative models. However, these
often lack controllability in the sense that they would allow us to generate
collections of datasets that could be used in testing visualization techniques
for such a population of inputs. We see considerable demand for best-
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2. Principles of Uncertainty

practice examples and guidelines for systematic generation of problem
instances across visualization domains. In the following, we highlight some
specific problem areas and aspects of generative data models that require
special attention. This includes, but is not strictly limited to, uncertainty
visualization.

User Studies User studies constitute the subdomain of visualization
research in which experimental design is most routine and advanced.
However, user studies often consider instances obtained from generative
models as the treatments. Since subjects are confronted with visualiza-
tion artifacts representing data, rather than the data itself, it should not
be taken for granted that the variation of factors is still systematic af-
ter the samples have undergone the transformations by the visualization
technique—another source of uncertainty. As a further complication, in-
teractions between the parameters of a generative model and those of a
visualization technique may introduce confounding factors that are difficult
to control. Given the low cost of instance generation, oversampling data to
select sets of visualization artifacts that are more suitable as a collection
of treatments could remedy this situation.

Data and Parameter Characteristics A key component in the design of
a generative model is the identification of data characteristics to consider,
and how to make them depend on parameters. Especially in simulation,
the implications of parametrization may be anything but straightforward.
The parameters of a generative model are rarely independent. Ignorance
of dependencies among otherwise systematically varied parameters may
result in uneven or even incomplete coverage of the experimental region.
Controlled studies therefore need to take into account also those interac-
tion effects that are introduced by, and possibly specific to, the generator.
Generative models are usually designed to yield data samples with spe-
cial characteristics; on the flip side, this makes them prone to introduce
systematic biases. Even if the subtleties of a model specification are well
understood, it may be challenging to implement a generator that is correct
and efficient.

Visual Mapping Characteristics We have argued that the main purpose
of generative models is to establish associations between input charac-
teristics on the one hand and performance or visualization outcomes on
the other. Standard experiments yield empirical response curves, such as
running time versus problem size. Sensitivity of visualization outcomes to
small perturbations in the input and other relationships may be of interest,
too, especially for interactive systems. We note that the utility of response
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curves for dependent variables such as representation accuracy or image
characteristics extends beyond the assessment of visualization systems
as it may be used to control the variation of factors in user studies more
systematically.

Scaling When empirical data is scarce or too small to uncover the be-
havior of a visualization technique, generating larger data with similar
characteristics requires some form of extrapolation. Conversely, iterative
development of resource-intensive visualization techniques may require
smaller data, again with similar characteristics. Understanding normaliza-
tion and scaling effects may thus be an important issue in the design of
generative models.

Verification Visualization algorithms should be subject to the same veri-
fication process that is used in other components of the scientific pipeline—
this is also called verifiable visualization [Eti+09]. Here, semi-automatic
verification techniques, such as fuzzing (providing invalid, unexpected, or
random data for testing), could greatly benefit from generative models due
to extra knowledge about the parameter space.

Replication Generative models facilitate follow-up experiments that may
shed additional light on findings that are all too often explained by some
plausible, but untested, interpretation of experimental outcomes. Who
can carry out replications, follow-ups, and extensions depends on the
availability of a generator? Systematic biases introduced by differences
in implementation or hardware environment are just as relevant as un-
derstanding the level of documentation necessary to build an equivalent
generator. What is the influence of random number generators (the most ba-
sic generative models), and is there a trade-off between the computational
efficiency of a generation and its usability in an experiment? Archiving and
versioning generative models may be a task as huge as it is for benchmark
data.

Uncertainty Uncertainty visualization is difficult to evaluate due to the
psychology of uncertainty and probability elicitation [Hul16]. It is virtually
impossible to identify mental shortcuts without knowing ground truth.
Therefore, generative data models can help to study the gap between
objective probability (established by the model) and subjective probability
(elicited by the user) since they have specific and known properties. For
example, by measuring the difference between these probabilities, one
can build an experimental apparatus to investigate heuristics that mimic
understanding when faced with difficult decisions.
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Networks and Trees

Prior to this work, uncertainty visualization for networks and hierarchies
did not consider the linkage between various descriptive statistics, e.g.,
mean and standard deviation—similar to error bars. Moreover, structural
fluctuation was only considered in the context of dynamic graph visualiza-
tion, which, unlike merged sets, implies a specific order. This chapter is
about models and methods to fill this gap.

For networks, our work on probabilistic graphs (Sec. 3.2) and graph
depth (Sec. 3.3) allows for representation of complex probabilistic pro-
cesses and isolation of representative elements, corresponding to the
median. For implicit hierarchies, we propose Bubble Treemaps (Sec. 3.4)
and Uncertainty Treemaps (Sec. 3.5), each based on different assumptions,
for the integrated analysis of uncertainty data values in implicit hierarchies.
A comparison of both treemaps can be found in Sec. 3.6. For explicit hier-
archies, we develop Supertrees (Sec. 3.7) that allow for aggregating trees
of varying structure and fluctuating data values.

Parts of this chapter have previously been published in:

C. Schulz, A. Nocaj, J. Görtler, O. Deussen, U. Brandes, and D. Weiskopf. “Probabilistic
graph layout for uncertain network visualization.” In: IEEE Transactions on Visualization
and Computer Graphics 23.1 (2017), pp. 531–540;

J. Görtler, C. Schulz, D. Weiskopf, and O. Deussen. “Bubble treemaps for uncertainty
visualization.” In: IEEE Transactions on Visualization and Computer Graphics 24.1 (2018),
pp. 719–728;

M. Sondag, W. Meulemans, C. Schulz, K. Verbeek, D. Weiskopf, and B. Speckmann. “Un-
certainty treemaps.” In: IEEE Pacific Visualization Symposium (PacificVis). 2020, pp. 111–
120;

C. Schulz, A. Zeyfang, M. van Garderen, H. Ben Lahmar, M. Herschel, and D. Weiskopf. “Si-
multaneous visual analysis of multiple software hierarchies.” In: IEEE Working Conference
on Software Visualization (VISSOFT). 2018, pp. 87–95.
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3.1 Related Work
The following section provides an overview of research related to our work
on network visualization and hierarchy visualization.

Graph Models Graphs are commonly used to represent networks and
hierarchies composed of nodes and edges. Sometimes the existence of the
relationship between two nodes is unknown due to inaccuracies, incom-
pleteness, and inference under false assumptions. For example in biology,
nodes can be used to represent proteins, while edges are used to represent
interactions between proteins. Protein–protein interaction is an uncertainly
measured or predicted process [Mer+05]. Other examples of uncertainty
in graphs are the link-prediction influence [LK07] and obfuscated identi-
ties [Bol+12] for social networks.

The term probabilistic graph [KF09] is not to be confused with ran-
dom graph [ER59]—the latter is used in conjunction with generative data
models. Querying and mining uncertain graphs has recently received con-
siderable attention [Par+15]. These graphs differ from exact graphs in that
their model expresses possible worlds instead of the actual world. Choos-
ing good representatives that reflect the expected world can be difficult.
Nevertheless, most algorithms and people work with instances of these
graphs, which can be problematic as noted by Parchas et al. [Par+15]. Our
probabilistic graphs can be considered one type of uncertain graphs that
employ probability functions instead of scalar values, leading to a more
expressive model.

Orthogonal to structural uncertainty, nodes may have attributes that
cannot be expressed exactly. For example, our work on hierarchies specifi-
cally focuses on the propagation and visualization of uncertain data values
to facilitate interpretation.

Hierarchical Data Integration Independent of visualization, the sum-
marization of data is studied in the domain of data modeling as well. With
hierarchical data formats, such as XML and JSON, applications can ben-
efit from the availability of a predefined and possibly shared schema to
represent and exchange data. Intuitively, a schema defines structural con-
straints, constraints on data domains, etc., that can be used to “type check”
data produced or consumed by a software component. Such a schema
can either be inferred based on hierarchical data [Baa+17; HNW06], or
it can be generalized by integrating multiple available schemata in a uni-
fied manner [CKP08]. In both cases, the problem is to identify a common
schema that summarizes all underlying information while being neither
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too general (avoiding that any data complies with the constraints defined
by the schema) nor too specific (such that new application-relevant data
can match the schema as well). Hierarchical schema inference and schema
integration both result in summaries of hierarchically organized informa-
tion, a sort of least common denominator to be agreed on. Opposed to just
generalizing summaries from input data, our tree-merging approach is
intended to highlight both similarities and differences among hierarchies.

While the methods mentioned above summarize hierarchical data by
creating an abstract data model, further research in data integration has
focused on identifying and reconciling multiple representations of the same
entities that may be represented hierarchically as well [CHL10]. These
representations, called duplicates, may exhibit both similarities and differ-
ences. Thus, similar objectives exist in duplicate detection where similarity
measures are used to cluster similar entities and in data fusion where
differences detection is employed to combine multiple representations in
a unique representation [BN08]. Although the proposed solutions may in
principle be applicable to structural and attribute aggregation, they are all
targeted toward batch processing large amounts of data, and thus fail to
comply with the runtime requirements of interactive visual analysis.

Network Visualization The field of network visualization is broad, as
indicated by the number of surveys for different types of graph data: Von
Landesberger et al. [Lan+11] provide a classification of graphs accord-
ing to their dependence and structure. Beck et al. [Bec+17] classify the
depiction styles for dynamic graphs, which is helpful in evaluating possi-
bilities for the representation of uncertain graphs. Our work adapts graph
splatting [VD03] and hierarchical edge bundling [Hol06]. The former is
used to convey distributions of nodes and edges, whereas the latter is
used to emphasize topology and keep visual clutter at a minimum. While
visually similar, we distinguish ourselves from graph bundling [HET12],
where image processing techniques are used to bundle generic graphs.

The combination of network visualization and uncertainty has received
attention with respect to the representation of local features and projection-
induced uncertainty. Wang et al. [Wan+16] studied the uncertainty within
graph layouts. Lee et al. [Lee+07] visualized structural uncertainty in
hierarchies. Our work differs in that we propagate uncertainty through
the layout process. We distinguish between uncertainty inherent to data
(probabilities and distributions) and uncertainty introduced by our layout
method (stress and distortion) as much as possible.
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Graph Layout Since we focus on propagating uncertainty, we distinguish
our work from model estimation approaches that may seem visually simi-
lar [HRH02]. Kobourov et al. [Kob13] provide an overview of force-directed
graph drawing algorithms. Brandes et al. [BP09] evaluate different types
of graph distance-based drawing algorithms. Our probabilistic graph lay-
out is based on stress majorization [GKN04] and offline dynamic graph
drawing [BM12]. In particular, we add constraints to the stress formula
for aligning layouts. Since uncertainty is spatially represented in the prob-
abilistic layout, we have to use a non-spatial encoding to distinguish the
nodes. The number of nodes is likely to exceed the number of visually dis-
tinguishable colors [War12a]. Based on common sizes for quantitative color
maps, we conservatively assume this number to be between 6 and 12 colors.
Therefore, we reduce the number of required colors by finding a solution
to the graph coloring problem. We formulate a specialized probabilistic
graph coloring problem based on the ideas by Gansner et al. [GHK09], and
provide a heuristic solution based on the Welsh-Powell algorithm [WP67].

Hierarchy Visualization There are many specialized methods to visualize
hierarchical data; Schulz et al. [SHS11] provide an extensive survey of
implicit hierarchy visualization. Aspects such as properties of the tree
(implicit or explicit), space efficiency [MR10], and readability [Bur+11]
play a role when selecting a suitable technique for tree visualization.

Treemaps have been shown to be effective in conveying hierarchical
information. Most treemapping techniques, such as Squarified Treemaps
[BHW00], Circular Treemaps [Wan+06], Voronoi Treemaps [BDL05], or
GosperMap [Aub+13] implement a rather straightforward tree traversal to
subdivide space for the layout into nested areas. However, some techniques
attempt to optimize perceptually effective quantities, e.g., treemaps with
bounded aspect ratio [BSW14] or Stable Treemaps [SSV18]. Yet, neither
the boundaries of these areas nor the areas themselves incorporate the
linkage between uncertainty values into the layout. For example, when
depicting the mean value using area and the standard deviation using
color, the natural origin of the standard deviation (the mean) is visually
decoupled, hampering the analysis (mentally adding color and area is
quite challenging). Accordingly, our work on treemaps targets a balanced
solution between being perceptually effective and propagating uncertainty
through the layout without losing this link.

Slingsby et al. [SDW11] use a geospatial variant of treemaps in an
interactive system to support the exploration of uncertainty in the context
of geospatial data. In contrast to our work, their approach does not anchor
data value to uncertainty and relies on interaction to explore uncertainty.
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Our Bubble Treemaps can depict uncertainty, e.g., using modulated splines
on region boundaries. However, they introduce an unevenly distributed
area error (the whitespace around the bubbles). Therefore, we have devel-
oped Uncertainty Treemaps, which do not violate the visual aggregation
requirement and require less white space.

Comparison is a common task in hierarchy visualization [GK10; San+18].
Comparative designs can be subdivided into three groups: juxtaposition, su-
perposition, and explicit representation [Gle+11]. These concepts are also
frequently encountered in the area of dynamic graph visualization [Bur+17]
since this problem is similar to hierarchy visualization. Formally, all tech-
niques for hierarchy comparison have to solve some variation of the tree
edit distance problem [Bil05]. However, many techniques ignore the order
of the child nodes to reduce the complexity of this NP-hard problem. In
this spirit, our merging approach leverages the Jaccard similarity and thus
ignores the order of children, just like the node-similarity-based TreeJuxta-
poser [Mun+03] and edge-similarity-based CandidTree [Lee+07]. However,
none of these approaches attempt to merge node attributes, let alone
aggregate them using descriptive statistics.

Unlike previous approaches, our Super Trees tightly integrate automatic
matching and merging with visual analysis of structure and numeric values.
The result is a comprehensive view of an ensemble of structurally and
numerically varying, i.e., uncertain, trees.

Contours and Set Membership Since treemaps encode a hierarchy
implicitly by aggregating the areas of the child nodes into the area of the
parent node, one can find similarities with methods that depict set mem-
bership for spatially embedded objects. For example, Bubble Sets [CPC09]
use marching squares (a line-based 2D version of the marching cubes
algorithm [LC87]) to draw contours around embedded objects, while we
use arcs. Kelp diagrams [Din+12] and especially the refined version Kelp
Fusion [Meu+13] share more similarity, however, they were developed for
geographical data instead of graph-like data. Notably, the authors mention
the potential of enclosing areas by contours based on arcs but do not pro-
vide details. Riche and Dwyer [RD10] present a method that builds upon
Euler diagrams to visualize set membership by drawing contours around
objects of the same logical group while minimizing the number of crossings
between contours of different groups.

In the last years, several methods have been developed to improve
Euler diagrams: force-directed methods are utilized to optimize their re-
spective layout [MR14b] and to find smoother boundaries [SAS16]. There
also exists work on drawing area-proportional realizations of Euler-like dia-
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grams [MR14a]. While Euler-like diagrams have similarities to our Bubble
Treemaps, they do not take hierarchical structures into account.

Our method for drawing bubbles shares similarities with approximate
solvent-accessible surface areas, which come from the field of biomolecules.
They model the surface area that is accessible by a probe with a fixed ra-
dius [LR71]. There exist efficient algorithms that compute these analytical
surfaces, but they make assumptions on the structure of the molecules that
do not hold for the general case of arbitrary intersecting spheres [HO98].
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3.2 Probabilistic Graph Layout
Various approaches have been developed to visualize exact graphs [Lan+11].
If uncertainty is present, it is often encoded as a visual variable [GHL15;
Mac+12] into an exact graph layout. However, this approach does not
reflect that graphs may have different realizations (possible worlds) in
the layout. In contrast to previous work, our technique reveals statistical
properties by transforming probability distributions into a two-dimensional
embedding using graph layout techniques.

Many uncertain graph models denote the existence of an edge using a
probability. Hence, we prefer the term probabilistic graph over uncertain
graph. Fig. 3.1 shows our visualization: A node is not just a single point
but an entire point cloud. Hence, each node can occur in many regions or
simply put: reflect uncertainty.

Figure 3.1: Visualization of a probabilistic graph. Multiple samples are
drawn from a probabilistic graph model and embedded in a single layout
by anchoring the sampled graphs to the expected graph. The spatial distri-
bution of sampled nodes is depicted using splatting and boundary shapes.
Sampled edges are bundled using network topology. From left to right:
overview, detail with splatted nodes, and detail with clustered shapes.

3.2.1 Probabilistic Graphs
Let GP = (V,E, F ) be a probabilistic graph with V being a set of nodes, E a
set of edges, and F = (fij){i,j}∈E a set of probability density functions (PDFs).
The domain of fij is a continuous random variable (weight) that maps to a
probability density:

fij : R→ [0,∞) with

∫ ∞

−∞
fij(w) dw = 1 (3.1)

Furthermore, we assume that all probabilities are mutually independent,
hence the joint probability density function of the entire graph is defined
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as:

f(w1, . . . , w|E|) =
∏

e={i,j}∈E

fe(we) (3.2)

Based on this assumption, the area under this function must also be equal
to 1: ∫ ∞

−∞
f(w1, . . . , w|E|) dw

|E| = 1 (3.3)

Note that the independence assumption can be relaxed, as long as we
have a way of sampling from the probability distribution.

For numerical computation, we discretize the continuous PDF for an
edge ij at the weight positions aij,k ∈ R+

0 , where k indexes the discrete
weight. Here, we restrict ourselves to non-negative weights because typical
graph layout algorithms require distance metrics, i.e., positive definiteness.
In this way, we replace the continuous PDFs by discrete probability mass
functions (PMFs) for a set of outcomes A = {aij,k}:

fij : A→ [0, 1] (3.4)

It is important to note that this definition is different from the one used
by Zou et al. [Zou+10] where A = {0, 1} denotes the existence of an edge,
because an edge weight of 0 is handled differently than a non-existing edge
by graph layout algorithms.

Figuratively speaking, our model allows us to decompose a probabilistic
graph into all possible weighted graphs. In Fig. 3.2(a), we demonstrate this
concept using a simple and discrete probabilistic graph to prevent state
explosion. The decomposition can be performed by sampling edge weights
from each PDF, i.e., its parameter space. Exhaustive sampling results in
all possible realizations of the graph, like shown in Fig. 3.2(b). Since we
assume that the edge weights of the probabilistic graph are independent,
we can also compute the probability for each realization. The probabilities
sum up to 1, which is in line with Eq. 3.3.

0 1

0.3
0.7

0 1

0.75
0.25

(a)

0 0
0.3× 0.75 = 0.225

0 1
0.3× 0.25 = 0.075

1 0
0.7× 0.75 = 0.525

1 1
0.7× 0.25 = 0.175

(b)

Figure 3.2: Decomposition of a simple probabilistic graph (a) into all its
realizations and their occurrence probabilities (b).
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3.2.2 Layout Algorithm

An exhaustive enumeration of all possible realizations of a probabilistic
graph is impractical, especially with an increased number of nodes, edges,
and discrete random variables.

The basic idea is to compute a graph layout using a Monte Carlo process
by sampling and combining realizations to derive probability distributions
of the nodes in a two-dimensional space. Hence, we aim at combining a
representative subset of all possible realizations in a single layout. Simple
stacking of exact graph layouts would result in confusing and unreadable
results, due to ambiguities in the graph layout procedure. Furthermore, and
in contrast to linear dimension reduction techniques, such as PCA, graph
layout algorithms are generally non-linear, which aggravates the problem.
Therefore, if one considers graph layout as a projection, the projections
must be made coherent. There are multiple solutions to this graph drawing
problem with different trade-offs.

Our approach combines a Monte Carlo method with dynamic graph
drawing techniques, i.e., we extend a stress-based force-directed layout
method to combine a set of possible realizations in a static visualization.
Fig. 3.3 shows the main steps of our approach:

1. Sample weighted graphs GW
1 , . . . , GW

k from GP by sampling the
edge weights independently.

2. For each sample GW
i : compute its node positions Pi using a force-

directed layout with alignment to reference node positions PR.
3. For each node: use its positions in P1, . . . , Pk as approximation to

its distribution in 2D space.

GP ...

GW
1

GW
k

0.1 0.
1

0.1
0.4

...

0.10.
3

0.3 0.3

0.1

0.1
0.1

0.4

...

0.1

0.3 0.3
0.
3

probabilistic
graph

sampled
graphs

force-directed
layout

force-directed layout
tied to reference

probabilistic
graph layout

Figure 3.3: Overview of the probabilistic graph layout process.
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Similar graphs that are laid out using a force-directed method may
result in similar layouts that are transformations of each other, e.g., they
can be rotated or reflected. The alignment with the reference the ensures
coherence of sampled layouts and resolves most transformation problems.

Force-directed Layout

The state-of-the-art approach for drawing general undirected graphs is
stress minimization [GKN04; KK89], a variant of multidimensional scaling
applied to graph-theoretic distances. This approach, in particular, outper-
forms spring embedder variants [BP09]. Let G = (V,E) be a graph with
n = |V | nodes. For any pair of nodes {i, j}, with i, j ∈ V , there is an ideal
distance dij ∈ R+.

The deviation of a layout P = (p1, . . . , pn) ∈ Rn×2 from the ideal distances
is quantified using the stress function [Kru64]

stress(P ) =
∑
i<j

ωij (||pi − pj|| − dij)
2 (3.5)

where the weighting is typically chosen to be ωij = 1/d2ij to emphasize
local distances dij ≤ 1 with ∥ · ∥ denoting the Euclidean norm. For graph
drawing, the weighted lengths of the shortest paths are used for the ideal
distances. Since we have a weighted graph G = (V,E,W ) with wij ∈ W

denoting the strength of a link, we use the inverted weight with zero
mapped to infinity for the shortest path computation. Infinite distances
are replaced by a distance that is 1.5 times the maximum of all pairwise
finite distances within the collection of sampled networks [BM12]. A single
node connected over such an edge will be placed far away from the main
graph, but will not vanish completely to infinity. As suggested by Brandes
et al. [BP09], we initialize the layout with PivotMDS [BP06] and optimize by
using stress majorization [GKN04], until we obtain a local minimum for the
stress function. It is worth noting that the SDG-based approach [ZPG19],
which is newer and considerably easier to implement, provides comparable
layout quality.

Alignment with Anchoring

We want to combine layouts of multiple independent samples into one
final visualization. Hence, we need to make sure that the layouts are not
unnecessarily flipped or rotated. We achieve this by stabilizing the layout
of each sample using anchoring [BM12] on a reference layout. To obtain
such a reference layout, we first compute an expected graph, GW

E , by fixing
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the weight of each edge to the function’s expected value E[fij]:

wij = E[fij] =
∑
k

aij,k fij(aij,k) (3.6)

We then use the positions PE from the force-directed layout of GW
E as the

reference positions PR for the anchoring.
The main idea of anchoring is to incorporate the reference layout into

the stress function with control of its influence using a trade-off parameter.
Given the layout Pi of a sampled graph GW

i , the overall stress with respect
to the stability parameter α and reference layout PR is:

stress(Pi;PR, α) = (1− α) · stress
(
Pi

)
+ α ·

∑
v∈V

∥∥∥pvi − pvR

∥∥∥2

(3.7)

This affine combination allows us to do smooth blending between stacked
stress-based layouts and the reference layout. If other positions such as
geographic locations are given for the nodes, these can be used as reference
layout, too.

3.2.3 Node and Edge Splatting
We design our visualization around one question: how can we convey a
distribution for each node and network topology at the same time?

(a) (b) (c)

Figure 3.4: Different node bandwidths, from undersmoothed (a) to over-
smoothed (c).

For nodes, we obtain a collection of points in R2 from our Monte Carlo
based graph layout. The idea is to approximate an underlying continuous
distribution or scalar field for each node by applying kernel density estima-
tion (KDE) to the Monte Carlo samples. Our approach is based on graph
splatting [VD03], which is essentially KDE applied to nodes. Formally, let
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kden be defined by a set of samples x1, . . . , xn, a kernel k, and a bandwidth
parameter h:

kden(t) =
1

nh

n∑
j=1

k

(
t− xj

h

)
(3.8)

The choice of the kernel k affects the result less than the bandwidth
h. However, k must be a smooth function because discontinuities would
become visible as edges in the final visualization.

For performance, we render all nodes in a single draw-call by ray
casting and blending bandwidth-sized quads. The splats undersmooth or
oversmooth a node distribution depending on the bandwidth h, as shown in
Fig. 3.4. Undersmoothed KDEs tend to look better because stippled nodes
are perceptually supported by edge lines hinting to node locations [TSD09]:
neither edges lines nor node dots work without each other.

(a) (b) (c)

Figure 3.5: Different edge styles: (a) straight lines between centroids,
(b) straight lines between all samples, (c) bundled lines between all sam-
ples.

For edges, drawing one straight line between nodes hampers the mental
association of nodes and edges (Fig. 3.5(a)), whereas drawing straight
lines between all node samples quickly leads to visual clutter concealing
the topology, but depicting the distribution of edges well (Fig. 3.5(b)).
We assume that the network structure and mental association of node
and edges should be visible at the same time. To achieve this, we adopt
hierarchical edge bundling [Hol06] (Fig. 3.5(c)). Formally, a bundled edge is
defined as quartic Bézier curve C(t) with points pi ∈ R2 and corresponding
weights wi > 0:

C(t, p, w) =
4∑

i=0

(
4

i

)
ti(1− t)4−iwipi (3.9)

We set p1 and p3 to the centroids of the clusters, while p0 and p4 represent
the source and target positions of sampled nodes, respectively. The remain-
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ing point p2 is set to the midpoint of the segment (p1, p3). An example of
such a quartic curve is depicted in Fig. 3.6. The bundling strength can
be controlled using the weight w2 with other weights set to one. A high
bundling strength emphasizes network structure at the cost of the visibil-
ity of the node distribution, whereas a low bundling strength emphasizes
sample-to-sample connectivity.

The rendering of edges works similar to that of nodes, i.e., we splat line
primitives and blend them appropriately. The main differences is that we
use a thin box kernel instead of a thick Gaussian one.

p0

p1

w2 · p2

p3

p4

Figure 3.6: Bundled edge connecting two node samples with a quartic
Bézier curve. The point p2 is the midpoint of the segment (p1, p3). To achieve
the bundling effect, the control points are shared among all edges. The
strength of the bundling can be set through the weight w2.

3.2.4 Node Coloring and Labeling
Node samples are spread around their reference node, which poses a
number of challenges for labeling:

Distinctness A node’s label should clearly separate a node from other
nodes. We have to resort to color labels because text labeling each sample
would cause visual clutter. It has been shown that the number of visually
distinctive colors is limited [War12a]. Hence, we have a classical graph
coloring problem.

Distribution Node samples may not be spatially close to each other, i.e.,
there may be gaps. This will dramatically reduce the trust in the coloring,
if two nodes are labeled with the same color, while being close to each
other. Therefore, we have to extend the classical graph coloring problem
to respect spatial proximity.

Overlap The final layout heavily depends on the choice of reference lay-
out. Hence, nodes may overlap because node distributions expand into
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each other. This problem is particularly pronounced if the standard devia-
tion is bigger than the (usually small) expected value of the PMF. If colors
are blended with other hue distances than 0◦ or 180◦, new hues will be
generated [CWM09]. This is a perceptual problem that we do not take into
account for simplicity (layout quality deteriorates due to overlap).

(a) (b)

Figure 3.7: (a) Visualization of a tree network and its (b) proximity (or
country) graph. We use the country graph to determine colors for labeling.

After stating the problem, we solve it approximately by reducing it to
well-known problems. We compute a country graph [GHK09] based on
nodes and their samples, like illustrated in Fig. 3.7. A country graph GC

consists of probabilistic nodes V P , node samples V W , probabilistic edges
EG, and Delaunay edges ED [Del34] of the sampled points P :

GC = (V P ∪ V W , EG ∪ ED) (3.10)

We solve the resulting graph coloring problem using the Welsh-Powell algo-
rithm [WP67]. We choose this algorithm because it is easy to implement but
it may be replaced by other graph coloring algorithms. The Welsh-Powell
algorithm is greedy and computes the number of required colors during
assignment, which we choose from a predefined color palette [HB03]. Col-
ors are added using interpolation, as required. Note that we assume the
provided color palette to be suitable for visualization of categories.

3.2.5 Node Contours
We choose to implement an auxiliary approach to analyze nodes, based on
the observation that node distributions have outliers and may fall apart,
i.e., into several clusters. We do not make assumptions about the PMFs,
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particularly it is not necessary that the PMFs are normally distributed.
Arbitrary PMFs and flipping in the layout can lead to a non-coherent
distribution of node positions.

(a) contour and splats (b) contour and concave hull

Figure 3.8: Clustering of node samples. Split clusters are visually recog-
nized as one cluster by the half-opened contour.

Identifying node clusters can be a tedious task for users, which is why
we provide automatic support for this process. Clustered node positions
allow us to filter and abstract node distributions, like shown in Fig. 3.8.
We choose contour shapes to depict clusters because they been proven
useful to group sets, e.g., for Bubble Sets [CPC09], and we already use
color. Visual scalability of our cluster shapes does not matter because the
clusters are usually filtered with machine-aid to search for interesting
nodes, hence the number of overlapping shapes can be kept low.

The main steps of our approach are:
1. Cluster each set of node positions.
2. Optional: Filter clusters.
3. Compute a smooth concave hull of each cluster.
4. Compute a hull contour with visibility based on cluster-to-cluster

geometry, inspired by cel shading.
We use DBSCAN [Est+96] for clustering because it is reasonably fast

and insensitive to outliers, depending on the chosen parameters. Other
clustering algorithms may also suffice. Next, we calculate the Delaunay
triangulation [Del34] to compute the convex hull of each cluster and flex
edges inward to achieve the desired concavity [RJB14]. Other algorithms
such as α-shapes or marching squares may also work. The concave hull is
then fitted with a B-spline and re-sampled to obtain a smooth shape. Finally,
we compute a contour to convey togetherness of clusters by opening the line
toward other clusters of the same node—a node may have many clusters,
each of which has a centroid toward which we open the line. Let ci, cj be
centroids of a node’s clusters and τ ∈ [0..1] a visibility threshold. The hull of

39



3. Networks and Trees

cluster i consists of line segments with index k. The corresponding outward-
pointing unit-length normal vectors are denoted by n̂i,k. The visibility vk of
a line segment is then defined as:

vk =
∧
j ̸=i

(
cj − ci
∥cj − ci∥

· n̂i,k < τ

)
(3.11)

The combination of splatting and clustering allows us to analyze the
resulting layout top–down and bottom–up simultaneously. We describe this
concept using an example. We draw 1000 samples from a probabilistic
graph. We start the analysis by zooming out to obtain an overview and
adjust the KDE bandwidth such that nodes are visible and stippled. Next, we
filter noise using DBSCAN which requires two parameters. We know from
experience that, at 1000 samples, a good proximity threshold is between
10 to 50. Hence, we only need to fine-tune the proximity radius based on
one typical node of choice. The resulting clustering should be fine for most
nodes, therefore we can filter all nodes with less than two clusters along
with corresponding shapes. Instead of the number of clusters, other criteria
could be based on shape and spatial distance of clusters. The remaining
nodes are potentially interesting, hence we can adjust the bandwidth for
those nodes without being distracted by filtered nodes. Furthermore, we
can estimate DBSCAN noise filtering parameters when rendering node
splats and shapes at the same time.

3.2.6 Validation
For evaluation purposes, we use synthetic graph data to get an understand-
ing of the technique, and to demonstrate certain aspects of the visualization
technique.

Fig. 3.9 shows a starlike graph consisting of 5 nodes and 8 edges. The
PMFs on the edges are either unimodal or bimodal (Fig. 3.9(c), top row),
but all of them have the same expected value.

The simple weighted graph layout shown in Fig. 3.9(a) does not reveal
how distributions might interact within the network—the graph seems
uniform. In contrast, the distributions become quite visible with our proba-
bilistic graph layout shown in Fig. 3.9(b). For the outer nodes, it is easy to
grasp whether a node is connected to unimodal or bimodal distributions
by counting clusters within a node. For the center node, an interaction be-
tween two bimodal distributions is revealed, since it is separated into three
clusters. Note that this aggregation is related to what is called strength of
a node for weighted graph layouts, i.e., the sum of all incoming weights.
While our minimalistic example seems artificial and tailored, it demon-
strates the potential of our approach and allows us to discuss validity using
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1

2

3

4

5

(a) (b)
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(c)

Figure 3.9: Starlike graph. (a) Layout of expected graph. (b) Layout of prob-
abilistic graph. (c) For each edge: distribution of PMF (top row), sampled
edge weight (center row), and Euclidean edge length for samples (bottom
row). While the different PMFs on edges are not visible in (a), they are
clearly visible in (b), as the orange node is split in three pieces: one for
each possible combination of the bimodal PMF on edges (5,1) and (5,3).

ground truth data, i.e., if the image still reflects the initial probabilities on
edges. Graph drawing is a dimension-reduction technique, which means
that we inherit many problems. We consider the PMF of an edge to be well
reflected if it is not distorted by our layout algorithm.

The most relevant factor that affects validity is the stability value α

shown in Fig. 3.10. A very low value results in visual clutter, whereas a very
high value pins the entire distribution to the expected value. We choose
our example stability value by inspecting stress of our anchored layout Sα

over the reference layout stress SR, i.e., relative stress Sα

SR
introduced by

anchoring. We aim for a good trade-off between having a visual reference
and additional stress (Fig. 3.10(a)). Increased stress means it is more likely
for distributions to be poorly reflected in the final layout. Also note that the
discrete points become visible at low stability values (Fig. 3.10(b)), because
of the specified splat size.

To further quantify this distortion, we compare the PMF, sampled edge
weights, and the Euclidean distance between connected nodes shown in
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(a) stress increase

(b) α=5% (c) α=15% (d) stress at α=15%

Figure 3.10: Starlike example for various stability values α. (a) Average
increase in stress for various stability values. Up to α=2%, the stress is
increased by at most 15%. (b) The flipping and rotation problems of the
force-directed layout result in much clutter. Anchoring on the reference
layout stabilizes the resulting layout (c) at α=15%. (d) shows the well-
distributed stress of each node (low to high, ).

Fig. 3.9(c). Apparently, all distributions are well reflected.
Another possibility to investigate the quality of the probabilistic graph

layout is to inspect the stress mapped to nodes, like shown in Fig. 3.10(d).
Stress is relative, hence low does not necessarily mean good, and high does
not always imply bad, but it allows us to compare two regions relatively
to each other. We believe that it is important to mix relative stress and
absolute function distance for validation and to gain some trust in our
visualization technique. The reduction of the distortion can be made part
of the optimization by choosing the right stability value, but it cannot be
eliminated, since it is inherent to graph drawing.

Another interesting aspect is flipping, which requires more complex
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Figure 3.11: Synthetic tree. The zoomed-in view shows abstracted node
clusters of competing nodes, resulting in flipping.

graphs to appear, like shown in Fig. 3.11. The first aspect to notice is
the strong scattering of several leaf nodes, due to the tendency toward
edge weights of 0 and the high degree of freedom in graph layout, which
causes the leaf nodes to flee from surrounding nodes. Note that node
clusters (shapes) are restricted to nodes with at least two clusters. It is
difficult to estimate whether nodes compete because it depends on the
network topology, the reference position, and the PMFs in decreasing order
of importance. For example, the distribution of the blue leaf node in the
zoomed-in detail is divided into three major clusters. Disambiguating layout
and distribution can be done by comparing the PMF to its corresponding
Euclidean distance distribution.

More examples showcasing our technique using protein-protein inter-
action and traffic data can be found in the corresponding paper [Sch+17b].

3.2.7 Limitations
We summarize the limitations of our approach and discuss the most impor-
tant issues that need to be addressed. While our approach benefits from
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the generality of force-directed methods, it also inherits several of their
weaknesses.

Layout Stability In the force-directed layout approach, small changes
can result in completely different node positions. Different local optima
may result in reflected or rotated positions for parts of the graph. While this
effect can also occur in our approach, it is less likely, due to the alignment
with the reference layout, which functions as a bias for gradient descent.

Layout Ambiguity As for the force-directed layout, it is often not clear
whether the position and shape of a point cloud appears due to the edge
weights or due to the graph structure. Here, we see the need to incorporate
more quantitative measures that would allow us to better convey the reason
why a node is on this position. A simple way to do that would be to add noise
to the incident edges of a single node, and see how this noise influences
position.

Clearly, if the layout of a single graph sample does not convey the graph
structure, e.g., if it looks like a hairball [NOB15], then our approach is
not likely to work either. Nevertheless, techniques [NOB15] for untangling
such complex structures are likely to work for our approach as well.

Computational Scalability Our implementation of the force-directed
method scales in O(n · (n+m) + n2 · r), where n is the number of nodes, m
the number of edges, and r the number of iterations for stress majorization.
While this only scales to graphs of medium size, other more scalable force-
directed methods could be used as well [Hu05]. The runtime to determine
cluster regions for one node is on average O(k log k), where k is the number
of sampled graphs.

Perceptual Scalability The more problematic limitation lies in the visual
distinction of the different node regions. The set of distinguishable colors
is quickly exhausted, especially if the node regions are not connected. Our
half-opened shapes (node clusters) allow us to search and select a limited
number of distinguishable regions on top of splatting. Here, we see the
need for better depiction techniques (set and distribution). In addition,
tracing edges is demanding for humans and mapping to visual variables
other than color is a big challenge. Note that the edge bundles reflect the
connection between identical nodes in the graph. Thus, visual identification
of single edges in such a bundle is typically not required, unless distribution
and outliers of edge lines are of interest.
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3.3 Graph Depth
Complementary to probabilistic graphs, we will outline an order-statistic
(see Sec. 2.3.2) that avoids many of the issues mentioned above and allows
for comparison of structurally different graphs. This could then be visually
encoded as a boxplot, e.g., to assess representativeness using quantile-
enclosing geometry, similar to traditional boxplots [WS12]. Here, we mainly
concentrate on the mathematical model.

3.3.1 Graph Edit Space
Any graph can be registered within the edit space of all graphs when
considering some graph edit distance [Gao+09]. Fig. 3.12(a) illustrates this
concept using a set of graphs with varying edge presence (node presence
stays fixed for simplicity). Such an edit graph exhibits a hyper-cubic shape
and does not have a well-defined product. Accordingly, there is no obvious
way to compute a centroid in the Euclidean sense. Because of the hyper-
cubic nature of this edit space, we know that the full edit graph is a median
graph [Neb71]. Thus, all triples of edit-space vertices have a unique median
that lies on the shortest path between those elements as illustrated in
Fig. 3.12(c). This will allow us to define some notion of centrality (i.e., data
depth). Considering the edit space has another advantage: many definitions
of graph edit distance include some graph isomorphism, i.e., one does
not need to know the linkage between identities of the nodes and edges
of multiple graphs for structural comparisons. Nevertheless, let us first
look at what constitutes an applicable definition of data depth without
considering the graph isomorphism problem.

231

(a) Edit space (b) Edge-bit coding (c) Median m of vertices a, b, c.

Figure 3.12: Illustration of the hyper-cubic edit space that is spanned by
three nodes when varying edge existence (a), bit coded for compactness
as shown in (b). Red lines illustrate (implicit) shortest paths. Every vertex
triplet (a, b, c) in (a) has a unique median m like illustrated in (c) allowing
for an order to be established.
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3.3.2 Set Band Depth
Set band depth [WMK13] is similar to functional band depth. A set band
forms a containment contour between the intersection and the union of set
members si in the superset S:

sk ∈ SetBand(s1, . . . , sn)⇔
n⋂

j=1

sj ⊂ sk ⊂
n⋃

j=1

sj (3.12)

A good visual analogy to this formula is the various possibilities to draw
closed contours in Venn diagrams. Set bands can vary in cardinality, with
small bands being sensitive to local changes, whereas larger bands being
more robust against fluctuation. We can apply the definition of set band
depth to express a notion of centrality for a set member under a fixed
maximum band size N with an indicator function χ:

SetBandDepth(sk; N) =
N∑

n=2

χ[sk ∈ SetBand(s1, . . . , sn)] (3.13)

Set members can be enumerated exhaustively or sampled representatively.
In essence, this measure establishes a partial order from the most central
elements (highest value) to the most outlying elements (lowest value).

To transfer this approach to the ensemble of graphs shown earlier, we
replace set members si with edges eij (between vertices i and j, respec-
tively). Since a graph gk = (V,E) can be considered as a set of vertices V

and non-dangling edges E, this also works in the more general case. Let
us consider the fully occupied graph edit space in Fig. 3.13(a) to discuss
how this metric approaches data depth. By inspecting the symmetry on the
left and counting inclusions in the matrix on the right, one can observe
a median for each element in a full hypercube and that each element is
equally often median. This inclusion symmetry starts to break down once
we look at a non-exhaustive set of graphs, shown in Fig. 3.13(b). Then, the
set (of vertices and edges) with the element that occurs most often will
have the highest set band depth, i.e., be the most central one. However,
two medians can still exist. This observation does not contradict Zuo and
Serfling’s notion of data depth [ZS00]: zero at infinity, maximum at the
center, monotonicity, and affine invariance. With that in mind, we can define
our data depth within the edit space of graphs.

3.3.3 Depth from Edit Distance
Let us again consider the initial example, where edit operations are re-
stricted to edge insert and removal (Fig. 3.12(a)). Here, the graph edit
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Figure 3.13: Sets and band inclusion for differently occupied graph edit
spaces. Data depth can be obtained via row-wise counting. Band size can
be obtained via column-wise counting. Set bands are sorted by band size to
reveal the hyper cubic symmetry. Top-down reading direction is left-right.
Red and blue (right) are used to encode (symmetrical) inclusion. For (b),
depth is shown using contour thickness.

distance simplifies to the Hamming distance: We simply have to count
bit flips (XOR), i.e., GED(ga, gb) = Ea ⊕ Eb with E being adjacency ma-
trices aligned by corresponding nodes. Analogous, the edit path can be
computed using bit-wise majority voting, which is also called the median
operator. This relation to the median stays well defined when generalizing
to weighted adjacency matrices using the absolute difference (L1 distance),
i.e., GED(ga, gb) = |Ea − Eb|.

By now, it should be clear that medians separate the edit space uniquely
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(a) α = 0.1 (b) α = 0.5 (c) α = 0.9 (d)

Figure 3.14: Stress-based layout of graphs, linked by graph depth (a-c). α is
linking strength. A traditional boxplot is shown for reference (d). Note that
there is no reference graph in order-based linking, which is particularly
noticeable in (a).

and shortest edit paths are minimal. Thus, we propose a graph depth based
on counting edit distances:

GD(g) =
∑

ga∈G\{g}

GED(g, ga) (3.14)

We conjecture that considering the graph isomorphism problem does
not change the validity of our graph depth: The graph isomorphism problem
is non-convex, rendering the graph edit distance NP-complete [Gao+09;
LQ14]. To reduce computational complexity, one may consider the bipartite
graph edit distance [RB09]. Nevertheless, the NP-complete edit distance
stays minimal by definition, and separating medians lie on the respective
shortest edit paths (see above). A rigorous proof is left to the interested
and motivated reader.

While there is no “reference graph” as in probabilistic graph layouts
(Sec. 3.2), we can still compute a stress-based layout to superimpose graph
instances. Instead of anchoring to one reference, we link graph instances
based on the partial order. Fig. 3.14 shows slight alignment with depth-
adjacent graphs at low linking strength and a union-like layout at higher
linking strength.

We see applications to various types of networks where other methods
have difficulties, e.g., networks that do not exhibit a clear trend (e.g., traffic
networks over time), or where structural comparison is of interest (e.g.,
network dataset collections). Particularly interesting could be a mixture
of both, e.g., when comparing cognitive social structures over time across
various social bubbles. Practically speaking, our measure allows for order-
ing of not-logically connected competition networks (e.g., Bundesliga and
NHL) by representativeness.
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3.4 Bubble Treemaps
With traditional treemaps [JS91], it is not straightforward to encode addi-
tional information such as uncertainty in a geometric way. Furthermore,
inclusion via area suggests additive propagation, which might not be the
case for uncertainty. Bubble Treemaps allocate extra space in the layout to
encode certain and uncertain information together in a geometric manner,
similar to error bars. Leaf nodes of a hierarchy are encoded as packed
circles and enclosed by an arc-based parameterizable contour, allowing for
depiction of additional group-level information. Fig. 3.15 shows a typical
example of a Bubble Treemap, emphasizing nodes with high uncertainty
using deformations of the contour (amplitude and frequency) to resemble
variability of box-plots while maintaining treemap-typical color coding of
higher-level nodes. More examples can be found in the full paper [Gör+18].
Our technique offers great flexibility to choose appropriate encodings, de-
pending on the task and underlying model—it even works well in black and
white.

(a)
(b)

Figure 3.15: Bubble Treemap of the S&P 500 index, decomposed into
sectors and companies. Uncertainty arises from aggregating one week of
stock data in November 2016. Each circle represents a stock; its area is
proportional to the mean closing price, whereas the standard deviation is
depicted using the outlines. Our visualization helps to discover a medium-
sized sector with low uncertainty and assess its composition (a), as well
as a sector with high uncertainty and the company that mostly introduced
it (b).
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3.4.1 Uncertainty Model
Given a hierarchy of values with uncertainty in the form of additional
attribute values for the leaves and an aggregation model (Fig. 3.16(a) and
3.16(b)), we construct a Bubble Treemap by extracting characteristics
from distributions for each level of the hierarchy. Then, mapping these
characteristics to circles and analytically defined arc-based contours for
leaves and inner nodes, respectively. To achieve a compact layout, we
implement a force-directed model (Fig. 3.16(c)).

Bubble Treemaps (in contrast to Uncertainty Treemaps, Sec. 3.5) do
not strive for an optimal partitioning of the space but rather purposefully
allocate space that we parameterize and then use to encode additional
information.

· · ·

· · · A ◦ B ◦ C

A B C

· · ·

· · · 20±
√
6

9± 2 5± 1 6± 1

(a) Hierarchy (b) Propagation (c) Layout (d) Rendering

Figure 3.16: Overview of the Bubble Treemap method. We start with mea-
sured distributions organized in a hierarchy (a). We usually only know
the leaf level. By applying a suitable uncertainty model, we propagate
characteristics of the underlying distribution toward the root (b). Then, we
compute the treemap layout using circular arcs and a force-based model (c).
Finally, we draw leaf circles and inner-node contours around each level of
the hierarchy (d).

Definitions and Notation Let T be a rooted tree. Each node v ∈ T has a
set of children children(v). A node without children is a leaf; non-leaf nodes
are inner nodes. The leaves of a node are referred to using leaves(v). An
attribute vector a⃗i ∈ A ⊆ Rn is associated with each node. Typical attribute
vectors would be the mean and standard deviation. Our visualization, how-
ever, is not limited to this one characteristic. For uncertainty, we denote the
value of each node v in T by µ(v). We assume that this value corresponds
to the mean or the sum of means, respectively. We denote the uncertainty
of a node v ∈ T by σ(v). We assume that the uncertainty is the standard
deviation and that the children are independent. The uncertainty values of
an inner node can be derived from its children (Eq. 2.3 on page 14). Note
that the relative uncertainty σ(v)/µ(v) tends to become smaller higher in
the hierarchy.
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3.4.2 Circular Arc Contours
In the spirit of treemaps, we recursively draw inner-node contours as
arc-based entities around leaf circles to depict parent-child relationships.
Instead of using an implicit description of the contour together with, e.g.,
the marching squares algorithm for rendering, we construct the contour
in the form of a parametric curve. This approach offers the benefit of an
analytic expression, which we utilize to encode an additional attribute
dimension. We do not need to discretize space to draw the contour, and it
allows us to describe the contour directly using arc segments.

Furthermore, as a small advantage, our Bubble Treemaps do not re-
quire color and can be completely described using vector graphics. In the
following section, we describe the different steps that are necessary to
construct the contour—Alg. 3.1 describes the complete procedure.

Algorithm 3.1: Construction of the contour
Input: Nodes vi
Result: Contour R

1 Let E be a sequence that represents the envelope
2 C ′ ← enlarge leaves(vi) by di + si
3 c← element from C ′ with leftmost extent
4 E.push(c)
5 c← circle with leftmost intersection
6 while c ̸= E[0] and c has unvisited leftmost intersection do
7 E.push(c)
8 c← circle with leftmost intersection
9 Let R be a sequence that will hold the contour

10 forall adjacent pairs c1, c2 ∈ E do
11 t← tangent arc between c1 and c2
12 t1, t2 ←truncate c1 and c2 to t
13 R.push(t1, t, t2)

For a given inner node vi, we need to find an enclosing surface that
includes all circles of leaves(vi). Computing the enclosing contour consists
of three parts: First, we need to find the circles that make up the enve-
lope Ei ⊂ leaves(vi). The envelope contains the subset of circles that are
exposed at the outside of the set. By iterating over these circles, we can
construct the contour as a circular arc spline defined as a sequence of biarc
curves [Bol75]. A biarc curve consists of two arc segments that share the
same tangent direction at the connection point, which leads to a smooth
transition (G1 continuous). Therefore, all elements stay circular, which
simplifies the layout computation (Sec. 3.4.3).
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Parameters

There are several parameters that describe the space requirements of the
contour. These parameters can be defined separately for each node vi. The
margin mi describes how far the contour will be placed from the underlying
structure. The parameter wi reflects the contour width, which is important
if we want to encode additional information directly into the contour, or
use the contour to emphasize the tree structure. At last, the padding pi
models how close adjacent objects can be placed. Note that there exists
such a tuple of parameters for each vi of the tree (leaves and inner nodes
alike). In many cases, we are only interested in the total amount of space
that is required for the contour, which we define as di = mi + wi + pi for a
corresponding node vi.

In addition to the parameters inherent to a given node, each tree level
is assigned a smoothness parameter si. This parameter controls how tightly
the contour will fit around the children(vi) and represents the radius that is
used for the tangent arc. Varying s allows us to adopt several concepts from
computational geometry; the influence of this parameter on the contour
will be discussed in Sec. 3.4.4.

The basic primitive of our method is the construction of the tangent arc.
Formally, given two circles a and b with center points at p⃗a, p⃗b and radii ra,
rb and the desired radius of the tangent arc rt ≥ ∥p⃗a− p⃗b∥− (ra+ rb), we can
find the center of t by virtually enlarging a and b by rt to obtain a′ and b′:

r′a = ra + rt and r′b = rb + rt

The intersection (a′∩b′) gives us the centers pt of t. Truncating these circles
(with radius rt) to the lengths between the two respective tangent points of
t with a and b gives us the desired tangent arcs. Fig. 3.17(a) outlines the
construction with tangent arcs shown in red.

Finding the Envelope

To find the envelope Ei, we virtually enlarge each circle of leaves(vi) by
di+si. The result of this step is the set of circles C ′. We can now compute the
intersection graph of C ′, a graph that contains an edge (ci, cj) with ci, cj ∈ C ′

iff c1 ∩ c2 ̸= ∅. For simplicity, we assume the graph to be connected. In case
of a disconnected intersection graph, a larger smoothness parameter si
should be chosen. Next, we find the circle with the leftmost point among
all elements of C ′, which has to be part of Ei by construction. Starting from
this element, we can traverse the intersection graph, always choosing the
edge that leads to the circle with the leftmost intersection point (as shown
in Fig. 3.17(c)). The selection procedure is shown in Fig. 3.17(b). Here,
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(b) Selection of the next
circle from the envelope.
The leftmost intersection
point i1 is shown in red.
Note that the circle c is
skipped in this configura-
tion.

(c) The intersection graph
of a set of circles. The
original circles in gray
are enlarged to reflect the
smoothness parameter s.
The red arrows show the
traversal that computes
the envelope.

Figure 3.17: Different steps that are needed to construct the contour:
(a) construction of tangent arcs, the basic primitive of our contours; (b) se-
lection procedure for the envelope; (c) traversal order of the intersection
graph.

the current circle is a and we consider the intersection points i1, . . . , i4,
comparing their respective angles to v⃗ = p⃗b − p⃗a. We only need to consider
the angles that are counter-clockwise to v⃗. From those, we choose the
largest one (α in this case). Note that it is not sufficient to find the outer
face of the embedded intersection graph because there might be small
circles that are skipped depending on the specified smoothness s, which is
the case for circle c in Fig. 3.17(b)—the proposed selection method solves
this problem.

Constructing the Contour

We use Ei to construct the contour. To create the circular arc spline, we
first add a tangent arc to each neighboring pair of circles. In the second
step, we convert these circles to arcs. Then, we set the start angle α and
the length θ of the arc segment by converting the left and right neighbors
of each circle to polar coordinates centered at the current circle. It is
important to note that one needs to handle the cases of inward arcs, which
are oriented clockwise, and outward arcs, which turn counter-clockwise.

The described method only works if the intersection graph is connected.
Additionally, the smoothness parameter s is constrained by the maximal
distance d = ∥p⃗a− p⃗b∥ between two circles a, b ∈ Ci, so that the contour will
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not intersect with itself:

s ≥ r′a
2 − (r′a

2 − r′b
2 + d2)2

4d2
(3.15)

If a and b move further away from each other, the tangent arc will move
into the gap in between. By constraining smoothness this way, we prohibit
that the tangent arc moves across the line segment connecting the centers
p⃗a and p⃗b of the two circles. Limiting s as described in Eq. 3.15 also covers
the case where the radius of the tangent arc is too small to find a tangent
point for each a and b, which is the case when a′ and b′ do not intersect.

3.4.3 Layout Algorithm
Similar to circular treemaps [Wan+06; Wet03; ZL15], our layout algorithm
maps one attribute dimension, such as the expected value, to the area
of the circles. The topology of the underlying tree is encoded implicitly
through containment, i.e., the area of a child lies completely within the
area of its parent node.

To achieve a compact representation, we use an adapted version of the
circular treemap (Fig. 3.18(a)) algorithm to initialize our layout, similar
to the one described by Wang et al. [Wan+06]. Afterward, we traverse
the hierarchy bottom-up and perform a force-based circle packing while
accounting for the space that is occupied by the contours of the respective
sub-hierarchies.

Once we have the initial layout, we perform a post-order traversal over
the circular treemap and transform it to a Bubble Treemap. We achieve this
by constructing a spring-based system, as shown in Fig. 3.18(b), for each

(a) Initial layout

p⃗i

g⃗1

g⃗2g⃗3

C1

C2

C3

(b) Forced-based packing

Figure 3.18: Initial layout (a) and schematic of the force-based method for
two levels of the hierarchy (b). After laying the children out in the first step
(dashed), they become fixed and will be moved as a whole in the second
step (solid).
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sub-hierarchy. The post-order traversal that visits each node vi starts from
the leaves, which at first remain in the arrangement that was determined
by the circular layout algorithm. In subsequent steps of the traversal, the
elements Ck of each child k ∈ children(vi) are grouped together using a
contour Gk, as explained in Sec. 3.4.2. Depending on the structure of the
tree, the elements of Ck can either be circles, coming from leaf nodes, or
contours that were already constructed in previous steps. We can interpret
Ck as a rigid body, with mass distributed according to its area, on which
external forces can be applied. Then, we define the center of the current
(circular) node vi as the center of a spring system with a fixed position p⃗i.
Next, we compute the center of mass g⃗k for each k and connect it to p⃗i
using a spring.

Fig. 3.18(b) shows an example of such a setup for two levels of a
hierarchy. The springs can be seen as attractors that pull each Ck toward p⃗i.
We then simulate the forces in the system using a physics engine, avoiding
collisions between each Ck, to create a force-based layout. In practice, we
found that approximating the contours by virtually enlarging each circle
of leaves(vi), to the extent of the contour, already yields good results while
simplifying the configuration of the physical simulation.

After computing such a force-based layout for vi, the relative positions of
the elements of Ck to each other are fixed and are subsequently transformed
as a whole in later steps of the post-order walk. A detailed description of
the algorithm is shown in Alg. 3.2.

Algorithm 3.2: Hierarchical Bubble Treemap layout
Input: A node vi of a tree with circular layout

1 p⃗i ← center of vi
2 W []← empty list of rigid bodies
3 forall k ∈ children(vi) do
4 LayoutNode (k)
5 Ck ← list of elements for each k ∈ children(vi)
6 forall C ∈ Ck do
7 G← create rigid body from Contour (C)
8 g⃗C ← center of mass of G
9 connect g⃗C to p⃗i using a spring

10 W .push(g⃗C)
11 SimulateForces (W)
12

Input: A tree T with circles in the leaves.
Output: root

13 root← CircularTreemapLayout (T )
14 LayoutNode (root)
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3.4.4 Discussion
Visual variables The expected value (node area) adds up from the leaves
to the root, as for all the other treemaps, and is very similar to the ap-
plication of visual variables to maps [Ber83]. Note that it is possible to
encode uncertainty inside nodes, e.g., using radial gradients like Vehlow et
al. [VRW13], at the cost of a design dimension to encode additional infor-
mation. Instead, we restrict our discussion to the encoding of uncertainty
on the contour.

Our technique only requires black and white (Fig. 3.19) and offers a
wide set of design choices with regards to visual variables. Usually, we
aim for certainty and uncertainty to be equally salient, with detection-
like tasks being considered an exception. Based on work by MacEachren
et al. [Mac+12], we consider using opacity as a baseline for uncertainty
(Fig. 3.19(a)). Because of the small line width, the difference between
various nodes is barely visible. If contrast is an issue, experimenting with
more clean and geometric visual variables for uncertainty is an obvious
choice. With sketchiness being considered unprofessional [Bou+12], we
opted for clean waveforms on the contours. The first one is dash frequency
(Fig. 3.19(b)), resembling a rectangular signal, and the second one is
wave frequency (Fig. 3.19(c)), resembling a sinusoidal signal. Both visual
variables are easily readable, provide more perceivable levels, and a better
highlight. Despite the visual similarity to dashing and sketchiness, we
refrain from judging intuitiveness based on related work, because the
application is very different. Dash frequency seems to introduce high-
frequent noise. Therefore, the frequency (and phase) of the dashes has to
be selected carefully to avoid interferences between different lines of the
same hierarchy and among siblings of sub-hierarchies.

To discuss saliency, we present a set of visual variables with varying
contour width. We have implemented fuzziness [Mac+12] using blur to
preserve color and mass of the dissolved lines. Blur (Fig. 3.19(d)) is more
readable than opacity and introduces much less noise and saliency than
dashed lines or wave frequency. The levels of blur (Fig. 3.20(a)) are difficult
to distinguish, which is in line with the findings of Boukhelifa et al., who
found that up to four levels of blur can be discerned [Bou+12]. Regarding
intuitiveness, Correll and Gleicher [CG14] discuss a binning effect between
certainty and uncertainty.

The next representation is inspired by error bars. To prevent confusion,
we call this visual variable interval (Fig. 3.19(e)). Regarding intuitiveness,
we expect it to be very close to the well-known error bars. At first glance,
smaller levels are more difficult to recognize, whereas higher levels are
easy to distinguish (Fig. 3.20(b)). The last visual variable is wave ampli-
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(a) Opacity (b) Dash Frequency (c) Wave Frequency

(d) Blur (e) Interval (f) Wave Amplitude

Figure 3.19: Example visual variables applied to the contour. Opacity (a),
dash frequency (b), and wave frequency (c) can be used if a rather constant
contour width is desired, whereas blur (d), interval (e), and wave ampli-
tude (f) can be used if a variable contour width is preferred.

(a) Blur (b) Interval (c) Wave Frequency × Amplitude

Figure 3.20: Different gradations for visual variables with varying contour
width. Note how frequency influences amplitude.
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tude at a fixed frequency (Fig. 3.19(f)). Note that there is a dependency
between those two variables regarding perception, i.e., low frequencies
are detrimental to distinguishability and high frequencies lead to a Moiré
effect (Fig. 3.20(c)). From the same figure, we have a hunch that perception
of frequency may depend on curve geometry. Nevertheless, sine waves
with constant frequency and a variable amplitude seem to work well. We
speculate that the amplitude fulfills its role as emphasis while frequency
aids regarding quantitative coding. Studying their dependencies is left
for future work. We suspect that differences in overall value (Fig. 3.19,
Fig. 3.20) shift saliency toward certainty or uncertainty, respectively. There-
fore, if equal saliency is desired, we suggest counterbalancing based on
value, e.g., integrating all pixels of each contour within a certain area and
then compensating by adjusting the intensity.

Arc Primitives The main visual characteristic of Bubble Treemaps is
that the inner structure is defined by an arrangement of leaf nodes that is
reflected on the outside by a contour. Nesting contours leads to parallel
curves that capture the underlying tree structure. This effect would be
difficult to achieve with energy-based contouring methods such as implicit
curves or splines.

Using circles and arcs as basic primitives of our method has several
advantages: The users already have a good intuition of how to interpret
Bubble Treemaps, since circle primitives are used throughout many dif-
ferent visualizations already. Furthermore, adding labels to circles and
biarc curves should be simple and visually pleasing because of their clean
geometry. For example, labels can be added by either allocating more space
per node or, if suitable, using segments of the contours.

Another compelling reason to build our method upon circles are the
clear visual outlines that can be achieved, which leads to an engaging
visualization. Other circle-based visualizations [HBW14; WZY16] show that
arrangements of circles are judged as aesthetic.

Parameters of the Contour The way we construct the contour around
the tightly packed circles leads to a general notion of a contour. By adjusting
parameters that define the contour, namely the smoothness s and the
padding p, we can emulate different concepts of computational geometry.
As described in Sec. 3.4.2, s controls the radius of the tangent arcs and can
be used to steer how closely the contour will cling to the underlying circles.
The effects of the parameters on the contour are also shown in Fig. 3.21.
When s→ 0, we obtain the concave hull of the set of circles (Fig. 3.21(a)).
Increasing s will relax the contour, therefore decreasing its total perimeter
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(a) s→ 0 (b) s = 14 (c) s→∞ (d) p = 4, s→ 0

Figure 3.21: Setting the smoothness factor s toward infinity yields the
convex hull of the set of circles. The other parameters of the contour are
constant. We can use the same construction to obtain the offset polygon of
the circles by introducing an additional padding for each circle.

(Fig. 3.21(b)). Finally, for s→∞, our algorithm computes the convex hull
of the set of circles (Fig. 3.21(c)). Independent of s, we can also adjust the
padding p of the contour. This controls how far the contour will be offset
from the original circles. By additionally setting s → 0, we simulate the
offset polygon (Fig. 3.21(d)). Adjusting these parameters per level, s in
particular, can be used to further improve readability. For the provided
examples, we slightly reduced s with each level. This leads to contours that
resemble isocontours, a representation that many users might already be
familiar with from topographic maps or 2D contour plots.

We imagine that the generality of the description of the contour makes
it possible to be used in other contexts of visualization as well. Lately,
advances have been made in the field of visualizing set membership for
objects embedded in the plane [CPC09; Meu+13]. Our method for con-
structing a contour around objects is not restricted to our use case but
could be applied to draw contours around arbitrary objects that are em-
bedded in the plane. For this to work, it should be possible to define a
bounding circle for each object and to know the maximum distance that the
elements of each cluster have, to choose a good value for the smoothness
parameter. Bubble charts that visualize hierarchical or categorical data
could also benefit from the proposed contour method.
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3.5 Uncertainty Treemaps
Traditional rectangular treemaps visualize hierarchical, numerical data by
recursively partitioning an input rectangle into smaller rectangles whose
areas faithfully match the data. When plotting singular data values, it is
straightforward to indicate the error, for example, using error bars that
anchor the uncertainty at the data value. While this strategy works well for
low-dimensional data, it does not lend itself directly to more complex or
higher-dimensional data. Again, uncertainty does not aggregate in the same
way as data values do (relative uncertainty tends to become smaller, the
higher a node is in the hierarchy). Thus, developing an approach that aims
to be trustworthy and to be faithful to the data it represents is challenging—
visualizing both, data values and uncertainty in rectangular treemaps, leads
to two conflicting key requirements:
Visual Aggregation. To assess the value of an inner node, the area of

its rectangle (or generally, its visual size) should directly match its
value.

Uncertainty Encoding by Area. To facilitate comparison between data
and uncertainty, uncertainty should be encoded using the same
visual variable as the data, that is, area.

Either requirement is straightforward to satisfy in isolation but not both si-
multaneously as shown in Fig. 3.22. Visual aggregation could be maintained

Value encoded by area

Low High

Low

Uncertainty encoded by hatched area

High

Hatching type matches hierarchy

Root

Superimposed hierarchy levels

Leaf

Figure 3.22: Uncertainty Treemap of coffee imports from 1994 to 2014,
decomposed into continents, subregions, and countries [Uni16]. Our visu-
alization encodes uncertainty using nested hatched lines in the areas of
the corresponding values. Of the North American countries ( ), the United
States (USA) import much more coffee than Canada (CAN). While Canada
has much less uncertainty in its value (area of ), both countries share a
similar relative fluctuation (height of relative to containing rectangle).
Similarly, going up two levels ( ) reveals that Europe ( , , , ) has lower
relative fluctuation than the Americas ( , ).
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if uncertainty is encoded using a sequential colormap or any other visual
variable that does not hamper the perception of area. Similarly, uncertainty
could be encoded using additional area adjacent to each rectangle. Doing
so, however, will make visual aggregation next to impossible, as an inner
node will have additional area inside its rectangle. In contrast to these
decoupled approaches, our technique meets both requirements.

As an integral part of our Uncertainty Treemaps, we introduce hierar-
chical uncertainty masks as a tool to visualize data and uncertainty in the
same visual space. Our design is based on screen-door transparency and
renders the regions on top of each other (detailed in Sec. 3.5.1). While
our hierarchical uncertainty masks can be applied to any treemap layout
computed with any treemap algorithm, certain layouts result in better vi-
sual quality with respect to mask quality and aspect ratio of the rectangles.
Thus, we show how to adapt existing treemapping algorithms to take the
uncertainty masks into account (see Sec. 3.5.3). Here, we distinguish two
types of algorithms: mask-friendly algorithms that use only the fact that a
mask will be placed and mask-aware algorithms that use the uncertainty
values to compute the layout.

In the full paper [Son+20], we experimentally compare different mask-
quality metrics to establish how well these measures are able to capture
different aspects of quality using a set of common hierarchical datasets
and report on an expert review of our design choices.

Definitions and Notation We apply the same definitions and notation as
known from Bubble Treemaps with one addition for partitioning.

Given an input rectangle R and a hierarchy T , a treemap layout (al-
gorithm) recursively partitions R into rectangles. We describe this layout
using a function Rµ that maps each node v ∈ T to a rectangle with area µ(v).
Rµ(vroot) maps to R.1 The rectangle for each inner node v is the disjoint
union of the rectangles of its children. The quality of a treemap is typically
measured via the aspect ratio of the rectangles Rµ and denoted by ρ(Rµ(v))

for a node v.

3.5.1 Hierarchical Uncertainty Masks
Our hierarchical uncertainty masks are key to enabling Uncertainty Tree-
maps, in which Rσ(v) ⊆ Rµ(v) for any node v. Here, we first discuss the
design of our uncertainty masks, then show how to read the resulting
Uncertainty Treemaps, report the results of a brief expert review, and
finally describe how we measure mask quality.

1For simplicity, we assume that µ is normalized such that µ(v) equals the area of the input
rectangle R for the root the vroot of T .
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Figure 3.23: Hatched uncertainty masks: (left) a leaf node, (middle) a node
above leaf level doubles line width and spacing, (right) a 2-level treemap
with 4 leaves.

Mask Design

Consider some rectangular treemap layout described by Rµ. We want to
augment the layout with regions dedicated to showing σ: the region Rσ(v)

of a node v must be contained in Rµ(v) and have size σ(v). Due to the
recursive nature of treemaps, the regions Rσ(v) inevitably also overlap with
the rectangles (and masks) of nodes lower in the hierarchy. We must thus
consider how to effectively render the masked regions, to ensure that both
Rµ and Rσ remain visible.

In terms of placement, our mask spans a fraction of σ(v)/µ(v) of Rµ(v).2

The mask can be of arbitrary shape as long as it has the correct area
prescribed by σ. However, it is natural to use rectangles for the mask as
well, since the mask is integrated into a rectangular treemap. In particular,
we place the mask as a rectangle at the bottom of the node along the full
width of the node; Fig. 3.23 (left) and (middle) show masks for a single
node.

Fig. 3.23 also illustrates that we render the masks using hatching of
slanted, parallel, equidistant lines. The line width and gap depend on the
node’s hierarchy level, both doubling with each higher level. The line gap
is three times the line width, such that at least every other line is fully
visible. Fig. 3.23 (right) illustrates the overlay of two masks at the bottom
of the treemap: both the lower-level masks in Rσ as well as the full extent
of rectangles in Rµ remain visible. Note that, contrary to other approaches,
the pattern density does not encode the uncertainty value but matches the
hierarchy level.

We place the hatching such that mask lines at a certain level coincide
with half of the mask lines one level lower. To this end, we define the
hatching pattern globally within R. The mask for a specific node v is
then the intersection of Rσ(v) with the global mask, which ensures that

2The observant reader will notice that for σ(v) > µ(v), this may be problematic. We refer
to Sec. 3.5.4 for a brief discussion of this issue.
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the intended visibility through the masks is maintained regardless of the
positioning of the nodes. A discussion of alternative mask shapes and
patterns can be found in Sec. 3.5.4.

Reading an Uncertainty Treemap

Fig. 3.22 shows an Uncertainty Treemap of the Coffee dataset [SSV18]: the
mean amount of coffee imported yearly per country between 1994 and 2014,
with the associated standard deviation [Uni16]. We illustrate our technique
by answering an example question. Section A of the supplementary material
contains additional example questions as well as a basic guide on how to
read Uncertainty Treemaps.

How do Europe ( , , , ) and North America ( ) compare in terms of mean
import of coffee as well as absolute and relative fluctuation? The rectangles
for Europe (EU) and North America (NA) have different width and height,
so we rely on area to assess summed mean and absolute standard deviation.
As there is significantly more blue area ( , , , ) than dark orange area
( ), EU imports more coffee on average. For assessing absolute fluctuation
for the EU, we look at the hatching at the continent level ( ), which spans
the entire with of the treemap. NA is one level lower in the hierarchy, and
thus we consider the subcontinent level hatching ( ). These areas show
slightly higher fluctuation in NA, despite a larger mean.

In relative terms, we consider the same hatched areas with respect
to their containing rectangles. We see that the EU has approximately
15% relative fluctuation, whereas NA has about a third: NA has higher
relative fluctuation. Note that we can always rely purely on the height
of the hatched areas and their containing rectangles to infer the relative
fluctuation, as they have the same width by design.

3.5.2 Mask Quality
Hierarchical uncertainty masks can be applied to any treemap layout.
However, layout has a large effect on the readability of the masks, as the
mask of an inner node is rendered on top of its descendants. Though aspect
ratio is a prominent measure for assessing treemap layouts, our masks are
immediately derived from such a layout and relative uncertainty can be
derived from height only. Therefore, we introduce a new measure for mask
quality of a given layout, to enable comparison and optimization, that more
closely ties to the hierarchical nature of the masks.

Generally, we prefer the mask of a node to overlap few of its children to
increase the visibility of the individual child nodes. However, mask overlap
cannot be avoided due to the partitioning nature of treemaps. Nevertheless,
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when a child mask extends beyond its parent, it is visible more clearly as
no mask is rendered on top of it. This also matches the fact that relative
uncertainty decreases higher in the hierarchy. In other words, a child mask
extending beyond its parent reduces the number of layers that a reader
must see through to assess the area, which has been shown to be beneficial
for the separability of layered terrain-like surfaces [BHW09]. Our metric
hence captures how much the mask of a parent extends beyond the mask
of its child nodes, as this hides the lower-level masks.

Node Quality To capture this idea for a single node u, we define its excess
overlap with respect to its parent or ancestor v. The excess overlap that v
causes for u is the part of the rectangle of u that is covered by the mask
of v but not by the mask of u itself: ε(u, v) = (Rµ(u) ∩ Rσ(v)) \ Rσ(u) (see
Fig. 3.24). Let S(u) be the set of the relevant ancestors of u. We define the
excess overlap of u as EO(u) =

∑
v∈S(u) |ε(u, v)|. We consider two options

for the set S(u): either it contains all ancestors of u (option A) or it contains
only the parent of u (option P). Although option P is less complex, it may
miss repeated excess overlap by many ancestors.

Treemap Quality We now derive a mask quality measure for an entire
layout using excess overlap. There are multiple options for aggregating
the values of individual nodes. The excess overlap measures the area of
overlap, typically putting more focus on large nodes. We can either directly
aggregate the area or size (option S) of the excess overlap of individual
nodes or first normalize (option N) the excess overlap of each node u by
dividing EO(u) by µ(u). Although option S captures visually salient excess
overlap, it could result in hiding that many smaller nodes have excess

Figure 3.24: Examples of mask quality, with excess overlap indicated by
the shaded region. (Left) Properly nested: each lower-level mask (thinner
lines) extends beyond the higher-level masks. (Middle) The middle-level
mask extends beyond the lowest-level mask. (Right) Each higher-level mask
extends beyond the lower level masks.

64



3.5. Uncertainty Treemaps

overlap. If each node is equally important, regardless of area, then option
N is more adequate to capture the overall visibility of the masks.

The various options lead to four different quality measures for an individ-
ual node u, which we denote by EOxy(u), where x ∈ {A,P} and y ∈ {S,N}.
For example, EOAS(u) indicates the excess overlap of u measured with
respect to all ancestors (A) of u, using the size (S) of the overlap directly;
EOPN(u) indicates the excess overlap of u measured only with respect to
the parent (P) of u, normalized (N) by the area µ(u) of u. Typically, we drop
the argument u when we talk about the quality measure in general.

Using these measures, we can compute mask quality for an entire layout
by taking the average or the maximum over all nodes in the hierarchy. These
quality measures can be directly applied to any type of treemap and mask
shape.

3.5.3 Adapting Treemap Algorithms
There exist many different treemapping algorithms for hierarchical data
without uncertainty, typically focusing on optimizing the aspect ratio of the
individual rectangles in the layout. When overlaying hierarchical uncer-
tainty maps, we also should consider mask quality. However, the primary
data values need to remain legible and comparable and thus we cannot
focus solely on mask quality. The resulting problem is thus a bicriteria
optimization problem: we want to optimize the aspect ratios, but addi-
tionally achieve high mask quality. Treemapping algorithms often include
choices that do not influence the final aspect ratios of the resulting treemap.
Such choices can be modified to improve the quality of the masks. We can
distinguish two types of mask-based modifications to the algorithms:

Mask-friendly: the algorithm uses the fact that the mask will be placed
at the bottom of a rectangle, but does not consider the actual
uncertainty values.

Mask-aware: the algorithm uses the data uncertainty values to com-
pute the layout.

The degree to which we can make a particular treemapping algorithm
mask-friendly or mask-aware depends on how many choices are arbitrary
regarding the aspect ratios and thus how much freedom the algorithm
offers. We illustrate our approach using the Approximation algorithm that
arguably offers the most freedom.

Approximation The Approximation algorithm [NA07] works as follows.
Consider a node v with a given rectangle Rµ(v). Let u1, . . . ud denote the
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d children of v, sorted in decreasing order by value. Let k denote the
smallest number such that

∑k
i=1 µ(ui) ≥ 1

3
µ(v). Let A = {u1, . . . , uk} and

B = {uk+1, . . . , ud} denote the resulting partition. We now split Rµ(v) into
two rectangular containers of the correct size: one for A and one for B.
If the width of Rµ(v) exceeds its height, this split is horizontal : the two
containers are side-by-side – A is assigned to the left container and B

to the right. Otherwise, the split is vertical : one container is above the
other, with the upper one being assigned to A and the lower to B. This
strategy is then recursively applied to the two containers, where we may
now consider the container as a “virtual node” with the assigned children.
When the container has only a single child u, it defines Rµ(u) and we
may continue the recursion on u if it is not a leaf. It can be shown that,
using this approach, all aspect ratios are bounded by max{ρ(Rµ(v)), 3, 1 +

max1≤i<d µ(ui+1)/µ(ui)} [NA07].

Mask-Friendly Algorithms

Mirroring a given treemap horizontally or vertically (or any of the rectan-
gles of inner nodes) does not affect the aspect ratios of the rectangles in the
treemap. However, it can affect the quality of the uncertainty mask. Some
algorithms construct their layout based on the order of the children of a
given node by area/value, typically placing the rectangles in a left-to-right
and/or top-to-bottom pattern. Such algorithms naturally place children with
small area at the bottom. However, since the uncertainty mask is drawn at
the bottom of rectangles, the mask will typically overlap with the smaller
children, resulting in a lower-quality mask.

We can avoid this problem by mirroring the construction vertically,
placing larger children at the bottom and smaller children at the top. Our
experiments [Son+20] show that this approach can be expected to generally
improve mask quality. This very simple approach can readily be applied to
many different treemapping algorithms, making them mask-friendly.

For the Approximation algorithm, when the original algorithm intends
to make a vertical split, then the larger children (set A) are placed above
the smaller children (set B). We can easily mirror this approach by placing
B above A instead, without affecting aspect ratio. For a horizontal split,
we do not need to change anything. The resulting pseudocode for this
mask-friendly version of the Approximation algorithm can be found in
Alg. 3.3 and Alg. 3.4. The only change to the original algorithm is in
line 8 of Alg. 3.3, where “below” is used instead of “above”. Given a
tree T with root v and input rectangle R, we compute a layout by calling
MFApproximation(children(v), R).
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Algorithm 3.3: MFApproximation(U,R)

Input: U is a set of d nodes with the same parent and R is
rectangle of size

∑
u∈U µ(u). a treemap layout Rµ for U and

their descendants inside R.
1 if d = 1 then
2 u← the single node in U
3 Set Rµ(u) = R
4 MFApproximation(children(u), R)

5 else
6 s, A,B ← ApproximationSplit(U,R)
7 if s = vertical then
8 RA, RB ← vertical split of R with RA below RB

9 RA, RB ← horizontal split of R with RA left of RB

10 MFApproximation(A,RA)
11 MFApproximation(B,RB)

Mask-Aware Algorithms

The ability of mask-aware algorithms to use the data uncertainty values
opens up many possibilities to optimize mask quality. It allows us to directly
use one of the quality measures for masks (Sec. 3.5.2) to guide the con-
struction of the layout. However, optimizing for mask quality is involved
and likely cannot be computed efficiently. Nonetheless, we can use such a
measure to make more informed heuristic choices.

For the Approximation algorithm, we explore the choices of the algo-
rithm further: The main choice involves the partitioning of the children
u1, . . . , ud (ordered decreasingly by µ) of a node v into A and B. We recall
that the aspect ratio of the final rectangles in the treemap is bounded
by max{ρ(Rµ(v)), 3, 1 + max1≤i<d µ(ui+1)/µ(ui)}. Thus, as long as the same
bound applies to the subsets of children A and B (in particular, the ratios
of consecutive values) and the aspect ratios of their container rectangles,
the resulting partition will satisfy the aspect-ratio bound regardless of the
choice of A and B. We call a split (that is, the sets A and B along with the
splitting direction) valid if it satisfies these properties. By allowing all valid
splits, we have more options to optimize mask quality. To increase flexibility
even further, we introduce a parameter q ≥ 3, and relax the aspect ratio
bound to max{ρ(Rµ(v)), q, 1 + max1≤i<d µ(ui+1)/µ(ui)}.

Below we describe the modifications in detail. The overall algorithm re-
mains the same, but we replace the splitting algorithm ApproximationSplit
(Alg. 3.4) by MaskAwareSplit (Alg. 3.5), which attempts to find a valid split
that optimizes mask quality.
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Algorithm 3.4: ApproximationSplit(U,R)

Input: U is a set of d > 1 nodes; R is a rectangle of size
∑

u∈U µ(u).
a split direction and two sets A and B, such that A ∪B = U ,
A ∩B = ∅.

1 Sort U = u1, . . . , ud by decreasing µ value

2 k ← smallest value such that
∑k

i=1 µ(ui) ≥ 1
3

∑
u∈U µ(u)

3 A,B ← {u1, . . . , uk}, {uk+1, . . . , ud}
4 if height of R is greater than its width then
5 return vertical, A,B
6 return horizontal, A,B

Algorithm 3.5: MaskAwareSplit(U,R)

Input: U is a set of d > 1 nodes; R is a rectangle of size
∑

u∈U µ(u).
A valid split with direction and sets A and B, such that
A ∪B = U , A ∩B = ∅.

1 Sort U = u1, . . . , ud by decreasing µ value
2 k, k′ ← smallest and largest value such that {u1, . . . , uk},
{uk+1, . . . , ud} is a valid vertical split

3 if k and k′ exist then
▷a valid vertical split

4 A,B ← {u1, . . . , uk}, {uk+1, . . . , ud}
5 A′, B′ ← {uk′+1, . . . , ud}, {u1, . . . , uk′}
6 Improve estimate e (e′) for split A,B (A′, B′) by repeatedly

moving the node from B (B′) to A (A′) that most improves the
estimate and maintains validity, until no such element exists

7 if e ≤ e′ then
8 return vertical, A,B
9 return vertical, A′, B′

10 else
11 k ← smallest value such that {u1, . . . , uk}, {uk+1, . . . , ud} is a valid

horizontal split
12 A,B ← {u1, . . . , uk}, {uk+1, . . . , ud}
13 Reduce imbalance |

∑
a∈A σ(a)−

∑
b∈B σ(b)| for split A,B by

repeatedly moving the node from B to A that most reduces the
imbalance while maintaining validity, until no such element
exists

14 return horizontal, A,B
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3.5. Uncertainty Treemaps

Choosing Splits As horizontal splits always cause both container rectan-
gles to overlap the mask of v, we prefer vertical splits over horizontal splits.
With a vertical split, the mask of v may overlap rectangles and masks in the
bottom container. However, if the bottom container is large enough, the
mask of v will not overlap the top container. Thus, we first attempt to find a
valid vertical split and use a horizontal split only if no valid vertical split
exists.

Vertical Splits As before, let u1, . . . , uk be the children of a node v in
decreasing order on the µ value. We initially consider a partition A =

{u1, . . . , uk} and B = {uk+1, . . . , ud}, such that A and B form a valid vertical
split, and k is as small as possible. If we cannot find a valid split of this form,
we use a horizontal split instead. A will be assigned to the lower container
and B to the upper container for a vertical split. Thus, we want to achieve a
high mask quality for A in the lower container (measured as a lower score
in one of our measures). Instead of recursively computing the optimal mask
quality for A (which would be too expensive), we estimate mask quality
using a simple layout for A: all remaining splits in A are horizontal. This
way we can efficiently compute an estimate for any mask quality measure
(e.g., EOPN) in A.

Having found a valid vertical split, we use a local search algorithm
to further improve the estimated mask quality in A. We repeatedly pick
the node b ∈ B such that: (1) moving b from B to A still results in a valid
vertical split, and (2) the estimated mask quality in A (after moving b to A)
is improved the most. We repeat this step until no further improvement is
possible.

Finally, we try the same approach with the order of the children reversed.
That is, we choose the largest k′ such that A′ = {uk′+1, ..., ud} and B′ =

{u1, ..., uk′} is a valid vertical split. That is, A′ contains the smaller children
and B′ the larger children. Note that this is different from the mask-friendly
strategy, placing smaller children at the bottom. However, since the mask-
aware algorithm uses the uncertainty values and small children may have
large uncertainty, this approach can sometimes improve mask quality.

Horizontal Splits If we apply a horizontal split, then the into A and B

does not influence the mask-quality estimation. However, for both A and
B it is beneficial for mask quality to put elements with large uncertainty
at the bottom in future vertical splits. Hence, we aim to make the total
uncertainty in A and B as equal as possible.

As above, we start with partitions A = {u1, . . . , uk} and B = {uk+1, . . . , ud},
such that A and B form a valid horizontal split, and k is as small as possible.
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Next, we aim to minimize |
∑

a∈A σ(a)−
∑

b∈B σ(b)|. We again try to minimize
this difference via a local search: we repeatedly move the node b ∈ B from
B to A that reduces the difference as much as possible, while ensuring that
the horizontal split remains valid. Since A and B are essentially symmetric
for horizontal splits, there is no need to evaluate the reverse order of the
children, like we did for the vertical splits.

Experimental Results Our experiments [Son+20] show that while a
mask-friendly approach removes excess overlap, there is still ample room
for improvement and going mask-aware is in generally worth as shown in
Fig. 3.25. We recommend the Approximation algorithm with aspect-ratio
slack q = 3 and normalization (3N variant). It is best to compute Uncertainty
Treemaps since it generally provides the superior or otherwise competitive
performance regarding aspect ratio and mask quality (both normalized
and area-based) and demonstrates more consistent performance between
datasets.

3.5.4 Discussion
We now discuss our visualization approach and potential alternatives. In
particular, we consider alternatives for mask shape, placement, and ren-
dering that can be easily combined with our layout algorithms. We also
discuss effects of high uncertainty and unbalanced hierarchies.

Mask Shape and Placement

A mask is a generic representation of uncertainty using the area covered by
it. This still leaves an ample design space for precise shape and placement.
We recommend placing rectangular masks at the bottom and along the full
width of a node. All examples so far used this approach, as it simplifies
relative uncertainty assessment. However, other variants are possible, for
example, placing the mask at the center or as four rectangles along the
boundary. We denote the latter type as passe-partout, because it resembles
this matting construction from picture framing. Fig. 3.26 illustrates our
recommended bottom rectangle placement and the two alternatives.

The three placement variants have different characteristics. The inner-
rectangle placement has the advantage that it is symmetric within the
node. However, it has several shortcomings. First, because the inner part
is not visually connected to the node, we expect that it is harder to relate
the mask to its containing rectangle, if many nodes overlap. Second, the
visual encoding of uncertainty now fully relies on the accuracy of area
perception. Unfortunately, the human visual system is not ideal for area
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3.5. Uncertainty Treemaps

Figure 3.25: Layouts of the Infant dataset computed by the Approximation
algorithm (top), its mask-friendly variant (middle), and the 3N-variant
(bottom). The number of overlapping nodes, and the general amount of
excess overlap, decrease considerably with each improvement.
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estimation. Steven’s original power law already indicated a nonlinear map-
ping between physical area in the stimulus and perceived sensation [Ste57;
Ste60]. Later work discusses other aspects of area perception [Teg65;
LLM11]. In essence, area encoding is not the best option for a reliable
visual representation.

Length perception is more accurate, following Cleveland and McGill
[CM84] or Mackinlay [Mac86]. With bottom-rectangle placement, a reader
can use length perception to estimate relative uncertainty. Comparisons
between nodes with identical height (horizontally adjacent) can use height
directly to accurately compare relative uncertainty; similarly, height can be
used directly to compare absolute uncertainty between nodes with identical
width (vertically adjacent). Inner-rectangle and passe-partout placements
cannot directly rely on length perception for estimating relative uncertainty.
Deciding which node has higher relative uncertainty is possible using length
perception if the width or height of the nodes is the same. However, the
lengths to be compared are more separated (especially for inner-rectangle)
compared to bottom-rectangle placement.

Finally, aspect ratios of the masked areas tend to already be low in
bottom-rectangle placement. This is exacerbated in the passe-partout place-
ment. As extreme aspect ratios hinder comparing area [KHA10], this is
undesirable. Furthermore, this spreading of area also leads to smaller
heights to perform the above mentioned height assessments with, making
such comparisons more difficult as well.

Therefore, for robust uncertainty visualization that supports relative as
well as absolute uncertainty assessment, we recommend bottom-rectangle
placement. However, the passe-partout placement might be preferable if a

Figure 3.26: Options for mask placement, from top to bottom: bottom
rectangle, inner rectangle, and passe-partout. Each row shows nodes with
different aspect ratios and 25% relative uncertainty.
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3.5. Uncertainty Treemaps

Figure 3.27: Coffee dataset using APP layout with passe-partout mask.

more symmetric visualization is required, for example, to compare along
the horizontal and vertical axes of the treemap, or to implicitly emphasize
the nesting hierarchy by the uncertainty borders. Fig. 3.27 shows a passe-
partout rendering of the Coffee dataset, to be compared with Fig. 3.22.

Completely different shapes might also be used, such as piece-wise
linear or even curved mask boundaries. The mask might also be split into
disjoint regions. With this flexibility, other optimization cost functions could
be explored. However, such shapes differ significantly from the general
look of rectangular treemaps and we thus expect that this does not result
in a harmonious whole.

Mask Rendering

Besides mask layout, its rendering is critical for an appropriate visualization
and should be matched to hierarchy level for visibility. We chose slanted
hatching; below, we discuss two other options.

Bar Hatching We could use vertical bars in an otherwise identical design.
However, such vertical bars are less visually separable from the treemap
partitioning itself due to the use of the same angles. Also, we expect bars to
give the impression that the uncertainty value is encoded as height instead
of area.

Checkerboard This design uses a checkerboard pattern of opaque and
(fully) transparent squares. The size of the squares doubles with every level
of the hierarchy, ensuring that the next-level mask can fit a 2×2 pattern
with a transparent square. Thus, lower-level masks always remain partially
visible. The drawback of this design is that it occludes a significant portion
of the lower-level masks, as is also aligned with the treemap partitioning.
As a result, this pattern remains hard to assess. Moreover, the visual
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complexity of the pattern is high as well, possibly distracting from the
actual data.

All three variants follow general design recommendations for uncer-
tainty visualization: they implicitly modify the perceived luminance and
saturation in the mask areas; these two visual channels are suitable to
show uncertainty, as, for example, discussed by Guo et al. [GHL15] or
MacEachren et al. [Mac+12]. Sketchiness would have been a different kind
of visual mapping, but as Boukhelifa et al. [Bou+12] point out, might lead
to an unprofessional look.

Fig. 3.28 compares our choice and the two alternatives. It suggests that
(diagonal) hatching yields a good mask rendering, especially for several
layers of overlay. Future work may include a formal evaluation of these and
other rendering options in terms of effectiveness for conveying uncertainty
in treemaps.

Uncertainty and Hierarchy

Uncertainty Models We generally assume that uncertainty is defined at
the leaves as a standard deviation and that the underlying distributions are
independent. We use this in establishing our datasets, but our techniques
(masks, mask quality, algorithms) are otherwise agnostic to the source
and relations between uncertainty. Of course, using different models of
uncertainty may influence the performance of the various improvements.

For example, each node may be characterized by an interval of potential
values. We could use the upper bound as µ and the interval size as σ. The
aggregation of values through the hierarchy has to be done using interval
arithmetic. Though the aggregation method changes, no changes to the
techniques are necessary.

High Uncertainty Our method is designed for scenarios where σ(v) ≤
µ(v) for any node v. As treemaps are used for nonnegative data, this seems

Figure 3.28: Mask rendering: hatched, bar, and checkerboard (left to right).
All show the same three-level hierarchy in a single node.

74



3.5. Uncertainty Treemaps

a reasonable condition, but may not always be met for all nodes. In rare
cases, we observe that the uncertainty is larger than the data value. In such
cases, the mask covers the full node, though that does not quite accurately
capture the actual uncertainty. It does strongly signal nodes with (very)
high uncertainty that warrant further investigation, and as such may be
sufficient.

To show such high uncertainty more precisely, we may re-mask the
node. That is, we show the hatched mask over the entire node, and then
appropriate apply a second mask with area σ(v) − µ(v) using a hatched
pattern using diagonals in the other direction. This effectively creates a
cross-hatching, where the cross-hatched area of the mask counts twice
toward visualizing the uncertainty. This allows visualizing uncertainty up
to twice the data value of a node.

Generally, we could allow k orientations of hatching to communicate
uncertainty up to k times the data value. However, such patterns would
likely obscure too much of the node itself, making it more difficult to assess
its data value and compare it to other nodes. Hence, we do not apply such
generalized cross-hatching.
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3.6 Treemap Comparison
In this section, we discuss differences and common characteristics of
Bubble Treemaps and Uncertainty Treemaps.

Area Utilization In comparison to circular treemaps, Bubble Treemaps
use space more efficiently, especially for k-ary trees with a small branching
factor. Fig. 3.29 shows this problem for a 3-ary tree with four levels and
leaves of equal size. In the most extreme case, namely, a binary tree where
the left and right children have equal sizes rc, the parent circle has to have
a radius rp = 2rc. When the circles of the children are drawn on the inside
of the parent, only 50% of the area of the parent circle is used. Rectangular
treemaps are perfectly space-efficient but leaves can appear unequal when
the aspect ratio is not the same. Note that Uncertainty Treemaps mostly
avoids this issue since aspect ratio is part of the optimization problem and
the outer aspect ratio is user-defined.

(a) Circular Treemap (b) Bubble Treemap (c) Nested Treemap

Figure 3.29: Size comparison between circular treemaps (a), a correspond-
ing Bubble Treemap (b), and a Nested Treemap (c) for a 3-ary tree where
all leaves have the same value. When the branching factor of the tree
increases, the difference becomes less pronounced between (a) and (b).

Hierarchy Perception In general, the efficiency of treemaps decreases
with increasing tree depth, since the implicit representation tends then to
hide the underlying structure.

For Bubble Treemaps, if deeper sub-hierarchies are placed toward
the center of the visualization that are not directly adjacent to contours,
including the root node, grasping depth becomes difficult. In all other
cases, reading the depth is done by counting the number of contours on
the outside of a group. Depending on the chosen visual variables and
their parameters, uncertain regions can appear more salient then certain
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Figure 3.30: Two different masking strategies for an unbalanced hierarchy
(left): height-based (middle) and depth-based (right). Note the different
rendering of the mask in the rightmost leaf.

regions. While this might be desired in some scenarios, i.e., when searching
for categories with high uncertainty, in the general context of uncertainty
visualization this might be confusing.

For Uncertainty Treemaps, deep nesting requires additional grouping
since there is no explicit contour. Also, deeper sub-hierarchies become
increasingly challenging to read. When the hierarchies are unbalanced,
we can readily apply our algorithms and masks, but it raises one question:
Which pattern do we choose for the uncertainty mask? Specifically, do we
use the depth or height of a node in the hierarchy? See also Fig. 3.30.

Using depth, going down one level in the hierarchy results in the same
mask level. Thus, children of the same parent (or nodes on the same level)
have the same mask detail. However, leaves do not necessarily use the most
fine-grained mask, possibly de-emphasizing them as leaves. Using height,
each leaf has the most fine-grained mask. However, a node with children of
different heights then uses a mask detail that may be coarser by multiple
steps compared to some of its children. We expect that height-based masks
are more efficacious, as they mark leaves more clearly: starting at a coarser
mask may incorrectly suggest that the mask is part of a higher-level node
and that the leaf has no uncertainty.

Area Perception Like circular treemaps, Bubble Treemaps do not reflect
the aggregate size of a sub-hierarchy in the inner node area of the enclosing
contour. Filling the inner node areas with color would allow us to encode
information, such as the topology of the hierarchy. There is, however, a risk
of shifting saliency regarding aggregation of expected values. This effect is
illustrated in Fig. 3.31, where the topology of the tree is emphasized using
different shades of gray (Fig. 3.31(a)) and color (Fig. 3.31(b)). Filling the
area of each level in a neutral color improves the perception of the groups,
as well as the depth of the hierarchy. In Fig. 3.31(b), each sub-hierarchy
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(a) Neutral areas (b) Colored areas

Figure 3.31: Comparison of neutral shading (a) and colored (b) inner node
areas. While filling contour areas allows us to encode additional information,
it also introduces bias regarding area perception: In (a), the sum of the
green leaves correctly appears smaller than, while in (b) the sum of the
green area erroneously appears bigger than the red node.

was assigned a color, and different levels of depth are emphasized by
decreasing the saturation. This highlights the group structure of each node
but introduces a bias in area perception: The aggregation of the green
group now falsely appears larger than the single red node. The potential
error amplifies with increasing contour thickness, which further aggravates
the interpretation under the presence of uncertainty. Therefore, we advise
against filling inner node areas if visual aggregation of leaf nodes is desired.
Since Uncertainty Treemaps do not exhibt whitespace this problem cannot
occur.

Direct Comparison Fig. 3.32 shows a visual comparison between both
treemaps. Bubble Treemaps arguably provide more design choices. Un-
certainty Treemaps do not introduce unequally distributed whitespace to
compensate for conflicting propagation models. The roundness of Bub-
ble Treemaps can be advantageous for reading from angles. However,
it also complicates labeling due to possibly circular text layout. When
comparing the two datasets, it is noticeable that the contour emphasizes
uncertainty—uncertainty is more sparse in the the S&P dataset than in the
coffee dataset.
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(a) S&P dataset [Gör+18] (b) Coffee dataset [SSV18]

(c) S&P dataset [Gör+18]

(d) Coffee dataset [SSV18]

Figure 3.32: Bubble Treemaps and Uncertainty Treemaps. For the S&P
dataset, the Bubble Treemap and the Uncertainty Treemap show that only
very few data points have high uncertainty. The nesting is more visible in
the Bubble Treemap. For the coffee dataset, the Bubble Treemap produces
thick and folded boundaries that are difficult to compare; in contrast, the
Uncertainty Treemap indicates the aggregated uncertainty for each level
in the hierarchy.
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3.7 Supertrees
The previous approaches assumed that the tree structure is constant.
However, the structure and data values of hierarchies are often modified
simultaneously, e.g., in software development and data integration. In
this case, the combination of fuzzy-linked node identities and varying
data values can further impede analysis: understanding how data changes
and relates in hierarchies poses a problem that is similar to the graph
edit distance discussed earlier (Sec. 3.3). However, this section is about
analyzing hierarchical data, e.g., when integrating or migrating software
systems. Nevertheless, we consider the hierarchy isomorphism as a form
of structural uncertainty here. Analyzing structural changes and value
changes can be painstaking, in particular, when trying to identify trends
and gain further insights from these datasets, such as the evolution of a
specific sub-hierarchy or commonalities and differences between multiple
hierarchies.

We tackle this problem by aggregating sufficiently similar trees into
one supertree (Fig. 3.33). For example, we merge subtrees even if inner
nodes were renamed or if a few nodes were removed or added. However,
no information is lost because the mapping between a single tree and a
supertree is bijective. Consequently, a supertree node contains a set of
references to similar (not identical) nodes of tree ensemble members. This
set of references allows us to compute statistical measures and enables
linking for visual analysis. Simply put, the resulting supertree visualization
corresponds to a fuzzy union of all trees. Note that our algorithm ignores
the (natural) order of the data, since it might be incorrect or incomplete.
For example, our match-merging algorithm processes a software system’s
evolving hierarchical data as an unordered set of similar trees.
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(a) tree ensemble (b) supertree (c) summarized supertree (d) visualization

Figure 3.33: Our tree aggregation method. First, we match a set of similar
trees (a) to merge them into one supertree (b). Then, we summarize the set
of matched data values within each supertree node (c). Finally, we render
the supertree (d).
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Three issues have to be resolved for supertrees to be useful: (1) rec-
ognizing and merging identical or similar subtrees irrespective of label
changes to reduce redundancy, (2) inspecting the mapping in case nodes
were merged where they do not belong, and (3) summarizing data values
to provide an overview.

3.7.1 Tree Aggregation
The naive approach to merging two trees into one supertree is to match
nodes based on label equality. A major drawback of this approach is that
when the label of an inner node has changed, the corresponding subtrees
can no longer be matched (Fig. 3.34(a)) and will be duplicated in the
supertree. Thus, this approach leads to a high level of redundancy.

Therefore, instead of label equality, we propose using a Jaccard-based
similarity measure for comparing (sub)trees. This will allow us to reduce
redundancy and improve logical coherence between the individual trees
and the supertree. The Jaccard coefficient J(A,B) of two sets A and B is a
scalar similarity measure defined as the ratio of the number of elements in
the intersection of the two sets over the number of elements in the union
of the two sets:

J(A,B) =
|A ∩B|
|A ∪B|

(3.16)

We can use the Jaccard coefficient to compute the similarity between two
trees by defining A and B as the sets of leaves from the trees.

Alg. 3.6 shows our approach: The merging of two trees A and B pro-
ceeds recursively, starting from the roots rA and rB. First, rA and rB are
merged into one node in the supertree. For each subtree of rA, the Jaccard-
based similarity with each subtree of rB is computed. Then, as many 1:1
matchings as possible are computed between the subtrees of the two roots
while keeping track of unmatched nodes. This problem is a variant of the
Stable Marriage Problem [Irv94], which can be solved in quadratic time
with respect to the number of entries in each set [GS62]. If the similarity
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(b) Jaccard similarity-based approach

Figure 3.34: Union of two unordered trees. Similar subtrees with differing
inner node labels are duplicated in (a) and sufficiently similar subtrees
merged in (b).
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Algorithm 3.6: Match-merge algorithm.
1 Function MatchMerge(rA, rB, t):
2 cA ← list of all child nodes of rA
3 cB ← list of all child nodes of rB
4 rAB ← concatenate attributes of rA and rB
5 s← new matrix |cA| × |cB |
6 for a in cA, b in cB do
7 s(a, b)← similarity coefficient of a and b

▷Computes a matching between cA and cB, returning a list of
matched pairs m and list of unmatched subtrees m, if any.

8 (m, m)← StableMarriage(cA, cB, s)
9 for subtree in m do

10 Add subtree to rAB
11 for (a, b) in m do
12 if s(a, b) > t then
13 Add MatchMerge(a, b, t) to rA
14 else
15 Add a to rAB
16 Add b to rAB

17 return rAB

18
19 Function StableMarriage(cA, cB, s):
20 Insert ϵ nodes with s(a, b) = −1 so that |cA| = |cB |
21 L(c)← s into priority lists per node c
22 p← ∅
23 while some a in cA is free do
24 b← first node from L(a)
25 Add (a, b) to p
26 Remove b from L(a)
27 if p contains some (a′, b) then
28 Remove (a′, b) from p
29 for a′′ in L(b) when a′′ is below a in L do
30 Remove a′′ from L(b)
31 Split p into m and m based on ϵ
32 return (m, m)

of a matched pair of subtrees is above the threshold, these subtrees are
merged with a recursive call, and otherwise inserted independently into
the supertree. Unmatched pairs are also inserted independently into the su-
pertree. While that threshold is generally user-defined, we never had to use
a value other than 0.5. When two nodes are merged, their attributes form
a set that is implemented by appending to a list, rendering the operation
left-associative.

Once we have a supertree, we compute various statistics (e.g., number
of referenced nodes, extreme values, and measures described in Sec. 2.3).
Each of these quantities leads to different patterns in the visualization and
their use depends on what is of interest to the user.
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3.7.2 Visualization
Now, we briefly describe our proposed visualization of supertrees. An
extensive description can be found in the full paper [Sch+18b]—in principle,
our approach is generic to all types of tree visualization.

The quantity structure of our target application, e.g., Git repositories
that commonly store thousands of commits, implies that the selection
of ensemble members, i.e., trees to be considered for merging, has to
scale visually. We tackle this problem by refining the selection recursively
(Fig. 3.35). Each ensemble member is represented by a vertical line at
some defined horizontal position (e.g., based on timestamp or list index).
The entire set of trees is visible on the first line, and each set item has one
pixel in width. If there are more set items than available pixels in width,
overdraw happens. To gain precision beyond binary pixels, we employ a
density-based rendering approach.

Clicking and dragging on the first line creates a selection and adds
another line beneath the selected line. This second line shows a zoomed-in
view of the selected items from the line above, as indicated by the funnel
shape that is drawn between adjacent lines. The selection can be refined
subsequently by repetition to match and merge the selected set into one
supertree.

To visualize the supertree, we split the computation of node positions,
sizes, and linking points from actual rendering to support indented layouts
and node-link layouts. An indented layout as shown in Fig. 3.36(a) is drawn
without links and generally requires less width in comparison to the node-
link layout [MR10]. A node-link layout as shown in Fig. 3.36(b) generally
requires more width than the indented layout but less height. We chose
straight links over orthogonal ones since they are easier to follow [Bur+11]
An example node as used for both layouts is shown in Fig. 3.36(c).

Left of the traditional label, we show a word-sized plot depicting all
values of one node attribute. For Git repositories, it is a sparkline because
the data has a natural order. Of course, other word-sized graphics such
as box plots would also be possible. Shape as a visual variable is difficult

Figure 3.35: Refinable selection of trees to be merged into one super tree.
Each vertical line represents a tree. The selection is refined from top to
bottom.
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(a) indented layout (b) node-link layout

Lorem Ipsum

plot stroke color label

(c) exemplary supertree node

Figure 3.36: Comparison between indented layout (a) and node-link lay-
out (b) of the same hierarchy. An exemplary supertree node from left to
right (c): a word-sized plot, stroke and fill for statistical measures, and a
textual label.

for large-scale comparison [War12b]. Thus, we show statistical measures
using color and stroke, e.g., for mean and standard deviation. The mapping
from value to visual variable can be further tweaked using a customizable
transfer function (e.g., to allow for a logarithmic scale).

3.7.3 Examples
Git Repositories Our first example demonstrates our approach using
the master branch of the Simple and Fast Multimedia Library (SFML). The
SFML repository is hosted on GitHub3 and has multiple active develop-
ers. It has accumulated around 2,000 commits and contains about 3,000
unique file paths in the period between 2009 and 2017. For demonstration
purposes, we use file size as a metric and drop the files that were never
changed or are outside of the src and include directories. This reduced
tree still has about 600 nodes, i.e., source files. While this hierarchy and
metric are not particularly useful in practice, one can easily imagine an
abstract syntax tree and symbol reference count instead.

Fig. 3.37(a) shows the Win32 implementation of the window module
of SFML. About 70 commits were aggregated to provide this overview.
The small buckles in the plot before the file grows originate mostly from
cleaning-up work. The frequent changes to the context classes A can be
explained by the fact that it does not seem easy to superimpose the GLX
and WGL APIs in addition to getting error handling right for these APIs.
Interestingly, the window class B was most frequently overhauled, which

3https://github.com/SFML/SFML
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Figure 3.37: Two subtrees of the SFML repository. The plot encodes file
size, whereas color encodes the number of distinct data points.

seems surprising given how old Win32 is. A closer look at the commit
history reveals that most changes are tied to refactorings or new features
such as Unicode or HighDPI support. Some aspects are not visible in our
visualization, such as files being moved during refactoring annotated with
C . Probably due to user error, Git’s change tracking does not properly link
these files either. However, since the supertree stores reference to original
tree nodes, this connection can be verified interactively. Fig. 3.37(b) shows
the network module of SFML. This module was rewritten a number of times,
as indicated by the file names, from I to K : Initially, the implementation
for Windows and Unix shared one file, then it was renamed. Finally, both
implementations were split into separate files.

85



3. Networks and Trees

Provenance Traces In our second example, we use our approach to
debug a data integration process by assessing data quality. Specifically, we
consider an integration flow specified using the high-level integration lan-
guage (HIL) [Her+13] for IBM Infosphere Master Data Management4 that
has been instrumented to capture hierarchical provenance data [OH18]
(how individual data items are produced). The sample integration flow in
our scenario extracts information about key people of US financial compa-
nies. It takes a set of reports generated periodically by companies about
their officers and directors as input. These reports are stored in one JSON
document called Insider Report Person (IRP)—the report extraction proce-
dure is detailed by Hernández et al. [Her+13]. An IRP file contains personal
information about the key people, including their address, the ID they were
assigned, the position description (officer, director), as well as information
related to the reports such as the issuer (the editor) of a report, and the ID
of the issuer.

The left part of Fig. 3.38 shows the main processing steps declared us-
ing HIL rules to perform data mapping, transformation, duplicate detection,
fusion, and aggregation of data. The flow shown in this example demon-
strates that all Person entities returned as the final result are derived
from the IRP file. Each blue edge in this flow represents an entity popu-
lation operation that denotes the construction of a new entity. Here, the
final Person entity is incrementally populated based on three entity types:
(1) Employment describes the full employment history of a person including

4https://www.ibm.com/support/knowledgecenter/en/SSWSR9_11.4.0/com.ibm.swg.
im.mdmhs.pmebi.doc/topics/HIL_refguide.html

IRP-personAttribute

Position

Person

Provenance DataRegular Data

Employment_Prov

Person_prov

Board_prov

Position_Info

Employment

Board

Board_Info

Board_Info_prov
Position_prov

Position_Info_prov

IRP_idIRP

Employment_id Board_id

Board_Info_idPosition_id

Figure 3.38: Data integration and provenance flow.
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the set of companies where the person was working, the set of occupied
positions, and earliest and latest dates for a position. (2) Board represents
the board memberships of key people. (3) IRP-personAttribute contains
basic information about a person such as their name and ID. These entities,
in turn, are composed from other entities or directly from the IRP file.

HIL programs can be instrumented to gather provenance data during
execution, so that is possible to trace back Person data all the way to the
IRP file. We use this mechanism to study how raw data was processed by
assessing the resulting hierarchy, i.e., we debug quality issues of the data
integration pipeline.

The process of tracing the provenance of a Person entity is depicted on
the right-hand side of Fig. 3.38. During the execution of the HIL program,
a hash map for each entity is created. This map links an entity (for which
an identifier is generated) to its predecessor data (again, referenced by
ID). For instance, for a Person, the map Person_Prov allows us to retrieve
the Board and Employment provenance (both as sets of IDs). These in turn
can be traced back to Board_Info and Position, respectively. This process
continues recursively until the raw input file is reached. This full back-
tracing yields the complete provenance of that Person, stored as nested
JSON data. The hierarchical provenance data for each Person entity may
span several nesting levels that describe all intermediate results until
reaching IRP.

For the sake of simplicity, we focus on studying the provenance related
to employment information associated with a person. Fig. 3.39 shows a
Person entity that, as a result of processing, has eight entries in its em-
ployment history. Note how our technique manages to detect similarities
between employment provenance trees. Traditionally, one may inspect each
employment (visualized as a tree) and compare them manually. However,
it is easy to miss that several of these eight Employment entities are re-
dundant due to the high structural similarity. More precisely, we get two
clusters of employments, i.e., the two lower branches of the root node.
Each cluster contains the merged result of three similar employment trees
that describe the same position with the same occupation dates and with
minor differences in the name of companies and their associated IDs. While
the data integration process resulted in eight entries, the person has only
four employments in their history.

Thus, our approach reveals an error in the integration flow, i.e., data in-
tegration performs poorly at the stage of mapping between Position_Info
and Position. This mapping is supposed to perform a temporal aggre-
gation that considers all the IRP records that refer to the same person,
company, and position. However, it fails to merge information referring
to the same position due to conflicts in company names. These conflicts
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Figure 3.39: Eight provenance trees merged into one supertree. Note that
only four clusters emerge, which indicates a quality problem.
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were introduced while producing the reports included in the IRP file. For
instance, the reports include some typos or alternative writings of company
names. Therefore, additional duplicate detection and fusion methods need
to be added to the integration flow to improve the quality of the final result.

3.7.4 Limitations
While the examples demonstrate that our approach can reveal information
that was not visible before or difficult to spot, there are some limitations
which are worth discussing:

Match-Merge Algorithm While the algorithm produces reasonable re-
sults for our applications, the underlying merging algorithm has a few
shortcomings that can cause misleading features to appear in the final
visualization. For example, our algorithm does not identify renamed leaves,
i.e., renamed files that are represented as leaves in the hierarchy will
appear as entirely different files starting from the revision that renamed
them. This inaccuracy not only causes the files to appear twice if such a
revision is included in the merge input range but also makes the use of
summary statistics questionable. To mitigate this issue, we could try to
introduce some kind of confidence value and merge more aggressively.

Another problem is the inability of the algorithm to identify subtree
relocations, i.e., moving a subtree from one node within the hierarchy
to another will cause the whole subtree to be duplicated and its metrics
decoupled because only sibling nodes are taken into consideration as
candidates for merging. This issue implies a full-blown tree edit distance
problem, which brings us to the next point.

Performance and Scalability Finding the most similar sibling has worst-
case complexity O(n2) with respect to the number of sibling nodes. The
complexity of matching multiplied with the total leaf count of each node,
as required for computing the Jaccard similarity coefficient, results in non-
interactive performance with an increasing number of nodes. We mitigate
this issue by immediately matching nodes with identical labels, before
applying the measure of Jaccard similarity, i.e., we reduce the number of
expensive operations required for the average case.

Of course, visual scalability also plays a major role. Traditional node-
link and indented tree plots may not be the best choice concerning space
efficiency for screens. However, they respect reading direction, i.e., we do
not have to rotate or bend text along paths. An alternative, more space-
efficient approach would be radial layouts. Nonetheless, for radial layouts,
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the text always has to be rotated. Furthermore, radial layout introduces
perceptual bias, i.e., nodes with a higher level are more salient than nodes
with a lower level due to the increased circumference and thus area.

Comparison and Context An interesting open problem is comparison
within and across supertrees. We presume that approaches for comparison
of large tabular data (e.g., TACO [Nie+18]) are transferable to our work
because trees can always be linearized. Additionally, trees can always be
broken down into subtrees, which could simplify the problem.

Equally important is the creation of a context for comparison. Preseting
a set of ensemble members as list (Fig. 3.35) might be inappropriate.
Since the Jaccard similarity for all (sub-)trees is available anyway, an MDS-
based scatterplot might provide the necessary context. In such a view, the
representativeness could be assessed, e.g., using a box plot visualization—
the Jaccard similarly can be seen as a measure of structural uncertainty,
similar to graph depth (Sec. 3.3).
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3.8 Conclusion
We have presented various techniques to identify, propagate, and use
different types of uncertainty within the context of networks and trees.

In the context of probabilistic graphs, we have explored many aspects
of filtering and depicting a set of overlapping clusters of points while
maintaining the visibility of the underlying network topology. While it is
sometimes complicated to interpret the results, due to the alternation of
nodes between positions, this also allowed us to assert problems of the
underlying force-directed layout method. Although not developed for this
purpose, we think that our visualization approach would help analyze the
impact of parameters of graph layout techniques. After examining the
influence of our layout and visualization technique on various data sets, it
remains to investigate its effectiveness and efficiency with controlled user
experiments.

Our graph depth models representativeness in the high-dimensional
edit space of all networks. Thereby, assessing the measure is completely
independent of layout error. Moreover, we have repurposed our proba-
bilistic graph layout for partial orders by linking depth-adjacent graph
instances. However, a better visualization for this measurement still needs
to be developed.

For hierarchies, we have presented Bubble Treemaps, Uncertainty
Treemaps, and Supertrees that support value-based uncertainty. The main
idea of all techniques is to consider the uncertainty in the layout process.
Since encoding uncertainty into visualizations is difficult, our methods try
to leave as many design choices as possible. We show how several visual
variables can be used to effectively convey uncertainty information, while
still showing the original underlying structure. We modified algorithms
that compute rectangular treemaps of high quality, both in terms of as-
pect ratio and mask quality. Our supertrees support structural uncertainty
additionally, e.g., appearing and disappearing sub-hierarchies. For this
purpose, we compute a supertree from an ensemble of trees using our
match-merge algorithm. We have showcased that this approach is useful
for inspection- and debugging-like scenarios. It remains to be explored how
these approaches perform at scale (millions of nodes).
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Points and Sequences

There has been considerable prior research in uncertainty visualization for
points and sequences. Traditionally, the uncertainty of a point is illustrated
as some hull. Similarly, the uncertainty of some sequence is often depicted
as a tube-like shape. Here, we explore an alternative concept using color,
making clever use of binning in the context of parallel coordinate plots.
Also, we investigate two applications at hand, namely protein secondary
structures and intensive care units, using the traditional approach. This
application-driven development allowed us to refine a number of meth-
ods, usually in close cooperation with experts, to facilitate the analysis of
multivariate uncertainty-afflicted data. For both applications, uncertainty
arises from not having well-defined standards (i.e., references): There is no
ground truth in protein secondary structures. Similarly, in intensive care
patient analysis many statements can only be made in relation to some
(statistical) population. Both applications will show that uncertainty visual-
ization helps with analyzing and conceptualizing statistical ensembles.

While some of our work on eye-tracking [Sch+17a; Sch+17c] would fit
this chapter, it has been omitted in favor of a more concise thesis.

Parts of this chapter have previously been published in:

N. Rodrigues, C. Schulz, A. Lhuillier, and D. Weiskopf. “Cluster-flow parallel coordinates:
Tracing clusters across subspaces.” In: Proceedings - Graphics Interface. 2020, pp. 382–
392;

C. Schulz, K. Schatz, M. Krone, M. Braun, T. Ertl, and D. Weiskopf. “Uncertainty visual-
ization for secondary structures of proteins.” In: IEEE Pacific Visualization Symposium
(PacificVis). 2018, pp. 96–105;

N. Brich, C. Schulz, J. Peter, W. Klingert, M. Schenk, D. Weiskopf, and M. Krone. “Visual
analytics of multivariate intensive care time series data.” Conditionally accepted. 2021.
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4.1 Related Work
The following section provides an overview of work related regarding
multivariate or multidimensional visualization of points and sequences.

Multivariate Points Multivariate or multidimensional visualization has
been surveyed by Wong and Bergeron [WB94] and Liu et al. [Liu+17].
Among other things, our work addresses uncertainty clustering and parallel
coordinates (PCPs); therefore, we start discussing multivariate points using
parallel coordinates. Feng et al. [Fen+10] propagate moment-based statis-
tics to parallel coordinates using a density-based approach, and Berger
et al. [Ber+11] deal with uncertainty of predictions during sensitivity
analysis of multivariate parameter spaces using scatter plots and parallel
coordinates. There are specialized visualization approaches for temporal
uncertainty [Aig+05] and comparison of schedules [Tor+13] that emphasize
the meaning of time. Dasgupta et al. [DCK12] conceptualize a taxonomy
of different types of visual uncertainty inherent to PCPs. In contrast to
those approaches, our cluster-flow parallel coordinates (CF-PCPs) visualize
fuzziness of clustering.

Parallel coordinates for data analysis go back to seminal work by Insel-
berg [Ins85; ID87] and later by Wegman [Weg90]. For a comprehensive
presentation of PCPs, we refer to Inselberg’s book [Ins09]. Despite its
popularity, the underlying geometry of a PCP coupled with a high number
of data points can exhibit considerable overdraw and thus visual clut-
ter [HW13]. This makes it hard for users to explore and analyze patterns
in the data set. To address these challenges, researchers have investi-
gated cluster visualization and the saliency of underlying patterns. For
example, Feng et al. [Fen+10] focus on showing uncertainty in the data
by mapping confidence to saliency in order to reduce misinterpretation of
data, relying on density representation of uncertainty. A first approach to
cluster visualization in PCPs is to explicitly compute clusters in the data
set and display them using different visual encodings. Inselberg [Ins85]
suggest drawing the envelope of the respective lines in parallel coordinates
using the convex hull. Fua et al. [FWR99] investigate rendering clusters
with convex quadrilaterals resembling the axis-aligned bounding box of a
cluster. More recently, Palmas et al. [Pal+14] propose pre-computing 1D
clusters for each dimension using a kernel density estimation approach
and then linking neighboring axes using compact tubes in which the width
encodes the number of data points in the cluster (Fig. 4.1(a)). They then
use color coding to mark the clusters of a chosen dimension. Their tech-
nique produces a highly summarized and largely clutter-free visualization,
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Figure 4.1: Comparison of different clustering and PCP techniques using
the NetPerf data set [War19]. The edge-bundling layout (a) replaces lines
entirely and only draws a single band between each pair of neighboring 1D
clusters [Pal+14]. Our cluster-flow parallel coordinates (b) draw individual
lines between 2D clusters of neighboring axes. Clusters are arranged ver-
tically with our crossing minimization algorithm (Sec. 4.2.2). Illustrative
parallel coordinates (c) emphasize clusters over all dimensions using col-
ored lines and force-based bundling [MM08]. Figures (a) and (c) © 2014
IEEE. Reprinted, with permission, from [Pal+14].

reminiscent of a stream visualization such as baobab trees [EW11] as well
as timelines by Vehlow et al. [Veh+15]. Although visually similar, these
techniques differ from our approach as they do not keep the correlation
details of data elements encoded in the PCP links, nor do they show the
cluster flow between subspaces.

Another approach changes the visual mapping of the lines to implicitly
show clusters. Here, edge bundling [LHT17] has shown to be an effective
technique that helps users find clusters and patterns within PCPs [Hei+11].
Illustrative parallel coordinates [MM08] bundle PCPs in image space by
pre-clustering the data set first (via k-means) and then render the lines
as curves using B-splines (Fig. 4.1(c)). Zhou et al. [Zho+08] use a variant
of force-directed edge bundling [HW09] to directly compute the clusters
based on the patterns emerging from the bundling algorithm. Heinrich
et al. [Hei+11] extend previous work [MM08; Zho+08] by providing C1-
continuity between B-splines to emphasize end-to-end tracing. Our ap-
proach also changes the visual mapping of the links and reduces clutter.
However, our overall composition of links differs because we duplicate axes
and focus on keeping information about the correlation of data elements in
the clusters.

Most of what has been discussed here also applies to scatter plots,
especially when the points are connected using lines as in time-continuous
scatter plots [Gro+14].
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Order and Dimensionality Designing visualizations for multivariate data
requires thinking about order and inherent dimensionality: Which infor-
mation is most important and how can we avoid overloading the reader?
While ordering can also be applied to many visualization techniques, it is
especially inherent to the construction of PCPs, where the order of axes
directly affects the revealed patterns [Weg90]. Pargnostics [DK10] uses
metrics such as the number of crossings, the angle of crossings, or the
parallelism between dimensions for ordering. Ankers et al. [ABK98] pro-
pose a pairwise dimension similarity based on Euclidean distance. Peng et
al. [PWR04] defined a clutter-based measure and used it in an A* algorithm
to order the dimensions. Ferdosi and Roerdink [FR11] generalize the notion
of dimensional ordering of axes by expanding the concept of a pairwise
similarity measure to subspace similarity measure using a predefined qual-
ity criterion. Later, Zhao and Kaufman [ZK12] propose several clustering
techniques to optimize the ordering of axes in PCPs, e.g., a k-means or
a spectral approach. Tatu et al. [Tat+09] also propose subspace similar-
ity measures based on dimension overlap and data topology. In general,
all these methods focus on subspaces. Our CF-PCPs differs from the pre-
vious ones as our duplication of axes emphasizes flow between clusters
and imposes the definition of new similarity measures to order both data
dimensions and clusters.

In contrast to ordering, dimensionality reduction tries to capture most
of the information content of the original data set and omit the rest (see
Sec. 2.4.1). Our intensive care application guides the data-driven choice
of dimension reduction technique, based on approaches from research
on quantification and visualization of projection error [SSK10; HAF13;
Wan+16]. Nevertheless, it is wise to gain a better understanding of the
overall suitability of the dimension reduction techniques using a domain-
specific generative data model for evaluation purposes (see Sec. 2.5).

Visualization of Multivariate Time Series Although the visualization
of high-dimensional and time-varying data has been investigated for more
than a decade and has been reviewed in many extensive surveys [Aig+11;
KH13; HW13; Liu+17], it is still an active area of research. Classical
multivariate visualizations such as parallel coordinate plots and scatter plot
matrices are either a poor fit for visualizing multivariate time series, or only
suitable for specific tasks like finding correlations between single variables.
Thus, tailored task-driven visualization methods are needed [Mun15] to
facilitate an effective visual analysis of complex multivariate time-varying
data.

Our intensive care unit visual analysis application was inspired by sev-
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eral techniques to visualize multivariate time series that leverage dimension
reduction: Jaeckle et al. [Jac+16] use a technique called temporal-MDS to
project non-temporal dimensions into a single dimension while retaining
one display dimension for the mapping of the time component. This ap-
proach results in an optimal depiction of the progressing time but impedes
the distinction of different states since they are distinguished though posi-
tion on a single axis. However, we want to provide an intuitive overview
of differences in patient states. Thus, the utilization of the two major axes
dimension for non-temporal components seems like a better choice. Bach
et al. [Bac+16] concur with this assessment and develop the time curve
concept. They use classic MDS to project the high-dimensional data in two
dimensions while keeping the temporal succession obvious to the spec-
tator by connecting consecutive points using a Bézier curve. Bernard et
al. [Ber+12] present a similar concept using PCA instead of MDS. Con-
currently to Bach et al., van den Elzen et al. [Elz+16] develop a similar
technique to visualize temporal evolution of graphs. We stick to the term
time curve due to its intuitiveness. These two techniques can be classi-
fied as connected scatterplots, which follow the same idea of connecting
temporally consecutive data points, but do not use dimensionality reduc-
tion and date back to 1790 [HKF16]. An example is the work of Grottel
at al. [Gro+14], who map time to line density in traditional scatter plots
and parallel coordinates. Recently Hinterreiter et al. [Hin+20] use the
concept of time curves to analyze solutions in problem-solving tasks. Due
to the oscillating nature of the intensive care unit data, we extend the
original concept of time curves with filtering. We use this filtering step
to declutter the data—and, consequently, the resulting visualization—and
to remove outliers. Our application can handle not only single data sets
but also multiple ones in order to compare the ensemble members using
order statistics (Sec. 2.3). This concept was already applied to time se-
ries in the past [LR09; Lóp+14]. However, we explore its application to
high-dimensional time series projected to two dimensions.

We also use stacking representations of data. These were previously
used by Shahar et al. in their tool called KNAVE-II [Sha+06] in the clinical
domain with a focus on semantic navigation. VisuExplore [Rin+11] and
CareCruiser [Gsc+11] also use stacked representations of time series while
focusing on medical use cases and structure of patient data. Similarly,
Beard et al. [BDP07] describe a system to explore spatial and temporal
patterns of sensor data, while dealing with uncertainty of missing data
to some extent. We transfer the idea of stacked representations to our
applications, adapting as required.
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Visualization of Secondary Structures The secondary structure of pro-
teins is a categorical assignment per amino acid. Since different methods
for assignment use different assumptions to define their underlying model,
their output may deviate significantly. Thus, the evaluation of different
secondary structure assignment methods is still an area of active research
in biochemistry. For example, Martin et al. [Mar+05] combine the results
of different algorithms, such as STRIDE and DSSP. However, their intention
was to stabilize the secondary structure assignment instead of visualiz-
ing the results of the individual algorithms and their internals. Similarly,
Rocha [Roc14] targets this problem by comparing the outputs of DSSP,
PROMOTIF, and STRIDE. The goal of this work was also to create a new,
combined assignment method for better understanding of the underlying
molecular mechanisms including physicochemical interactions. In contrast,
we visualize uncertainties derived from the results of different secondary
structure assignments.

The importance of investigating the results of existing secondary struc-
ture assignment methods is also reflected by the work of Touw et al.
[Tou+15]. They revised the DSSP algorithm [KS83] to improve the de-
tection of π-helices. Therefore, showing the internal threshold values of
the methods can help users assess the reliability of the assignment results.
This was one of the motivations for our approach.

Secondary structure is commonly visualized using ribbon diagrams. Our
uncertainty visualization builds upon these established representations.
In general, the basis for the ribbon diagram is a spline that follows the
backbone of the protein’s amino acid chain, e.g., by using the Cα atoms as
control points. Guidelines for the visualization of secondary structures were
given by Richardson [Ric81], who propose using ribbons and ribbon-shaped
arrows to depict helices and sheets. The orientation of the ribbon shows
the direction of the hydrogen bonds that stabilize the structure. Coil and
turn are shown as simple lines, thin ribbons, or tubes. While Richardson
mainly worked on hand-drawn images, Carson [Car97] presents one of the
first interactive renderings of ribbon diagrams—using cubic B-splines for
the underlying spline curve. Most molecular visualization tools still adhere
to Richardson’s guidelines, e.g., PyMol [Sch16] or VMD [HDS96]. However,
some of these tools can render even more abstracted visualizations. For
example, VMD offers the option to depict helices as thick, straight cylinders
encompassing the whole helix or as thick tubes that follow the centerline of
the helix (Bendix representation [DCS12]). However, the classical depiction
using ribbons is prevalent and often preferred by users, since the ribbons
provide additional details for the analysis.

Traditionally, triangulated models of the ribbon diagram are precom-
puted on the CPU for rendering. Starting with the geometry shader imple-
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mentation by Krone et al. [KBE08], GPU-accelerated rendering approaches
that compute the triangulated ribbon diagram on-the-fly entirely on the
GPU became popular. Wahle and Birmans [WB11] present another GPU-
accelerated approach that does not need geometry shaders because these
were comparably slow on the first generations of GPU that supported them.
Our ribbon diagram implementation is similar to the one recently presented
by Hermosilla et al. [Her+15], which uses the tessellation shader.

The secondary structure of a protein and its spatial arrangement, the
tertiary structure, play an important role for its function. Kocincová et
al. [Koc+17] present a comparative visualization for the secondary struc-
ture of multiple proteins. Their multi-view application includes a classical
sequence diagram, a 3D view showing the superimposed ribbon diagrams
of all proteins, and a novel 2D representation that highlights deviations in
the alignment of the secondary structures of different proteins. Therefore,
the focus of their work is different from ours since we do not want to show
structural differences but uncertainty values.

Medical Visualization In medical visualization and visual analysis of
gene expression, the illustration of uncertainty has been widely addressed
to provide reliable depictions and to further the trust in the visual analysis
(e.g., Ristovski et al. [Ris+14] or Holzhüter et al. [Hol+12]). Closer to
our work, Ordonez et al. [Ord+10] explore the usage of star charts for
visualizing intensive care unit data. While this works reasonably well for
a small number of variables, visual scalability is limited. In the course of
the increasing digitalization, the visualization of electronic health records
(EHR) has gained much attention. Zhang et al. [Zha+10] propose a visual
analytics framework that unifies EHR information for use in emergency
rooms. While it also shows time-varying multidimensional data, their ap-
proach is not scalable and assumes discrete patient states and transitions,
not numerical measurements. Similarly, Rind et al. [Rin+11] present Vi-
suExplore, a tool for the visual analysis of long-term medical records of
patients with chronic diseases. Their application case is different from
ours since their data is more sparsely sampled over much longer periods
of time. Ten Caat et al. [CMR05] introduce the concept of tiled parallel
coordinates for multichannel EEG data. While their data is similar to ours,
they just have multiple sensors of the same type that all measure at the
same frequency. They also use aggregation over the whole measurement
time, which is not suitable in our case.
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4.2 Cluster-Flow Parallel Coordinates
Parallel coordinates plots (PCPs) are well suited for visualizing multivariate
data as their core concept of parallel axes is easy to grasp and, unlike scat-
ter plots, they scale for increasing dimensionality. Typically, they render
each data point as a polyline, curve, or density field. Existing techniques
combine PCPs with either a single global cluster assignment for each
data point [AOL04] or with clusters in 1D data dimensions [Pal+14]. They
then resort to edge bundling or color coding to show cluster member-
ships [HW13].

We aim to combine subspace clustering with the visualization advan-
tages of PCPs as shown in Fig. 4.2. To this end, we propose a novel approach
that facilitates the visualization of clusters in 2D subspaces while still main-
taining information about the characteristics of individual data elements in

D1

D2 D3 D4

2D clusters

easily discernible

Outliers

remain visible

Point flow betw.

clusters traceable

Negative

correlation

Positive

correlation

Trends identifiable

in dense areas

Traceability Separability

(D1 x D2) (D2 x D3) (D3 x D4)

D1 D2 D3 D4

Figure 4.2: Our Cluster-Flow Parallel Coordinates Plot (CF-PCP) combines
advantages of regular Parallel Coordinate Plots (PCPs) and Scatter Plots
(SPs) as shown here using 2,000 generated points in dimensions D1–D4.
CF-PCPs are read from left to right: The data is grouped by pairwise
dimensional clustering, i.e., stacked axes beneath Di show all clusters
from subspace Di−1 ×Di. CF-PCPs allow for salient illustration of clusters
and traceability across multiple dimensions alike. Thus, we argue that our
technique can reveal patters that are difficult to perceive from a linked
combination of SPs and traditional PCPs (cf. red and blue data points).
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PCPs: the Cluster-Flow Parallel Coordinates Plot (CF-PCP). Our approach
works on two visual levels inherent to the image: On the overview level,
a coarse visualization allows users to trace and follow the evolution of
subspace clusters across dimensions by duplicating axes for each cluster
and stacking them vertically. On the detail level, it maintains the readability
of correlation of data points and other data characteristics by ensuring
that the incoming and outgoing links reflect the original information from
regular PCPs, i.e., our approach keeps the original slopes of each data
element. Our CF-PCPs allow users to trace both hard and fuzzy subspace
clusters across dimensions. Moreover, we propose new metrics to optimize
dimension ordering in CF-PCPs based on subspace clusters and to reduce
crossings between clusters. Our main contributions are: 1) A new PCP with
density rendering for subspace clustering that preserves the readability
of correlations, 2) an approach to visualizing uncertainty from fuzzy clus-
tering, 3) an A*-based algorithm for the optimal layout with respect to a
novel set of metrics that reflect the compatibilities of clusters between
dimensions

4.2.1 Model and Overview
We first provide an overview and outline intermediate steps of our technique
(Fig. 4.3). We assume that we have a set of data points in a multivariate data
set as input: P = {p⃗i ∈ Rn}. An algorithm assigns each of these points a
degree of membership to clusters, resulting in tuples (p⃗i, mk,i). Here, mk,i ∈
[0, 1] describes the degree to which data point p⃗i belongs to the cluster
with index k. Hard clustering is a special case of this, with mk,i ∈ {0, 1}.
In contrast, soft labeling allows for partial memberships. A single cluster

(a) (b) (c) (d)
Figure 4.3: Construction of CF-PCPs. Scatter plots are well suited to show
clusters of multivariate data in 2D subspaces (a) but do not readily show
cluster relations across more dimensions. We extend PCPs by creating
an individually duplicated axis for each cluster to show high-level flow
between clusters (b). Showing the underlying data points as individual
lines increases the available level of detail (c). To maintain visual data
patterns and the perception of correlations, we restore the original PCP’s
line angles near the axes (d).
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is then defined as ck = {(p⃗i, mk,i) |mk,i > 0} and C = {ck} comprises all
clusters. We focus on subspace clustering because distance measures lose
expressiveness when dimensionality increases, leading to superfluously
fuzzy or inconceivable clusters. Hence, we compute clusters for each pair
of dimensions (Ri,Rj) as shown in Fig. 4.3(a), i.e., we look at sets of 2D
subspaces. Our current implementation employs FuzzyDBSCAN [IB16],
which is an extension of the classic and popular DBSCAN algorithm, for
fuzzy clustering (see Sec. 2.4.2). However, our visualization is independent
of the chosen clustering algorithm, it just assumes that clustering provides
labels for each data point. The data that serves as source for clustering is
shown beneath the axes.

The goal of CF-PCPs is to show the information about subspace clusters
and the actual data points alike. On a coarse level, they show the number
of clusters in the subspaces and how data elements virtually flow from one
cluster to another (Fig. 4.3(b)). Our approach to showing this flow is based
on axis duplication: instead of a single (vertical) axis for a data dimension,
we place clones of this axis on top of each other, i.e., at the same horizontal
position. Each data cluster gets its own axis clone. Through this duplication,
we can render the stream of data elements between clusters, which are
visible even if one does not focus on individual lines in the CF-PCPs but just
looks at the visualization as a whole. Our approach achieves an optimal
layout of the data dimensions and cluster ordering.

By rendering an individual line for each data point, we include further
details (Fig. 4.3(c)) in a fine-grained level of our proposed visualization.
We use a curve model (Fig. 4.3(d)) that allows us to infer correlations and
other data characteristics for individual data elements, similar to regular
PCPs. Furthermore, we our density-based rendering and color mapping
approach allows us to visualize large data sets and uncertainty from fuzzy
clustering.

4.2.2 Layout

The key aspect of our layout of CF-PCPs is the duplication of axes because
this serves as a basis to visually separate clusters and show the flow
between clusters in the different subspaces. Each ordering of axes results
in a unique flow pattern between clusters. While we optimize the horizontal
axis order according to patterns in data flow, the optimization of vertical
order targets readability.
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(a) Cartesian (SP) (b) Parallel (PCP) (c) Stacked (CF-PCP)

Figure 4.4: Illustration of two clusters, using different coordinate systems.
The scatter plot (a) uses Cartesian coordinates to clearly show them as
dots placed along two straight lines. The clusters are hard to distinguish
in a regular PCP (b) without additional visual variables, e.g., color. Our
cluster-flow layout duplicates PCP axes for each cluster to reduce clutter
and increase readability (c).

Axis Duplication

CF-PCPs extend traditional PCPs by using the vertical image space to
show cluster assignments. Unlike any other PCP variant, we visualize each
cluster on its own (local) axis. Fig. 4.4 illustrates axis duplication and
vertical stacking based on two clusters.

Axis duplication becomes necessary because we aim to show clusters in
2D subspaces, not just in 1D [Pal+14]. For the latter case of 1D clustering,
we could just squeeze the data vertically to bundle the line into clusters on
each axis individually. However, this approach will only work if the clusters
are already separable in a single dimension—the example in Fig. 4.4(a)
shows two clusters that are linearly separable in two dimensions but not
along 1D axes. Here, traditional PCPs lead to intertwined visualizations of
the two clusters, and even axis scaling could not separate them (Fig. 4.4(b)).
With axis duplication (Fig. 4.4(c)), we now see two clearly distinguishable
bundles of lines that correspond to the two clusters, i.e., clusters are easy
to recognize. However, there is yet another important benefit: the PCP
lines can now be inspected for each cluster separately and, thus, we can
investigate correlations or other data characteristics independently within
each cluster.

Up to now, we only handled a pair of two data dimensions, but parallel
coordinates support multivariate data. Fig. 4.5 shows an example sequence
with three dimensions. In subspace A×B, there are two clusters, so we
create two copies. B×C contains three clusters, so we draw three copies.
This results in overplotted axes for dimension B and interrupted polylines
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A B C

(AxB) (BxC)

(a) No direction

A B C

(AxB) (BxC)

(b) Left-to-right

A B C

(AxB) (BxC)

(c) Right-to-left

Figure 4.5: Various reading directions with data points colored according
to clusters in B×C. Without a reading direction, we obtain overlapping
axes and discontinuous lines (a) because the 2D subspaces A×B and B×C
do not have the same number of clusters. With a reading direction, axes
show the clusters within the subspace of the current dimension and its
neighbor to the left (b) or right (c).

for the data points (Fig. 4.5(a)). Therefore, we introduce a reading direction
left-to-right to create as many copies of axis B as there are clusters in A×B.
We duplicate axis C as often as there are clusters in B×C (Fig. 4.5(b)).
Since axis A has no pair to the left, there is no explicit clustering and
no duplication. While the opposite reading direction works accordingly
(Fig. 4.5(c)), we chose a consistent left-to-right layout for all figures. Be-
neath the axes, CF-PCPs also show the two data dimensions that were used
for clustering to help the viewer identify the reading direction.

Cloning the axes and stacking them vertically increases the plot area
and vertically shears the lines that represent the data points, especially for
large numbers of clusters. We address both issues by scaling down cloned
axes with a root function. Assuming the height h1 of a single regular PCP
axis and n as the number of stacked axes, we get a total height of

h(n) = n · h1 · (1/n)r (4.1)

where r ∈ [0, 1] controls the root scaling. Selecting r = 0 will result in no
downscaling at all, while r = 1 will keep the original height without any
growth. Spaces between axes are determined with

s(n) = s2 · h1 · (1/(n− 1))r (4.2)

where s2 is the percentage of h1 we want to use as space between two
duplicates. The remaining space is then used for the actual axis clones.
We chose r = 0.8 and s2 = 0.1 for the figures to balance between growing
height and readability.

Axes in regular PCPs are normalized to only display the used range of
each data dimension. Multiple labeled tick marks enable viewers to read
values from data points at their intersections with the axes. As the number
of clusters rises, axes in CF-PCPs shrink. Retaining the same amount of
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labeled tick marks as in regular PCPs would add more overdraw to the
already densely packed area around the axes. Therefore, we limit the
ticks marks to the maximum and minimum of the data range in each data
dimension and progressively scale the label size according to the space
between axes.

Dimension Ordering

Just as with regular parallel coordinates, the visual patterns in a CF-
PCP depend heavily on the order of data axes. For this reason, we pro-
pose a method for optimizing the order. Previous work investigated vari-
ous metrics—like number of crossings, angles between lines, correlation
strength, and more—to optimize the order [DK10; JC08]. At first glance, we
could have simply reused existing algorithms or defined dimension order-
ing as an overlap-removal problem for the polylines in the PCP. However,
CF-PCPs do not only show the underlying data points but also depict flow
between subspace clusters on a coarse scale. For example, to calculate the
costs of chaining two sets of clusters between display axes ai and ai+1, we
also need to know the previous axis ai−1. This is due to our 2D subspace
clustering and left-to-right reading direction: clusters shown at ai are calcu-
lated with data from dimensions di−1×di. Only then can we calculate costs
with the next axis ai+1, which contains clusters from di×di+1.

We choose a tree T as primary data structure for our proposed order
optimization (Fig. 4.6). We start by creating the root node at level 0 and
add a child for each data dimension at level 1. Then, we expand each leaf
recursively by attaching a node for each unused data dimension. Each level
corresponds to an index in the sequence of display dimensions. This way,
for d data dimensions we obtain a tree with d+ 1 levels, where each node
has d− level children. The tree contains d! different paths—corresponding
to all permutations of the data dimensions. Costs from one set of clusters
to the next depend only on three consecutive data dimensions. Thus, there
are only d · (d− 1) · (d− 2) different costs to compute, which can be cached
and reused in the tree traversal.

We apply the A* algorithm [HNR68] to compute the shortest path in T

and implement it by lazily expanding a tree node when it is the leaf with
the lowest cumulative costs. The heuristic d− level estimates the remaining
costs. This has implications on the metric we use to define the distance
between two sets of clusters: The minimum cost from a parent to a child
has to be 1 for the heuristic to work—since we assume a minimum cost of 1
per tree level in d− level. With this model, the A* algorithm is guaranteed
to find an optimal solution. We combine lazy evaluation with caching of
cost values to compute the A* optimization efficiently.
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Figure 4.6: Tree representation of our model for ordering of dimensions
d1 to d4. The blue numbers beneath the dimension names represent costs
(left: individual; right: accumulated). Levels 0 and 1 have no costs because
there are no pairs of clusters yet. The path d1, d2, d4, d3 is optimal as it is
at the deepest level and others are at least as expensive. Missing paths at
level 3 and 4 have not been expanded yet, because their costs were never
minimal.

Having decided on a basic optimization approach, we choose a measure
for the costs of displaying clusters next to each other. CF-PCPs are targeted
at showing how clusters evolve from one subspace to the other, how the
data points flow from one to another. Therefore, we propose a metric that
focuses on the similarities and differences of clusters. Let ci and cj be
two sets of clusters. The number of elements in them are n = |ci| and
m = |cj|. In a first step, we generate a similarity matrix using the Jaccard
indices [Jac01]:

Sci,cj =

J (ci,1, cj,1) · · ·
...

. . .

J (ci,n, cj,m)

 , J(A,B) =
|A ∩B|
|A ∪B|

(4.3)

The best match of cluster sets would yield few elements with value 1 and
many with 0. Bad matches have many data points changing between clus-
ters, leading to an array with many values < 1. Since we prefer dimension
ordering with many good matches, we subtract the matrix’s mean value
from all its elements sx,y. We then square all results and sum them up into
the grand sum to get a similarity value between the sets of clusters:

similarityi,j =
∑

1≤x≤n
1≤y≤m

[
sx,y − Sci,cj

]2
(4.4)

To obtain a cost function that fits the requirements of A*, we invert the
similarity. However, the similarity can be 0 when all matrix entries have
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the same value or we are comparing sets of size 1. Thus, we define the
cost function as 1 + [similarityi,j + 1]−1 to avoid division by zero. Using
our proposed metric helps the optimization algorithm in avoiding adjacent
dimensions with no or only one cluster between them.

Cluster Ordering

The list of available clusters for display is controlled by the sequence
of dimensions but not by their internal vertical arrangement. Therefore,
the order of dimensions is our highest priority. Afterward, we still have
flexibility in choosing the vertical arrangement along each data dimension.
Our approach to optimizing the vertical sequence is similar to the dimension
ordering: employ A* to find an optimal path from tree level 1 to a leaf at
level d. The difference lies in the way we generate the children of each node:
When there are m clusters to be arranged, we generate all permutations
and add them to the parent node, which is itself a node among permutations
of the previous clusters.

We adopted a metric based on the number of line crossings as a cost
function—which is popular for ordering in PCPs [DK10]—and adapted it for
the display of data flow from one cluster to another. A closer comparison of
Fig. 4.4(b) and 4.4(c) reveals that lines within cluster pairs move closer to
each other. This is caused by the axis scaling and creates the impression
of bundles. Intertwined lines within such a bundle do not interfere with
tracing the data flow, but crossing bundles are difficult to follow visually.
Therefore, we define our metric to penalize these inter-bundle crossings.

A bundle between clusters contains all shared points, e.g., ci,1 ∩ cj,1. We
assume that each line has a certainty l ∈ [0, 1] that describes its—possibly
fuzzy—cluster membership. Fuzzy lines will not be as visible as certain
ones and contribute less to overall clutter due to density-based rendering.
Our metric sums up the certainty within each bundle into L and uses it as
an adjusted line count. This new count is used to populate a matrix with
values for all bundles between neighboring dimensions i and j:

Bi,j =

L(ci,1 ∩ cj,1) · · ·
...

. . .

L(ci,n ∩ cj,m)

 (4.5)

We determine the total number of crossings using a method by Rit [Rit86]:
bundles only cross if they start lower and end higher (Fig. 4.7). The opposite
case (from higher to lower) is just a different view on the intersection of
the same lines. The actual calculation is done by multiplying each element
bx,y of Bi,j with the submatrix to its lower left and then getting the grand
sum. The first column and last row do not have a submatrix to the lower
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cj,2

cj,1
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Figure 4.7: Simplified CF-PCP with cluster sets ci and cj. Top and bottom
(black) never cross any other bundles. A red reference bundle only crosses
lines that start below and end above (blue).

left, so we do not need to calculate crossings for them. The resulting values
are written into a matrix Ii,j and all its elements ix,y are summed up. The
final cost for placing one sequence of clusters next to another is then
1 +

∑
1≤x≤n
1≤y≤m

ix,y. We start with a minimal vertical cost of 1 to ensure that

the metric fits the requirements set by the level-based heuristic for A*. The
width of the primary tree structure T grows much faster than the one for
dimensional ordering. Therefore, we recommend using a lazy evaluating
A* algorithm for the optimization of up to 15 clusters per 2D subspace
on commodity hardware due to performance. Beyond that threshold, we
recommend reverting to an approximate approach, e.g., sorting clusters
by the mean value of contained data points approximates the vertical
line layout from PCPs whilst retaining advantages of their cluster-flow
counterparts.

4.2.3 Rendering
At this point, we need to render the CF-PCP lines in a readable and
uncertainty-aware manner.

Curve Geometry

Traditional PCPs draw data points as straight lines between two neighbor-
ing dimensions. If we do the same in CF-PCPs, we get a relatively clean
visualization without much clutter (Fig. 4.8(a)). Unfortunately, the naive
approach of axis duplication also changes the line slopes with respect to
traditional PCPs. In fact, the slope depends no longer just on the data values
but much more on the cluster membership. A related issue is that the angu-
lar resolution is reduced because lines become “compressed” (i.e., closer
in angles) if they belong to the same cluster. Therefore, it becomes harder
to recognize correlations. An eye-tracking study by Netzel et al. [Net+17]
showed that participants focus primarily on the area around the axes when
reading PCPs. Another study with extreme bundling in PCPs [Hei+11]
showed that the perception of data characteristics and correlation is even

108



4.2. Cluster-Flow Parallel Coordinates

mcg
0.89

0

gvh
1

0.16
1

0.16
1

0.16
1

0.16

(mcg x gvh)

aac
0.88

0

0.88

0

0.88

0

(gvh x aac)

(a) Straight lines

mcg
0.89

0

gvh
1

0.16
1

0.16
1

0.16
1

0.16

(mcg x gvh)

aac
0.88

0

0.88

0

0.88

0

(gvh x aac)

(b) Hermite splines

Figure 4.8: Comparison of line geometry in CF-PCPs. Straight lines (a)
make it hard to recognize correlations within clusters. Curved composite
lines (b) preserve information on correlations by starting and ending with
the same angles as in regular PCPs. Adjusting tangents used in the central
Hermite splines separates lines that would cover and occlude each other
completely.
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Figure 4.9: Composite line geometry in CF-PCPs. In regular parallel coordi-
nates (a), lines have an angle γ, depending on the underlying data point’s
values in each display dimension. Lines in CF-PCPs (b) have segments with
the same angle in a zone close to the axes (red lines on gray background).
These are then connected by a cubic Hermite curve with tangents T1 and
T2.
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possible when participants could not use the center parts between axes.
These findings give us an opportunity to address the aforementioned prob-
lems: we replace straight lines by composite connections (Fig. 4.9). The
key to our model is that we start and finish the connections with short
straight line segments with the same slope as in original PCPs. This creates
a zone in the important focal area around the axes that retains the same
information as in regular PCPs.

In the center region—in-between data axes—we connect the straight
segments with a cubic Hermite curve. Choosing the tangents of the curve
to be identical to the original slope guarantees a smooth transition between
segments. The result of this approach is shown in Fig. 4.8(b). Instead of
using the same factor to scale the Hermite curve’s tangents T1 and T2, we
vary it between data points. The relative index of each row in the source
data set is added to a base factor on T1 and subtracted for T2. This spreads
the composite lines along the direction they would have had in a classic
PCP. This is very helpful when there are multiple rows with the same values
in both neighboring data dimensions: the wider the lines spread, the more
rows share the same values. In regular PCPs, this information would be
lost in overplotting or would require a density rendering technique.

Density Rendering

CF-PCPs are designed to work with large data sets that can incur over-
plotting. We address this issue by adopting the established method of
splatting [Zho+09] the lines and showing their density [AOL04; Joh+05].
This is achieved by splitting the rendering process into separate passes.
The first pass uses additive blending to compute an intermediate density
field. Since the densities typically cover a large dynamic range, we apply a
nonlinear transformation before the final rendering. In our implementation,
we apply a logarithmic mapping combined with a logistic function to guar-
antee user-specified extrema within [0, 1]. The result is then multiplied with
the line color’s alpha value. For demonstration purposes, we encourage the
reader to trace individual lines in Fig. 4.2, both at high and low density.

Uncertainty

Fuzzy clustering involves soft labeling of individual data points. In our
implementation, we distinguished between no clusters at all (black axes in
Fig. 4.10), noise ( ), and actual clusters ( ). This gives viewers additional
information about the underlying algorithm’s success in clustering the
source data. Going further, more levels of certainty could be visualized as
long as the axis colors remain well distinguishable.
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(a) Low (b) Medium (c) High (d) Combined

Figure 4.10: Visualizing uncertainty in the clustering results. The label
weights are binned into three ranges. Each bin is separately rendered to
a density field and then mapped to color (a)–(c). Finally, the results are
sorted by uncertainty and alpha blended (d).
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Figure 4.11: Fuzzy clustering provides a single data point with multiple soft
labels in various clusters. Our technique draws lines between all possible
pairs of these clusters. Their opacity is calculated by multiplying the point’s
labels in both connected clusters. This spreads each data point’s constant
total density of 1 over all possible connections.

Soft clustering can also select multiple labels for a single point, weakly
assigning it to multiple clusters, instead of a single strong result. We treat
these labels as probabilities, i.e., the sum of all assigned soft labels has to
be 1. The clustering technique does not supply information on flow between
sets of fuzzy clusters in separate subspaces. Therefore, we cannot infer
whether a point moved between specific pairs of neighboring clusters. The
probability that it belongs to one cluster or the other is our only information.
We take this into account by rendering a single source data point as multiple
lines to obtain a faithful visual representation. When a data row is labeled
more than once in a 2D subspace, we draw a line between all neighboring
clusters it belongs to (Fig. 4.11). We determine the opacity of each line
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by multiplying the label values of the clusters it connects. Our method
corresponds to providing a field with probable paths for the movement of
data points and results in an invariant total opacity of 1 for each point. This
property is compatible with density rendering because it does not affect
the total density.

Up to this point, we discussed rendering without going into detail
about line colors. Our CF-PCPs encode the numerical uncertainty from the
clustering algorithm by mapping it to color. Each line between two axes is
rendered according to its underlying data point’s label in the target cluster
(right axis for left-to-right reading direction). This means that the color of
lines for the same data row may change from one side of an axis to the
other, leaving the positional attributes as hints for tracing the line paths.
We choose a sequential color scale (from light blue to black) to map the
label weights in our examples (Fig. 4.10). The gradient from light blue to
black only varies significantly in saturation and value, making it suitable
even for viewers with most common color vision deficiencies.

CF-PCPs apply binning for good readability [Pad+17] because smooth
color gradients can be problematic for reading exact values [Bre96]. An-
other benefit of binning becomes evident with density-based rendering:
additive blending would mix and distort the used colors. Furthermore, it
would make multiple overlayed fuzzy lines look like a single certain one. To
address these issues, our approach creates one density field for each bin in
the uncertainty color map. As depicted in Fig. 4.10, CF-PCPs convert them
separately into regular images with the RGB values from the color map,
while the alpha channel encodes the field’s density. In the final render pass,
these individual fields are sorted by fuzziness and alpha-blended with the
over operator [PD84].

4.2.4 Visual Patterns
CF-PCPs show streams of 2D clusters across the subspaces of a data set
while still displaying the original correlations between dimensions. As such,
our visualization aims at providing two levels of granularity: overview and
detail. The overview level shows similar 2D subspaces, clusters, and inter-
cluster patterns, i.e., how data flows between clusters across different
subspaces. The detail level shows intra-cluster patterns, i.e., what is the
correlation within pairs of clusters from neighboring dimensions.

Ordering: Our horizontal ordering, coupled with our A* approach,
implies strong similarities of clusters in neighboring dimensions because we
minimize the total dissimilarity according to our metrics. More specifically,
this means that the two subspaces between three neighboring dimensions
contain similar clusters.
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Figure 4.12: Inter-cluster patterns. Clustering in subspaces D1×D2 and
D2×D3 gives the exact same result, cf. (a) and (b). Cluster C1 splits into C3

and C4 in D3×D4 (c).The displayed clusters in (d) have very low similarity
with the results from the previous subspace.

Clusters: The duplication of axes allows for easy identification of the
number of cluster within each 2D subspace. In turn, this helps us identify
cluster flow across different pairs of dimensions. Also, it is easy to distin-
guish well-separated cluster flow (with a high level of certainty) over fuzzy
one because of soft labeling.

Inter-Cluster Patterns: We created Fig. 4.12 as an example with five
dimensions that always have two clusters in their subspaces. In (a) and (b),
the flow of data between clusters in D1×D2 and D2×D3 shows highly
similar subspaces: each cluster on the left is associated with a unique
cluster on the right. This one-to-one relationships denotes high or total
similarity between subspaces. The situation is different in (c), where the
CF-PCPs shows that cluster C1 from D2×D3 splits into C3 and C4 in D3×D4.
It would also be correct to say that C4 splits into C1 and C2, depending on
the point of view. Finally, in (d), we see two very dissimilar subspaces. Here,
both clusters C3 and C4 split and mix in D4×D5.

More generally, if each cluster in the subspace of two dimensions is
uniquely associated with every other cluster of a neighboring subspace
(i.e., the similarity matrix in Eq. 4.3 contains only ones and zeros), it
means that they behave similarly. If, in turn, all clusters are linked with
each other (i.e., the similarity matrix contains many values <1 and >0),
this shows a dissimilar clustering behavior. Additionally, an axis having
different incoming clusters is equal to a merge or split, depending on the
point of view. Overall, in CF-PCPs, the number of splits or merges between
clusters conveys the connectedness of their two subspaces.
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Figure 4.13: Intra-cluster patterns. When CF-PCP axes are at the same
height, cf. (a) and (c), patterns from positive and negative correlations look
very similar to their counterparts in regular PCPs. The curve geometry
preserves these patterns close to the axes, even if they are at different
heights, cf. (b) and (d).

Intra-Cluster Patterns: Atop showing the high-level information on
flow of data between clusters across subspaces, our visualization also
maintains patterns known from traditional parallel coordinates. Since the
duplication retains the entire value range of an axis, our cluster-flow layout
shows the distribution of each cluster’s data points in the original dimen-
sions. As demonstrated by the clusters labeled C1 and C2 in Fig. 4.2, we
can see where the values are positioned in regards to the whole range:
larger values are in the upper cluster C1, smaller ones in the lower C2. This
approach also visualizes whether the data points move closer or further
apart, e.g., the bundle from D3 spread out in D4.

The examples in Fig. 4.13 illustrate how CF-PCPs show data correlations.
If two neighboring clusters are aligned, cf. (a) and (c), then positive and
negative correlations look very similar to the classic PCP approach. In the
case of non-aligned clusters, cf. (b) and (d), our curve geometry ensures
that the slopes near the axes remain identical to the ones in regular PCPs.
Hence, our approach preserves the most important areas of PCPs [Net+17]
and adds additional information on clusters and data flow.

Overall, the visual patterns of our approach can be seen in different
places of the visualization: inter-cluster patterns are located in the entire
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space between two display dimensions, whereas the vicinity of duplicated
axes reveals intra-cluster patterns.

4.2.5 Validation
Here, we validate our CF-PCPs using the E. coli example. A discussion of
the NetPerf example (Fig. 4.1) and electricity production in Germany can
be found in the full paper [Rod+17].

Horton and Nakai used machine learning to automatically predict local-
ization sites of proteins [HN96]. Their results included a decision tree that
uses multiple measured metrics for E. coli bacteria in order to arrive at
a predicted classification. Fig. 4.14(a) shows this tree and highlights five
nodes ( ) that we selected for visualization. They correspond to the metrics
that define four classifications ( ). First, let us establish a baseline using a
regular PCP and density rendering (Fig. 4.14(c)). The only dimension with
binary properties seems to be lip. There seem to be negative correlations
between alm2 and its neighbors, but it is difficult to map the resulting
class to a specific influence of each previous dimension. One has to identify
clusters in the scatter plots shown in Fig. 4.14(b) to understand the under-
lying structure. The scatter plots with color-coded clusters do not show the
flow of the decision tree. Also, the display of the fuzziness poses a problem:
some points belong to multiple clusters and plotting them multiple times is
not sensible.

Our CF-PCP in Fig. 4.14(d) on the other hand shows all of the above in
an integrated way. At first glance, lines of low certainty ( ) dominate. This
is due to a low degree of separation between the clusters. The second im-
pression is of flow between clusters. The observable flow from the CF-PCP
matches the tree structure from Fig. 4.14(a). Using Fuzzy-DBSCAN with
dimensions mcg, lip, and gvh yields a single cluster and noise each time.
The classification tree confirms that these dimensions are not sufficient
to infer any specific classes. Subspace gvh×alm2 shows the first split
into two actual clusters, just as the tree also arrives at its first class imU.
Class imS is inferred next and the CF-PCP also contains two clusters in
alm2×aac. Combining the information from aac×class reveals four final
clusters, which matches the the classification count in the highlighted
subtree.
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Figure 4.14: Classification of E. coli bacteria according to a tree (a) where
nodes correspond to metrics and leaves to inferred classes [HN96]. All red
metrics are necessary to distinguish the blue classes. These are shown
as dimensions in the regular PCP (c). The scatter plots show color-coded
fuzzy subspace clusters between the last three metrics (b). Our CF-PCP (d)
technique combines aspects of both previous visualizations. Its line colors
encode certainty: 0 XX XX XX 100 %.
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4.3 Application: Secondary Structures of Proteins

Protein visualization rarely incorporates uncertainty, although it is present
in the data and could allow for a more informed visual analysis. Proteins are
macromolecules found in all organisms, consisting of one or more chains of
amino acids. They perform a wide range of functions from catalyzing chem-
ical reactions to transporting other molecules. Due to their importance in
biology, a vast number of analysis and visualization techniques have been
developed [Koz+16]. Therefore, we only give a brief introduction to the
different levels of protein abstraction and visualization: The primary struc-
ture is a direct representation of amino acids and commonly visualized as
a sequence diagram. The secondary structure represents local structures
stabilized by hydrogen bonds and can be inferred algorithmically from the
atomic coordinates and primary structure. Although secondary structure
assignment from atomic coordinates has a long history, there is no absolute
definition and therefore no ground truth. Note that the folding of amino
acid chains indicates stability and function. The tertiary structure is the
spatial arrangement of the secondary structure, which directly relates to
the atomic positions. Established visualization techniques to illustrate sec-
ondary and tertiary structures are sequence diagrams and ribbon diagram
(Fig. 4.15).

Figure 4.15: Secondary structure assignment uncertainty of photoactive
yellow protein of E. coli (PDB ID: 2ZOI). The left image shows a typical
ribbon diagram, illustrating the secondary structure assignments computed
by STRIDE. The center image shows our uncertainty ribbon diagram with
disagreement of four different secondary structure assignments mapped
to shape distortion. The sequence diagram cutouts to the right depict
assignments for two different sub-chains using two techniques: The upper
one reveals an uncertain part of the sequence by stacking the individual
results; the lower one shows a consensus α-helix with uncertain ends, where
the deviating results at these ends are sorted by increasing uncertainty
from bottom to top.
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The secondary structure assignment for a protein can vary not only due
to conformational changes but also due to the used assignment method.
It is easy to overrate changing secondary structure elements during con-
formational changes, since the transition between the graphical depiction
of two different secondary structure elements is not smooth but rather a
hard switch. This can lead to selective perception that impedes analysis.
Our goal is to gain trust in the secondary structure assignment and ease
its interpretation by depicting uncertainties that might arise from different
sources, e.g., raw input data, simulation, or algorithmic inference. Thus,
we propose a technique to convey uncertainty in protein data in 2D as
well as in 3D. To this end, we extend the established secondary structure
representations for uncertainty propagation and visualization.

Here, we propose a model to convey the confidence per structure el-
ement and amino acid for multiple assignment methods. Moreover, we
convey uncertainty using various visual variables in 2D sequence diagrams
and 3D ribbon diagrams. We explore the design space for visualization
using various visual variables to represent uncertainty.

An evaluation (expert reviews) can be found in the corresponding pa-
per [Sch+18a].

4.3.1 Structural Biology Background
Proteins are macromolecules that consist of one or more chains of amino
acids. They are crucial for all life-forms on earth since almost all organic
processes rely on proteins to work properly. The correct folding of the
amino acid chains determines the function of the corresponding protein.
Therefore, the spatial arrangement of the atoms is of high importance.
Misfolded proteins may not only be functionless but can also cause diseases
like Creutzfeld-Jakob.

The protein secondary structure describes the local spatial arrangement
of the amino acid chain [Lin52]. The amino acid chain can form helical
structures or (anti-)parallel sub segments of the main chain—mainly held
together by hydrogen bonds. It is notable that there exists no ground truth
for protein secondary structures, even the IUPAC rules [IUP70] offer more
than one possible approach for assignment. In particular, helical segments
can be defined by symmetry and hydrogen bond arrangement or by special
dihedral angle configurations in the amino acid backbone. The latter can be
visualized using a so-called Ramachandran plot [RRS63], which is a scatter
plot where two dihedral angles, usually Φ and Ψ, are plotted against each
other (Fig. 4.16). In this plot, each structure element occupies a certain
(not clearly defined) area in the target domain, allowing for a fast structure
assignment per amino acid.
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Figure 4.16: A Ramachandran plot (left) of human PCNA (PDB ID: 1AXC)
and its ribbon diagram (right) for reference. The colored template on the
Ramachandran plot shows where the secondary structure elements are
expected.

We divide the secondary structure assignment methods into two cat-
egories: The first one infers secondary structure based on the tertiary
structure (atomic coordinates). The second one only takes the main-chain
amino acids into account and is mainly used for structure prediction of
unknown or newly designed proteins. Note that the uncertainty present
in the secondary structure propagates to atom positions if it is used to
infer the tertiary structure. However, such positional uncertainty would be
beyond the scope of our work, which is based on the assumption that the
atomic coordinates are known.

All assignment methods employed in this work use up to eight possible
structure elements for assignment (Tab. 4.1). During the process of struc-
ture assignment, one of these elements is assigned to every amino acid of
the polypeptide chain: Helical structures with hydrogen bonds between
amino acid n and amino acid n+ 5, n+ 4, or n+ 3 are considered a π-Helix,
α-Helix, or 310-Helix, respectively. A Turn is a sharp direction change of
the main-chain, caused by a single hydrogen bond. A Bend is an area of
the main-chain with high curvature, independent of any hydrogen bond.
A β-Bridge is characterized by two hydrogen bonds between parallel or
anti-parallel segments of the main-chain. A β-Strand is applied when two
consecutive amino acids fulfill the prerequisites to be the part of the same
kind of β-Bridge. Coil is the residual class, i.e., if none of the other struc-
ture elements are applicable. Note the overlaps between these classes,
e.g., β-Strands consist of multiple β-Bridges of the same kind and helices
are several turns in a row. The specific type of the helix is determined by
the main-chain distance of the atoms connected by the involved hydrogen
bonds of the turns.
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Table 4.1: Secondary structure elements, letters, and colors by assignment
method.

PDB DSSP STRIDE PROSIGN

π-Helix I ✓ ✓ ✓ ✓
α-Helix H ✓ ✓ ✓ ✓
310-Helix G ✓ ✓ ✓ ✓
Turn T ✓ ✓
Bend S ✓
β-Bridge B ✓ ✓
β-Strand E ✓ ✓ ✓ ✓
Coil C ✓ ✓ ✓ ✓

One application of our technique is the assessment of different sec-
ondary structure assignment algorithms. The interpretation requires a
basic understanding of these assignment methods. Therefore, we provide
a brief introduction to explain the differences regarding definition and
support in Tab. 4.1.

DSSP [KS83] infers hydrogen bonds between atoms of the protein and
calculates the locations of turns and bridges using these approximated
hydrogen bonds. These turns and bridges serve as base patterns to compute
all other possible structure elements such as helices and strands. We use
the rewritten variant of DSSP that was adapted to detect π-Helices more
reliably [Tou+15].

STRIDE [FA95] also estimates hydrogen bonds to detect secondary
structure elements. Just like DSSP, β-Strands are also inferred from β-
Bridges. The detection of helices follows a different approach: Helices
are determined based on the torsional angles of the polypeptide chain.
The results usually differ slightly from DSSP because of the differences
regarding detection of helices and hydrogen bonds.

PROMOTIF [HT96] is no single secondary structure estimation algo-
rithm but a whole software suite that can detect larger motifs than a simple
secondary structure detection could. For β-Strands and helices, they use a
modified version of DSSP. Since DSSP tends to underestimate the length
of strands and helices compared to the IUPAC recommendations [IUP70],
PROMOTIF adds one extra residue at each end of the secondary structure
motifs. Hence, we expect higher uncertainty values toward the end of
structure motifs.

PROSIGN [Hos+08] works in a purely geometrical manner, using only
the Cα atoms of the amino acids as input. It computes the difference
from a geometrically perfect helix or β-Strand. If the difference is below
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Figure 4.17: Overview of our uncertainty visualization technique. We start
with protein data from RCSB or a simulation, i.e., atomic coordinates (a).
By computing the secondary structure, we obtain a distribution of possible
secondary structure elements per amino acid (b). Then, we aggregate
across different sources of uncertainty such as time and discrepancy of
multiple assignment methods (c). Finally, we render ribbon and sequence
diagrams, depicting the combined distribution (d).

a certain threshold, the respective structure element is assigned. This
simple heuristic significantly reduces the computation time. We chose
to incorporate PROSIGN into our comparison especially because of its
drastically different approach.

We mainly use proteins from the RCSB Protein Data Bank (PDB) [Ber+00],
which offers secondary structure annotations. The annotations for DSSP,
STRIDE, and PROSIGN were computed directly from the atomic coordi-
nates, whereas the results of PROMOTIF were downloaded from PDB.

4.3.2 Requirements
We specified an initial set of abstract requirements for our uncertainty
visualization and gradually refined them while iterating on the design and
implementation of our prototype. Each of them is reasonably high-level and
has a justified usecase:

R1 The assignment methods should be comparable with each other and
their entirety on amino acid level, to analyze differences between the
assignments at various levels of detail.

R2 The uncertainty model should be flexible with regard to aggregation
because the importance of each source of uncertainty is unknown in
advance. Specifically, it should be possible to propagate and weight
various algorithm internals for inspection convenience.

R3 Dynamics are an additional source of uncertainty because the sec-
ondary structure of a protein can vary over time. Therefore, the model
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should also enable us to aggregate temporal changes in a single uncer-
tainty value per amino acid.

R4 The model should be visualized in 2D on a per-amino-acid level to
assess sources of uncertainty quantitatively without influences from 3D,
such as occlusion.

R5 The model should be visualized in 3D as ribbon diagram to as-
sess sources of uncertainty qualitatively, i.e., understand if folding
contributes to uncertainty.

4.3.3 Uncertainty Model
Our model for determining the uncertainty in secondary structure is illus-
trated in Fig. 4.17. First, we had to identify various sources of uncertainty
to define our model: The assignment methods described in Sec. 4.3.1 apply
different definitions to the sequence of amino acids and their atom posi-
tions, i.e., there is no consistent definition of secondary structure criteria
across assignment methods. Thus, the primary source of uncertainty is
the lack of ground truth. Consequently, we perform relative comparisons
between the assignment methods and assess them in the context of their
definitions. Other sources of uncertainty are, e.g., temperature factors for
each atom or molecular dynamics, i.e., conformation changes over time or
physically motivated quantities such as flexibility.

Our main goal was to support a wide range of applications as well
as qualitative and quantitative estimation of uncertainty together. The
differences regarding discrimination of secondary structures across assign-
ment methods make direct visual comparisons impractical (Tab. 4.1).

Classification

As per requirement R1, our model must allow inspection at amino acid
level. Let M denote the set of assignment methods, E the set of possible
secondary structure elements, and A the sequence tuple of amino acids.
Generally, we have to assume that each assignment method m ∈ M is a
black box. Therefore, we only know that a secondary structure element
e ∈ E is assigned depending on the amino acid ai ∈ A, leading to the
definition of a hard classification label lm to express the result of an assign-
ment method:

lm(e, ai) =

{
1, if e is output from m for ai

0, otherwise
(4.6)

This formulation, however, only represents the final output of the algorithms
and conveys no knowledge about the certainty of the respective assign-
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ments. To characterize the uncertainty, we infer soft classification labels
from internal thresholds and values of PROSIGN and STRIDE. These two
algorithms were chosen as examples. Similar changes could be made to
the other algorithms (DSSP, PROMOTIF) based on their internals. The
following description is kept high-level since the source code is part of the
supplemental material of the full paper [Sch+18a].

The construction of soft labels for PROSIGN is easy because all internal
values share the same spatial domain. The algorithm computes distances ds
for each amino acid to ideal geometric representations, before classification
using threshold ts. Because some of these distances are outliers, mostly at
the beginning or at the end of the protein, we have to clamp them using
max(0,min(ds, 2ts)) which seems reasonable judging from a large set of
test proteins. To obtain our soft labels, we simply normalize the clamped
distances.

Our strategy for STRIDE is different because of its more complex multi-
level and parser-like approach to classification. The algorithm scans the
amino acids ai using a moving window ai, . . . , ai+5. If a helix is likely, the
algorithm classifies using three thresholds for ai (beginning), ai+1,...,i+4

(main part), and ai+5 (end). If a bridge or strand is likely, the algorithm
classifies using two mutually exclusive thresholds: one for parallel and
one for anti-parallel. The authors of STRIDE chose the thresholds so that
the classification matches a set of representative reference proteins cor-
rectly between 92.6% to 94.9%, depending on the secondary structure
type [FA95]. Based on these distributions, we fit Gauss functions for each
threshold to obtain probabilities. Depending on the applied thresholds,
we then multiply the probabilities, only storing the maximum resulting
probability for each amino acid as the window moves. These probabilities
are ad-hoc interpreted as soft labels.

Another property of these soft labels is that we can easily aggregate
them over time, for example, to create a static representation of multiple
simulation steps.

Discrepancy

To satisfy requirement R2, our uncertainty model had to be flexible regard-
ing comparison of multiple structure element assignments per amino acid.
Therefore, we define a graph Gm,ḿ for each pair of assignment methods
m, ḿ to quantify the pair-wise discrepancies between structure element
assignments (Fig. 4.17c). Each edge weight models a discrepancy, i.e., a
(relative) mutual deviation between two structure assignments. These edge
weights are user-definable and not every edge is meaningful for biological
and geometric reasons.
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To compare assignment methods m and ḿ as well as their structure
assignments e and é, we define a discrepancy matrix De,é

m,ḿ based on graph
Gm,ḿ: First, we fill in the user-defined edge weights, where provided. Then,
we complete the discrepancy matrix by computing the missing entries
using shortest paths in Gm,ḿ. If there is no user-defined discrepancy (e.g.,
due to lack of knowledge), all entries in De,é

m,ḿ would be 1. The discrepancy
matrices used for our experiment were based on experience and knowledge
about the assignment methods involved.

Using one discrepancy matrix for each pair of assignment methods,
we can compute an ad-hoc confidence score c to combine labels using
discrepancies:

c (e; ai) =
∑
m∈M

∑
ḿ∈{M\m}

∑
é∈E

lm (e, ai) · lḿ (é, ai)(
1 + max

ẽ,˜̃e∈E

(
Dẽ,˜̃e

m,ḿ

)
−De,é

m,ḿ

)2 (4.7)

Evenly distributed secondary structure elements e imply disagreement,
whereas a single peak indicates high agreement among the assignment
methods. Therefore, we express uncertainty as negation of the derived
standard deviation σc, which is calculated from the confidence score over
all possible structure elements e for one amino acid ai using u = 1 −
σc(ai)/max

aj∈A
(σc(aj)).

4.3.4 Uncertainty Visualization
In this section, we describe the different visualization designs to depict
the previously computed uncertainty values per amino acid. We use 2D
and 3D visualizations because some information can be shown better in
3D than in 2D and vice versa. Both visualizations build up on commonly
used representations for protein secondary structure, namely sequence
diagrams and ribbon diagrams. The 2D view extends the classical sequence
diagram by rendering the results of the different assignment methods in
combination with the computed uncertainty values. The 3D view combines
the uncertainty with the positional information of the tertiary structure,
thus conveying the influence of the 3D structure of the protein on the
certainty of the assignment. The 2D view is favorable for analyzing ab-
stract data such as the absolute numerical uncertainty or threshold values,
whereas the 3D view gives a qualitative overview of the spatial embedding
and context.

Both views are based on well-established geometric representations
of protein secondary structure elements (ribbons, arrows, and tubes). To
ease the interpretability by domain scientists, we adhere to community
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standards regarding visual styles of protein secondary structures: Color
is typically used to convey physicochemical properties or to highlight
the different secondary structure elements shown in Tab. 4.1. Value and
saturation interfere with 3D scene lighting. Hence, there are only a few
visual variables left that would not interfere with this standard. Therefore,
we decided to use different approaches that change the geometry.

Sequence Rendering

A sequence diagram typically consists of multiple rows, each depicting
different aspects of the visualized amino acid chain. Each column repre-
sents one amino acid. The bottom row of the diagram usually shows the
one-letter code that denotes the corresponding amino acid and the residue
identifiers within the chain. Additional information like binding sites or
secondary structure can be shown in the other rows on top. An example of
a sequence diagram following the abovementioned community standards is
shown in Fig. 4.18.

We decided to follow the design of RCSB PDB [Ber+00] by stacking
possible secondary structure assignments on top of each other to allow
for convenient comparison. As an extension of the naive approach in the
RCSB, we merge rows upon agreement to facilitate comparison of multi-
ple assignments, shown in Fig. 4.19. The user can either merge rows by
grouping and sorting by confidence score in descending order (a), or by
using projection (b). Stacking facilitates comparison, however, it requires
more than one row to encode multiple secondary structure elements. As
described in Sec. 4.3.3, our uncertainty model allows us to project multiple
assignment methods into a distribution per amino acid. The projection
results in a center-lined, single static sequence representation (b).

We render the projected row by morphing structure geometries dur-
ing tessellation. First, a quad per amino acid is tesselated as shown in
Fig. 4.20(a). The vertices have to be shifted only in horizontal direction to
obtain the different secondary structure elements shown in Tab. 4.1. Thus,
geometry morphing boils down to linear interpolation between all possible

Figure 4.18: Typical sequence diagram consisting of a sequence row and
an amino acid row. Helices are rendered as sine waves, strands as arrows.
Colors and visual primitives are detailed in Tab. 4.1.
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(a) Stacked view (grouped and sorted)

(b) Stacked view (projected)

Figure 4.19: Stacked assignments. The grouped and sorted version (a)
scales better than the projected version (b).

(a) Morphed geometry shown as wireframe

(b) Histogram view rendered above the morphed geometry

Figure 4.20: Multiple assignments combined into one sequence view:
(a) morphed wireframe geometry, (b) final histogram view with uncer-
tainty values encoded as gray bars above the sequence. High, dark gray
bars denote high uncertainty, whereas low, lightly colored bars represent
less uncertainty and more agreement. Where the uncertainty value reaches
0.0, the rendered structure equals the structure in the normal sequence
views (Fig. 4.18).

structure elements of the current amino acid. The tessellation factor must
be set so that the appearance of more complicated structure elements such
as helices is smooth.

As shown in Fig. 4.20(b), we add gray bars in an additional row of
the sequence diagram to display the computed uncertainty values, which
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(a) Wireframe (b) Regular (c) Distorted

Figure 4.21: Ribbon diagram of a protein. The original ribbon diagram
shown in (a) and (b) is distorted based on the computed uncertainty value,
resulting in (c).

eases the readability and highlights amino acids with uncertain structure
assignment. Furthermore, we use color to differentiate between secondary
structure elements with ambiguous geometric representations, here shown
by means of the α-Helix and 310-Helix (dashed orange box in (b)). The color
coding of an amino acid is inspired by individual bars of horizontally stacked
bar charts. To smoothen the transition between segments, we interpolate
the colors in a very narrow region around the transition. The area of each
segment is proportional to the confidence score of the secondary structure
element, which allows for an easy detection of the most likely element.
To reduce the number of color transitions between amino acids, we order
the segments such that the last color of amino acid n is used again in
amino acid n+1 if the same element was assigned by one of the algorithms
here. This sorting provides a fast heuristic for decreasing the perceived
visual clutter originating from color transitions. Note that this optimization
dissolves the relation to assignment methods, i.e., the order of elements
in an amino acid box no longer corresponds to the order of assignment
methods. However, the goal of the histogram view is to give an overview of
the most likely assignment.

Ribbon Diagram

Ribbon diagrams, also called Cartoon representation, typically consist of
a schematic representation of each structure element fitted to a curve
using interpolation (Fig. 4.21(b)). They share many geometric motifs with
sequence diagrams and allow the user to gain knowledge about the sec-
ondary structure and spatial folding of a protein, which is essential for its
function. Our renderer implements the tessellation-shader-based method
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proposed by Hermosilla et al. [Her+15] with several modifications: First,
we represent each amino acid using a spline segment consisting of a
single tessellated quad instead of two quads as in the original method
(Fig. 4.21(a)). Second, we made several changes for uncertainty visualiza-
tion. Third, we render contours to improve depth perception and visual
separation of close but different parts of the protein chain [TCM06]. We
achieve contour rendering by rendering an inflated version of the backsides
of all faces before the actual image. The inflated model is the result of a
slight displacement of each vertex v in the direction of the vertex normal
n⃗v—a higher displacement leads to a thicker contour.

We cannot just transfer the design from sequence diagrams to ribbon
diagrams because the space for additional rows is already occupied in 3D.
MacEachren et al. [Mac+12] evaluated the influence of visual variables on
the understandability of uncertainty visualizations. However, the study only
considered 2D visualizations and enclosed visualizations. Especially when
using a third dimension, the most intuitive visual variable, fuzziness, does
not perform well because the occlusion caused by the protein folding intro-
duces some level of ambiguity. The variable position is already occupied by
the tertiary structure, whereas color is occupied by secondary structure
assignment or physicochemical property. Furthermore, we have refrained
from interpolating between the structure assignment colors, since the
blending of two or more colors cannot be unambiguously reversed, as
discussed by Chuang et al. [CWM09].

Geometry Distortion We chose the visual variables shape and grain
[Mac+12], i.e., we add waviness to the geometric representation. Although
curvature can impede the faithful perception of spatial frequencies, we
argue that our choice is sufficient for qualitatively highlighting the uncer-
tainty. By distorting the geometry of a standard ribbon diagram uniformly
in all directions using a periodic waveform, it is possible to encode an
additional value such as uncertainty (Fig. 4.21(c)). The image footprint
and the overall visual appearance of the ribbon diagram do not change
significantly. In particular, the intra-model occlusion is not much increased.
If the uncertainty value is low, the appearance resembles the original rib-
bon diagram. Similarly, we distort the geometry heavily for amino acids
with high uncertainty of the assignment. By default, we assign the ribbon
geometry of the most likely secondary structure element as base mesh, but
the user can also change this to the assignment of a particular method. For
large proteins, assessing the distortion at individual amino acids might be
challenging due to the small image footprint. This issue can be solved by
zooming and panning, which is also necessary for detailed inspection of

128



4.3. Application: Secondary Structures of Proteins

(a) No distortion (b) Sine (c) Triangle

Figure 4.22: Comparison of the different geometry distortion methods.
Compared to the sine distortion (b), the triangle distortion (c) needs less
geometry to work properly. The dashed orange box illustrates one amino
acid (amplitude ka = 1, frequency kf = 6). The specular highlights of the
triangle waveform emphasize the shape.

the undistorted ribbon diagram. Therefore, expert users are familiar with
these interactions.

We compute the distortion using function g, where x is the normalized
x-coordinate of the processed vertex on the spline segment of the current
amino acid, the uncertainty value u and global parameters for amplitude ka
and frequency kf of the distortion:

g(x, u; ka, kf ) = u · ka · w{sin,tri}(u · kf · x) (4.8)

Note that g is applied in direction of the vertex normal (Fig. 4.22). The
waveform w is a smooth sine or a sharp triangle function:

wsin(t) = 0.5 · (sin(2π · t− π/2) + 1) (4.9)

wtri(t) = 1− 2 · |0.5− (t− ⌊t⌋)| (4.10)

The value is in the range [0, 1] to prevent the wave from carving into
base geometry. Note that the tessellation level must be at least twice the
frequency to prevent aliasing issues (Nyquist frequency).

Transparency In addition to the geometry distortion, we explored screen
door transparency as a visual variable for the uncertain structure elements.
This method allows us to show multiple secondary structure elements at
the same time, sorted in ascending order by their confidence score without
creating new colors (Fig. 4.23).

Let |E| be the number of possible structure elements and I ⊆ [0, 1] an
interval. We divide I into |E| ranges so that the size of each interval Ie∈E
corresponds to the confidence score of the corresponding structure element.
Then, we use an 8×8 Bayer matrix MB8 [Bay99] with entries distributed
in [0, 1] as a repeating stencil to compose the final image. Hence, we only
render the structure element e if the corresponding value of the matrix
lies inside its interval Ie. This screen door transparency approach makes
it easier to spot uncertain parts because it leads to perceivable noise at
locations with different structure assignments. In theory, it even allows
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Figure 4.23: Comparison of alpha blending (left) and screen door trans-
parency (right). From a distance, there is only visible difference in bright-
ness. In close-up, the colors from Tab. 4.1 are visible (i.e., no color mixing).

reading the distribution from the final image by counting pixels in an 8×8
bock.

In summary, the presented uncertainty visualizations can be used to
guide the attention of the user toward uncertainly assigned parts of the
secondary structure. The source of uncertainty can be examined further
in the sequence diagram or by choosing the ribbon diagram of the single
assignment method as base for the geometry distortion.

4.3.5 Use Cases and Discussion
In this section, we demonstrate our uncertainty visualizations for different
application scenarios. As a primary source of uncertainty, we use the confi-
dence score derived from the multiple assignment methods presented in
Sec. 4.3.1. In particular, we use the scenarios to discuss how the require-
ments were satisfied. We first start with an example that explains how the
uncertainty can be put in context (R1, R2, R4, R5). Next, we apply our
visualization to a different source of uncertainty derived from aggregating
the time steps of a protein simulation (R3). Finally, we use our visualization
to illustrate positional uncertainty.

Deviations in Secondary Structure Assignment

We precomputed the secondary assignments for insulin (PDB ID: 1RWE)
using STRIDE [FA95], the improved version of DSSP [Tou+15], and our
implementation of the PROSIGN algorithm [Hos+08]. In addition, the down-
loaded PDB file contained the PROMOTIF [HT96] assignment. Insulin is
a relatively small protein, while being large enough to have a meaningful
secondary structure, as shown in Fig. 4.24. We used our stacked sequence
diagram, which adds the agreement structure row and highlights uncertain
parts, where the structure assignments differ. Mark A points to the agree-
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A B

CE

D

Figure 4.24: Our uncertainty visualization applied to insulin (PDB ID: 1RWE).
The sequence diagram shows different assignment methods and our in-
ferred agreement structure, stacked on top of each other. At amino acids
for which all algorithms agree, only the agreement structure is shown.
The inset on the left shows the behavior of the internal thresholds of the
PROSIGN algorithm for the highlighted part. The inset to the right shows
the uncertainty value mapped to frequency in geometry in addition to ge-
ometry morphing and screen door transparency.

ment structure showing the combined structural uncertainty illustrated by
colors and morphed geometry.

As expected, the PROSIGN algorithm deviates most often from the other
ones due to its simpler approach, which induces a basic uncertainty for
many amino acids. Another observation that can be made here is that
if STRIDE and DSSP disagree, it is usually at the beginning or end of a
helix, which is particularly visible in the 3D ribbon diagram. We recon
that this is due to a slight unwinding of some helices toward their borders,
which leads to deviating assignments because of algorithmic differences. To
investigate this issue more closely, we chose the example marked by B in
the sequence diagram, where DSSP assigns a turn, whereas STRIDE assigns
a helix and PROSIGN recognizes no clear structure (random coil). We can
identify the corresponding position in 3D using brushing and linking C .
The shape of the 3D structure clearly reinforces our hypothesis that DSSP
underestimates the length of the helix and PROSIGN is too simplistic. This
assumption is backed by the fact that PROMOTIF also recognizes an α-Helix.
Here, the screen door transparency proved to be useful, since it allows us
to observe all structural assignments together.

A second example is marked by D , where PROSIGN recognizes a 310-
Helix, whereas all other algorithms recognize an α-Helix. To investigate
this further, we go back to the corresponding position in the sequence
diagram E and examine the internal values of PROSIGN, which are shown
in the detail view above (orange box). As observable, the internal confidence
that the chain forms a 310-Helix at this location is not very high, as indicated
by the corresponding soft label. In contrast, the internal value for an α-Helix
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is just below the threshold, indicating a very low overall confidence that
the helix was correctly assigned by PROSIGN.

Although PROSIGN assigns the most false negatives (coil instead of a
pronounced secondary structure), which is to be expected due to the simple
internal model, it rarely assigns false positives. Therefore, we can place a
relatively high trust in PROSIGN’s assignment of helices and sheets with
the caveat that these might be too short. As shown in the example above,
our uncertainty visualization can be used to back this trust based on the
internal thresholds.

As shown with this example analysis, our model facilitates the compari-
son on an amino acid level and various levels of detail (requirement R1).
However, insights like above could be used to updated the discrepancy
matrix to reflect the weighting of differences between the secondary struc-
ture assignment methods (requirement R2). The visual analysis process
described above showcases that the visualization requirements (R4 and
R5) are also satisfied.

Secondary Structure Dynamics and Flexibility

As stated in Sec. 4.3.2, one requirement was that our uncertainty visual-
ization can also convey other sources of uncertainties derived from the
dynamics of the protein (R3). We analyzed the stability of the secondary
structure of a protein based on the results of a molecular dynamics simula-
tion. During the simulation, the protein undergoes small conformational
changes. Consequently, some parts of the secondary structure might vary
over time. While such changes are typically investigated by domain experts
watching an animation of the whole simulation, this quickly becomes not
only tedious but also unreliable for longer simulations, since human ob-
servers tend to overlook change [TBB02]. We therefore aggregated the
secondary structure assigned by STRIDE for all time steps to obtain an
uncertainty value per amino acid. The result can be seen in Fig. 4.25. As
expected, the secondary structures at the central core of the protein are
temporally invariant, which correlates with the low uncertainty, while the
random coils in the outer regions are more uncertain, which indicates that
they are more unstable.

Our uncertainty visualization can also be used to complement the struc-
tural uncertainty with positional uncertainty information. We derive the
positional uncertainty of a simulated protein using the Root Mean Square
Fluctuation (RMSF), which is one of the standard measures for flexibil-
ity [KZ10]. The RMSF is based on the Euclidean distance of each atom in
each time step from its average position. Hence, accumulation of errors
does not occur. An example is shown in Fig. 4.26. As mentioned above,
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Figure 4.25: Uncertainty of the secondary structure derived by aggregating
the changes that occurred during a simulation. This conveys the influence
of dynamics on the secondary structure.

Figure 4.26: Visualization of positional uncertainty (i.e., flexibility computed
by Root Mean Square Fluctuation) of the wild type of a dehalogenase
protein (left) and a mutant (right). As observable, the mutant is much more
stable than the wild type. Both proteins were rendered as tubes instead of
ribbons with coloring by secondary structure.

very small positional changes can lead to different secondary structure
assignments if the corresponding internal value is close to a threshold. The
positional uncertainty view is, therefore, intended to help users judge the
structural uncertainty.

Further discussion and expert reviews can be found in the full pa-
per [Sch+18a]. In summary, the feedback was positive and all experts
found having uncertainties encoded in the image in a non-obtrusive way
useful.
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4.4 Application: Multivariate Intensive Care Time Series

In a modern clinical setting, patients in an intensive care unit (ICU) are
closely monitored by multiple medical devices. In such a scenario, this
multitude of measurements has to be communicated for interpretation,
either to medical personnel for progressive analysis (monitoring), or—as in
our context—to medical researchers for post-hoc analysis (experiments).
However, humans have difficulties aggregating more than three quantities,
especially under the presence of uncertainty [Gre+17]. Multiple parame-
ters are often needed to provide an overall impression of the condition of
a patient. Only considering a combination of specific changes in multiple
parameters will hint toward important transitions of the whole homeo-
static system. For instance, individual parameters might seem uncritical
if considered independently, but in conjunction, can indicate an imminent
circulatory shock. The commonly used circulatory shock index, which is
derived from a set of relevant parameters [Can+09; Bir+05], does not
provide further information about the underlying condition. Ideally, an
illustration of patient state would be based on the entirety of time-varying
interacting variables, without having to rely on a set of specific, pre-defined
parameters. Moreover, such an approach would reveal high-dimensional
processes clearly without being overly specific and still provide fine-grained
details on demand.

Figure 4.27: Our visual analytics application for multivariate data ensem-
bles applied to data obtained during an experiment with pig subjects
attached to multiple medical devices in an intensive care unit. The over-
all state progression over the set of time series per animal is shown as
time-curve-inspired plots. A line plot showing a selected measurement and
small multiples composed of selection-dependent line plots allow for state
comparison and in-depth analysis. For an ensemble of multiple subjects, a
time curve boxplot allows one to compare subjects.
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Here, we propose a visualization approach that facilitates the explo-
ration and analysis of multi-dimensional, time-dependent ICU data based
on time curves [Bac+16; Elz+16], small multiples [Tuf92], and compara-
tive views for subjects. Uncertainty arises from aggregation and ensemble
analysis (completeness uncertainty, Sec. 2.1) throughout this project, i.e.,
we do not consider measurement uncertainty for visualization. To compare
patient states and drill down into details, our application allows the user
to select multiple data points in time that are then shown using small
multiples. The small multiples view is composed of line plots that allow for
the assessment of differences within a user-defined temporal context. The
contributions can be summarized as follows: the visual analysis approach
to high-dimensional and time-varying ICU data, the adaption of various
visualization techniques using z-score and order statistics (Sec. 2.3) to ease
outlier analysis, and a domain-driven generative data model (Sec. 2.5) to
evaluate the applicability of various dimensionality reduction algorithms
(Sec. 2.4.1) to ICU measurements.

The full paper [Bri+20; Bri+21] contains detailed expert feedback and
ICU-related findings, which have been omitted in favor of conciseness.

4.4.1 Medical Background
In this section, we provide a summary of the experiment we used to evaluate
our application and the required clinical background knowledge—details
about the experimental setup can be found in works by Peter et al. [Pet+14;
Pet18; Kli+18]. Preliminary research showed insufficient knowledge re-
garding the assessment of the volume state (i.e., the state of an organism
with regards to the amount of fluids inside the body) in clinical practice for
hospitalized patients.

The volume-need-analysis study (VNA) was conducted to answer re-
search questions regarding the reliable assessment of volume states in a
clinical context. In clinical practice, one indicator for a general lack of fluid
is poor elasticity of the skin. While testing through pinching is easy and
cost-efficient, it requires the patient to be in a hazardous state for the test
to work. Thus, one interesting questions is whether it is possible to predict
states and potential problems by observing measurable quantities of the
organism so that doctors can proactively intervene, instead of being forced
to react. To this end, a set of ICU devices commonly found in a clinical
context was used to obtain the measurements. However, the setup was far
more comprehensive than a regular setup in a hospital.

The VNA study was conducted using 10 fully anesthetized pig surro-
gates in accordance with ethical guidelines. In total, the experimental setup
measured roughly 250 parameters (omitting non-relevant parameters for
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error logging) over roughly 4 days, with two experiments ended prema-
turely. Recorded parameters include a variety of cardiovascular parameters
such as blood pressure and heart rate, blood gas analysis results such as
ion and carbohydrate concentrations, as well as general parameters like
weight and diuresis volume. All measurements were collected from a set of
nine devices via manufacturer interfaces or wiretapping. Each sample was
stored as a tuple consisting of the measurand, time, and value. While some
devices sampled adaptively, the average sampling rate varied between
1/3600Hz (blood gas analysis) and 500 Hz (electrocardiogram). All devices
are synchronized to an accuracy of approximately one second. The subset
of the data that we used consisted of 1.6 GB of CSV files per subject.

Our domain scientists wanted to identify yet unknown relations be-
tween the volume state and other physiological parameters to guide further
clinical research and development. The experimental setup continuously
monitored infusion rates, diuresis, and the bodyweight of the pigs to obtain
almost complete knowledge about the volume state of subjects. Moreover,
the setup automatically managed homeostasis (internal steady-state) to
ensure reproducible conditions. During the study, usage of forced-air warm-
ing blankets was implemented to measure and control the influence of
temperature from the fifth subject onward.

Initially, the animals were given defined amounts of fluid using intra-
venous infusions to reach an increased fluid state. Then, fluid supply was
stopped and the body fluid was reduced through diuretics. The fluid state
was assessed at defined states by performing a variety of tests, including
a Trendelenburg maneuver (movement compensation test), a respiratory
hold test, laboratory analysis, and ultrasound measurements of the diame-
ter of the vena cava (large veins that return deoxygenated blood from the
body into the heart).

4.4.2 Requirements
The measurement data already defined the quantity structure (Sec. 4.4.1);
therefore, we can focus the requirement analysis on the functionality. The
high-level goal of our collaboration is to provide an orthogonal approach
to visual analysis of individual measurements. In line with our experts,
we argue that a loss of information to gain insights into high-dimensional
processes is justifiable: as our primary use case is the post-hoc analysis
of ICU data, our system cannot cause harm to the subjects. Although
this is out of scope for the post-hoc analysis use case, our application
would be backed up by validated alarm systems in a real-time hospital
setting, minimizing potential hazards caused by misinterpretation and loss
of information. Thus, the following goals and requirements were defined
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iteratively during multiple design sessions and on-site meetings together
with our medical domain experts:

R1 The main objective is to be able to tell whether the patient is in
a stable state or not. Since a patient does not necessarily have to be
within the ideal parameter ranges, communication of change rates and
state comparison is more important than absolute values.

R2 Both the aggregate of change as well as individual changes can be
of interest. Therefore, the visualization application should allow for both
a top-down as well as a bottom-up exploration of the data.

R3 Robust statistical methods should be used to guide the search for
interesting patterns and relevant behavior—some parameters are heavy-
tailed distributed and oscillating.

R4 Medical researchers have high expectations regarding sanity-check-
ing and explanation of phenomena due to the nature of the medical
domain—easy interpretation without a strong mathematical background
is of major interest.

R5 Lastly, it should be possible to put individual patients in the context
of the entire ensemble to assess whether a patient is representative or
exceptional.

4.4.3 Visualization of ICU Data
In this section, we describe the techniques we use as components and
their adaption to our specific application. This includes data cleansing, an
evaluation of dimensionality reduction algorithms, and a description of the
visual mappings, which consist of filtered time curves and small multiples
composed of line plots for in-depth analysis and comparison of patient
states, as well as time curve boxplots for ensemble analysis (Fig. 4.27 on
page 134).

Data Cleansing and Preprocessing

We cleanse our data beforehand since our users are not interested in raw
data and unambiguous measurement errors. Given a set of raw time series,
we drop categorical data and time series that have a constant value, since
these are not of interest. Moreover, we remove erroneous samples, as
defined by a list of user-defined error codes, and filter implausible samples.
To identify and remove such outliers, we have examined various techniques,
such as the Savizky-Golay filter [SG64] that approximates a variable using
a polynomial. While this filter removes severe outliers, it also introduces

137



4. Points and Sequences

artificial values and thus conflicts with R4. Ultimately, we opted for a z-
score-based filter that classifies values as outliers that are not contained
in the hull spanned by the moving average and standard deviation. In
particular, we use z-score filtered data to make non-robust visualization
techniques more resilient regarding outliers and oscillating data values.

Apart from the abovementioned robustness, all considered dimension-
ality reduction techniques require uniform sampling, i.e., all components
of a high-dimensional point have to be defined. Due to the high variance
in sampling rates (ranging from 1/3600Hz for the blood gas analysis to 3 Hz
for the heart rate in our data subset), a simple downsampling approach
would lead to massive loss of information. Note that we do not use linear
interpolation to fill in missing values since this would introduce an invalid
assumption about the measured quantities. Therefore, we decided on a
more data-driven, assumption-free strategy to unify sampling rates across
all time series by forward-filling missing values (i.e., the last valid value
will be used until the next valid value is reached). Our medical experts also
approved of this strategy. If a measurement start at a later point in time,
we apply backward-filling, as there are no earlier samples available for
forward-filling. We down-sample time series with a higher sampling rate
than a chosen reference sampling rate and up-sample time series with a
lower sampling rate, respectively (i.e., database left join). As a result, our
entire data processing pipeline is also in line with R4, as it does not modify
historical samples.

Dimensionality Reduction

Time curves project time-varying high-dimensional data into a two-dimen-
sional space, where time is not part of the dimensionality reduction, i.e.,
(t,Rn) 7→ (t,R2). Time is added again after the dimensionality reduction
by connecting the points in chronological order using a line. Therefore,
we had to choose a suitable dimension reduction technique. To evaluate
the dimensionality reduction, we use a generative data model, since the
data from the VNA experiment contains unknown trends and patterns.
Our data generator emulates the properties of the expected real-world
multivariate time series using a combination of sinusoidal functions and
piecewise linear ones. To justify the validity of our generator, we refer
to the parameter range of the devices used during the experiment, as
well as expert feedback. Thus, the resulting time series are representative
of experimental measurements, as they contain variables with repeating
patterns of varying frequency and amplitude (e.g., pulse, respiration) in
conjunction with aperiodic, linearly changing quantities (e.g., temperature,
weight). This approach allows us to establish a link between the parameters
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of the generative model and the output of the dimensionality reduction
algorithm. This link is established through an evaluation metric: for PCA, it
is the length of the first two components; for MDS, it is stress (Sec. 2.4.1).
This form of sensitivity analysis would not be possible using only a few data
sets with unknown properties. Moreover, the generative data model helps
us to do sanity checking and allows users to familiarize themselves with
the application using easy-to-understand data (R4).

Six synthetic time series to investigate differences between PCA and
MDS were generated. To model physiological processes, which often exhibit
oscillating behavior, the synthetic data sets are sinusoidal curve ensem-
bles with varying frequency, amplitude, and phase. In general, we could
see that MDS represents long distances better than short ones, causing
the beginning and end to be slightly deformed. Moreover, MDS tends to
introduce loops that are not present in the data, which might be caused by
non-optimal flipping and rotation while iterating (unfavorable local optima).
In contrast, PCA shows the oscillating behavior of the data while separating
dissimilar clusters of time series.

We investigated the relative robustness of PCA and MDS regarding
variation of the model parameters: frequency, amplitude, and phase. In our
investigations, amplitude and phase had little impact on projection quality,
while varying frequencies quickly degraded projection quality. Considering
both aspects, we rate PCA as the suitable default and more defensive choice
for dimensionality reduction in our application (R3).

Our recommendation to use PCA is motivated by caution and not in
line with the time curve implementations of Bach et al. [Bac+16], who
use classic MDS for their time curves. However, it is in line with Van
Elzen et al. [Elz+16], who use PCA for linear reduction and t-SNE for
non-linear reduction. In contrast to MDS, PCA does not require complex
preconditioning, which is favorable regarding R4. We assume that issues
regarding MDS are less prominent in the use cases of Bach et al. and Van
Elzen et al., since there is less oscillation in their data than in our use case.

To compensate for the fact that PCA often does not capture intrinsic
dimensionality well, we optionally use a CVAE. Our data preparation and
layer design is inspired by Ali et al. [Ali+19] and the Keras documenta-
tion [Cho+15]. Similarly to Ali et al., we partition the multivariate data set
into snapshots, i.e., fixed time intervals with a stride of one. The encoder
component reduces the snapshot with each succeeding layer of nodes until
a bottleneck is reached that forms the latent space of the representation.
Symmetrically to the encoder, the decoder takes input from the latent
space and, with successive layers, reconstitutes the original amount of
dimensions. The reconstituted snapshot is then compared with the original
snapshot using the mean square error (MSE). The quality of the training
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Figure 4.28: Schematic of the normalization and PCA projection for multiple
subjects. 1⃝ Subjects are normalized individually using a z-transformation.
2⃝ The data frames are concatenated and 3⃝ PCA is subsequently per-

formed on this concatenated data frame ensuring identical loadings allow-
ing comparison of individual subjects.

is expressed by means of the reconstruction loss (i.e., MSE) and the en-
tropy loss (here, the Kullback-Leibler divergence). Training means fitting
the entire data set in this context. Minimizing those losses using gradient
descent allows the CVAE to learn a compact representation of the data,
i.e., that latent space has high entropy. Due to the layer architecture, an
autoencoder can represent non-linear structures, which also complements
PCA.

Accordingly, the resulting latent space represents the entire data set
as a set of variables that contain a notion of compressed and simplified
(dis-)similiarty of the original data points. Since our bottleneck is vari-
ational, our latent space models Gaussian distributions, i.e., mean and
standard deviation. This allows us to compensate for noise, making the
training process more robust. Also, since we learn distributions, we could
propagate the inherent notion of confidence associated with Gaussian dis-
tributions through PCA, as Görtler et al. [Gör+20] did. However, confidence
testing and analysis of latent spaces is beyond the scope of this project.
Accordingly, we employ classic PCA to obtain a visualization from the this
latent space. Also, note that adding a CVAE does not improve results per-se:
convolution is a great tool for analyzing oscillating signals but has to be
taken with a grain of salt when applied to variables without meaningful
spatial relationship [Ver+20]—even though there can be correlation.

The ensemble analysis (R5) requires a collective dimensionality reduc-
tion of multiple subjects. Here, we apply a z-transform individually to each
subject prior to PCA. PCA is then performed for all subjects at once, en-
suring identical loadings and, in turn, principal components, allowing for
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Figure 4.29: Time curve with constant width and heat map (left) and time
curve with data point density in proximity encoded as width (right) of
subject VNA004. The curves are color-coded according to the time since
the start of the measurement using the viridis color map shown to the right.
Both curves are filtered using the average of a moving window. The heat
map uses the black body color map ( ) [Mor16]. To match the white
background, we apply the color map inversely, i.e., high values correspond
to dark colors, low ones to light colors. When using width encoding, a higher
width corresponds to a higher density of data points in the proximity.

comparisons between the subjects (Fig. 4.28). Consequently, and for a
meaningful comparison, the same set of dimensions must be used for each
subject.

Time Curve Visualization

Filtering The dimensionality reduction algorithms embeds each multi-
dimensional data point of the data set into a two-dimensional space. To
obtain a time curve, these 2D data points are connected in chronological
order.

Since all dimensionality reduction algorithms emit rather cluttered time
curves for real-world as well as generated data, it became clear that we had
to reduce the complexity of the curves to cope with visual clutter. Therefore,
we smooth the emitted data using a Bartlett-window moving average. The
width of the moving window determines the degree of smoothing, which
can be adjusted by the user. A wider window results in stronger smoothing,
with higher deviations from the original data, whereas a smaller window
in less smoothing and stronger adherence to the data emitted from the
dimension reduction algorithm. Smoothing results in a cleaner curve that
is overall visually more appealing. Obviously, filtering introduces a loss of
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information (R4). Hence, we devised different ways to compensate for this
loss of information.

One option is a heat map that shows the density of data for a given
region before smoothing (Fig. 4.29, left). We use a Gaussian kernel in
conjunction with kernel density estimation to generate a smooth heat map.
This map allows assessing how many time points lie in the proximity of
a time curve segment and, thus, enables the viewer to draw conclusions
about the velocity of changes in the system.

The other option is a mapping of variables onto the time curve itself
(Fig. 4.29, right). Since line color was already used to display the elapsed
time since the start of the experiment, we chose line width as a secondary
channel for information. To ensure comparability with the heat map ap-
proach, the density of measurements in the vicinity of a time curve segment
can used as line width. That is, a thicker time curve indicates less change
in the patient state (i.e., many projected points that are close together) and
vice versa.

Space-Time Cube Time curves often self-intersect, which can make it
difficult to follow the course of the curve. To remedy this problem, we
also render the time curve in a space-time cube. Space-time cubes are a
common representation in geospatial visualization to show the temporal
progression of a path on a map by using the third dimension to display time.
However, while the space-time cube helps alleviating this specific issue,
it also has inherent problems [Bac+17]. Thus, we only use the space-time
cube as an auxiliary view alongside the planar time curve to support getting
a more complete understanding of the state progression through the 3D
visualization (Fig. 4.27 on page page 134). To improve spatial perception,
we render the curve in the space-time cube as a shaded tube and add a
grid as well as a shadow of the curve on the bottom plane. Temporally
evenly spaced perpendiculars originating at the curve further add to the
spatial perception. Following the taxonomy of elementary space-time cube
operations by Bach et al. [Bac+17], the time curve is the result of a time-
flattening operation on the space-time cube.

Color Mapping As the concept of time curves is not contingent upon color,
we can use the color channel to map additional data values in both types of
time curve representations—planar and 3D. Two different ways of mapping
the elapsed time to the curve were implemented, one showing the time
using a sequential color scale, and one using a discrete quantized scale. Two
further color modes map derived values to the time curves that enhance
the analysis (Fig. 4.30). In the first mode, the user can supply a value
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Figure 4.30: Left: Expected value coloring shown on systolic blood pressure.
The user can supply expected value ranges for the variables. The appli-
cation generates percentage-based thresholds and colors the time curve
depending on these thresholds. Right: Change point coloring shown on
heart rate. The color change illustrates that the preceding and successive
intervals are substantially different for the chosen variable. The curve is
colored with two shades of orange ( / ) indicating these intervals.

range per variable (R2) that represents the expected—or desired—value
range for a healthy subject. The time curve can be colored per variable,
indicating deviations in both upward and downward direction in discrete
percentage-wise steps. Alternatively, a combined mode for all variables is
available that colors each timepoint according to the variable that exhibits
the strongest deviation. The second additional color mode is a change-
point-based coloring. At change points the trend of a variable becomes
different from earlier time segments. This allows a direct comparison of
the overall patient state and whether a observed change in overall patient
state coincides with a change point in a given variable (R1, R2). The change
points of each variable are calculated using the Ruptures package [TOV20].

Time Curve Boxplots and Scarf Boxplots

When plotting multiple time curves in a single visualization, the result
is often a spaghetti plot dominated by visual clutter even for relatively
low numbers of curves. Especially the overlapping curves are challenging
to assess, rendering it difficult to see which one of the curves is rep-
resentative. Therefore, we extract a representative hull that encloses a
centrally-outward ordered share of curves.

To establish this order, we use functional band depth [LR09] (as de-
scribed in Sec. 2.3.2). While data depth has been used to reduce visual
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clutter and design boxplots for quite some time [SG11; MWK14], it has not
been applied to dimension-reduced curves yet to our knowledge. In this
application, the calculation of the functional band depth is performed on
the high-dimensional, z-transformed data. The enclosing hulls are then gen-
erated, according to the order established by data depth, from smoothed
time curves after dimensionality reduction.

Fig. 4.31 shows our time curve boxplot that covers the 50% quantile of
most representative time curves, allowing the omission of all time curves
included in this quantile. Consequently, recognizing which curves are out-
liers and which ones are representative for the whole ensemble is easy. We
can use a second box area with a wider quantile range to declutter the visu-
alization further. By showing the two quantiles and the most representative
curve (i.e., the median), we adhere to standard boxplot design. Fig. 4.32
shows this concept applied to an ensemble of eight curves.

As the inclusion of a curve in the box area not only depends on the
correct position, but also on specific time, it becomes difficult to judge
when a given curve is outside the box area in comparison to another
curve at that time. Hence, we provide a temporally aligned scarf boxplot
(Fig. 4.33) that depicts inclusion over time.

Details Using Small Multiples

The purpose of the time curve visualization is to give an overview of the
progression of patient state (R1). While it allows for identifying potentially
interesting points in time, it is not intended for a detailed analysis of
individual parameters (R2). Given the unavoidable projection error, loss of
information, and the sanity checking requirements (R4), we show details
on demand in small multiples of unprojected data dimensions. Thus, an
auxiliary line plot that depicts values over time and several small line plots
allow for easy superimposition of small timespans. For each line plot, the
user can select a different data variable. Users can select between 1 to N

points on the time curve or auxiliary plot. Each line plot has one polyline per
selected point, with the respective time series being centered to the origin
(highlighted by vertical lines in the auxiliary plot) based on the selected
point (Fig. 4.34). The user can also select the time delta that is used for
the abscissa. That is, each polyline shows the temporal development of one
data variable forward and backward in time, starting from the selected
point. This temporal interval is also drawn as a semi-transparent window
extending from the vertical indicators in the auxiliary line plot (Fig. 4.34).
The line plots allow the user to get an impression of temporal change in
individual dimensions by comparing the values at different points in time.
It also allows for comparing the progression of different data dimensions

144



4.4. Application: Multivariate Intensive Care Time Series

P
C

2

PC1

P
C

2

PC1

Figure 4.31: Illustration of decluttering and outlier analysis using sum-
marization via functional data depth boxplots. Left: twelve cluttered time
curves. Right: the same curves with the upper 50% quantile merged into
a boxplot area. The box indicates the set of most representative curves,
while the outliers remain individual curves.

Figure 4.32: Visual metaphor of the boxplot as applied to time curves. The
cluttered view of eight time curves is simplified by representing curves
as areas corresponding to different quantiles: The 50% quantile (dark
gray) corresponds to the box of the boxplot, while the 80% quantile (light
gray) corresponds to the whiskers. The orange time curve is the most
representative one (by functional data depth), and thus corresponds to the
median line in the boxplot.

Figure 4.33: Scarf boxplot illustrating representativeness over time from
left to right for each subject that is not included in the inner quantile box
plot area. Colors and labels correspond to the ones in the main time curve
boxplot, while the dark gray and light gray markers indicate inclusion in
the respective boxplot area.
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Figure 4.34: Overview of the single-subject mode (right) and expandable
menu (left). The time curve shows patient state progression (top left; 2D
time curve plot and space-time cube). An auxiliary line plot shows a single
time series (bottom left). Three samples are selected to showcase linking.
With a dark-gray line and marker indicating linking with custom labels
(here, a marked point), useful for event highlighting (e.g., peaks in specific
measurement variables). Small line plots (top right) show superimposed
time intervals (in seconds) based on selected points; the width of the bar
in the auxiliary line plot corresponds to the time segment in the small line
plots (same color). Variables can be selected freely from the variables used
for projection. In the bottom right, the correlation is shown. Comparison
points are indicated using crosses.

and, consequently, to infer interdependency and correlation. The line plots
relate to requirement R2, since they facilitate the individual inspection of
each line plot while the small multiples view also allows for investigating
localized trends and patterns.

4.4.4 Description of the Visualization System
Our system features two distinct, but similarly structured views: the first
view is meant for analyzing a single subject and offers features for an
in-depth post-hoc analysis. The second view is tailored to the analysis of
an ensemble and, thus, provides features for the comparison of multiple
subjects.

Fig. 4.34 shows the single-subject mode. The collapsible menu on the
left is used to select a data set and configure most of the visualization
pipeline. It features a patient state progression visualized as a filtered time
curve and space-time cube visualization, a large auxiliary line plot, and
four small selection-relative line plots. A drop-down menu above the time
curve visualization allows for the selection of a variable that is encoded

146



4.4. Application: Multivariate Intensive Care Time Series

onto the width of the time curve. A second drop-down menu allows the user
to choose between the color modes explained in Sec. 4.4.3. To scrutinize
the progression of individual variables, a large auxiliary line plot is shown
below the filtered time curve. The visualized variable can be chosen in
the drop-down menu above the plot. Right to the time curve visualizations,
small selection-centric line plots are shown. The time curve views and the
auxiliary line plot are linked views that support hover and click events
to maximize the ability to pinpoint specific events in the patient state
progression. We provide interactions to annotate time points with highlights
and labels. Selecting points on either the time curve or in the auxiliary line
plot will determine the point in time that is shown in the small selection-
relative line plots. These plots show the temporal surroundings of the
selected time points over the chosen variables. In addition to the four small
multiple line plots, a second approach to compare segments of the curve
was implemented: a pair of timepoints on the curve can be selected (red
crosses + in Fig. 4.34). The Pearson correlation coefficients are calculated
for each variable of the two selected points over an equally-sized window
(R3). The coefficients are listed in a table that can be sorted by correlation
or significance. The correlation coefficient is colored-coded by value using
a diverging color map ( ).

The multi-subject mode has an analogous menu on the right and also
shows a time curve plot as the main view. This plot can visualize an en-
semble of (filtered) time curves as well as the time curve boxplot. It also
supports toggling the visibility of individual ensemble members and the
enclosing curve boxplots (cf. Sec. 4.4.3). Since the superimposed time
curves depict the similarity of the samples instead of a temporal alignment,
we show an accompanying scarf plot to illustrate box inclusion over time.
The scarf plot located below the time curve plot only visualizes curves that
are not included in the inner quantile range. Thus, representativeness can
easily be analyzed both in terms of values and time. Additional controls in
the menu allow the user to adjust the quantiles for the time curve boxplot
computation.

4.4.5 Results and Discussion

Here, we demonstrate our approach using publicly available ICU data
from PhysioNet [Gol+00]: MIMIC-III-Waveform [Moo+20] and MGH/MF-
Waveform [Wel+91]. For ICU-related findings, we refer the interested
reader to the extended paper [Bri+21] (this section is substantially short-
ened).
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Figure 4.35: Analysis of a patient record from the MIMIC-III data set using
our application (patient: p042075, 15 variables). The time curve exhibits
a strong peak ( ) caused by a peak in two ECG recordings (one is shown
below). After these variables are excluded, the bifurcated structure is
revealed more clearly ( ), which is at least partially caused by the oxygen
saturation, as the bifurcation becomes less prominent after removing the
SpO2 variable. Lastly, two loop structures are visible ( , ). While one
( ) can be removed by excluding two variables containing blood pressure
data, the last one ( ) seems to be induced by multiple variables, warranting
further inspection.

Single-Subject Mode While the MIMIC-III waveform data set spans
longer periods of time as present in long-term intensive care, the MGH
data set spans only shorter periods of time, as typically found in recordings
generated during hospital admission or for smaller interventions in a heart
catheter lab. This displays the ability of our presented application to handle
different types of data especially with regards to varying length of the time
series.

Fig. 4.35 showcases an exemplary analysis of a ∼150 h patient record
from the MIMIC-III data set using our presented application. When all 15
variables are included in the projection, a prominent peak can be seen
(Fig. 4.35, ). Using the auxiliary plots, we explored the variables and found
possible reasons in two of them—in this case, two ECG records. After these
records were removed and the time curve was recalculated, this peak is no
longer present, supporting the hypothesis that these two were the reason
for the peak. However, several other features now become more prominent:
a bi-partition of the whole structure, and a deflection of the time curve
( and , respectively). We analyzed these features in the same way as
the first peak, revealing oxygen saturation (SpO2) and blood pressure as
the main candidates for these features. Removing the oxygen saturation
indeed led to a less pronounced partition of the curve, while removing the
blood pressure removes the loop. Afterward, a last prominent loop-like
feature can be seen ( ), which, however, can not easily be related to a single
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Figure 4.36: Two different time curves of VNA004 created using only PCA
(left) and our CVAE model coupled to PCA (right), respectively.

variable but instead traced back to a combination of multiple variables.
This could indicate a medically significant, complex process, warranting
further exploration.

Influence of CVAE We compared time curves generated using only PCA
to ones also using the CVAE. Fig. 4.36 shows the results for one of the VNA
data sets. The most notable feature is the change in the representation of
larger distances. While PCA correctly identifies the beginning hours as a
phase of drastic change, it in turn does not show the smaller changes in
the later phased particularly well. CVAE coupled with PCA also correctly
identifies this early trend, however, due to its non-linearity, scales it down.
This allows for a higher resolution of the more fine-grained changes in
the later stage. While this leads to a more pronounced visualization of
smaller changes when using the CVAE, the linearity of PCA might make it
easier to judge global similarities. However, upon careful inspection, one
can notice a potential hazard: the time curve starts to take on the shape
of CVAE layers (filter functions) due to convolution. To a certain extent
it is intentional that certain aspects have been “moved” from the data to
the model. However, the latent space should not show technique-induced
perceptually effective features. Therefore, users can choose between both
methods in our application, based on their preference.

Multi-Subject Mode The feasibility of the multi-subject mode was also
tested on a subset of the MGH/MF waveform data set [Wel+91] consisting
of 16 patients (mgh002 -mgh021, with mgh012, mgh014, mgh017, and
mgh018 being omitted because of missing variables). As the data contained
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Figure 4.37: Ensemble of 16 patients from the MGH/MF data set. A naive
overview of all time curves is quite cluttered (left). Our time curve boxplot
(center: combined with the most central time curve; right: only outliers)
allows for detailed analysis based on functional data depth. Bottom: Scarf
boxplot showing detailed information about inclusion of the curves for the
respective quantile hulls.

events assumed to be application and removal of the measurement devices,
heavily skewing the projection, the tools functionality to restrict the time
series was used for both the beginning and the end of the time series.
When displaying the complete time curve ensemble, cluttering prohibits
any analysis (Fig. 4.37, left). Our proposed time curve boxplot visualization
can be used to declutter the visualization significantly, while still retaining
some information, like the identity and shape of the most representative
curve (Fig. 4.37, center). Inspection of the outliers—the time curves that
are not wholly contained either of the percentile ranges—shows that not
only spatial but also temporal inclusion is of relevance when calculating the
functional data depth (Fig. 4.37, right). The scarf boxplot below visualizes
the true extents of inclusion in the respective hulls, both temporal and
spatial. It reveals that the yellow curve showing subject mgh020 is quite
often within the 50th percentile range, but only for very short durations,
which might be an interesting aspect suggesting a more detailed inspection
of the individual variables. In comparison, the orange curve representing
subject mgh013 is always in the 80th percentile range but only rarely in
the 50th one, suggesting that this patient might be overall more dissimilar
to the most representative patient, but has no strong occasional deviations
like mgh020.
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Expert Feedback Overall, the time curves were intuitively interpreted as
a state in a two-dimensional plane showing the similarity and progression of
the patient. This interpretation relates to requirement R1, due to the nature
of the medical domain. Thinking in terms of relative change and progression
is a common and natural concept for medical experts (e.g., patient health is
declining or improving). Therefore, a suggestion for a future improvement
of our application was that it would be useful to automatically annotate
the time curve with landmarks that provide a reference for interpretation
(e.g., the automatic administration of drugs). The choice of the underlying
mathematical structure of the projection was not considered crucial for
the interpretation. Uncertainty visualization was considered useful. The
possibility to investigate and compare the values of individual parameters
at salient points in the time curve using the small multiples view was also
rated as beneficial. This is in line with the sanity checking requirement
(R4) and the need for aggregated as well as detailed information (R2). An
earlier suggestion by the medical experts has already been implemented:
the smoothing of time curve segments and uncertainty-aware visualization
(Sec. 4.4.3).

Although our current application is tailored to the post-hoc analysis of
ICU data, the experts suggested that our application has a high potential for
patient surveillance using live data streaming. In particular, they proposed
building a sepsis radar based on our application that allows inferring this
life-threatening condition from the time curves. Sepsis is one of the leading
causes of death in hospitals. Thus, the early detection of the onset of sepsis
is of prime interest. For example, based on known sepsis cases, our time
curves could be modified to show a “sepsis area” (similar to the boxplot or
heatmap design) to allow medical experts to relate the individual patient
state to known states of sepsis. Saving lifes with the help of uncertainty
visualization would be wonderful.
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4.5 Conclusion
We have presented uncertainty-aware visualization techniques and appli-
cations for points and sequences, ordered by degree of coherence and
abstraction.

Our cluster-flow parallel coordinates for high-dimensional points delib-
erately duplicated axes for each fuzzy cluster to show data flow between
2D subspaces. We have described an algorithm to compute the cluster-flow
layout, i.e., for ordering dimensions and axes. While the automatic opti-
mization is algorithmically complex, manual interaction with the axes and
dimensions is always a viable alternative for data exploration. We analyzed
visual correspondence of data patterns and discussed the applicability of
our technique; our layout is an improvement over the traditional approach
when clusters are not linearly separable over a single dimension or all
dimensions together and the number of clusters in subspaces is small.
However, parallel coordinates do not work very well for categorical data
and connecting points implies rendering of closed polygons that would
amplify accumulation of visual clutter.

Therefore, we studied approaches for uncertainty visualization of cat-
egorical and weighted sequences in the context of molecular data. We
explored different visual variables to encode uncertainty onto the estab-
lished secondary structure representations for proteins. The main goal
here was to maintain community standards regarding secondary structure
visualization. Specifically, our extension of sequence diagrams allows for
a quantitative analysis of uncertainties, as absolute values are depicted
as bars and as morphed secondary structures in 2D. In the 3D visualiza-
tion, the ribbon diagram is decorated with waviness. The amplitude and
frequency convey the amount of uncertainty. Transparency and contour
lines are used to further emphasize uncertain structures. Our underlying
uncertainty model can flexibly map various sources of uncertainty to a
single value per amino acid. In this context, we have propagated internal
thresholds from PROSIGN and STRIDE to show its fuzzy nature in terms
of classification. We have shown and evaluated the applicability of our
approach using three use cases: deviations in the secondary structure
assignment of multiple assignment methods, aggregation of secondary
structure changes over simulation time, and physically motivated protein
flexibility.

Targeting a more comprehensive view of abstract high-dimensional
time series, we have developed a visual analysis approach for multivariate
intensive care surveillance data. Due to the large amount of data measured
in this scenario, a sensible view on the patient and their progression is
quite difficult and traditional visualization methods like line charts fail to
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adequately present the data. Also due to the nature of the data, which
has missing or erroneous values and oscillating parameters with varying
sampling rates, we made time curves uncertainty-aware using filtering
and smoothing. To prevent misinterpretation when the time curve is highly
smoothed and to illustrate the underlying non-smooth data, we use a den-
sity field in the background of the time curve. Furthermore, our visual
analysis application provides methods to facilitate the comparison of mul-
tiple patients by projecting their individual filtered time curves into one
two-dimensional space. The system can depict an ensemble as time curve
boxplots that summarize typical time curves while highlighting outliers.
The time curve boxplots are complemented by a scarf boxplot that shows at
which points in time the outlier curves deviate from the box. We evaluated
our application with real-world data and iteratively improved it based on
feedback from medical experts. We have shown the utility of our application
for medical research using ICU data from a controlled animal experiment
and demonstrated its applicability to other clinical data sets obtained in
ICUs.

The experts rated both of our applications as useful and see the definite
potential for further developments. In the future, we also want to extend
the scope of our application to live data, e.g., to allow for progressive
clustering and monitoring of patients in the hospital. Finally, we would
like to expand our approaches to the field of interactive model peeling
in the context of regression and machine learning. For example, some
machine learning models emit distributions or model latent space using
distributions (e.g., variational models). With these distributions comes an
inherent notion of uncertainty. Here, visualization should be tailored to
illustrate regions of high and low confidence.
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Rendering and Perception

The human visual system must constantly deal with uncertainty: For ex-
ample, we have limited visual acuity (measurement uncertainty), blind
spots (completeness uncertainty), and what we see is not always what
we think we see (inference uncertainty). There are many subconscious
and uncertainty-aware processes. Humans constantly asses credibility and
determine disagreement (Sec. 2.1), yet we rarely become aware of it.

Therefore, in this chapter, our approach to uncertainty stands out com-
pared to the previous chapters. Instead of modeling and propagating un-
certainty, we develop rendering methods that consider the ability of the
human visual system to cope with uncertainty subconsciously. As a result,
we achieve robust and efficient rendering methods: Our stippling method
relies on texture perception to encode information, which allows us to
circumvent issues related to color mixing and color contrast. Whereas
our foveated volume rendering method reduces GPU load by adapting the
output image to the human visual system. Most notably, both techniques
can also be used for uncertainty visualization.

While our work on visual deficiency simulation [Sch+19] and rendering
of large data sets [Gra+17; Sch+21a] is connected to this chapter, it
touches a different aspect (heterogeneity in visual (de-)multiplexing), and
therefore I do not discuss it further here.

Parts of this chapter have previously been published in:

C. Schulz, K. C. Kwan, M. Becher, D. Baumgartner, G. Reina, O. Deussen, and D. Weiskopf.
“Multi-class inverted stippling.” In: ACM Transactions on Graphics 40.6 (2021);

J. Görtler, M. Spicker, C. Schulz, D. Weiskopf, and O. Deussen. “Stippling of 2D scalar
fields.” In: IEEE Transactions on Visualization and Computer Graphics 25.6 (2019),
pp. 2193–2204;

V. Bruder, C. Schulz, R. Bauer, S. Frey, D. Weiskopf, and T. Ertl. “Voronoi-based foveated
volume rendering.” In: EuroVis - Short Papers. 2019, pp. 67–71.
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5.1 Related Work

The following section outlines related work regarding stippling and simula-
tion of visual system deficiencies.

Stippling In general, our method shares similarities with different tech-
niques used in cartography [DTH08; NK16]. Brewer and Campbell [BC98]
explore the usage and perception of symbol representations for represent-
ing quantitative data on maps.

Proportional symbol maps use the size of glyphs to represent quantita-
tive data either at specific locations or in areas around it. In contrast, dot
maps represent the quantity of a feature by sampling the corresponding
amount of symbols. Dot maps are sometimes used to depict population
distributions, where each dot represents a fixed number of people. This
can lead to regions that are very dense or even over-plotted. To solve this
problem, De Berg et al. [Ber+04] describe an approach to simplify these
maps while maintaining the given distribution. Our approach also samples
a given distribution, but also respects the size of the point that will be
placed at each location.

Non-photorealistic rendering (NPR) is a major field of research in com-
puter graphics and some of the developed techniques have also been
explored in the context of visualization [VI18]. Wood et al. [Woo+12] pro-
pose sketchy rendering as a visual variable. They conclude that this type of
representation can be used to encode additional information and may lead
to an increased engagement with the visualization. Kim et al. [Kim+13]
present a technique for aggregation, abstraction, and stylization in the
context of maps. Their visual elements are similar to brush strokes that
vary in length, density, color, and orientation depending on the underlying
multivariate data. In contrast to our method, both of these approaches use
lines as primitives instead of arbitrary-shaped stipples.

Stippling has also been explored in the visualization community. Biologi-
cal cell maps have been represented using stipples [Mey+10] and share
visual similarities to our visualization. However, the point positions for
these maps are part of the input and do not need to be sampled. Lu et
at. [Lu+02; Lu+03] propose a stipple and feature enhancement method
for volume rendering. Stippling has also been used to visualize brain
fibers [Gol+11] using diffusion tractograms. These approaches sample
stipples in predefined cells of a grid, whereas we use an algorithm that is
based on adaptively changing Voronoi cells.
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Black-and-White Stippling Deussen et al. [Deu+01] have proposed a
stippling method using Lloyd’s algorithm [Llo82], a Voronoi-based optimiza-
tion, to fill user-selected regions with stipples. Many works build upon this
idea. Secord [Sec02] add weights to incorporate intensity values from input
images to guide stipple placement. Hiller et al. [HHD03] propose using
simple shapes instead of rounded stipples to perform stippling. Balzer et al.
[BSD09] constrain all stipples to the intensity of the respective Voronoi cell.
Deussen et al. [DSZ17] implicitly determine the number of stipples using
Linde-Buzo-Gray (LBG) optimization. Our stippling algorithm belongs to
this family of algorithms.

However, there are stippling methods that follow various other ap-
proaches: Kopf et al. [Kop+06] propose Wang tiles that contain predefined
blue-noise point sets. Tiling these tiles creates stippled images. Mould
[Mou07] transform an image into a grid-shaped graph data structure and
place the stipples using Dijkstra’s algorithm [Dij59]. Pang et al. [Pan+08]
used simulated annealing to generate halftoning images and measured
the quality using structural similarity index measure (SSIM). Kim et al.
[Kim+09] formulate stippling as a texture synthesis problem using real
artworks as texture examples. Martín et al. [Mar+10; Mar+11] follow this
idea. They generate resolution-dependent stipple images using an example-
based halftoning technique with hand-drawn stipple dots examples. Li and
Mould [LM11] use error diffusion [FS76] to place stipples. They use a
priority order to draw stipples in extreme regions first (i.e., both highest
density and lowest density). Unlike our higher-density-first rendering order,
their ordering targets minimizing an abstract error. Generally, rendering
order has zero impact in opaque single-class stippling. Fattal [Fat11] model
stipples using kernel density functions and fit these kernels into images to
approximate the density. Ma et al. [Ma+18] use incremental Voronoi sets
(IVS) to improve computing performance.

Since it is difficult to represent pure dark colors in stippling due to the
gaps, Azami et al. [ADM19] present a method that is visually similar to ours:
They combined stipples with filled polygons to produce pure dark areas.
However, they fill all gaps with black and thus cannot achieve negative
space effects. Although there is considerable research on stippling, its usual
focus is single-class stipple placement. Previous work cannot explicitly
control the stipple gaps to create negative space. Most importantly, any
single-class algorithm is not applicable for inverted stippling. For more
background information, we refer readers to a comprehensive survey by
Martín et al. [Mar+17].
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Color Stippling Existing research on color stippling [JH05; HN11; Ma+19]
typically builds upon black-and-white stippling methods followed by a post-
hoc color assignment. For example, one straightforward approach uses
error diffusion [FS76] to color the stipples from a black-and-white stip-
pled result. Although these post-hoc methods support multiple colors, they
cannot maintain the local blue-noise property of the points. Not maintain-
ing this property causes uneven distribution of visible stipples in inverted
stippling, which is not the case with our multi-class inverted stippling.

Multi-class Sampling Also related to stippling is multi-class blue-noise
sampling. Wei [Wei10] generate multi-class blue-noise distributions us-
ing dart throwing [Coo86]. Chen et al. [Che+12] presented a variational
capacity-constrained Voronoi tessellation. Jiang et al. [Jia+15] use smoothed
particle hydrodynamics (SPH) to compute particle distributions as fluid.
Qin et al. [Qin+17] present another relaxation method using constrained
Wasserstein barycenters. Although these methods support multiple classes,
they require the number of samples as input. However, it is hard for users
to determine the number of stipples when there are multiple classes of
stipples. Thus, these methods are not suitable for inverted stippling. In con-
trast, our multi-class method has no requirements regarding a predefined
number of samples and is temporally coherent.

Foveated Rendering The limitations and modeling of human percep-
tion for perception-driven rendering is an active field of research. How-
ever, most methods focus on object order rendering or ray tracing tech-
niques [Wei+17]. For instance, Guenter et al. [Gue+12] present foveated
rendering for rasterization using GPUs. They use three images with dif-
ferent resolutions and level of details, leading to an average performance
improvement of factor six. Stengel et al. [Ste+16] adapt the shading in
a deferred rasterization pipeline to incorporate perceptual aspects into
real-time rendering. Besides simulating the acuity fall-off using gaze, they
also adapt their image-space sampling scheme to make use of other phys-
iological factors such as contrast sensitivity and eye movement. With
this approach, they could reduce the fragment shading costs by 50%
to 80%. Other works focus on perception-driven acceleration for ray-
tracing techniques [Mit87; Jin+09]. In their work from 1990, Levoy and
Whitaker [LW90] present a gaze-directed volume renderer for the Pixel-
Planes 5 rendering engine. They reduce the sampling rate in the image as
well as object space, thereby generating a performance improvement of
around factor five. In comparison, our approach leverages modern graphics
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hardware and features optimized sampling strategies in image and object
space.
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5.2 Stippling for Abstract, Countable, and
Illumination-Robust Representations

When it comes to the visual representation of scalar fields, we usually
think of density plots and contour plots where abstraction is often achieved
through smoothing or binning. Although binning reduces the amount of
visualized data, task performance for continuous geospatial data does
not necessarily decrease [Pad+17]. However, it has been shown that dot
representations significantly outperform contour representations for mem-
orization tasks [TSD09]. Also, there is an aesthetic aspect to abstraction,
which is also an important concern for many applications

Here, we provide a thought-provoking impulse toward uncertainty in
perception by summarizing our work on stippling [Gör+19; Sch+21b]. Stip-
pling is a form of abstraction, where stipples (usually dots) are carefully
distributed to approximate shading. In that sense, stippling of scalar fields
can be seen as a controlled simplification or non-linear smoothing of the
dataset. Traditional algorithms for stippling are difficult to steer and there-
fore challenging to use in a visualization context. We aim to close this
gap by modifying and extending a technique from computer graphics to
support binned and multivariate continuous data simultaneously as shown
in Fig. 5.1.

Encoding continuous data with color scales can be problematic be-
cause color perception is highly dependent on the surrounding illumina-
tion [BW92]. In contrast, stipples allow us to encode information in their

Figure 5.1: Stippled illustration of the 2016 election data from the United
States (right) that combines the population density as the distribution
of stipples (top-left, illustrated as dot map), and the vote difference for
each administrative region (bottom-left, depicted using choropleth maps).
Note how the stippled abstraction visualizes both aspects of the data
simultaneously.
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size and density and therefore do not require color. They are usually drawn
as black circles on a white background, making them more robust against
varying illumination. Another characteristic of stippling is what has been
previously explored as view-dependent information in the context of visu-
alization [Ise+13a]: by looking closely at a region, local differences and
patterns can be investigated (in-depth information). Each stipple repre-
sents its vicinity, i.e., continuous data becomes countable. With increased
viewing distance, larger-scale patterns dominate the visual impression
(overview).

Regarding perception, we expect stippling parameters to have a highly
non-linear effect on the result. Therefore, we have performed crowdsourc-
ing experiments to better understand the influence of stipple sizes and
density on perception. Through these experiments, we also aim to give
guidance in choosing the suitable parameters for our algorithm.

Figure 5.2: Inversion in the fa-
mous “Pickerel Frog” by Karen
J. Couch. It contains illusions of
“white stipples”.

Our experiments revealed that our
computer-generated stippling could
not represent structures in the ar-
eas of high stipple density well (also
qualitatively documented for other al-
gorithms by Martín et al. [Mar+17]).
Thus, we further improve the quality
of these areas by modifying the al-
gorithm to mimic a technique used
by artists called inversion (also doc-
umented by Martín et al. [Mar+11]). In
high-density areas, gaps between stip-
ples are more visually prominent than
the stipples. Artists often distribute these gaps deliberately to convey the
impression of fine details. For example, they create a negative space effect
by filling an area with dense stipples for a solid background and leaving
gaps of an opposite color to represent fine details. This creates an illusion
of using positive and negative, e.g., black and white stipples (Fig. 5.2). To
mimic this technique, we decompose the black stipples and white stipples
into two classes that are optimized simultaneously. By doing so, we main-
tain the blue-noise property for the individual stipple sets of each class
(local) and for the combined set of all classes (global).

Our contributions are as follows: We evaluate LBG stippling [DSZ17]
using psychophysical experiments and discuss implications for use in visu-
alization. We propose multi-class LBG stippling for inversion and arbitrary
multivariate scalar fields. Our technique can also be used for uncertainty
visualization, e.g., as a drop-in replacement for transparency in Uncertainty
Treemaps (Sec. 3.5) or in secondary structure visualization (Sec. 4.3).
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Two-dimensional data

continuous discrete
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Figure 5.3: Overview of our technique. Our approach can handle scalar
fields as well as discrete points as input. We use our (Multi-Class) Linde–
Buzo–Gray stippling algorithm to position the stipples. Our method encodes
distributions of the underlying data into corresponding distributions of
stipples, leaving other visual variables, such as color, free for encoding
additional attributes.

5.2.1 Overview
Given 2D data, we aim to find a stippled representation of the distribution
of its values. Fig. 5.3 provides a simplified overview of the individual steps
of our approach (multivariate data is discussed later). First, the input
data is transformed to the target density using a mapping function. This
density allows us to establish a relation between the data that falls into
the region of a stipple, i.e, its Voronoi cell, and the conceptual amount of
ink that a stipple carries. Additionally, non-linear mapping functions can
be used to highlight the relevant information. For discrete input points
in 2D, this mapping determines how multiple data points are aggregated.
Then, we apply our stippling algorithm to compute the layout. The stipple
sizes can either be determined adaptively or directly specified by the user.
Our paper [Gör+19] also details two approaches for adding contour lines:
one manipulates the input field using mach banding, the other one adds a
constraint to optimization (restricted stippling)—in favor of conciseness,
we refer the interested reader to the paper for contours. The final stippled
result reflects the underlying data with the possibility to add another visual
variable on top, e.g., color.

5.2.2 Univariate Stippling
The LBG stippling algorithm has mainly been described in the context of
computer graphics, where it is used to abstract images or for resampling
meshes. In the following, we want to apply this method to scalar fields by
means of formalization. Generally, 2D data can be discrete or continuous
and potentially comprise a high dynamic range.

We define a 2D scalar field as a function ϕ : R2 → R. Similar to color
scales, we require a mapping ρ : R→ [0, 1] to transform the co-domain of
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the scalar field to unit range. We call this the derived scalar field Φ:

Φ : R2 → [0, 1], Φ = ρ ◦ ϕ (5.1)

In NPR, different rendering primitives and shapes have been proposed for
stippling [HHD03; Dal+06]. Our proposed method can handle arbitrary
convex shapes, but for now we will use circles with a given extent and
position. The goal of the LBG stippling algorithm is to arrange stipples
according to a given measure, in our case the values of the transformed
scalar field Φ. The algorithm starts with a random initial distribution of
stipples. Then, it evaluates how well each stipple represents its proximity
in Φ. The neighborhood of each stipple s ∈ S is found by computing the
Voronoi diagram over the complete set of stipples.

Conceptually, we want to relate the required amount of ink for a stipple
to the values of the scalar field in its vicinity. For continuous scalar fields,
we achieve this by integrating over its corresponding Voronoi cell Vs. The
target density for a stipple Ts is therefore given by:

Ts =

∫∫
Vs

Φ(x, y) dA (5.2)

In the case of discrete scalar fields and uniform grids, this is the same as
accumulating the density over all points or grid cells that belong to the
associated Voronoi cell (Ts =

∑
i∈Vs

Φ(i)). According to the LBG algorithm,
we compare Ts with the area occupied by the stipple As. More precisely,
with the area weighted by the values of the scalar field. Three different
cases can occur, as shown in Fig. 5.4: If a stipple represents the target
density reasonably well, up to a specified error threshold ε (Ts ∈ [As −
ε, As + ε]), a relaxation step is performed. This moves the stipple toward
the weighted centroid of its Voronoi cell (Lloyd relaxation). In the other
two cases, the stipple is either split (Ts > As + ε) into two separate cells or
deleted (Ts < As − ε). Instead of deleting the stipple, one can also merge it
with the nearest neighbor (as determined by the Voronoi diagram), which

(Ts < As − ε)

Delete

(Ts = As ± ε)

Move

(Ts > As + ε)

Split

Figure 5.4: Illustration of the LBG stippling algorithm. Based on the com-
parison between the density contained in each cell and the stipple area,
cells are either deleted, moved to the centroid of the cell, or split.
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can stabilize the convergence behavior at high density, but is usually not
worth implementing since a small amount of movement jitter often results in
similar behavior. This procedure is repeated until no more splits and merges
occur and the algorithm converges. To increase the convergence rate, the
threshold ε is slightly increased with each iteration. This marginally affects
the resulting quality in later steps, where very few changes are performed,
but guarantees convergence due to the steadily increasing allowed error.

The main parameter of the algorithm is the stipple size and the required
number of stipples is automatically determined. Choosing a smaller size
results in more points and thus preserves more details, whereas a larger
size yields a more abstract representation with fewer points. Because the
split and merge operations compare the contained density of a cell to the
density represented by the generating stipple, the stipple size can vary
locally. It can be set according to its position, attributes of the scalar field, or
directly provided by the user. The original LBG stippling algorithm supports
variable point sizes by adjusting the size of a stipple (within a provided
range) according to Ts. This, however, does not enforce the point size in any
way and there are no guarantees that all sizes within the given range are
reached. Our proposed method changes this step of the algorithm: we set
the point size according to the scalar field and then compare its area to the
target density. Through this modification, information from the scalar field
can be encoded independently in the point size as well as the point density.
Fig. 5.5(a) shows how a constant density can be established using constant
and variable point sizes. Varying the point size but keeping the density
constant does not create a perceptually constant impression (the density
of the left looks different compared to the right), even though the density
is still accurately reflected. Fig. 5.5(b) shows a density gradient stippled

(a) (b)

Figure 5.5: (a) Stipples distributed with a constant density and either
constant point size (top) or variable size (bottom). (b) Increasing density,
again with constant point size (top) and variable size (bottom).
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using constant and variable point sizes. Increasing the point size can be
used to boost the perception of the density. It is important to note that
these two channels are not independent: For a given density, we might have
only a subset of the preferred point sizes, and we restrict the amount of
required points by enforcing a certain point size. Therefore, it is not readily
possible to use these two channels to encode two independent variables of
the data.

5.2.3 Just-Noticeable Differences
In previous work, evaluation of NPR stippling techniques either targeted
technical verification [DSZ17] or measuring perceived degree of abstrac-
tion [Spi+17]. Our evaluation targets the area between to discover possible
problems and opportunities for improvement: The relation between param-
eters and low-level perception. We strive to answer a set of research ques-
tions related to the verification and validation of our technique [Ise+13b]:
RQ1 How linear is the perception of stippling?
RQ2 How does stippling compare to grayscale?
RQ3 How does stippling diminish regarding perception?
These questions can be addressed by acquiring and comparing stimulus-
response functions. Therefore, we use a combination of generative data
models (Sec. 2.5) and psychophysical methods to obtain the just-noticeable
differences (JND) for stippled and grayscale images. We chose a classic two-
alternative forced choice (2AFC) experiment and the method of constant
stimuli. Note that we consider only three different constant point sizes to
reduce the parameter space.

Experiment Design, Procedure, and Analysis

We conducted our experiments using the crowd-sourcing platform Crowd-
Flower in separate sets of browser-based micro-tasks. One micro-task
corresponds to one question. Separate instructions briefly give users an
introduction to stippling using artistic images. An important factor in
crowdsourcing is quality control without scratching validity: We asked test
questions with obvious stimuli (far above the just-noticeable difference
threshold), but still difficult to distinguish from regular stimuli (to make
cheating more difficult). The test questions were randomly inserted, and the
participant received a notification in case of an invalid answer. Participants
with an accuracy rate below 70% on these questions were removed from
the experiment. Also, at the beginning an experiment, each participant
had to complete a quiz that was randomly compiled from test questions to
verify the participants task comprehension.
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All participants were instructed to locate the dark side of linear gradient
stimuli, i.e., judge the direction of the slope between a reference point
and a comparison point. We sampled 11 even-distributed reference points
between 0 (white) and 1 (black), each with up to 9 comparison points at a
distance of {0, 0.0375, 0.075, 0.15, 0.3} around the corresponding reference
point. Out of bounds sample points below 0 and above 1 were dropped. We
verified the usefulness of the range around the reference points in a small-
scale test run. Comparison points with the maximum possible distance
of 0.3 were used as test questions. Each stimulus was surrounded by a
gray border to reduce the influence of contrast. Moreover, we suggested
participants using an orthogonal viewing angle, natural viewing distance,
and avoid light shining directly on their screens. For each stimulus, the
participants were asked to decide whether the left or right side appeared
darker.
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Figure 5.6: Visualization of the perceiv-
able difference for increasing grayscale
values in comparison to stippling from
our user study. The ribbons show the
95% confidence intervals and mean val-
ues at measurement points for a detec-
tion rate of 80%.

We collected 23,753 responses
from 841 participants in total. In
a first step, we plotted value dif-
ferences (absolute and relative)
along with their average detec-
tion rate to check data quality.
Then, we joined symmetric differ-
ence pairs around each reference
point to determine left/right bi-
ases. This was a precautionary
measure as we did not want to
rely on getting symmetrical re-
sults from symmetrical parameter
transformations. We fitted logis-
tic functions to our data with a
random guess rate of 0.5, as com-
mon for 2AFC experiments. Based
on the fitted functions we can de-
termine difference thresholds for
80% detection rate, depicted in Fig. 5.6.

Experiment Results

Regarding RQ 2, we can see that stippling outperforms grayscale maps in
the lower range of values (0.0 to 0.2). This supports our claim that stippling
is useful in low-density regions because of the representation with discrete
elements. One reasonable explanation is: black dots have a much higher
contrast on white background compared to a white-to-light-gray gradient.
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Figure 5.7: Stipples with low and high density in image and frequency space.
The blurred rings in the high density case (right) are due to frequencies
introduced by gaps in dense regions.

Grayscale outperforms stippling in the mid range of values (0.4 to 0.8).
Apparently, detecting differences in point density becomes increasingly
difficult. However, there are almost no differences in the upper value range
because grayscale also degrades above 0.8.

Concerning RQ 1, all curves describing the perception of stippling are
non-linear, with a stipple size of 8 being the closest to linear. Moreover, the
dependency between the threshold and stipple size is non-linear, as can
be seen by the bump (0.3 for size 4, 0.5 for 8 and 0.6 for 16). Note how
the bump moves from the lower third to the upper third with increasing
point size. The actual cause of this non-linearity needs to be clarified in a
future experiment. One possible variable to consider size of gaps between
stipples.

For RQ 3, we expected stippling to perform worse with increasing point
density, however this kind of bump was surprising. There are several rea-
sons for this: Firstly, the algorithm tends to create regular patterns at
the border due to the handling of Voronoi cells. As a result, stipples at
the border become countable with increasing size. Secondly, perceived
stipple density is related to frequency perception. In Fig. 5.7, we transform
two stipple sets, having low and high constant density, to frequency space
using the Fourier transform. In contrast to standard sampling in computer
graphics, we do not transform the point positions but the final images that
also contain the stipple sizes. The resulting frequency plots show rings that
represent frequencies relating to reoccurring distances between stipples.
In the case of lower density, these rings are clearly visible because the point
density allows distribution of stipples with similar distances. The opposite
is true for higher densities, where placement of stipples becomes more
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difficult for the stippling algorithm, to the point where individual stipples
become almost indistinguishable. This manifests as blurred rings in the fre-
quency plot because undesired frequencies are introduced. Moreover, the
algorithm does not quantify overlap properly, leading to irregularities (more
on that later). This mixture of effects translates to a worse performance
in distinguishing local densities. In practical terms, this means mid-range
value differences should be boosted for example by employing one of our
contouring techniques [Gör+19].

Implications for Parametrization

Choosing a smaller stipple size improves the spatial resolution and amount
of preserved details, whereas a larger stipple size increases the degree
of abstraction. Choosing a variable point size, either akin to the original
LBG stippling algorithm, or by specifying it via a point size map, increases
the contrast in the stippled result. Typically, we used a factor of 3 to 5
between maximum and minimum point size to create a reasonable contrast
in the results. Based on Fig. 5.6, we can give some advice regarding
the representation of the data. The density mapping should be root or
logarithmically scaled, because depiction works well in the lower to mid
range (0.0 to 0.5). This bump effect has an unfavorable impact on the value
range above 0.5, which we will address next.

5.2.4 Overlap-Aware Stipples
Our overlap-aware stippling approach represents high-density areas more
accurately. Here, overlap means that the rendering of a stipple exceeds its
Voronoi cell and overlaps with other Voronoi cells. Such overlap violates
the core assumption of a Voronoi diagram: each pixel being assigned
to one Voronoi cell. Fig. 5.8 illustrates the implications in more detail:
Fig. 5.8(a) shows a perfect representation from the point of view of area
difference (T − I = 0), even though the stipple exceeds its cell (residual
overdraw) and does not fully cover it (residual white space). Fig. 5.8(b)
shows two overlapping stipples of differing size. This difference causes
stipple ink to be counted multiple times because cells do not consider
overlap from neighbors. When two stipples overlap (which usually occurs
at high densities), the amounts of stipple ink partially cancel out in the
rendering. Thus, the visible ink will be much less than the targeted one,
which leads the stippled gradient in high-density regions being heavily
influenced by chance (the seeding stipples).

To solve this problem, let us consider the optimization target as mini-
mizing an abstract error. If we compute densities using stipple area, we
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(a) (b)

Figure 5.8: Illustration of stipples and their Voronoi cells. (a) An example of
a perfect representation according to the difference (i.e., area = area).
(b) An example of two different-sized stipples. The overlapping area of the
stipples causes multi-counting (i.e., and areas are counted twice). Also,
note the difference between the shape-aware ( curve) and point-based
( line) Voronoi boundary. Here, ignoring the extent of stipples would fail
at taking the overlap area from the smaller stipple into account.

overestimate the visible ink because of ink that overlaps its Voronoi cell
(Fig. 5.8(a)). Thus, we split the ink I into within-cell ink II (i.e., intersec-
tion) and excess ink IE (i.e., complement), such that I = II + IE. II counts
ink-density coverage. IE violates the partitioning of the Voronoi diagram
and quantifies overlap. Since the density varies per pixel, we convolve
stipples with the density function restricted to its respective Voronoi cell to
obtain II . Using this separation, the error for each stipple and its respective
Voronoi cell becomes |T−II |+ |IE|. For improved control, we add a trade-off
parameter α for IE that penalizes (α > 0) or ignores (α = 0) overlap. Putting
it all together, we define the following conditions to adapt the number of
stipples:

max(0, T − II) > ε+ αIE︸ ︷︷ ︸
need more stipples

and min(0, T − II) < −ε+ αIE︸ ︷︷ ︸
need fewer stipples

(5.3)

As a result, excess ink tightens the threshold for increasing the number of
stipples, whereas relaxing it for decreasing them. Fig. 5.9(a) shows using
several variants of our overlap-aware approach: To achieve a reasonably
optimal packing, we penalize excess strongly (α ≈ ∞). The balanced variant
treats the density error and excess error equally (α = 1). To achieve filling,
we gradually decrease α from 1.0 to 0.0 using a smooth step function based
on normalized density per cell T̄ (the interpolation takes place between
0.9 ≤ T̄ ≤ 1.0 to create a seamless transition between balanced stipples
and filling stipples).
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(a) (b)

Figure 5.9: (a) Representing a linear gradient, from top to bottom: overlap-
aware packing variant, overlap-aware balanced variant, overlap-aware
filling variant, and grayscale reference. (b) “Resting lab” by Rob Chris-
tensen that uses filling for dark regions.

5.2.5 Non-Equal-Sized and Non-Circular Stipples
Stipples of identical size generate a Voronoi diagram that is equal to the one
of their center points. This, however, does not hold for stipples of different
sizes (e.g., in Fig. 5.8(b)) and shapes. To obtain a generalized boundary
Voronoi diagram, we use signed distance functions (SDF) [RRS13] of the
respective stipples, i.e., the signed distance from any point to the nearest
boundary point of a stipple, which implies: 1) The SDF is negative inside a
stipple and zero at its (visible) border. 2) The equality of SDFs defines the
Voronoi boundary between a pair of stipples. 3) Interestingly, when there is
overlap, these boundaries form the centerline of the overlap region. Thus,
each half of the overlap region between two neighboring stipples is identical
to the respective stipple portion exceeding its cell. This observation allows
us to easily compute the overlap area, which would otherwise be difficult
for centroid Voronoi diagrams (purple area in Fig. 5.8(b)).

In fact any convex shaped SDF can be used for stippling. However,
there is a tightest possible packing (depending on the overall aspect ratio
and roundness of a shape), which influences gaps. Thus, the impression
of granularity, i.e., the possible number of stipples per area, varies across
different types of shapes (Fig. 5.10). From our experience, this can be
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Figure 5.10: Linear gradients stippled from zero to overlap-avoiding pack-
ing. Note the influence of shape packability on perceived granularity. From
left to right and top to bottom: lines, rounded lines, triangles, rounded tri-
angles, rhombi, rounded rhombi, circles, ellipses, rectangles, and rounded
rectangles.

easily accounted for by letting the user adjust stipple size and infer other
parameters: For the example of ellipses, we set the width to their size and
compute their height using size and aspect ratio. We have also tried to infer
parameters from the area, but this is difficult to control. While it can be
tempting to relate other parameters, e.g., rounding radius, to density, this
influences granularity as well (Fig. 5.10 from top to bottom).
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Figure 5.11: Multi-class inverted stippling. The multi-class Linde-Buzo-Gray
stippling algorithm positions the stipples of all layers jointly. The rendering
establishes a drawing order and can fill the background.

5.2.6 Multivariate and Inverted Stippling
Inverted stippling, as shown in Fig. 5.11, uses black and white stipples (i.e.,
two classes) to explicitly “draw” negative space. To this end, we extend
LBG stippling [DSZ17] to multi-class LBG (MLBG) stippling. We call these
classes layers, since they group similar stipples in same-sized canvases.
For black-and-white inverted stippling, we need two layers: One creates
positive space (black stipples), and one creates negative space (white
stipples). In this case, we use the input image intensity and its inverted
version as the density maps for each layer.

18.4% 18.4%

(a) Indep.

0.0% 25.7%

(b) Global

9.3% 10.4%

(c) Ours

Figure 5.12: Interaction of black and white
stipples with overlap ( ) and gap areas ( )
highlighted in numbers.

One straightforward way
would be to generate a stip-
pled image for each layer in-
dependently using LBG stip-
pling and then overlay the re-
sults. However, this indepen-
dent approach cannot estab-
lish a global blue-noise prop-
erty (Fig. 5.12(a)) and results
in considerable overlaps with
other layers (18.4%) due to
missing inter-class correlation.
Wei [Wei10] observed simi-
lar issues and concluded that
generating classes together is
more desirable. We can estab-
lish a global blue-noise prop-
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Algorithm 5.1: Multi-class Linde-Buzo-Gray stippling
Input :Layers l0...n ∈ L

Range of stipple sizes [r0, r1]
Output :Set of all stipples for each layer S0...n

1 Initialize S0...n with random positions
2 repeat
3 VG ← Voronoi diagram of S0...n

4 for each layer l ∈ L
5 Vl ← Voronoi diagram of Sl

6 for each stipple s ∈ Sl

7 Cl ← centroid of Voronoi cell Vl(s)
8 CG ← centroid of Voronoi cell VG(s)
9 Move s to either Cl or CG based on probability P

10 Choose a new size within [r0, r1] for stipple s
11 if insufficient intensity then split s in two
12 if excessive intensity then remove s

13 until stable or maximum iterations reached

erty by simply coupling all stipples together and processing them as one
class. This, however, fails to create stipples in isolated regions (e.g., missing
dots for eyebrows and teeth in Fig. 5.12(b)) since stipples from different
classes block each other. This problem is also known as the conflict of
Voronoi diagrams [Qin+17]. Furthermore, it disregards the local blue-noise
property of each class of stipples.

To overcome this issue, we introduce a stochastic optimization strategy:
for each layer l, we compute a local Voronoi diagram Vl using the individual
stipples in this layer. Also, we combine the stipples of all layers and compute
a global Voronoi diagram VG. With these two Voronoi diagrams, each stipple
has two potential centroids: the local centroid Cl and the global centroid
CG from Vl and VG, respectively. Moving stipples to Cl enhances the local
blue-noise characteristics, whereas moving to CG enhances the global
blue-noise characteristics. Now, we randomly move each stipple to either
Cl or CG based on a probability P to balance local and global blue-noise
characteristics. Lastly, we split or remove the stipples as in the baseline
algorithm. Our MLBG is shown in Alg. 5.1.

Concerning the probability P , we found in our experiments that an
adaptive value based on stipple density works best. In inverted stippling,
viewers often focus on lower-density stipples; the local blue-noise property
of these stipples contributes most to the visual quality (Fig. 5.13(a) and
(b)). Thus, lower-density stipples should have higher chances of moving
toward their local centroids to increase local blue-noise characteristics.
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(a) Red first (b) Blue first (c) Ours

Figure 5.13: Visibility of stipples highly depends on drawing order.

In contrast, higher-density stipples should move more often toward their
global centroids to keep away from lower-density stipples and reduce
overlap. Specifically, we set the probability for a stipple to move toward
its local centroid as P = D − dl, where D is the sum of average densities
of all layers within its Voronoi cell, and dl is the average density of its
layer l within its Voronoi cell. Note that D = 1 for black-and-white inverted
stippling. We clamp P if it exceeds one.

Density-based Rendering Order

Once we have a stipple placement, we could render the stipples in any
order. However, this may not generate a visually pleasing image due to
overdraw. Similar to transparency in traditional rendering, the drawing
order of the stipples influences their visual quality. Thus, we process our
stippling results by establishing a better rendering order: by observation,
we found that it is preferable to place sparse stipples in front of densely
distributed stipples (Fig. 5.13(c)). The rationale behind this is that the
visual effect of overlaps at low-density stipples is visually more pronounced
than that at high-density stipples. Therefore, we should avoid overdraw
on the low-density stipples. To this end, we first sort all the stipples by
their descending average density within their respective cell in the local
Voronoi diagram. Higher-density stipples are drawn first and never overlap
the lower-density stipples.

Background Filling

While we can use the previously shown overlap-aware approach for back-
ground filling, implementation-wise a simpler approach is desirable. One
could simply flood fill the corresponding Voronoi areas (per pixel). However,
since stippling is a technique to create images using stipple primitives only,
we want our inverted stippling to stay in this spirit—especially as users may
require primitive representations, e.g., for vector graphics and engraving
applications. Thus, we fill the gaps by adding new stipples (background
stipples) below the existing stipples (foreground stipples), such that the
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(a) (b) (c)

Figure 5.14: Our background-filling approach. (a) Gaps are formed by
stipples. (b) We render the stipples in white on a black background to
generate an intermediate density map. (c) Then, we apply LBG stippling to
add stipples and draw them as background of (a).

background will not affect the layout by overlapping the foreground. Note
that covering all the gaps with a minimum number of stipples can be NP-
complete (depends on the primitive). Thus, we try our best to minimize the
number of stipples rather than finding an optimal solution.

Our greedy approach for solving this polygon covering problem is an-
other stippling pass (illustrated in Fig. 5.14). We first render all foreground
stipples in white (i.e., zero density) on a black background (i.e., highest
density) to obtain a new density map (a gap mask). This allows us to mask
out unnecessary areas. We then perform a single-class LBG stippling pass
on this gap mask. We copy the existing foreground stipples to initialize
the background stipples, as it is very likely that every foreground stipple
requires one or more background stipples to cover all of its surrounding
gaps. While this already gives good results, we modify the split/remove
conditions for our filling purpose: If a Voronoi cell of a background stipple
covers none of the black areas (i.e., zero total density), we remove the
background stipple. If a background stipple cannot cover all the gaps in its
cell (i.e., black areas remain outside the stipple ink), the stipple will be split
into two. The size of all background stipples is set to the maximum allowed
size, which allows us to keep the number of background stipples low. Then,
for each background stipple, we identify the layer with the highest density
of the original density maps within its Voronoi diagram cell and use its
color for the stipple. Finally, we insert these background stipples so that
no stipple from the previous pass is overdrawn.

According to our experiments, the first iteration of our filling can remove
around 95% of the gaps, and only 0.1% remain after three iterations in
most cases. Although we can sort background stipples as we did for the
foreground, it does not have a noticeable impact on visual quality in our
experiments. The potential reason for this can be that most background
stipples are overdrawn and less obvious in small background areas.
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Alternatively, when primitive representation is not required (e.g., ren-
dering in pixel format), one can fill gaps using the layer color of the highest
density within the gap. The difference is barely noticeable, but filling pro-
vides benefits regarding efficiency. Of course, one can also choose the
more complicated single-pass solution. In the end, it is mostly a matter of
preference.

5.2.7 Results and Discussion
Our inverted stippling improves representation of black areas over previous
techniques (Fig. 5.16 and Fig. 5.17 on the following page). Fig. 5.18 pro-
vides a glimpse at the artistic design space, which is not discussed further
in this thesis. We refer the interested reader to the corresponding papers
and the corresponding supplemental materials [Gör+19; Sch+21b] for
more examples, comparisons with other techniques, performance measure-
ments of our CUDA- and CPU-based implementations, as well as knacks and
details such as color decomposition. In the following, we limit discussion to
a selection of findings regarding perception.

Stippled Scatter Plots

Traditional scatter plots often suffer from over-plotting, obscuring the un-
derlying distribution. A standard technique to tackle this problem employs
kernel density estimation or transforms an existing continuous data domain,
e.g., velocity, to the image domain [BW08]. The resulting density field is
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(a) Scatter plot
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(b) Stippled scatter plot

Figure 5.15: Visualization of the diamond dataset, showing price over width.
Color represents clarity of each diamond. In (a) the dataset is depicted
using all data points, while (b) shows the actual distribution more clearly
by reducing points via stippling.
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(a) Source (b) LBG [DSZ17] (c) Ours

Figure 5.16: The cut-outs show that our method excels at fine details.
Source image credit: “Memorial Church” by Paul Debevec.

(a) Source

9.7k stipples (size: 2–4)

(b) CCVT [BSD09]

1.1M stipples (size: 2–4)

(c) SBE [Kim+09]

1.3k stipples (size: 3)

(d) IVS [Ma+18]

8.2k stipples (size: 2–4)

(e) LBG [DSZ17]

46.7k (size: 2–4)

(f) Ours

Figure 5.17: Examples of black-and-white stippling using selected methods.
(b) and (c) were generated using StippleShop [Mar+17]. (d) and (e) were
generated using the respective demo programs. The number of stipples
for our result (f) is composed from 9.7k black, 18.4k white, and 18.6k
background stipples.
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Figure 5.18: A selection of examples, respective source images, and color
palettes (top row). The toucan exhibits a variety of non-traditional stipple
shapes.
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then colored. However, this approach has a major drawback: areas with
low point density accumulate little density. As a result, outliers are often
difficult to identify.

Our proposed technique can be used to avoid both of these problems by
sampling the data points. Fig. 5.15(a) shows a traditional scatter plot of
diamond properties. In this example, the representation suffers from a lot
of over-plotting in the lower regions. The stippled representation behaves
differently, as can be seen in Fig. 5.15(b). Note how our technique reveals
clusters in the data that were concealed by visual clutter in the traditional
scatter plot. With our method, we were able to reduce the number of points
from 51,772 points in the scatter plot down to 3,389 points. Admittedly, the
points in the stippled scatter plot do not necessarily fall onto points from
the original dataset. However, other methods make the same compromise,
e.g., kernel density estimation. Nevertheless, each point is a representative
of the underlying distribution. One possible extension here would be to
incorporate actual data locations into our algorithm. Sparse regions could
use the actual data positions, whereas regions with higher density could
maintain the intended stipple distribution, and everything in-between could
use a compromise of both. This presents a trade-off between the accuracy
of individual points and their overall distribution.

Multivariate Visualization

In general, humans cannot intuitively tell the resulting color when mixing
two colors. Moreover, RGB interpolation can introduce new in-between
colors [CWM09]. Generally, color mixing introduces new non-intuitive
categories as shown in Fig. 5.19(a)—it is completely unclear which classes
result in which colors. Admittedly, it would be possible to show a histogram
per state since population density is binned considerably, here. However,
if non-binned data is considered finding representative locations for such
histograms becomes challenging. One approach tackles this problem using
multivariate stippling as shown in Fig. 5.19(b).

Similarly, our method can create a joint visualization of multiple vec-
tor fields in one image using red and blue blue-noise-distributed arrows;
aligning the orientation of arrows with the field (Fig. 5.19(c)). Interestingly,
inverted stippling can also be used for the creation of arbitary blending
masks to illustrate information using surface materials that do not blend
well. The pre-shading mixing of material properties, such as base color or
roughness and metallic factors, potentially results in a completely different
material altogether when mixing materials post-shading. We avoid the
issues related to interpolating materials by creating a sampling mask that
controls the transition between the materials as shown in Fig. 5.19(d). Due
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(a) Transparency-based multivariate map

(b) Stippled multivariate map

(c) Glyph sampling (d) Material blending

Figure 5.19: Multivariate stippling is more robust and versatile than tradi-
tional transparency: in contrast to alpha blending (a), MLBG stippling (b)
allows keeping colors and distribution variations in 5 overlaid classes;
(c) in scientific visualization, vector fields can be mixed and overlaid; (d) in
complex scenery, blending masks allow for arbitrary materials to convey
structure (here, a sunflower with reflections and transparency). The map
shows ethnicity in the United States in 2019 (classification is in line with
the American Community Survey: White, Black, Hispanic, Asian,

Other).
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Figure 5.20: Representation error between target density and achieved
density: The zero line is ideal. Inverted stippling exhibits the smallest
average error and the most balanced representation over the entire range
of densities.

to the discrete nature of the mask, each point of the surface is shaded by
a single material. The transition is achieved by continuously varying the
amount of surface area covered by the various materials.

Density Representation

Existing stippling methods often cannot represent the density of an input
image well. We demonstrate the ability of our inverted stippling method
to do so by a quantitative experiment: A good method should accurately
render all stipple densities with correct intensity (i.e., black-to-white ratio).
Thus, we stipple a linear gradient with 2048×1600 pixels using different
methods, and then examine the black-to-white pixel ratio of each column
of the stippled results and compare it against the ground truth grayscale
value. For a fair comparison, we set the number of stipples for Lloyd’s
method to the stipple number we automatically obtain using the LBG-
based methods. The stipple size is 4 pixels for all methods. Fig. 5.20 shows
their relative errors between the ideal intensity and the measured intensity,
where zero in the middle means no error. To improve readability, we smooth
the measurements using a window of 32. In the dark region, the errors of
all methods increased, while our inverted stippling has the lowest error in
this region. It is also interesting to note that the error of our method has a
smooth change in sign at the middle (50% brightness). This change shows
where background colors are inverted. The absolute error is small in this
region, and thus we can hide the transition of the backgrounds. Relating to
the psychometric experiment earlier, our inverted stippling “mirrors the
good half” of Fig. 5.6, which implies that a future psychometric experiment
should focus on the transitions, e.g., between black and white.
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(a) Post-coloring (b) Independent (c) Ours

Figure 5.21: Comparison of different methods. Uniformly stippled squares
in the spatial domain (top row) and frequency domain (bottom row). Ideal
blue noise has a clear repeating ring (rings decay from inside to outside)
and isotropic properties (low variation within the rings).

182



5.2. Stippling for Abstract, Countable, and Illumination-Robust Representations

(a) (b) (c)

Figure 5.22: Ebbinghaus Illusion. Features embedded into stipplings
strongly depend on the local context. For both (a) and (b), the space
between the feature and the surrounding stipples is the same, but the
space appears greater for the smaller stipples in (b). Both stipple densities
are juxtaposed in (c).

Blue-Noise Property

Again using Fourier analysis, we stipple a uniform square with two classes,
each at 25% density, using different approaches. Fig. 5.21 compares the
resulting images in spatial and frequency domain. The post-coloring ap-
proach using error diffusion after LBG performs worst since it cannot
maintain local blue noise. This results in uneven stippling for the individual
classes. The independent approach shows blue-noise characteristics for the
individual layers, but the global blue noise has a low signal-to-noise ratio.
Our stochastic coupling shows blue-noise characteristics for the individual
layers, with a better global blue noise than independent.

Going back to Fig. 5.7, we illustrate the blue-noise property in dark
areas of traditional stippling (high density) and inverted stippling (low
density): The irregular small gaps in traditional stippling degrade the blue-
noise property, whereas our inverted stippling maintains the blue-noise
property better by avoiding high density.

5.2.8 Discussion
Prior work [Spi+17] evaluated the relationship between the number of
stipples and the perceived quality of the resulting image. Their finding is
that an abstraction with more stipples leads to a higher perceived quality,
however at a decreasing rate for higher number of stipples. We were able
to confirm this connection in Sec. 5.2.3.

Nonlinear Perception Similar to other visual variables, such as color,
we have shown that the perception of stipples as visual variable is non-
linear. An important aspect of stippled images is that the local position
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Table 5.1: The difference of multi-class sampling methods. “Dart.” for
dart throwing. “Relax.” for relaxation. “Ad.” for adaptive. “Tem. Co.” for
temporal coherence.

Method [Wei10] [Che+12] [Jia+15] [Qin+17] Ours

Type Dart. Relax. Relax. Relax. Relax.
#Stipple Fixed Fixed Fixed Fixed Ad.
Tem. Co. No Partial Partial Partial Yes

GPU Limited Full Full Full Full

of the stipples and their context can have a strong influence on how we
understand the visualization. Fig. 5.22 shows an example of this effect:
Although the spacing between the feature and the surrounding stipples is
the same, the gap is perceived larger when stipples in the neighborhood
are smaller.

Temporal Coherence LBG stippling is temporally coherent due to its
relaxation process and the adaptive stipple number mechanism. MLBG
stippling maintains all these properties and thus is temporally coherent as
well.

To demonstrate this, we created a stippled animation with multi-class
stippling (not inverted stippling). For each frame, we use stipples from
immediately preceding frames to initialize the stippling. Then, we run two
to three iterations of MLBG stippling to update the scene. Note that we
also disable our density-based ordering for animation as it is not temporally
coherent. All stipples move smoothly between the gaps of the others to
avoid overlap. Temporally coherent animation is problematic for previous
stippling methods, in particular with an adaptive number of stipples. We
refer the reader to the supplemental video of the paper [Sch+21b] for the
animated effect. Tab. 5.1 compares a selection of methods to ours regarding
computational approach, number of stipples, temporal coherence, and GPU
suitability.
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5.3 Voronoi-Based Foveated Volume Rendering
After we have seen that perception is capable of reconstructing scalar
fields from representative stipples, another question arises: how much
information is necessary without credibility and disagreement seeping into
consciousness? After all, the distribution of the cells on the retina is also
not uniform. We study this effect within the context of foveated volume
rendering by proposing a novel technique based on our stippling algorithm
(Sec. 5.2) and natural neighbor interpolation. Note that this approach is
orthogonal (and compatible) to using uncertainty for improving reconstruc-
tion quality [Ath+21] in volume rendering. While modern output devices
are steadily increasing in pixel density and refresh rate improves the user
experience for users of large projection screens and head-mounted devices,
the rendering performance of image order approaches such as volume
raycasting [Eng+06] is heavily impacted by the associated performance
requirements [Bru+20]. For example, higher screen resolution typically
requires a denser sampling of the image plane that can only partly be
accounted for by advances in graphics hardware.

Many different approaches have been developed to improve volume
rendering performance. Typically, the goal of these approaches is to reduce
the rendering cost so that little to no deviations from ground truth solution
occur. In practice, empty space skipping and early ray termination are
among the most widely used techniques. Our work complements these
approaches by adapting the sampling strategy in different areas of an image
depending on the perceptual characteristics of the human visual system.
We measure user gaze using an eye-tracking system to determine the areas
of the image plane that are in foveal (detailed) vision and peripheral (less
sharp and colored) vision—hence, the term foveated rendering.

In this work, we focus on the specifics of foveated volume raycasting.
We pre-compute a sampling mask based on visual acuity fall-off using the
LBG algorithm, shift this mask according to user gaze, reconstruct the
image based on Voronoi cells using natural neighbor interpolation, and
apply temporal smoothing to make undersampling artifacts less disturbing.

5.3.1 Visual Acuity Fall-Off Model
Many works investigated and confirmed the fall-off of the visual acuity in
the periphery [SRJ11]. Inverting the acuity results in the minimum angle of
resolution (MAR) that can be approximated by a linear model [Wey63]:

MAR = ω0 +m · e (5.4)
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(a) Color-coded Voronoi cells and corresponding ray origins in black.

(b) Ray origins connected by lines to illustrate the Morton ordering.

Figure 5.23: Illustration of the sampling mask for volume raycasting.

where ω0 denotes the smallest resolvable angle, e the eccentricity in de-
grees, and m the slope. The MAR model has been confirmed to match
performance results in low-level vision tasks as well as anatomical features
of the eye. Adaptions thereof have been successfully employed in different
foveated rendering methods [Gue+12; Ste+16; Vai+14]. We approximate
this hyperbolic acuity fall-off function using a 2D Gaussian function de-
pending on screen resolution, size, approximated viewing distance, and
estimated photoreceptor distribution. Our photoreceptor topology estima-
tion is based on an average foveal acuity for healthy adults below the age
of 50 [EYW95]. In addition, a smooth function results in a more pleasant
sampling mask (Fig. 5.23(a)). Based on our acuity fall-off function around
the gaze, we now can infer the number and spread of casted rays in screen
space as well as the sampling density along the rays in object space.

5.3.2 Foveated Volume Rendering
Our technique carries out several (computationally intensive) pre-processing
steps, minimizing the induced cost at runtime. During the first pre-processing
step, we compute a sampling mask to determine the starting points of the
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rays for raycasting using the LBG stippling algorithm (Fig. 5.23(a), Sec. 5.2).
The algorithm has several advantages over a simple sampling strategy:
it arranges the rays’ starting positions in such a way that little or no
visible patterns manifest that could irritate the viewer [DSZ17]. Accord-
ing to our observations, this property translates well to foveated volume
rendering. Also during pre-processing, we optimize the spatial locality
of sampling rays by sorting them according to Morton order, also called
Z-curve (Fig. 5.23(b)). This improves ray locality and therefore caching
behavior when using the generated sampling masks for volume raycasting
at runtime (Sec. 5.3.2). The sampling mask has at least twice the size of the
screen resolution since we translate it during volume rendering according
to the gaze, effectively keeping the high-density part in the middle of the
texture at the foveal region of the user.

Our sampling method (in image space) is based on Voronoi cells, just
like natural neighbor interpolation, which provides a mathematical sym-
metry between sampling and reconstruction strategy. Accordingly, we
have modified the LBG algorithm to compute neighbors and weights for
natural neighbor interpolation of the sparsely sampled rays during pre-
processing (Sec. 5.3.2). These can then be used directly during runtime for
reconstruction. Finally, we apply a temporal smoothing filter to attenuate
undersampling artifacts in peripheral vision (Sec. 5.3.2).

Volume Raycasting

Our GPU-based volume raycaster samples 3D textures using perspective
projection, performing front-to-back compositing using a post-classification
model with linear transfer functions. Density values that are sampled along
casted rays are determined using tri-linear interpolation. The renderer
features local Phong illumination, based on gradients (central differences),
early ray termination, and empty space skipping for acceleration. We adjust
the distance between samples as given by our sampling mask proportional
to our acuity fall-off function, not only in image but also in object space. Akin
to a decreased sampling density in image space that is a direct result of the
visual model (Sec. 5.3.1), a coarser sampling along rays produces a lower
resolution approximation with respect to a reference image (e.g., [Ber+06]).

Natural-Neighbor-Based Image Reconstruction

To reconstruct an image of the volume, we have to perform an interpola-
tion of the sparsely sampled screen space. We chose a natural neighbor
interpolation scheme [Sib80] because it provides a smooth approximation,
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requires only local neighbors, and is generally C1 continuous. Moreover, it
fits our sampling strategy well since it is also Voronoi-based (see Sec. 5.2).

Despite being computationally expensive, the method has been used
in different application domains such as engineering, mechanics, and also
in scientific visualization [Par+06]. To compute the interpolated value at
a given point, a new Voronoi cell is inserted into the existing tessellation
at the position (x, y) of the point. The estimate G of the new point is then
calculated by using the areas A of the intersections with the neighboring
cells in relation to the total area of the new cell as weighting factors for
the interpolation:

G(x, y) =
k∑

i=0

A(Si ∩N)

A(N)
· f(xi, yi) (5.5)

with A(N) being the area of the new cell N and f(xi, yi) being the known
values at the k neighboring cells Si.

Computing the weights is offloaded into a pre-processing step that
results in two textures: Both textures have twice the resolution of the
screen to accommodate for gaze-dependent translation of the mask. One
texture stores the indices of the neighboring cells. The other texture stores
the weights that are used for interpolation. This design makes it simple and
efficient to compute the interpolations on a per-pixel basis after raycasting.

Temporal Smoothing Filter

While natural neighbor interpolation provides a precise and smooth re-
construction, sparse sampling introduces aliasing artifacts, especially at
hard transitions in the volume data. In addition, undersampling artifacts
may occur especially near fine structures due to the low sampling density
in peripheral vision. However, peripheral vision is particularly sensitive
to contrast changes and movement. Therefore, we attenuate those arti-
facts using a temporal smoothing filter by averaging between n previous
frames. Here, we found n = 8 to be a good compromise between sufficient
smoothing, perceived fade, and perceived frame rate [DoV17]. Moreover,
it hides the transition from blurry to sharp during rapid eye movements
that can be noticeable if the screen update lags behind the eye movement.
This approach also helps with eye-tracking devices with low sampling rate.
To avoid introducing a motion blur effect, we do not apply the temporal
smoothing during image-altering changes such as camera manipulation
and transfer function modifications.
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Table 5.2: Rendering performance.

Data set Mean frame rate Relative speedup
Regular Foveated 0 1 2 3 4 5

Combustion 73.85 154.20
Supernova 37.60 105.28
Vortex cascade 33.27 104.87
Zeiss 98.50 177.09
Flower 22.79 74.08
Chameleon 35.99 99.78

5.3.3 Results
We tested our approach using a stationary Tobii Pro Spectrum eye-tracker
with a sampling rate of 1200 Hz. For runtime performance evaluation, we
simulated deterministic and randomly scattered gaze positions for compa-
rability and reproducibility. All images were rendered with a resolution of
1024× 1024px on a 1080 p screen with a 24" diagonal, using a workstation
equipped with an Intel Core i7-7700K, 32 GB RAM, an NVIDIA GeForce
GTX 1070 with 8 GB of VRAM, and running Windows 10 (October 18 Up-
date). Our single-pass implementation of volume raycasting uses OpenCL
1.2 for reasons of device and platform portability. The evaluated pixel colors
are written to a texture and shown with a screen-filling quad using OpenGL.
The sampling rate along the rays was set to be twice the data resolution
(i.e., a sampling distance of half a voxel) as base value. We used CT-scans
(Chameleon, Zeiss car component, flower) and individual time steps from
simulation data (vortex cascade, combustion, entropy of a supernova). For
each data set, we designed one specific transfer function that we used
across our measurements shown in Fig. 5.24. To give an impression of the
sampling pattern, Fig. 5.24(h) shows the same configuration as Fig. 5.24(g)
but without natural neighbor interpolation applied, i.e., only pixels contain-
ing ray starting positions are colored. For comparison, Fig. 5.24(f) shows
the reference without foveated rendering applied.

Following recommendations by Bruder et al. [Bru+20], we measure 256
random camera configurations, rotating around the volume and changing
the distance to the volume, while the target of the camera is the center
of the data set (the maximum distance is set to the minimum distance
required to fit the whole projected volume onto the screen for any camera
configuration). For each camera configuration, we test 256 random gaze
positions, resulting in a total of 65536 measurement configurations. We
measure five frames for each configuration and keep the median frame
time as representative value. Then, we calculate the mean frame rate and
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5. Rendering and Perception

(a) Combustion
(480× 720× 120)

(b) Supernova
(432× 432× 432)

(c) Vortex cascade
(529× 529× 529)

(d) Zeiss (680× 680× 680) (e) Flower
(1024× 1024× 1024)

(f) Chameleon reference (g) Chameleon
(1024× 1024× 1080)

(h) Chameleon sampling

Figure 5.24: Example renderings of each data set with transfer functions
from the benchmark. The left sides show the reference renderings, the right
ones our foveated renderings with a red cross indicating the respective
fixation point. For the Chameleon (g), we also provide sampling results
before reconstruction (h).
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relative speedup based on those representative measurements. Tab. 5.2
shows frame times with and without foveated rendering as well as the
relative speedup for each data set. On average, we achieved speedups
between factor 1.8 and 3.2 using our foveated rendering, depending on the
data set and transfer function. Generally, the speedup is higher for volumes
with less empty space. We could barely experience perceptible changes
with respect to visual quality. However, quantifying perceived image quality,
e.g., as suggested by Hosu et al. [Hos+16], is beyond scope of this work.

The reduced number of rays when using our approach (less than 8%)
may indicate an even bigger performance gain. However, the sparse regions
in the periphery often correspond to those rays accelerated by empty space
skipping. Furthermore, we cannot take advantage of caching as efficiently
compared to using the regular volume rendering due to the non-consecutive
voxel-access pattern (Fig. 5.24(h)). Additionally, there is the small overhead
of natural neighbor interpolation, which amounts to 1.5± 0.157ms for all
data sets, as well as the general overhead (kernel invocation, etc.).

5.3.4 Discussion
We approximate the acuity fall-off in a rather coarse fashion by using a
2D Gaussian function. While our approximation of the acuity fall-off by
using a 2D Gaussian function is sufficiently accurate for people with normal
vision, individual differences exist regarding the distribution of rod and
cone cells in the retina. Thus, calibrating our system according to the
physiology of individuals could improve the quality and performance of
foveated rendering, as could further optimization based on user feedback.

The coarse sampling in the peripheral regions can further lead to un-
dersampling artifacts, especially near sharp borders or fine structures in
the data. While our temporal smoothing filter helps avoid such artifacts,
it should not be used for interaction and dynamic data due to potentially
undesired motion blur effects. Here, we found that explicit and expected
movement tends to make rendering artifacts less prominent. We have also
explored a 3D mipmap stack and linear interpolation between the levels
based on the sampling density. However, the performance hit caused by
additional 3D texture fetches was too high compared to the improvement in
image quality. We suppose that our implementation could be optimized to
yield even better speedups from the significant reduction in emitted rays.

High frame rates are crucial in virtual reality to prevent dizziness,
e.g., when using head-mounted displays. We could achieve substantial
performance improvements using foveated rendering. Therefore, we expect
our technique to be beneficial for head-mounted displays with integrated
eye-tracking devices.
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5.4 Conclusion
We have presented two rendering methods that harness the uncertainty-
awareness inherent to the human visual system to convey multivariate
information and speed up volume rendering. Both methods rely on represen-
tative sampling and the human ability to decode (or demultiplex [Che+14])
such visual information.

Our multi-class stippling algorithm allows us to encode information in
different channels of stipples, such as density, size, color, and shape. Local
details are preserved and can be inspected when viewing the visualiza-
tion close up, whereas the overall structure becomes apparent at larger
distances or when viewed in a smaller-than-usual size, e.g., in thumbnails.
Future research might address the influence of illumination changes on stip-
pling and its task performance compared to conventional representations
such as color scales.

We have also introduced a computational method for inverted stippling
by mimicking an inversion technique used by artists. Inverted stippling
uses both black stipples and white stipples for rendering positive space and
negative space. This approach allows us to generate stippled images with
better representation of details and better preservation of intensity in dark
areas. Our multi-class algorithm uses a stochastic layer coupling approach
to achieve the blue-noise property for individual classes and the combined
classes. Although there are faster real-time stippling methods, our inverted
stippling still achieves interactive rates with parallel GPU computation.
Since our multi-class algorithm is temporally coherent, further improving
the performance could benefit the usability of our method for stippled
animation.

Our foveated volume rendering approach utilizes the acuity fall-off in
the visual system to accelerate volume rendering. To this end, we modified a
typical volume raycaster to adapt various sampling parameters to the gaze
of the user. For the approximation of sample density and reconstruction
during rendering, we propose a novel technique based on our stippling
algorithm and natural neighbor interpolation. Using a conservative acuity
fall-off function, we achieved average speedups between 1.8 and 3.2 for
different data sets, with hardly perceptible changes in image quality in
peripheral areas.

Broadly, we used the human uncertainty-handling ability to optimize
communication with the visual system, to speak its language.
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Final Conclusion

In this thesis, we explored and addressed several visualization challenges:

• The identification,
• propagation,
• communication,
• and utilization of uncertainty.

We demonstrated that the representation of uncertainty supports assess-
ing credibility and disagreement of data by means of centrality, extent, and
representativeness. Our results show that uncertainty can be incorporated
in almost any visualization (2D and 3D) even if it seems contradictory at
first (as in treemaps, Sec. 3.4 and 3.5). While our exploration is extensive,
it is by no means exhaustive. More in-depth studies of visual abstraction,
visually assisted hypothesis testing, and decision making under uncertainty
have yet to be done. This includes further research on meaningful illus-
tration of higher moments and conditional probabilities that we will detail
later in this chapter.

6.1 Answers to Research Questions
In Sec. 1.1, we have presented various methods for identifying uncer-
tainty (TQ1), modeling the flow of uncertainty through the visual comput-
ing pipeline (TQ2), and various techniques for communicating and using
uncertainty(-awareness) (TQ3).

Identifying uncertainty and reasoning about uncertainty (TQ1) is straight-
forward. There is measurement uncertainty (e.g., accuracy and precision),
completeness uncertainty (e.g., ensemble analysis and missing values), and
inference uncertainty (e.g., prediction, retrodiction). Orthogonal to these
classes is credibility and disagreement.
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The difficulty lies in what to do with uncertainty-afflicted information
(TQ3), i.e., the task at hand. The methods presented in this thesis convey
extent and representativeness, usually in reference to some centroid or
median, to put an inherently uncertain object (e.g., a distribution function)
into context. Ideally, uncertainty visualization allows for the abstraction
of missing information and ensembles, as well as basic hypothesis testing
(e.g., by assessing if an ensemble member is outside of a hull).

Almost all the techniques presented in this thesis had to be made
uncertainty-aware in the mapping and rendering stage (TQ2). More pre-
cisely, the uncertain object that has to be propagated through the visu-
alization pipeline is generally of dimensionality d > 0. This leads to the
follow-up question: where to put this additional information, and how to
deal with contradictions? For our Probabilistic Graph Layout (Sec. 3.2), the
projection can lead to undesirable ambiguities between network structure
and distribution functions. Our Bubble Treemaps (Sec. 3.4) deliberately
use white space to resolve the contradiction between the propagation of
the mean and standard deviation. In contrast, our Uncertainty Treemaps
(Sec. 3.5) consider this contradiction as an abstract error and optimize for
it accordingly, leading to a more space-efficient uncertainty-aware treemap.

Beyond traditional statistical measures such as mean and standard
deviation, our work on Graph Depth (Sec. 3.3), Supertrees (Sec. 3.7),
Cluster-Flow Parallel Coordinates (Sec. 4.2), and our Time Curve Boxplots
(Sec. 4.4) targets statistical robustness in higher-dimensional spaces. For
example, a simple inside-out ordering of data is often sufficient to assess
representativeness. However, such order-statistical measures are also gen-
erally less expressive. Weaker assumptions imply more degrees of freedom
in mapping and rendering—order can be easier to maintain than distance.

One can approach methods for harnessing uncertainty (TQ3) from two
sides: Firstly, properties of one uncertain object must be coupled visually
(e.g., the mean and standard deviation), as is the case with wavy splines,
screen-door transparency, and stippling. Also, these examples show that
abstraction of uncertainty seems to be favorable. Visualization of measures
that lend themselves for assessing credibility and disagreement are central-
ity, extent, and representativeness. Secondly, the human visual system is
inherently uncertainty-aware, which can be used for optimization (Sec. 5.2
and 5.3). Undoubtedly, there is still much to be gained for visualization
research by interdisciplinary studies of the human visual system.
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6.2 Future Directions
In this thesis, I presented several approaches and findings that provide
opportunities for further research in uncertainty visualization and visual-
ization in general.

Visual Abstraction This area suggests itself for direct extensions of our
research. For example, abstraction of normal distributions is currently
often limited to mean and standard deviation, neglecting higher moments
such as skewness and kurtosis. Skewness describes the symmetry in a
distribution, which could be illustrated using an angle-like glyph, similar
to vector field visualization. Kurtosis characterizes “tailedness”, i.e., the
extremity of outliers, which could be depicted using a lens-like metaphor
(focal length). Note that higher moments are also often ignored in dimen-
sionality reduction (e.g., by PCA), i.e., for high-dimensional data. Since
higher moments tend to be sensitive to outliers, it will be worthwhile to con-
sider other measures of dispersion such as the median absolute deviation
(median(|Xi −median(X)|)) and their recursive continuations.

Beyond the scope of uncertainty visualization, stippling-like abstractions
of graphs could also help declutter network visualizations: hairball-like
and overly detailed layouts often lack abstraction. Considering all pairwise
distances in a graph results in a heavily over-constrained the dimensionality
reduction (or graph layout). Often, network researchers are interested in
abstract properties, e.g., of network positions and structures. For example,
communities have abstract properties, similar to distributions, that lend
themselves to abstraction (e.g., centrality, size, and connectedness).

Besides stippling there are other abstractions of generality and efficacy
that are applicable to visualization. For example, contour hatching, which
enhances spatial impression, has not been considered for quantitative
abstraction.

Model Peeling The basic idea of model peeling is to start with a simple
model that becomes increasingly complex by adding and verifying assump-
tions with visual assistance, virtually peeling off more and more aspects or
components of the model.

For example, in physics, new materials are frequently tested for sym-
metry to identify crystals. However, any such symmetry assumption needs
considerable knowledge about the nature of the data. Meanwhile, the exact
opposite is often the case with machine learning: Little knowledge about
the phenomenological aspects of data is required to obtain an “accurate
model”. Moreover, the model inherently takes on the characteristics of the
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data due to fitting. Admittedly, one rarely learns what has been “learned”
during the training process. So, what is the difference, and can we build a
bridge between these approaches?

The root of this gap lies in the components of a model (non-linear
functions, weights, and biases, i.e., what is learned) and their (non-)com-
prehensibility. Thus, one sensible approach is to change the model so that
it helps to peel meaningful information. For example, when running ex-
pensive simulations, one could train a model so that it samples data (by
running simulations) in most-uncertain parameter ranges of the simulation.
This could be achieved by modeling the latent space using normal distri-
butions instead of points. Anything that is comprehensible and learnable
qualifies as peelable, e.g., trends, seasonality, confidence intervals, as well
as symmetries.

Another route to achieve model peeling lies in Bayesian statistics due to
conditionals that provide additional context: For example, in data cleansing
statements like “filling missing data is sensible because «conditional»” or
“this is an outlier regarding «conditional»” allow for simple sanity checks.
In addition, error-prone manipulation becomes selective, reviewable, and
non-repetitive because of Bayes inference (confirming a change updates
the model).

Accessibility and Evaluation Our work on generative data models
(Sec. 2.5) and visual deficiency simulation [Sch+19] offers a promising
opportunity: Automated testing of visual stimuli as a cost-effective and
deterministic complement to user studies. Such a “linting tool” for visual
stimuli quantifies the loss of discriminability by comparing original and
post-simulation stimulus. Due to the differences in biology and health
throughout the population such a tool yields one assessment per deficiency
and stimulus. Here, uncertainty visualization can help to determine the
impact, e.g., of design decisions, regarding accessibility. Then, one could
use a generator to do coverage-oriented sensitivity analysis (similar to
fuzzy testing) to identify accessibility issues.

More directly related to uncertainty visualization, I see a need for
investigating heuristics that mimic understanding when faced with complex
and uncertain data, in particular regarding to decision making. A research
question in this direction could be: does visual abstraction influence how do
we review decisions and potential consequences? This could be investigated
when studying conditional probabilities.
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